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Abstract—We present C2B2, an integrated suite for chaos
engineering, benchmarking, and capacity planning of large-scale,
multi-cloud Hyperledger Fabric installations. C2B2 is cloud-
native and adopts an everything-as-code approach, facilitating the
reproducibility of experiments by streamlining their deployment
on Kubernetes, while offering simplified and flexible configura-
tion to developers. C2B2 enables large-scale testing of complex
multi-cloud deployment scenarios through network emulation,
and its chaos engineering features allow simultaneously evaluat-
ing the impact of faults or network instabilities. Our evaluation
of C2B2 demonstrates its interest in terms of the reduction of
the experiment setup complexity for two representative scenarios,
the evaluation of the impact of a consortium organic growth, and
the evaluation of the impact of geo-distribution on performance.

Index Terms—blockchain, deployment, tool, emulation

I. INTRODUCTION

Blockchain systems act as a distributed source of common

trust between mutually distrustful participants, and enable

decentralized yet robust implementations for applications such

as supply chain management [1], food safety [2], or notarial

services. Open blockchains such as Ethereum, RapidChain [3],

or Chainspace [4], allow any party to contribute infrastructure

nodes. While suitable for certain scenarios, open blockchains

generally suffer from low performance [5] and their operation

is generally tied with the use of a cryptocurrency. Consortium

blockchains are an alternative to open blockchain for use cases

involving mutually-distrustful companies whose identity can

be known in advance and certified. They are not necessarily

tied to the use of a cryptocurrency and can be more flexible

in the type of transactions that they can support.

Hyperledger Fabric [6] is arguably one of the most popu-

lar consortium blockchain. Many consortiums of companies

worldwide are considering or already using Fabric to build

blockchain-based solutions, e.g., for supply chain manage-

ment [7], sustainable international food commerce, or airlines

industries [8]. Similarly, significant efforts are underway in

the academic world towards proposing modifications to Fabric,

e.g., for better performance [9], [10] or fairness [11], and for

supporting resilience against strong adversaries [12].

While undoubtedly a promising technology, consortium

blockchains in general and Hyperledger Fabric in particular

remain early in their technology maturation process. In con-

trast to more classical technologies such as databases, the

performance, scalability, and resilience of a Fabric installation

and its evolution over time remain poorly understood. For

instance, experiments have shown that Fabric’s performance

and consistency may be highly impacted by network latencies

in WAN deployments [13]. Yet, many develop Fabric-based

solutions that could very soon become business-critical. We

can say that the deployment of such solutions is subject to

strong planning uncertainty. It is difficult, for instance, for

blockchain operation engineers to answer questions such as:

(1) What will be the throughput that a starting installation

across, e.g., a consortium of three organizations will yield,

and what latency and success rate can one expects for my

transactions? (2) If the consortium is to welcome additional

members from worldwide-distributed countries, what will be

the impact on scalability and performance? (3) Can one

anticipate the impact of server failures or network performance

variation on the sustainability of the platform?

Benchmarking early and systematically is the best option

available to blockchain application operators to understand

the performance and limits of their chosen platform. To be

useful, a benchmark must target an environment that is as close

as possible to the destination production environment, feature

representative test workloads, and allow repeated runs with a

large variety of configurations. In addition, the benchmarking

discipline must target experimental reproducibility, i.e., the

ability to describe exhaustively various deployment conditions

and setups for others to elaborate, extend, and later reproduce

them. This last ability is also of primary importance for

blockchain researchers willing to assess the impact of their

contributions and allow others to reproduce their experiments.

Contributions. We present C2B2, a deployment and control

tool suite allowing the systematic evaluation of large-scale,

multi-site Fabric installations. Our focus in this paper is

on detailing the C2B2 tool, and illustrating the types of

evaluations that it simplifies.

The deployment and setup of Fabric for one specific con-

figuration is a particularly complex endeavor. C2B2 greatly

simplifies this deployment procedure by generating all con-

figuration and deployment scripts based on a user-provided

high-level configuration description, allowing thereby a seam-

less transition between multiple configurations in successive

experiments, e.g., when scaling up or down the number of

organizations. The deployment scripts generated by C2B2

are instantiations of the Blockchain Automation Framework
(BAF) [14]’s Ansible [15] recipes & Helm [16] charts for

Kubernetes clusters [17]. While C2B2 currently focus on

Hyperledger Fabric v2.0, the community-driven development

of BAF ensures that C2B2 should easily be adapted to future

versions of Fabric as well as for other private blockchains

targeted by the BAF project (e.g., Corda [18], Quorum [19],
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Work Platform(s) Fault Net. Em. MVP

BlockBench [5] Fabric/Ethereum Yes No No
Baliga et al. [22] Fabric No No No

Thakkar et al. [23] Fabric No No No
Shi et al. [24] Sawtooth No Partial No

DAGBENCH [25] IOTA/Byteball/Nano No No No
BCTMark [26] Fabric/Ethereum No Yes No

BBB [27] Ethereum Pkt.loss Yes No
C2B2 Fabric Yes Yes Yes

TABLE I: Related work: “Fault” stands for support of fault

injection, “Net. Em.” for network emulation, and “MVP” for

“Multiple Vantage Points” (multiple workload injectors).

and other Hyperledger projects, e.g., Indy, Sawtooth, or Besu).

C2B2 simplifies the evaluation of geo-distribution and

multi-cloud deployments for Fabric. While its generated de-

ployment can apply to actual multi-site deployments (Ku-

bernetes federations), setting up such deployments is effort-

intensive, costly, and difficult to reproduce. It is, furthermore,

difficult to control the occurrence and severity of faults

in actually distributed deployments. C2B2 supports instead

Chaos Engineering principles [20], i.e., the ability to apply

disruptions to a system-under-test (SUT) in order to study its

resiliency or performance. C2B2 integrates ChaosMesh [21],

a cloud-native chaos engineering library for Kubernetes, that

it extends to integrate network emulation capabilities. Users

may describe the target network environment and perturbations

(e.g., network performance loss, node crash, partitions, etc.)

all using simple high-level descriptive files that can be reused

and enable repeated experiments under the same conditions.

Outline. In the following, we start by presenting related work

(§II) and background (§III). We overview C2B2’s constituents

(§IV) before presenting in more detail configuration automa-

tion (§V) and chaos engineering features (§VI). We demon-

strate the interest of using C2B2 using two illustrative sce-

narios, one for capacity planning and another for studying the

impact of consortium geo-distribution (§VII), before conclud-

ing (§VIII). The source code of C2B2 is available open-source

at https://github.com/CloudLargeScale-UCLouvain/c2b2.

II. RELATED WORK

Two main approaches for blockchain performance evalua-

tion are analytical modeling [28]–[30] and empirical evalua-

tion. We focus on the latter approaches, summarized in Table I,

and refer to existing surveys for the former [31].

BlockBench [5] enables the separate evaluation of the dif-

ferent layers composing blockchain systems such as Ethereum

and Fabric. It targets a fine-grain understanding of the in-

ternals of these systems while C2B2 focuses on the opera-

tors’ perspective on existing, complete system deployments.

Baliga et al. [22], Thakkar et al. [23], and Kuzlu et al. [32]

propose series of performance measurements for Fabric with

a series of microbenchmarks. HyperledgerLab [33] focuses

specifically on the measurement of failed chaincode operations

in Fabric. These are examples of studies that C2B2 intends to

streamline through its all-as-code approach. Shi et al. [24]

detail similar experiments for the Sawtooth blockchain, while

DAGBENCH [25] focuses on blockchains based on the di-

rected acyclic graph (DAG) model. BCTMark [26] uses the

EnOSlib [34], [35] network emulation library for multi-site

test deployments, similarly as C2B2, but does not automate

the generation of various blockchain configurations from high-

level descriptions. BBB [27] uses Mininet to emulate a net-

work and miner nodes with different properties. Due to its

design, the entire emulation has to run on a single machine.

In addition to ChaosMesh [21] that we use in the implemen-

tation of C2B2, chaos engineering toolkits such as Litmus [36],

and Chaos Toolkit [37] integrate to the Kubernetes [17]

container management framework and allow injecting faults

and network disruptions in a live system in order to measure

its resilience and performance degradation.

III. BACKGROUND

We provide in this section an overview of Hyperledger

Fabric [6], of the Hyperledger Caliper [38] workload injection

tool, and of the Blockchain Automation Framework (BAF) [14]

A. A Primer on Hyperledger Fabric

A typical Fabric [6] installation includes servers belonging

to different organizations, e.g., companies, business partners,

or other institutions wishing to establish a common base of

trust for their interactions. We show in Figure 1 the example

of an international network of naval trade companies active in

Antwerpen (Belgium), Singapore, and the United States. This

consortium wishes to trace the provenance of goods using

a distributed ledger. Each organization sets up a number of

servers enabling the blockchain operation, and whose identity

can be certified by a trusted membership service provider

(MSP). These servers may be geographically distant, e.g., each

organization may prefer to use its own private cloud or a public

cloud from a local provider. In our example, the Singaporean

company rents VMs from a Japanese cloud provider while the

Belgian company operates servers on its own premises.

Fabric supports the execution of transactions in the form of

calls to chaincodes that are equivalent to Ethereum’s smart

contracts. Figure 1 illustrates the workflow of transaction

execution in Fabric, which follows an execute-order-verify

approach for scalability [6]. A client first collects a number

of endorsements, which are a simulation of the execution of

a chaincode over the current state of the blockchain. These

endorsements are generated by peers in different organiza-

tions, as dictated by an endorsement policy (e.g., from two

different organizations in the example of Figure 1). Each peer

maintains its own copy of the blockchain state. Endorsements

are grouped in transaction proposals and sent to one of the

orderers. These nodes do not validate new transactions but

only include them in new blocks, the content and order

of which being the output of a consensus protocol. Fabric

currently supports crash-fault-tolerant (CFT) consensus using

Raft [39], and research proposals exist for the support of

byzantine-fault-tolerant consensus using BFT-Smart [12], [40].

New blocks are propagated by orderers to a peer in each
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Fig. 1: A 3-organization Fabric consortium over public &

private clouds. Clients (C) collect endorsement for chaincode

execution from selected peers (P). Orderers (O) receive and

orders proposal in blocks using consensus. New blocks are

broadcast and validated by all peers.

organization that initiates its dissemination to all other peers

via gossip. Peers receiving a new block validate its content

against their local copy of the blockchain, possibly invalidating

some of the transactions due to consistency violations [11].

The latency of transaction execution in Fabric, as seen from

the client’s perspective, depends on several factors, e.g., (1) the

latency to collect endorsements, which can be bounded by

that of the slowest or farthest away peer; (2) the latency

required for orderers to include the transaction in a new

agreed-upon block1; (3) the time required for the propagation

of this new block to peers within the client’s organization,

cumulated with the time required for validating the block. In

the example of Figure 1 we can already observe that these

latencies will often be influenced by those of WAN links

used to interconnect participating parties. For instance, the

collection of endorsement from the client in the US to the local

public cloud might be fast, but require enduring the latency of

an trans-continental link to connect to the peer in Belgium.

Throughput, on the other hand, is limited mostly by two

factors: (1) the number of peers and their ability to sustain

the workload of endorsement requests; (2) the rate at which

new blocks can be ordered by the endorsers, broadcasted, and

validated by the peers. It is important to note that, unlike the

generation of endorsements, this validation is performed by

all peers. Increasing the number of peers does not necessar-

ily improve validation throughput, though research proposals

mitigate this issue by introducing parallelism [9], [10].

B. Overview of Hyperledger Caliper

Caliper is a framework for blockchain workload injection

targeting systems such as Sawtooth, Fabric, or Ethereum.

Caliper takes as input a benchmark configuration, which sets

the parameters of the workload and the results collection

process, and a blockchain configuration that specifies the

tested blockchain and its artifacts. For a Fabric consortium,

this configuration details the name and address of each of

1By default, a new block is issued after the input buffer or the leading
orderer reaches a size threshold or after a timeout of 2 seconds.

Fabric’s components, i.e., organizations, peers and orderers,

in addition to information about the chaincode and applicable

endorsement policy.

At runtime, Caliper can orchestrate several distributed

worker nodes that inject workload in the form of chaincode

calls and are coordinated by a master process. The use of

multiple worker nodes enables high-volume workload injec-

tion and, in C2B2, the collection of performance metrics

from multiple vantage points (i.e., organizations). The Caliper

benchmark configuration specifies which chaincode operations

must be injected, the rate of this injection, the number of

consecutive collection periods, and the nature of collected

metrics. The output of Caliper is a consolidated report with

global aggregated statistics. This includes the number of suc-

cessful, respectively failed, transactions; average, median, and

min/max latency as observed by the worker nodes; throughput

in effective transactions per second; and resource consumption.

It is worth noting that this data comes only in an aggregated

form, i.e., unmodified Caliper does not report individual mea-

surement points over the duration of the experiment, as this

data is stored in memory at the worker and aggregated in one

pass by the master node at the end of the injection.

C. Blockchain Automation Framework (BAF)

The Blockchain Automation Framework [14] is a collection

of automation scripts for deploying blockchain systems in

production over cloud environments, contributed by the Hy-

perledger project (BAF is also known since recently as Hyper-

ledger Bevel). BAF combines the use of the Ansible software

provisioning and configuration management toolset [15] with

Helm charts [16] describing as code deployment rules for

blockchain components over Kubernetes clusters [17].

BAF targets a number of blockchain systems including

Hyperledger Fabric. While simplifying the deployment of

a given configuration of Fabric over a Kubernetes cluster,

BAF still requires blockchain operations engineers to provide

a complete configuration for all of Fabric’s components in

the form of Ansible configuration files. The writing of these

files can rapidly become highly time-consuming as their size

increases linearly with the number of considered organiza-

tions and contain many non-trivial interdependencies between

configuration options distributed over configuration files. For

instance, adding a new organization to an existing Fabric

configuration requires properly setting up close to a hundred

lines of YAML configuration scripts in several locations,

making it an expert’s task.

BAF handles the deployment using Ansible, sequentially

deploying components for each organization and then lever-

aging a collection of Helm charts for the initialization of

the system. The deployment of an instance of Fabric with

several (e.g., 3) organizations is a long and tedious task that

can result in execution time of up to, and sometimes more

than, one hour. While this task is largely automated, any error

or misconfiguration in the configuration file may result in a

failure far into the deployment process and require re-starting
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Fig. 2: Overview of C2B2: the user on the top left has written the description of a consortium using a high-level descriptive

language. Another user on the bottom left has, based on cloud measurements, defined a topology to emulate. The former

may decide on which emulated site from the topology the different organizations and nodes will run. C2B2 automatically

generates all configuration files to (1) deploy the complex Fabric blockchain system together with Caliper workload injection

and (2) set up low-level network emulation and chaos events over the Kubernetes cluster, before launching the experiment.

the entire cluster, making faults particularly impactful and

costly in resources and time.

IV. OVERVIEW

We now present a high-level overview of C2B2, our tool

aiming at streamlining the process of benchmarking Fabric

installations under varying and reproducible conditions. We

emphasize that C2B2 does not target the deployment of

production systems, but its generated Fabric configurations can

nonetheless be used as a starting basis for a operator willing

to prepare a specific, fine-tuned configuration after running a

performance and scalability analysis.

Figure 2 provides an overview of C2B2 usage and operation.

C2B2 targets a Kubernetes cluster running on-premises or in

the cloud. It allows specifying in a very-high-level manner the

configuration of one or multiple Fabric consortiums through

configuration files focusing on the key infrastructural element

for performance evaluation such as the number of organiza-

tions, the number of peers, or which node support an instance

of the ordering service. The definition of this language, and the

compromise between the level of abstraction and the level of

details it offers is a result of our experience deploying Fabric

manually for scalability and distribution evaluations of Fabric.

In the example of Figure 1, a blockchain operator would

simply have specified the existence of three organizations

with respectively 4, 3, and 2 peers, and a crash-fault tolerant

orderer with one node in each organization. In addition, it

allows specifying virtual network topologies formed of several

emulated deployment sites. A virtual topology is meant to be

re-used for different deployments of Fabric, e.g., with different

configurations of peers and orderers in different organizations.

The mapping between organizations and emulated sites is,

therefore, specified in a separate declarative file.

We detail how C2B2 generates deployment material and

orchestrates an experiment (§ V) and how we enable network

emulation and chaos engineering features (§ VI).

V. EXPERIMENT DEPLOYMENT AND ORCHESTRATION

Deploying Fabric manually for benchmarking purposes is

particularly complex. While BAF helps with the deployment

of a single Fabric setup, the operation remains an error-prone

one and does not yet support the setup of workload injection.

The BAF configuration must detail a significant number of

low-level parameters to drive the Ansible deployment. These

parameters are used in turn for configuring the different Helm

charts and driving the deployment over the Kubernetes cluster.

For a simple 4-organization consortium, the number of lines

of code to adapt can amount to more than 400. Then, the

deployment can happen but may fail mid-way if one of the

configuration files is erroneous. As deployments typically take

several dozen minutes, and often more than one hour, an error

mid-way is particularly cumbersome for blockchain operation

engineers only wishing to perform tests on a given config-

uration. Once the Fabric cluster is running, it is necessary

to manually set up the workload injection using Caliper, an

operation that is not currently supported by BAF. This requires

registering the application-under-test (i.e., the chaincode) to

the different peers and preparing configuration profiles for

Caliper with information about the different organizations.

Again, any inconsistency in this configuration may lead the

deployment to fail. Finally, after the workload injection ter-

minates according to the Caliper configuration, the result is

a consolidated report with aggregate values over the entire

duration of the experiment, but no individual measurements.

C2B2 improves Fabric benchmark deployment simplicity by

automating the above steps and addressing their limitations.
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1
2
3
4
5
6
7
8
9

10
11
12
13
14
15

organizations:
- id: 1
  name: companyA
  orderer: true
  numberOfPeers: 1

- id: 2
  name: companyB
  orderer: false
  numberOfPeers: 1

- id: 3
  name: companyC
  orderer: false
  numberOfPeers: 1

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25

organizations:
- id: 1
  name: companyA
  orderer: true
  numberOfPeers: 1
- id: 2
  name: companyB
  orderer: true
  numberOfPeers: 10
- id: 3
  name: companyC
  orderer: true
  numberOfPeers: 2
- id: 4
  name: companyD
  orderer: false
  numberOfPeers: 5
- id: 5
  name: companyE
  orderer: false
  numberOfPeers: 7
- id: 6
  name: companyF
  orderer: true
  numberOfPeers: 3

Fig. 3: Consortiums with 3 (left) and 6 (right) organizations.

Declarative consortium description. A first objective is to

allow a blockchain operator wishing to try different config-

urations of Fabric (e.g., with more/fewer peers, additional

organizations, etc.) should be able to express these different

configurations in a concise, reliable way.2

C2B2 allows the experiment designer, on the top-left of

Figure 2, to provide a Fabric consortium description as shown

in Figure 3 (left). This high-level configuration simply states

the number and nature of the organizations that will be

deployed, their number of peers, and whether they feature an

orderer node. Using more organizations, as with the example

of Figure 3 (right) is simply a matter of expanding this file.

The C2B2 config tool parses and checks the description and

generates all configuration files for the BAF Fabric Ansible

configuration, saving the operator hours of difficult and error-

prone configuration writing.

Application-under-test and Caliper automation. In addition

to the automatic generation of BAF configuration files, C2B2

streamlines the setup and deployment of the benchmark itself.

Without C2B2, the operator would have add to inject the

application-under-test’s chaincode to the different peers and

manually set up the Caliper tool. This latter operation must

be consistent with the actual Fabric configuration. Caliper is

also a single-organization tester. Setting up multiple vantage

points (i.e., measuring performance as experienced by client

nodes belonging to different organizations) requires manually

setting up different Caliper instances. C2B2 streamlines the

deployment of the different required Caliper instances by

properly setting them up according to a generic workload

description file and the consortium description. It uses for

this purposes novel Helm charts deployed conjunctly with the

Fabric components on the Kubernetes cluster.

Individual Caliper measurements. We finally modified

Caliper to support the collection and storage of individual

measurements rather than reporting only aggregate values.

Such individual measurements are required when testing a

Fabric installation under varying operational conditions, and

2We note that the goal of C2B2 is not to enable the description of production
deployments, as such deployments must be performed by each consortium
member individually, in accordance with the blockchain trust model.

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

regions:
  - name: "westeurope"
  - name: "eastus"
  - name: "japaneast"
links:
  - origin: "westeurope"
    dest: "eastus"
    latency: 82
    jitter: 7.778
  - origin: "westeurope"
    dest: "japaneast"
    latency: 229
    jitter: 7.778
  - origin: "eastus"
    dest: "japaneast"
    latency: 102
    jitter: 4.950

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29

apiVersion: pingcap.com/v1alpha1
kind: NetworkChaos
metadata:
  name: delay-from-westeurope
  namespace: chaos-testing
spec:
  action: netem
  direction: to
  mode: all
  selector:
    labelSelectors:
      region: westeurope
    namespaces:
    - default
  targets:
  - delay:
      latency: 82ms
    mode: all
    selector:
      services:
        default:
        - eastus
  - delay:
      latency: 41ms
    mode: all
    selector:
      labelSelectors:
        region: eastus
(…)

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

Fig. 4: Example of a user-specified network topology and an

extract of the generated ChaosMesh configuration.

summarized values may not capture the variation of the metrics

over time. The Caliper instances store in a scalable fashion this

measurements in a minio distributed store [41].

VI. NETWORK EMULATION AND CHAOS ENGINEERING

We now describe how C2B2 enables the emulation of

distributed clouds used to host the organizations and inject

adverse conditions with chaos engineering principles [20].

We base these features on ChaosMesh [21], a cloud-native

chaos engineering library for Kubernetes (right of Figure 2).

Extending ChaosMesh network emulation. ChaosMesh only

allows emulating a common network configuration from each

Kubernetes pod. This means that configurations with more

than one emulated cloud are not possible. Furthermore, it does

not support the notion of Services in Kubernetes used by all the

Helm charts deployed by BAF, but only pod-to-pod emulation.

We extended for the purpose of C2B2 the emulation to support

these services, and allow differentiated network conditions

between pods belonging to different emulated sites. In more

details, the original ChaosMesh accepts a single network target

and translates it to one qdisc rule associated with a tc
filter on one Linux ipset storing the list of target pod IPs.

We extended chaos rules to support multiple network targets

per source region. The final qdisc tree now may contain

multiple qdisc rules, each associated with a separate filter

on a dedicated ipset.

Code-based topology description. There is still a discrepancy

between the high-level setup of Fabric enabled by the tools

presented in Section V and the need for the operator to set up

different network emulation rules between pods and services

deployed on Kubernetes. We facilitate the definition of an em-

ulated topology through high-level configuration files as shown

in Figure 4. C2B2 automatically transforms this configuration

into individual rules for the pods and services deployed over

ChaosMesh and Kubernetes. The correspondence between the

emulated sites and the organizations must, however, be spec-

ified by the operator to allow C2B2 to map emulation rules.

This is enabled by a third high-level configuration file, shown

as “Placement” in Figure 2 (left), and providing a simple

list of organization:site mappings. This separation is

instrumental to allow (1) different players to define emulated
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1
2
3
4
5
6
7

kind: event-timeline
name: timeline-1
spec:
- event-series: eu-jp-link-fault
  start_time: 30
- event-series: peer1-failure
  start_time: 90 # in seconds

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23

kind: event-series
name: eu-jp-link-fault
events:
- name: first-latency-spike
  direction: both  # both/uni
  source:
    region: westeurope
  destination:
    region: japaneast
  action:
    added-delay: 100ms
  duration: 120  # seconds
  start_time: 0
- name: lossy
  direction: both
  source:
    region: westeurope
  destination:
    region: japaneast
  action:
    loss: 1      # percentage
  duration: 120
  start_time: 30

1
2
3
4
5
6
7
8
9
10
11
12

kind: event-series
name: peer1-failure
events:
- name: pod-failure
  direction: both     # both/uni
  source:
    org: carrier
    pod: peer1
  action:
    pod-failure: once
  duration: 120       # seconds
  start_time: 0

Fig. 5: Example of the description of chaos events and C2B2

generated configuration files for ChaosMesh.

topologies, e.g., based on actual cloud measurements and

used in different benchmarking campaigns and (2) to easily

test different Fabric and Caliper configurations over the same

emulated (set of) topology(ies).

Injection of chaos events. ChaosMesh enables to declare

single isolated chaos events in the form of network disruptions

causing latency spikes or packet losses, and temporary or

permanent failure of pods and services. In a typical bench-

mark, however, it is desirable to be able to define series
of events, repeated or even concurrent. C2B2 facilitates this

operation again using simple high-level configuration files as

shown in Figure 5. In this example, the user has defined

a timeline of events with two event series. In the first one

on the right, the emulated link between westeurope and

japaneast emulated sites suffers latency spikes from the

beginning of the experiment, and suffers loss 30 seconds into

the experiment, both for a duration of 120 seconds (hence,

the two disruptions can be concurrent). In the second one on

the bottom, one peer of the carrier organization fails at

the beginning of the experiment. C2B2 automatically handles

the transposition between high-level event descriptions and the

complex, individual chaos events injected in ChaosMesh.

VII. EVALUATION

We showcase the utility of C2B2 with two use cases. We

point that the goal of our evaluation is not to comprehensively

assess the performance of Fabric but rather to demonstrate the

type of reproducible experiments that C2B2 allows.

We run our experiments over the Azure IaaS public cloud,

deploying a Kubernetes cluster over a collection of 2-vCPUs,

4-GB virtual machines instances running Ubuntu 18.04 LTS.

We collect individual latency measurements for Caliper injec-

tors in different organizations as well as the total effective

throughput of transactions. We use Fabric 2.2.0 with crash-

tolerant Kafka ordering, ordering batch timeout of 2 seconds,

and batch size of 10 transactions, the default values in BAF.

Test application. We use a simple application implementing

an auction workflow and implemented as four chaincode oper-

ations. Users in multiple organizations may initiate an auction

(create) and submit a bid to an existing auction (bid).

Fig. 6: Observed median latency in a consortium with an

increasing number of organizations, where each organization

sends 10 (left) or 100 (right) transactions per second.

These two operations use both read and write operations. Two

read-only operations allow to consult the details of an auction

(queryOffer) or existing bids (queryBid).

Use case 1: consortium growth. Our first use case is that of

a blockchain operator wishing to understand and plan ahead

the impact of adding consortium members and mitigate the

associated planning uncertainty.

In this scenario, an initial consortium of 4 organizations

is investigating the use of Fabric to build a blockchain-based

solution. The consortium anticipates growth along two direc-

tions: (1) by the addition of new members to the consortium,

each contributing a new site with additional peers and orderer

nodes and (2) by increasing demand from all organizations,

sending additional requests per second.

The blockchain operator can use C2B2 to set up a series of

reproducible experiments to test this scenario and (in)validate

the use of Fabric or of a specific configuration. She only

has to write the two types of configuration files featured at

the top left corner of Figure 2, i.e., four descriptions of the

Fabric consortium using 4 to 7 peers and a description of the

workload to be injected (less than 100 lines of configuration

in total). In this case, the operator may want to test increasing

amounts of transactions per second as well to model her

second objective. As the workload of transactions is expected

to increase proportionally to the number of organizations, she

declares varying amounts between 10 and 100 transactions per

second in the Caliper configuration file, targeting each of the

four chaincode functions with equal probability.

For this use case, the operator is not interested in testing

the impact of latency. The deployment will, therefore, happen

in the single cloud data center hosting the Kubernetes cluster.

A first result is the median latency observed by Caliper

workload injectors at the different sites, illustrated by Fig-

ure 6. The operator can clearly observe a stable and adequate

performance in the case where each organization sends 10

transactions per second, but an inflation of latencies with 100

transactions per second. In the latter case, the system is clearly

saturated and the situation worsens with the addition of more

organizations in the consortium.

To assess the inflection point at which the system starts

saturating, the operator may want to leverage the parameter
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Fig. 7: Observed average latency in a 4- and 6-organization

consortium when increasing the number of transactions per

second sent by each organization.

Fig. 8: Distribution of individual transaction latencies in a 4-

and 7-organization consortium, for calls to the different

chaincode (smart contract) functions, when each organization

sends 10 transaction per second3.

sweep performed on the number of transactions per second.

This data is represented in Figure 7. She can clearly see that

the latency starts increasing due to buffering in the system, as

soon as 20 or more transactions per second is sent by each of

the organizations (i.e., 40 and 60 transactions per second total

in the 4- and 6-organization cases respectively).

While the previous experiments show the operator that

consortium growth seems to be less of a problem than the rate

of transactions per second, she may want to assess whether

a larger consortium translates in equal and stable quality of

service for all clients. Thanks to the collection of individual

measurements in C2B2’s modified version of Caliper, she may

observe the distribution of latencies for calls to the different

chaincode functions, represented in Figure 8 for 4 and 7

organizations. In this case, she can clearly observe that latency

for read-write operations is significantly more variable in the

latter than in the former case. In an auction application, the fact

that bids may be placed in times ranging from a few hundred

milliseconds to up to 7 seconds can certainly impact system

design, such as requiring a longer bidding period to ensure all

organizations have equal opportunity to bid.

Use case 2: impact of geo-distribution. In this second use

case, and following the previous study, the operator would like

3Boxplots represent the first and third quartiles as boundaries of the box,
the median with the inner orange bar. The whiskers show the data range with
flier points presenting outliers beyond 1.5× of the IQR.

Fig. 9: Transactions latencies in a network with increasing

emulated geo-distribution, when each organization sends 10

transaction per second. Codes in the abscissae correspond to

Azure data centers in different countries4.

to know if the deployment of her 4-organization consortium

over a worldwide-distributed infrastructure may have an im-

pact on latencies [13], and in particular in fairness (i.e., the

difference of QoS for clients in different organizations).

On the basis of the exact same high-level description for the

consortium and workload, the operator may wish to use a col-

lection of latency information collected by a colleague, shown

in the bottom left of Figure 2. This topology may contain, for

instance, all pair-wise latency, jitter, etc. information collected

by an initial deployment of probes on a public cloud [42], or

gathered from the literature [43]. On this basis, the operator

simply has to provide the mapping between emulated sites

and organizations. In this example, the topology defines six

emulated sites in Europe, the Americas, Asia, and Australia.

For each experiment in turn using a different mapping, C2B2

automatically enforces proper network emulation rules without

any involvement of the user.

Figure 9 presents the distribution of transactions latencies

for three different deployments of the consortium of 4 identical

(in the first case) and increasingly-distant configurations (sec-

ond and third case). The operator can clearly observe a QoS

difference between the two sites located in the USA in the

second case, while the sites in Belgium and Japan experience

higher overall latencies. The distribution of latencies for sites

roughly equally distributed over the world does not, on the

other hand, lead to large differences in latency.

In summary, the construction of these two use cases only

required writing a few, self-describing and easily-reusable

description files, in contrast with the many hours they would

have required to perform them over the baseline BAF, Caliper,

etc. toolset and an actual distributed testbed. The ability to

easily run experiments in various configurations and the reuse

capability of C2B2 means that other operators may build

upon them, e.g., to assess whether the conclusions also apply

with different parametrization of Fabric’s components or new

versions of the software.

4Codes correspond to: BE for Belgium, NYC for New York City, CA for
California, JAP for Japan, AUS for Australia, and BR for Brazil.
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VIII. CONCLUSION

We presented C2B2, an integrated configuration and deploy-

ment tool for Hyperledger Fabric, targeting capacity planning

and benchmarking needs. C2B2 streamlines the task of con-

figuring the complex set of tools and components involved in

deploying Fabric in real conditions. An immediate perspective

of this work is to extend support for similar automated

configuration for other blockchain systems supported by BAF,

such as Corda [18], Indy [44], or Quorum [19].
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