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Abstract

Several tests of model structure developed by Kneip et al. (2016) and Daraio et al.
(2018) rely on comparing sample means of two different efficiency estimators, one
appropriate under the conditions of the null hypothesis and the other appropriate
under the conditions of the alternative hypothesis. These tests rely on central limit
theorems developed by Kneip et al. (2015) and Daraio et al., but require that the
original sample be split randomly into two independent subsamples. This introduces
some ambiguity surrounding the sample-split, which may be determined by choice of
a seed for a random number generator. We develop a method that eliminates much
of this ambiguity by repeating the random splits a large number of times. We use a
bootstrap algorithm to exploit the information from the multiple sample-splits. Our
simulation results show that in many cases, eliminating this ambiguity results in tests
with better size and power than tests that employ a single sample-split.
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1 Introduction

The statistical properties (under appropriate assumptions) such as consistency, rates of con-
vergence, and limiting distributions of either the conditional or unconditional versions of
data envelopment analysis (DEA) or free-disposal hull (FDH) estimators of technical effi-
ciency are by now well-known due to the work of a number of authors (see Simar and Wilson,
2013 and 2015 for recent surveys). DEA estimators can be divided into two classes, namely
those that impose constant returns to scale (CRS) which we refer to as CRS-DEA estima-
tors, and those that permit variable returns to scale (VRS) which we refer to as VRS-DEA
estimators. Recently, Kneip et al. (2015) derive properties on the moments of unconditional,
input-oriented FDH and VRS-DEA as well as CRS-DEA estimators. These results extend
trivially to the output-orientation, and are extended to hyperbolic versions of the FDH and
DEA estimators by Kneip et al. (2018). The results of Kneip et al. (2015) are used by
Kneip et al. (2016) to develop statistical tests of (i) differences in mean efficiency across
two groups of producers, (ii) CRS versus VRS and (iii) convexity versus non-convexity of
the production set. Alternatively, Daraio et al. (2018) derive properties on the moments of
conditional, output-oriented FDH and VRS-DEA efficiency estimators, and use these results
to establish statistical tests of the infamous “separability condition” described by Simar and
Wilson (2007, 2011).

The test developed by Kneip et al. (2015) for differences in mean efficiency across two
groups of producers is straightforward provided one deals with the bias problems discovered
by Kneip et al. (2015). In particular, all of the nonparametric efficiency estimators mentioned
above have bias that disappears asymptotically as sample size increases, but only at the same
rate at which the particular estimator converges. As explained by Kneip et al. (2015), this
means that unless the number of inputs and outputs is very small, standard central limit
theorem (CLT) results such as the Lindeberg-Feller CLT do not hold for mean efficiency
estimated by the nonparametric estimators. This is explained in more detail below; see also
Kneip et al. (2015) for details and proofs. Kneip et al. (2015) develop new CLTs for mean
efficiencies estimated by unconditional FDH or DEA estimators, with bias estimated by a
generalized jackknife estimator. Similarly, Daraio et al. (2018) provide new CLTs for mean

efficiencies estimated by conditional FDH or DEA estimators, with bias again estimated by



a generalized jackknife estimator. These new CLTs also require subsampling, with means
computed over a random subsample of observations when the number of inputs and outputs
exceeds a small bound that depends on the particular estimator being used.

To test for differences in mean efficiency across two groups, Kneip et al. (2016) use their
CLT results to establish asymptotic normality of a test statistic involving the difference in
bias-corrected sample means of technical efficiency estimates for each of the two groups.
Kneip et al. (2016) discuss how independence between observations across the two groups
is crucial for their results. Without independence, it is not clear how one might estimate
unknown, non-zero correlations in order to establish a limiting distribution for a test statistic.
For the case of testing for differences in mean efficiency across two groups, the applied
researcher presumably has in hand two sets of observations, one from each group. But
when testing CRS versus VRS, or convexity versus non-convexity of the production set
or separability versus non-separability in the sense of Simar and Wilson (2007), there is
typically only one set of observations, from one group of producers. Each of these tests
involves comparing a sample mean of efficiency estimates that impose the conditions of the
null hypothesis against a sample mean of estimates that do not. To ensure independence
between the two means under comparison, the test Kneip et al. (2016) and Daraio et al.
(2018) randomly split the original sample into two independent sub-samples. Both Kneip
et al. (2016) and Daraio et al. (2018) establish asymptotic normality of their test statistics
under the null, enabling testing using critical values from the standard normal distribution.
Both papers provide extensive Monte Carlo evidence showing that the tests work well in
finite samples of the size often encountered by applied researchers.

While the results of Kneip et al. (2016) and Daraio et al. (2018) hold for a single random
split of the original sample, some have noticed (and complained) that p-values resulting from
the tests vary across different random splits of the original sample. In fact, one can obtain
almost any result (i.e., almost any p-value) by repeatedly splitting the original sample. As
will be seen below, this is neither surprising nor evidence that something is wrong. Nor is this
the only instance where randomization is introduced into a testing situation; e.g., see Hoel
et al. (1971, pp. 63-67). Nonetheless, if two researchers working with the same data do not
split the data the same way, they will obtain different results. Daraio et al. (2018) present
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researchers will obtain the same splits, even if one shuffles the observations before splitting.
But of course, once the data have been split into two sub-samples, different results will be
obtained depending on which sub-sample is used for estimation under conditions of the null
hypothesis and which is not. Again, this is neither surprising or an indication of something
amiss in the proofs of Kneip et al. (2016) and Daraio et al. (2018). Nonetheless, the ambiguity
introduced by the requirement to split samples is perhaps annoying.

We propose a method that eliminates much of the ambiguity of a single split of the sample
by splitting the sample many times. This results in dependence across the multiple sample
splits. We deal with this dependence using a bootstrap algorithm to exploit information from
multiple splits and to provide valid inference. To our knowledge, this is the only method
that can be used to eliminate the seeming arbitrariness of a single random split and to deal
with the dependence that arises when a single sample is split multiple times.

In the next section we present the nonparametric efficiency estimators used in the tests
of convexity and returns to scale (RTS) developed by Kneip et al. (2016), as well as in the
separability test of Daraio et al. (2018). In Section 3 we illustrate the need for randomly
splitting a given sample, and discuss the implications of splitting the sample more than once.
We use the RTS test of Kneip et al. (2016) to motivate the discussion, but the issues are the
same for tests of convexity or separability. We provide in Section 4 a bootstrap procedure
that can be used to combine information across multiple sample splits to give a valid test
of the null hypothesis. Section 5 gives results from Monte Carlo experiments showing how
well the new bootstrap method can be expected to perform in finite samples. Implications
for applied researchers are discussed in Section 6, and Conclusions are presented in Section

7.

2 Nonparametric Efficiency Estimators and Their
Properties

To establish notation, let x, X € R% denote nonstochastic and random p-vectors of input
quantities, and let y, Y € R% denote nonstochastic and random g-vectors of output quantities

(respectively). The production set or set of feasible combinations of inputs and outputs is



given by
U :={(x,y) | x can produce y}. (2.1)

We assume the usual characteristics of the production framework. In particular, we assume
¥ is closed, and production of any non-zero output quantity requires use of non-zero level
of at least one output. In addition, both inputs and outputs are freely disposable so that
forz >z, y <wy,if (z,y) € ¥ then (z,y) € ¥ and (x,y) € ¥, with inequalities involving
vectors are defined on an element-by-element basis, as is standard. The assumption of
freely disposable inputs and outputs amounts to an assumption of weak monotonicity on the
frontier.

The Farrell (1957) input efficiency measure
O(z,y | V) :=inf {0 | (fz,y) € U} (2.2)

and measures efficiency in terms of the amount by which input levels can be scaled downward
by the same factor without reducing output levels. Alternatively, the Farrell (1957) output
efficiency measure

AMz,y | ) :=sup{\| (z,\y) € U} (2.3)

gives the feasible proportionate expansion of output quantities, holding input quantities
fixed. One can consider other measures as well, e.g., the hyperbolic measure introduced by
Fére et al. (1985) or the directional measures proposed by Chambers et al. (1998), Fére and
Grosskopf (2006) and Fére et al. (2008).

Unconditional estimators of the efficiency measures in (2.2) and (2.3) are obtained by
replacing ¥ with suitable estimators. Let X, = {(X;,Y;)} denote a random sample of n
observations on input and output quantities. The FDH estimator of ¥ due to Deprins et al.

(1984) is given by

(I\/FDH,n = U {(m,y) S RZ-)‘:_q | T Z Xi7 Yy S }/7,} . (24)

(Xivifi)e-)(n

The VRS-DEA estimator \TIVRSW of W proposed by Farrell (1957) and popularized by Charnes
et al. (1978) is the convex hull of Wpp,, ie.,

@VRS,” = {($,y) ERMM | y<Yw, 2> Xw, hw=1, we ]Rz}, (2.5)



where X = (X3, ..., X;,) and Y = (Y1, ..., V,,) are (p X n) and (¢ X n) matrices of input
and output vectors, respectively; 2,, is an (n x 1) vector of ones, and w is a (n x 1) vector
of weights. The CRS-DEA estimator (I}CRS,n of WyRs,y, is given by the conical hull of \T/DE An
(with vertex at the origin) obtained by dropping the constraint ¢, w = 1 in (2.5).
Substituting \T/FDH,n into (2.2) or (2.3) leads to integer programming problems, but the

resulting estimators can be computed easily using

~ X7
0 X,) = mi i 2.6
rou (7,Y | &) i jinl?}}fp(x]) (2.6)
or
. (Y]
AFDH(m7y|Xn):iI€nDE§i i (5] (2.7)

where D, , = {i | (X;,Y;) € X,,, X; <=z, Y; >y} is the set of indices of points in &;, dominat-
ing (z,y) and where for a vector a, a’ denotes its j-th component. Alternatively, substituting

@VRS,” into (2.2) or (2.3) leads to
§VRS(:c,y | X,) = %lin {0ly<Yw, bz > Xw, thw=1, w e R}} (2.8)

or

XVRS(x,y | X,) = H)\laX{)\ [N <Yw, 2> Xw, tw=1, we err} , (2.9)

which can be solved easily using standard optimization methods for linear programs. Sub-
stituting Weps, into (2.2) or (2.3) leads to the CRS-DEA estimators fcrs(z,y | X,) and
XCRS(x, y | X,) obtained by removing the constraint 7/, w = 1 in (2.8) and (2.9).

The conditional output-oriented FDH efficiency estimator due to Daraio and Simar (2007)
is given by

- Y7
A x z,X,) = ma min | — , 2.10
rou(Z, Y | ) ieIFDH)((z,h) <j:17 o <y3 )) ( )
where Zppu(z,h) ={i| 2 —h < Z; < z+h N X; <z}, and the conditional output-oriented
VRS-DEA efficiency estimator is given by
Ars(e,y | 2, %) = max {A | Ay S Y(Bow), v > X(Bow),

i, (Bow)=1, weRY, Be{0,1}"}, (2.11)



[1]

where “o” denotes the Hadamard product B is a Bernoulli vector of length n with ith
element (3; such that 8; = 1if (z — h) < Z; < (2 + h) or 8; = 0 otherwise.! The conditional,
output-oriented CRS-DEA efficiency estimator /):CRS(x, y | z, X,,) is obtained by dripping the
constraint ¢, (Bow) = 1in 2.11. Note that the conditional estimators in (2.10) and (2.11) are
localized versions of the corresponding unconditional efficiency estimators, with the degree
of localization controlled by the bandwidth h. See Daraio et al. (2018) for practical issues
regarding the choice of bandwidths. Conditional, input-oriented efficiency estimators can be
constructed using similar localization techniques.

Statistical properties of the estimators discussed above, under assumptions appropriate
for each estimator, have been derived in a number of papers. Let n” denote the rate of
convergence, with the value of x depending on the particular estimator.? Kneip et al. (1998)
establish consistency of and the rate of the unconditional VRS-DEA estimator (under VRS)
with k = 2/(p 4+ g+ 1), Kneip et al. (2008) establish the estimator’s limiting distribution.
Park et al. (2010) establish consistency, limiting distribution and the rate of the uncondi-
tional CRS-DEA estimator (under CRS) with k = 2/(p + ¢). Kneip et al. (2016) prove that
under CRS, the unconditional VRS-DEA estimator attains the faster rate of the uncondi-
tional CRS-DEA estimator. Park et al. (2000) and Daouia et al. (2017) establish analogous
properties for the unconditional FDH estimator, with x = 1/(p 4+ ¢q). All of these results
are for input-oriented estimators, but the results extend trivially to the output-orientation.?
Jeong et al. (2010) establish similar properties for the conditional FDH and VRS-DEA esti-
mators, with convergence at rate x/(kr 4+ 1) when the bandwidths are the same across the
r variables conditioned upon and have the optimal rate.

In addition, Kneip et al. (2015) prove that the bias of each of the unconditional estima-

tors is of order O(n™"), while the variance and covariance are of orders o(n™*) and o(n"')

! For two vectors a and b of length n with ith elements a; and b;, ¢ = a o b is a vector of length n with
ith element ¢; = a;b;.

2 For an estimator é\(x,y) of O(x,y) converging at rate n’, é\(x,y) —0(z,y) = Op(n"). In other words,
the estimation error of é\(x, y) is of order in probability n~". In such cases, estimation error becomes less in
probabilistic terms as the sample size n increases, but how fast this happens depends on the magnitude of
K.

3 In addition, the results on consistency, limiting distributions and rates of convergence have been extended
to hyperbolic versions of the FDH and VRS-DEA estimators by Wheelock and Wilson (2008) and Wilson
(2011), and to directional-distance versions by Simar and Vanhems (2012) and Simar et al. (2012). For each
type of estimator—FDH, VRS-DEA or CRS-DEA—the value of k remains the same across the different
orientations.



(respectively). Kneip et al. show that because the bias is of order larger than the order of
the variance, standard CLTs do not hold for means of unconditional, input-oriented FDH or
DEA estimators unless x > 1/2. For the VRS-DEA and CRS-DEA estimators under CRS,
this requires (p+¢q) < 3. For the VRS-DEA estimators under VRS, this requires (p+¢q) < 2,
and for the FDH estimators it requires (p + ¢) < 2.* Similarly, Daraio et al. (2018) prove
that the bias of the output-oriented FDH and VRS-DEA estimators is of order O(n=*/(*7+1)
when bandwidths are of the optimal order, while the variance and covariance are of orders
o(n="/r+1)) and o(n~Y/ " +1)) respectively. Standard CLTs for means of the conditional
estimators are never valid, but Daraio et al. (2018) provide new CLTs involving bias correc-
tions using generalized jackknife estimators of bias and requiring means over subsamples of
observations when (p + ¢) is sufficiently large.

As noted above, Kneip et al. (2016) and Daraio et al. (2018) use these results to develop
statistical tests of various model features. Each test involves comparing a sample mean of
efficiency estimates that impose the conditions of the null hypothesis against a sample mean
of efficiency estimates where the null is not imposed. All of the tests require that the two
sample means under comparison be independent of each other, and this requires randomly
splitting the original sample. In the next section, we show how the ambiguity resulting from

the random split can be largely removed.

3 Why Random Splitting is Needed

In this section we illustrate the issues arising from random splitting as well as solutions to
the resulting issues in terms of the test of CRS versus VRS. The ideas developed here extend
easily and naturally to the Kneip et al. (2016) test of convexity versus non-convexity of W
or the test of separability developed by Daraio et al. (2018).

Under the null hypothesis of CRS, both the VRS-DEA and CRS-DEA estimators converge
at rate n” with k = 2/(p+¢). Given the random sample A&, introduced in Section 2, the test
of CRS versus VRS developed by Kneip et al. (2016) requires splitting the original sample
X, into two sub-samples X ,,, Xa,, such that X, U Xy, = &, and Xy, N Xy,, = 0,

where ny = |n/2] and ny = n —ny and |a| denotes the largest integer less than or equal to

4 These results extend trivially to the output-oriented estimators. Wilson (2019) extends the results to
the hyperbolic orientation.



a. Apply the input-oriented VRS-DEA estimator /Q\VRS (Xi,Y: | X1,,) to each observation in
X1 n,, and apply the CRS-DEA estimator é\CRS(X,-, Y | X,,) to each observation in X ,,,.
Let

VRS, = Ny Z é\VRS(XiaY; | Xny) (3.1)

(X4,Y:)€EX nyq
and

ficrsm = 13" Y Oors(Xi,Yi | Xoy). (3.2)
(XiaYi)GXZ,nz

Let EVRS,&M and ECRS’HM denote the corresponding generalized jackknife estimates of bias

appearing in equations (35)—(36) of Kneip et al. (2016), and let

~2 1 a2 ~ 2
OVRSn = M1 Z [QVRS(Xz,YE | Xiny) — NVRS,m} (3.3)

(Xi)yvi)e‘)(l,nl

and

~2 -1 % ~ 2
OCRS;ny = N2 Z [QCRS(Xu Yi | Xopy) — NCRs,nQ] : (3.4)

(Xi,Yi)EXa,my
Kneip et al. (2016) show that under the conditions of Kneip et al. ((2015), Lemma 4.1),
Theorem 4.2 of Kneip et al. (2015) and Theorem 3.1 of Kneip et al. (2016) are sufficient to
establish that under the null hypothesis of CRS,

(ﬁVRS,nl - ﬁCRS,?’u) - (BVRS,ﬁ,nl - BCRS,H,HQ) r
— — — N(0,1) (3.5)
\/‘Tvr{s,n1 + 9CRS,ny

ni n2

Tl,n =

provided (p + q) < 5.
Alternatively, if k < 1/2, one can compute the sample means using subsets of the available
observations. For ¢ € {1,2}, let n,,, = [n2"]; then ny, < n, for £ < 1/2. Let X/, bea

random subset of ng, input-output pairs from Ap,,. Let

Avesm,. =nis Y. O(X,Yi| Xin,) (3.6)
(Xz',Yi)EXf’nLK
and
AoRSms,. = Mo Y, O(XiYi| Xop,). (3.7)
(Xi,Yi)EXQ*’nZH



Note that the full subsets & ,, and &5,, are used to compute the efficiency estimates in
(3.6)—(3.7), but the summations are over subsets of the observations used to compute the
efficiency estimates. Then Theorem 4.4 of Kneip et al. (2015) and Theorem 3.1 of Kneip
et al. (2015) establish that

e (,I/J\/'RS,nL,.i - ﬁCRS,nQ,K) - <§VRS,I€,TL1 - ECRS,H,TLQ) r
Ton = — N(0,1) (3.8)

G\Q/Rs,n a%RS,n
\/ ni,k ; + n2 k ?
for (p +q) > 5.

Depending on the value of (p+¢q), either ﬁ,n or fgm (but not both, except when p+¢q = 5)

can be used to test the null hypothesis of CRS versus VRS, with critical values obtained
from the standard normal distribution. In particular, for j € {1, 2}, the null hypothesis of
CRS is rejected if p = 1 — (ID(IA}n) is less than, say, .1, .05, or .01. If (p + q) = 5, either of
the statistics T 1n OF j—\’zm can be used. In this case, one should expect Tg,n to perform better
in finite samples for reasons similar to those given in Kneip et al. (2018).5

Splitting the original sample A&, into two independent subsamples & ,, and A5, is
essential for obtaining non-degenerate limiting distributions for the test statistics in (3.5)
and (3.8). Kneip et al. (2016) show that if one does not split the original sample and instead
applies the VRS-DEA and CRS-DEA estimators to all of the n observations in A,,, and then
builds a statistic similar to (3.5) or (3.8) but using sample means over all n observations, the
resulting covariances wipe out the variances, resulting in a test statistic with a degenerate
distribution for any value of (p + ¢). The same is true for the test of convexity versus
non-convexity of ¥ developed by Kneip et al. (2016) as well as for the test of separability
developed by Daraio et al. (2018).°

The test of CRS versus VRS, as well as the tests of convexity and separability, are valid

° A typo appears in Kneip et al. (2016) after equation (42), which holds for (p + q) > 4 instead of
(p+q) > 5. A similar typo follows equation (52), which holds for (p + ¢) > 2 instead of (p + ¢) > 3.

6 In the test of convexity versus non-convexity, one applies the FDH estimator to the observations in
X1 n, and the VRS-DEA estimator to the observations in X ,,. In the test of separability, one applies
the conditional VRS-DEA (or conditional FDH) estimator to observations in Xj ,, and the unconditional
VRS-DEA (or unconditional FDH) estimator to the observations in X5 ,,. In the test of CRS to VRS
outlined here, both estimators used to construct the test statistic have the same rate of convergence, and so
k=2/(p+q). In the tests of convexity and separability, the two estimators used for each test have different
rates of convergence under the null, and so the variances in the denominators of the statistics for these tests
are divided by different powers of n, reflecting the different convergence rates of the estimators. See Kneip
et al. (2016) and Daraio et al. (2018) for details.



for a single, random split of the data as made clear by the results of Kneip et al. (2016) and
Daraio et al. (2018). Moreover, the Monte Carlo results provided by Kneip et al. (2016) and
Daraio et al. (2018) indicate that the tests have reasonable size and power properties in finite
samples. However, given n observations, there are m = (1[;2) possible splits. For n = 50,
m = 1.246 x 10'; for n = 100, m =~ 1.009 x 10%°; and for n = 1,000, m ~ 2.703 x 10%%.
Moreover, one should expect to obtain a different p-value with different splits of the same
sample. Even if one uses the splitting algorithm proposed by Daraio et al. (2018), the results
will differ if one changes the labels on the two sub-samples. The temptation might be to
split the sample different ways until one obtains his or her desired result, but of course
this is anti-science and is dishonest. At a minimum, it is unnerving to some to realize that
test results depend on an arbitrary, random split of the data into two subsamples, perhaps
determined by the choice of a seed for a random number generator if one does not use the
splitting algorithm of Daraio et al. (2018).

Almost every first-year, graduate-level statistics textbook discusses the probability inte-
gral transform. Given a continuous random variable W with distribution function Fyy (+), the
probability integral transform ensures that a random variable U = F(W) will be uniformly
distributed on the (0, 1) interval. Consequently for a test statistic with some asymptotic,
non-degenerate distribution (not necessarily normal) under the null hypothesis, the corre-
sponding p-values obtained from multiple, random samples of size n where the null is true
will be asymptotically uniformly distributed on the (0,1) interval. This is illustrated below
in Figure 1 for one of our Monte Carlo experiments.

Now Suppose an applied researcher wishes to test CRS versus VRS, and that (p + ¢) is
small enough so that the statistic in (3.5) can be used. Given a random sample X,,, one
can randomly split the sample once to obtain a value of the statistic in (3.5). Shuffling the
observations and splitting again yields a second realization of the statistic, almost surely
different from the first value that was obtained. Suppose the researcher shuffles and then
splits the sample s << m times, obtaining a set 7 = {T\l,n,j}j':la of s different values of the
test statistic given in (3.5). Corresponding to each flyw is a realized p-value pj, so that the
researcher also has a set P = {p;}5_, of p-values. If the statistics in 7" were independent,
then by the probability integral transform, the p-values in P would be independent and
uniformly distributed on (0, 1).

10



However, the realized values of the test statistic over s splits contained in 7 cannot
be independent. To illustrate the reason for this, suppose n is even. The first split of
the sample X, results in two sub-samples A and B of size n/2. Now suppose the original
sample is shuffled and split again, resulting in two sub-samples C and D of size n/2. Then
the value of the test statistic computed using A and B cannot not be independent of the
value of test statistic computed using C and D since on average, about half the observations
in sub-sample C will be observations also appearing in sub-sample A, and the other half
will be identical to observations in sub-sample B. Similar observations hold for sub-sample
D. This induces dependence of a complicated form. Moreover, while each of the p-values
in P corresponding to the test statistics in 7 are uniformly distributed on (0,1) due to
the probability integral transform, they cannot be independent since the values in 7 are
not independent. Consequently, any attempt to combine the information in 7 or P across
multiple splits of the sample X, that ignores this dependence cannot give a valid test of the

null hypothesis.

4 Using Information from Multiple Sample Splits

If test statistics using multiple splits of the same sample were independent, one could combine
the information from different splits in any of several ways. For example, since the statistics
are distributed N (0, 1), the s values in the set T described at the end of Section 3 could be
averaged; multiplying their sample mean by /s would yield a new statistic with asymptotic
distribution N(0, 1). Alternatively, one might use the one-sample Kolmogorov-Smirnov test
to test the null hypothesis that the p-values in the set P are uniformly distributed on (0, 1),
and then reject CRS in favor of VRS if the Kolmogorov-Smirnov test rejects uniformity of
the p-values. But neither the test statistics in 7 nor the p-values in P are independent, and
hence the previous two approaches, as well as any others that require independence, cannot
provide valid inference.

The bootstrap presented below provides a simple way to deal with the dependence across
multiple splits. Continuing to use the RTS test outlined in Section 3 for illustrative purposes,

suppose again that (p+ ¢) is small enough so that the statistic T 1n in (3.5) can be used. For

11



s << m splits of the original sample &,,, define
Towi=5"Y Tiny (4.1)
j=1

for £ =1 or 2 as appropriate depending on the value of (p + ¢), and define

Roi= sup (|Fypan(u) —ul), (4.2)

u€(0,1]
where F\s,ﬁ,n (u) is the empirical distribution function of the s values in P, i.e.,

~

Fysn(u) =s7! Z 1(p; < u) (4.3)

where () denotes the indicator function. The statistic K, is a one-sample Kolmogorov-
Smirnov statistic, but its distribution is unknown due to the dependence induced by splitting
repeatedly the same sample. Similarly, the distribution of T, is also unknown, for the same
reason.

The following bootstrap algorithm provides an estimate of the sampling distributions of
either T',, or I?n and enables inference-making from multiple sample-splits.

Bootstrap Algorithm:

[1] Randomly shuffle the observations in A, and then split into two subsamples X ,,,
X, as described in Section 3, and compute the test statistic ,_Z/;g’n for £ =1 or 2 as

appropriate.

2] Repeat step [1] (s — 1) times to obtain 7 = {@m,j};:l' Compute T, using (4.1), the
set P of p-values corresponding to the elements of T, and K, using (4.2).

[3] Compute é\, = /Q\CRS(Xu Y; | &,) for each observation i =1, ..., nin X;. Set b = 0.

[4] Increment b by 1. Draw k;, ¢ = 1, ..., n independently and with replacement from
the set of integers 1 through n, such that each integer has probability n~! of being

selected on a particular draw, and set 0 = §k

[5] Create a bootstrap sample X = {(X/,Y;*)}; where X} = XZ@/Q;‘ and Y =Y.
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[6] Analogous to step [1], randomly shuffle the observations in X* and then split into two
X*

5 ny» and compute the test statistic f@*n for the value of ¢ used in

subsamples AT, |

step [1] using (3.5) if £ =1 or (3.8) if £ = 2.

[7] Repeat step [6] s times to obtain 7" = {@m}jzl Compute T;b using (4.1), the set
Py of p-values corresponding to the elements of 7,*, and K7 , analogous (4.2) using the

values in Py.

8] Repeat steps [6]-[7] (B — 1) times to obtain {7, ,}Z | and {I?;}b}le.

9] Compute o
pr = #{T"’;’; Ln) (4.4)

and . R
A LT (4.5)

B
For a test of size a (e.g., a = 0.10, 0.05 or 0.01),) reject the null hypothesis of CRS if

pr and pg are less than a.

Note that in step [3] of the algorithm, CRS-DEA estimates are computed for the entire,
original sample. These are then used in step [5] to first project observations onto the esti-
mated frontier in the input direction, and then to project away from the frontier by a random
amount. These two steps are crucial and ensure that the bootstrap data are generated under
the restrictions of the null hypothesis. This amounts to a “naive” bootstrap, with resampling
from an empirical distribution. The naive bootstrap fails when making inference about effi-
ciencies of individual producers because the nonparametric efficiency estimators discussed in
Section 2 measure distance from a fixed point to an estimated support boundary. The naive
bootstrap is known to fail in such situations; see Simar and Wilson (1998, 1999a and 1999b)
for additional discussion. The problem here is very different. By contrast, we are making
inference about a mean or the distribution of estimated p-values rather than distance to a
support boundary, and there are no such problems. Valid inference is ensured by the CLT
results of Kneip et al. (2015) and Daraio et al. (2018), and Mammen (1992, Theorem 1).

To implement the algorithm, one must choose values for B and s. Our experience with

various simulations suggests that B = 1,000 bootstrap replications and s = 10 splits provide
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a good compromise between performance of the tests and computational burden. Since one
is using the bootstrap to estimate p-values, which necessarily involve features of tails of
sampling distributions, one should use at least 1,000 bootstrap replications. We performed
several experiments with s = 100 splits (which increases the computational burden by a
factor of about 10 over the case where s = 10), and found little difference in terms of the
achieved sizes or power of the tests.

One should expect the two p-values computed in step [9] to be close, as is the case in our
simulations discussed below in Section 5. However, for a particular nominal size a chosen a
priori, it is conceivable that one might reject the null with one test but not the other. This
possibility arises whenever one uses two different tests for the same null hypothesis (e.g.,
in fully-parametric work, one might employ a likelihood-ratio test as well as a Wald test or
perhaps a Lagrange multiplier test). In all such cases, one should be hesitant to draw strong
conclusions, as the tests provide conflicting information. One might avoid this possibility by
using only one of the tests; we have included both to economize on our presentation. But of
course one should also be reluctant to conclude strongly when a single test barely rejects (or
fails to reject) the null. One cannot learn truth from data, but the estimated p-values give
an idea of how much (or how little) evidence there is in the data to reject the null hypothesis.

We have illustrated our bootstrap method in terms of the RTS test discussed in Section
3. It is trivial to adapt the algorithm to the convexity test developed by Kneip et al. (2016).
To do so, one would use the FDH and VRS-DEA estimator to construct the appropriate
test statistic given in Kneip et al. (2016) instead of the VRS-DEA and CRS-DEA estimators
used in the RTS test, adjusting the value of k accordingly as described in Kneip et al.
(2016). In step [3] of the algorithm, one would compute VRS-DEA estimates instead of
CRS-DEA estimates in order to impose convexity under the null hypothesis. The algorithm
can be similarly adapted for the separability test introduced by Daraio et al. (2018) by
using conditional and unconditional estimators, with appropriate values for x as described
in Daraio et al. (2018). For the separability test, one would use the unconditional estimator
in steps [3] and [5] to impose separability, i.e., the restriction implied by the null hypothesis.

In the next section, we present evidence from Monte Carlo experiments for each of the
RTS, convexity, and separability tests showing how well one might expect the tests to perform

in finite samples.
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5 Monte Carlo Evidence

5.1 RTS Test

We first consider the RTS test. We generate data from the data-generating process (DGP)
described in Kneip et al. (2016, Section 5.1, equations (64)—(65) and Figure 1). The parame-
ter 0 > 0 controls departures from the null, with the CRS holding when 6 = 0, and departure
from the null increasing with 6. The only difference between the DGP here and the one in
Kneip et al. (2016) is that here, the value of sy, (in the notation of Kneip et al.) has been
reduced to 70-percent of the value used in Kneip et al. to avoid generating observations with
output levels very close to zero which can cause numerical problems. See Kneip et al. for
additional details and discussion.

We consider values of (p+¢) ranging from 2 to 6, and 6 € {0.0, 0.1, 0.2, 0.3, 0.4, 0.6, 0.8,
1.4}. We use the statistic in (3.5) based on full sample means when (p+ ¢) < 4 (case I), and
we use the statistic in (3.8) based on sub-sample means when (p+¢) > 4 (case 1I). Figure 1 of
Kneip et al. (2016) gives a visual illustration of the degree of departure from CRS provided by
each of the non-zero values of §. In all of our experiments, we use s = 10 sample-splits (except
in a few experiments as noted earlier where we used s = 100) and B = 1,000 bootstrap repli-
cations. In each experiment, we perform 1,000 Monte Carlo trials, and report the proportion
among these 1,000 trials where we reject the null hypothesis (i.e., the rate at which the null
is rejected) using nominal test sizes of .10, .05 and .01. We conduct experiments involving
the RTS test with sample sizes n € {100, 1000}. With 1,000 trials, the confidence intervals
on a reported rejection rate p for test of size o is p4 21« (a1 — ) /1000)"? where Z1-g is
the (1 — §) quantile of the standard normal distribution function. For o € {0.1, 0.05, 0.01}
this corresponds to p £ 0.0156, 0.0135, 0.0081 (respectively).

For comparison purposes, Table 1 reports rejection rates for tests similar to those in
Kneip et al. (2016), i.e., with only one split and with critical values taken from the N(0,1)
distribution instead of being estimated by bootstrapping. The results are broadly similar to
those shown in Kneip et al. (2016) for the RT'S test, with rejection rates approaching nominal
sizes as n increases, and with power increasing with n and with increasing departures from
the null. For the case where n = 1,000, p = 5 and ¢ = 1, Figure 1 shows the empirical
distributions of the p-values obtained with one sample-split on each of the 1,000 Monte
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Carlo trials for § = 0.0 (where the null hypothesis of CRS holds) and for § = 0.2, 0.4 and
1.4. The red line in each plot in Figure 1 shows the uniform (0,1) distribution function, and
the vertical dashed line is drawn at 0.1 on the horizontal axis to make it easy to see the
proportion of p-values that are greater than or less than 0.1 in each plot. In the upper-left
plot, where the null is true, it is clear that the p-values across 1,000 independent samples are
uniformly distributed, exactly as predicted by the probability integral transform discussed
above in Section 3. With ¢ = 0.2 in the upper-right plot of Figure 1, there is some divergence
between the empirical distribution of the p-values and the uniform (0,1) distribution function.
This divergence increases as o increases to 0.4 and then 1.4. When the null is true, with
nominal test size a = 0.1 the null hypothesis is rejected in 10.7 percent of the 1,000 Monte
Carlo trials as seen from the upper-left plot in Figure 1 and from Table 1, reflecting the rate
of type-I errors, which is seen to be close to the nominal size of the test.

Tables 2 and 3 show rejection rates obtained with the test statistics in (3.5) and (3.8)
(respectively) using the bootstrap algorithm in Section 4. The rejection rates for either of
the statistics defined in (3.5) or (3.8) are similar over the various scenarios. However, either
of the statistics based on multiple splits in many cases yield realized size closer to nominal
values than the single-split test relying on asymptotic normality in Table 1. Moreover, the
power of the multiple-split tests is in many cases superior to that of the single-split test. In

addition, much of the ambiguity created by a single split of a given sample has been removed.

5.2 Convexity Test

The test of convexity versus non-convexity of the production set ¥ developed by Kneip
et al. (2016) involves comparing means of FDH efficiency estimates (where convexity is not
imposed) against means of VRS-DEA efficiency estimates (where convexity is imposed. As
discussed above in Section 2, FDH estimators converge at rate n'/®*9 while the VRS-DEA
estimator converges at rate n? P*4+1) under strict convexity or at rate n?(P*% under (weak)
convexity and CRS.

To simulate data to examine performance of the convexity test, we generate data from
the DGP described in Kneip et al. (2016, Section 5.1, “third set of experiments”), again
reducing the value of the parameter s, (in the notation of Kneip et al., 2016) to 70 percent

of the value used in Kneip et al. (2016) to avoid possible numerical problems. We consider
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g=1and p € {1, 2, 3, 4, 5}. The parameter § controls departures from the null of
convexity for W. As in Kneip et al. (2016), we first simulate a case using same DGP used
in the RTS tests described in Section 5.1 with § = 1.4 so that ¥ is strictly convex and the
null hypothesis holds. We then use the DGP described in Kneip et al. (2016) where § = 0.0
corresponds to a convex but CRS technology, and increasing values of  result in increasing
degrees of non-convexity for the production set. Using this DGP, we simulate cases for
9 € {0.1, 0.2, 0.3, 0.4, 0.6, 1.4} where departure from the null increases with 6. Figure 2
of Kneip et al. (2016) provides an illustration of the degree of departure from the null for
each value of 0. For each experiment, we again compute 1,000 Monte Carlo trials, each with
s = 10 sample-splits and B = 1,000 bootstrap replications. As in Kneip et al. (2016), we
split sample unevenly, with more observations to the subsample used by the FDH estimator
than in the subsample used with the VRS-DEA estimator due to the slower convergence rate
of the FDH estimator. In particular, we set n2/ ™™ = p/®9 and ny + ny = n and then
solve for n; and ny as described in Kneip et al. (2016, Section 3.3).

Table 4 reports rejection rates using a single sample split with critical values taken from
the standard normal distribution, similar to the test in Kneip et al. (2016). The results in
Table 4 are broadly similar to the corresponding results in Table 5 of Kneip et al. (2016),
with size and power improving with sample size n, although not as quickly for larger as
opposed to smaller dimensions. Tables 5—6 show rejection rates for the tests with multiple
splits. The rejection rates in both 5 and 6 where the production set is strictly convex are
similar to the rejection rates in Table 4 where only a single sample-split is used. However,
the power of the tests with multiple splits increases more rapidly with increasing departures
from the null than is the case in Table 4. For example, with 6 dimensions and n = 1, 000, the
rejection rate in Table 4 at the 10-percent level is 0.231 when 6 = 0.4, while the tests based
on multiple splits reject at rates 0.430 and 0.354. When ¢ is increased to 0.6, the difference
is even more dramatic; with a single split in Table 4 is 0.350 at the 10-percent level, but the
tests that rely on multiple splits yield rejection rates of 0.816 and 0.721 in Tables 5 and 6
(respectively). As in Kneip et al. (2016), rejection rates are smaller when the production set

is strictly convex than when it is weakly convex with CRS.
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5.3 Separability Test

Daraio et al. (2018) develop a test of the separability condition described by Simar and
Wilson (2007). In a nutshell, this condition requires that any environmental variables one
might regress estimated efficiencies on in a second-stage analysis cannot influence the frontier,
but only the distribution of efficiency. The test of Daraio et al. (2018) compares means of
conditional efficiency estimates against means of unconditional efficiency estimates. If the
difference is “large,” then the null hypothesis of separability is rejected. As with the tests
already examined, this test also requires splitting the original sample in order to maintain
independence between the two sample means under comparison.

We revisit the first set of experiments described in Daraio et al. (2018, Separate Appendix
E). We simulate cases with n € {100, 200} and p=g=1,p=2andg¢g=1,p =¢q = 2,
p =3 and ¢ = 2, and with p = ¢ = 3. The parameter ¢ controls the degree of departure from
the null hypothesis of separability, with separability holding when § = 0.0. Departures from
the null increase with increasing values of §. In each of our experiments we computed 1,000
Monte Carlo trials, and on each trial we use s = 10 sample splits and B = 1, 000 bootstrap
replications.”

For purposes of comparison, we again report in Table 7 rejection rates obtained with a
single sample-split and with critical values chosen from the standard normal distribution.
The results are similar to those reported by Daraio et al.; any differences are due only to
the fact that the sequence of generated random numbers differs here from the sequence
used in Daraio et al. due to the addition of additional code to handle multiple splits and
bootstrapping.

Tables 8-9 give rejection rates for the test statistics using multiple splits. The achieved
test size with the Kolmogorov-Smirnov statistic based on (3.8) in many—but not all—cases
has size closer to the nominal test size than the averaged statistic based on (3.5).® Both

of the new statistics typically have better size properties at the .10 level than the statistic

7 Daraio et al. report results from experiments with n = 1,000 in addition to n = 100 and 200. However,
with 10 sample splits, and 1,000 bootstrap replications, the computational burden for each experiment here
is 10,010 times that of the experiments in Daraio et al.. Moreover, with the separability test, a bandwidth
parameter must be selected by cross-validation, which requires time of order O(n?), and this must be done
10,010 times. Consequently, we consider only n = 100, 200 for the separability test.

8 Note that while the statistic in (3.8) is a Kolmogorov-Smirnov statistic, the usual tables cannot be used
to assess significance due to the dependence problem here.
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that uses only one sample split. In addition, in many cases, power is better with the new
statistics using multiple splits as opposed to the original statistic based on a single split.
With 5 or 6 dimensions, the power is low even for large departures from the null with only
100 or 200 observations. On the other hand, power increases rapidly when p = ¢ = 1, and
so one might consider dimension reduction methods along the lines of Wilson (2018), which
are shown to work well (in terms of reducing mean-square error of the efficiency estimates)

in many cases.

6 Practical Issues for the Applied Researcher

The tests proposed by Kneip et al. (2016) and Daraio et al. (2018), where the sample is split
only once, do not require bootstrapping and involve asymptotic standard normal limiting
distributions. This makes the tests attractive by avoiding the computational burden of the
bootstrap. For these tests, the computational burden depends on the sample size n, the
number of dimensions (p+ ¢), and the number K of replications of the generalized jackknife
used to compute bias corrections as described by Kneip et al. (2016). For a single sample-
split and n even, the RTS test requires solution of n linear programs (LPs) each with (1+ %)
weights, and Kn LPs each with (14 %) weights. But with s sample-splits and B bootstrap
replications, the test based on either of the statistics in (3.5) or (3.8) require solution of n
LPs with (1 4+ n) weights, ns(B + 1) LPs with (1 4 %) weights, and Kns(B + 1) LPs with
(14 %) weights.

In our Monte Carlo experiments discussed above in Section 5, this computational burden
is multiplied by the number of Monte Carlo trials, i.e., by a factor of 1,000. While this is not
an issue for the applied researcher who faces only a single sample of data, the computational
burden forced us to limit our simulations to only those with s = 10 sample-splits on each
Monte Carlo trial. Nonetheless, the applied researcher, who has a single sample, must
decide how many sample splits to use, and this choice must be balanced against the required
computational burden which increases with the number of splits. For the applied researcher,
n is given by the size of his sample. Moreover, the number B of bootstrap samples should be
at least 1,000, and our experience suggests the number K of generalized jackknife replications
should be at least 100 to minimize noise (there is apparently little benefit to increasing K

beyond 100). With B = 1,000, s = K = 100 and n = 1,000, this results in 1,000 LPs with
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1,000 weights, 1.001 x 10® LPs with 501 weights and 1.001 x 10'° LPs with 251 weights for
a single sample.

To gain some insight into the role of the number s of sample splits, we conducted some
additional experiments using the RTS test based on averaging statistics over the sample
splits as in (3.5). In each experiment, we set with n = 100, p = 5 and ¢ = 1 and generate
a single sample of size n with § equal to either 0.0 (so the null is true) or 1.4 (where the
null is false) as described above in Section 5.1 and in Kneip et al. (2016). We then split
the sample s times to compute the statistic in (3.5) and its corresponding p-value (which
requires the bootstrap discussed above in Section 4), and we repeat this 100 times, resulting
in 100 p-values for a single sample. Of course, these p-values are not independent, and we
know of no way to combine them into a single p-value that would provide valid inference,
but their distribution is illuminating.

Figure 2 shows the distributions of p-values over 100 repetitions with 6 = 0.0 in the upper
panel and 6 = 1.4 in the lower panel. Each panel shows a red, 45-degree line representing
the uniform distribution function, and three empirical distribution functions in green, blue
and black corresponding to the distributions of p-values over the 100 repetitions with s = 2,
10 and 100 splits, respectively. Each panel also shows a vertical dotted line drawn at 0.1 on
the horizontal axis, and a horizontal dotted line drawn at 0.1 on the vertical axis.

In the top panel of Figure 2, the null hypothesis is true and so one should hope to avoid
rejecting the null. The figure shows that almost any p-value can be obtained with a single set
of s splits, just as is the case for the original test proposed by Kneip et al. (2016) involving
only a single sample-split. With s = 2 or 10 splits, the null is rejected in about 10-percent
of the 100 repetitions at the .10 level, but with s = 100 splits, the null is rejected in only 2
of 100 repetitions, suggesting that there is some benefit to increasing the number of splits.

This effect becomes more dramatic in the bottom panel of Figure 2, where the null
hypothesis is false. As the number of splits increases, the range of p-values decreases, and
the distribution of p-values becomes increasingly concentrated on the left. With only 2 splits,
the null is rejected in about 60-percent of the 100 repetitions, but this increases to about
95-percent with 10 splits and 100-percent with 100 splits. Of course the two cases shown in
Figure 2 with § € {0.0, 1.4} are extreme in the sense that the null is either true or grossly

false, but as ¢ increases starting from 0.0, one should expect the distributions to move toward
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those shown in the lower panel of Figure 2.

The message from Figure 2 is clear—more splits are preferred to fewer splits. Moreover,
one should not do what was done in the experiments leading to Figure 2, i.e., only one set
of s splits should be done to compute the test statistic, as there is not way to aggregate
100 dependent p-values from a single sample to give a valid test. So, s should be made as
large as possible, but this must be balanced against the resulting computational burden. As
to computational burden, it is important to note that modern desktop (and even laptop)
computers have become increasingly fast and inexpensive. Moreover, modern desktop and
laptop computes typically have 4 or more cores, allowing as many computational threads as
there are cores. The bootstrap discussed in Section 4 is trivially parallel, since each of the
B replications are independent.

To give additional evidence, our Monte Carlo experiments were performed on the mas-
sively parallel Palmetto Cluster at Clemson University. Each experiment was run on a mix
of Intel XEON E5345, E5410, 1.5420 and E5640 quad-core chips with clock speeds ranging
from 2.33 to 2.67GHz. On each Monte Carlo trial, parallelization was used for the initial
s = 10 sample-splits, as well as for the B = 1,000 bootstrap replications. Each experiment
used 128 cores, with 1 core used as a counter since shared memory is not available on clus-
tered super-computing systems such as the Palmetto Cluster, and 127 cores were used for
computation. Our code records the elapsed time for each trial in seconds. Each trial uses
127 cores for computation, hence multiplying this time by 127/60 gives time in core-hours,
or the time one would need for a single sample while performing computations on a single
processing core. The times given below are upper bounds due to latency of some cores near
the end of each Monte Carlo trial. In addition, the cores we used on the Palmetto Cluster
are now several years old; new desktop and laptop machines often have cores with clock
speeds of of 3.0GHz or more.

With n = 100 and p = ¢ = 1, each Monte Carlo trial for the RTS test required 0.1567 to
0.1857 core-hours, and with n = 100, p = 5 and ¢ = 1, each trial required 0.4175 to 0.6680
core-hours. With n = 1,000 and p = ¢ = 1, times range from 6.7330 to 10.4126 core-hours,
and for n = 1,000, p = 5 and ¢ = 1 times range from 24.0894 to 58.3517 core-hours, with
a mean of 35.0822 core-hours. Recall that our Monte Carlo experiments used s = 10 splits.

With 100 observations and 6 dimensions, increasing the number of splits to 100 would require
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about 4.175 hours to 6.680 hours running on a single core; one could use 1,000 splits and
still have results likely in less than 66.80 hours (i.e., 2.78 days) using a single core. With
1,000 observations, 10 splits should be feasible for anyone. While some might not want to
wait long enough to use 100 splits, the fact that modern desktop and laptop computers
have clock speeds greater than the chips used for our experiments, and the fact that modern
desktops and laptops have 4 or more cores, one should be able easily use 20-30 splits and
perhaps more depending one ones patience. One could also use 2 or more computers or a
grid-computing system such as Condor (e.g., see Thain et al., 2005) since the computational

problem is trivially parallel.”

7 Conclusions

Kneip et al. (2016) and Daraio et al. (2018) provide tests of CRS versus VRS, convexity versus
non-convexity, and separability that require a single split of the original sample and which
involve statistics with asymptotic N (0, 1) distributions. Here, we provide a bootstrap method
to remove some of the dependence of test results on the particular random split, which may
be determined by choice of a seed for a random number generator if the randomization
algorithm of Daraio et al. (2018) is not used. A key element of our bootstrap method
involves generating the bootstrap data under the conditions of the null hypothesis, which is
not unlike other bootstrap tests. Our simulation results show that removing this randomness
results in many cases where size and power of the tests are improved over what is obtained
with a single split. The tests, together with the new bootstrap method introduced here, will
soon be added to a future version of the FEAR software package described by Wilson (2008).

Theoretical results in Kneip et al. (2018, 2019) on estimators of changes in productivity
(either under convexity or non-convexity of the production set) can be used to construct tests
similar to the ones discussed in this paper, and which also require randomly splitting samples
to maintain independence. The methods developed here are useful in these situations, as well

as in other future developments where testing might require randomly splitting a sample.

9 Computation times for the convexity test are faster than those given here due to the fact that the FDH
estimator involves lower computational burden than the VRS-DEA estimator. On the other hand, times
for the separability test are slower than those for the RTS test due to the necessity of cross-validation to
optimize bandwidths used by the conditional efficiency estimators.
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Figure 1:

1000, p=5, ¢=1
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with Single Sample-Split,
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Figure 2: Distribution of p-Values across s € {2, 10, 100} Splits in a Single Sample, RTS
Test, n =100, p=5,¢g=1
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NOTE: In both frames, a single sample is spit s times to produce a p-value, and this is
repeated 100 times to obtain 100 p-values.
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