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Abstract

This thesis presents research conducted over the past four years on neigh-
bour embeddings, algorithms performing non-linear dimensionality re-
duction intended for data visualisation. The initial plan was to focus on
visualisation and on the scaling of such methods, but during the final
stretch of the thesis, the research was steered in another direction, explor-
ing the possibility of applying lessons learned from neighbour embeddings
to broader machine learning tasks.
As a reductive summary whose brevity does not do justice to the contribu-
tions, this endeavour has introduced new algorithms allowing to capture
relationships in data at different scales, always with scalability in mind. To
circumvent some core issues with neighbour embeddings that hindered re-
sponsiveness to changes in data or hyperparameters, a rethinking of how
to perform neighbour embeddings has been undertaken, and an algorithm
was established. The newfound properties of NE manifested by this algo-
rithm open potential for unexplored applicative horizons and set in mo-
tion reflection on how to transpose properties of neighbour embeddings to
other machine learning algorithms. This reflection, after extensive trial and
error, gave rise to an innovative algorithm for label diffusion which shows
particularly promising results.

The published or under-review contributions of the thesis are added di-
rectly to this document, with some accompanying words. This thesis delib-
erately favours intuitive explanations over strict mathematical formalism,
mirroring this author’s own way of apprehending the matter. The first
chapter motivates the use of neighbour embeddings in visualisation, out-
lines their remaining limitations, and shows how the contributions build
upon one another, all while maintaining a high-level, conceptual perspec-
tive that avoids technical detail. The second chapter formalises the inner
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workings of neighbour embeddings and relevant dimensionality reduction
algorithms. The third chapter details every contribution. The last chapter
puts to light some insights on neighbour embeddings gained throughout
the thesis and suggests some interesting research directions.
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Graphical representation of the main contributions (black), with their principal
properties (blue text), requirements (blue arrows), and motivations (red).
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Abbreviations

• DR: Dimensionality Reduction

• NE: Neighbour Embedding

• HD: High(er)-Dimensional
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• (K)-NN: (K)-Nearest Neighbours

• (t-)SNE: (t-distributed) Stochastic Neighbour Embedding

• PC(A): Principal Component (Analysis)

• ML: Machine Learning

• QA: Quality Assessment

• RF: Random Forest

• SVM: Support Vector Machine

• CNN: Convolutional Neural Network

• IDIM: Intrinsic Dimensionality
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Chapter 1

Neighbour Embeddings:
Their Uses, Limitations, and
Overview of the
Contributions

This thesis contributes to the development and maturation of neighbour
embeddings (NE), a family of non-linear dimensionality reduction (DR) al-
gorithms conceptualised for data visualisation. This section describes the
motivations behind this work and brings an overview of the contributions
as they developed throughout this thesis. Technicalities are left to later sec-
tions.

Subsection 1.1 explains intuitively why DR in general, and NE in partic-
ular, are crucial tools for data analysis across various domains. Subsection
1.2 presents the limitations and challenges that NE face in practice, with-
out entering into the technical details. Subsection 1.3 provides a high-level
overview of the contributions and their interrelations.
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Chapter 1. Neighbour Embeddings: Their Uses, Limitations, and
Overview of the Contributions

1.1 The uses of neighbour embeddings

Fashioned by evolution in a 3-dimensional environment, the human brain
is particularly well adapted to perceive and understand spatial relation-
ships in 2-dimensional and 3-dimensional spaces. In particular, we excel at
detecting distinct objects, breaks in patterns, movements, at recognising fa-
miliar shapes, and at inferring depth. These characteristics, shared by most
terrestrial vertebrates living on the surface, stem from the structures of our
visual cortex across multiple scales. Interestingly, these structures share
resemblance with deep convolutional networks using max pooling [1–4],
with some level of feedback connections at higher levels [5].

These highly effective and efficient hard-wired perceptual abilities op-
erate on visual data encoded as a 2-dimensional arrangement of activations
on the retina. Binocular vision and movement allow us to effortlessly as-
similate 3-dimensional information from these 2-dimensional projections;
however, as soon as the observed structures lay in higher-dimensional
(HD) spaces, all intuition is lost. This is problematic, as the data encoun-
tered in science and in the industry generally lives in HD spaces.

It is for this purpose that Stochastic Neighbour Embedding (SNE) [6]
was introduced in 2002, the first of the progenitive family of NE methods.
The technicalities of NE are detailed in Section 2. For the purpose of under-
standing why the NE family has quickly become a staple of data visualisa-
tion, it suffices to know that, as methods of DR, they aim to represent HD
data in low-dimensional (LD) spaces (typically 2− or 3-dimensional), but,
unlike other methods, they excel at preserving the fine-grained intricacies
of the structures drawn by the data points, if these are of sufficiently low
intrinsic dimensionality. Annex 5.1 gives a quick intuitive explanation of
the notion of intrinsic dimensionality.

A sense of the type of structures in HD data that can be made manifest
by the grace of NE is given in Figure 1.1. The dataset visualised there con-
sists of a processed version of the dataset introduced in [7]. There, the con-
centration of thousands of distinct messenger RNA types was measured in
the cytoplasm of 23822 individual cells from the mouse neocortex. Before
being processed by the DR methods, the dataset is subject to feature selec-
tion and scaling as in [8], and then the first 50 principal components are
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1.1. The uses of neighbour embeddings

extracted. Principal components, the output of an method called Principal
Component Analysis (PCA) [9], are linear combinations of the original fea-
tures that capture most of the variance in the data; these are orthogonal in
order to avoid linear redundancy. More details on PCA and other methods
of DR are given in Section 2.

Figure 1.1: Embeddings of the mouse brain sc-dataset [7] using PCA (top) and t-SNE (bot-
tom). The axes are voluntarily hidden, as they bring no useful information in these embed-
dings.

In this figure, the data, now reduced to a 23822 by 50 matrix, is trans-
formed to two 23822 by 2 matrices using two methods, this allows visual-
isation in scatterplots. The first method, which produced the embedding
on the top, is PCA: the same method that was used during the initial pre-
processing of the data. Variance being a global measure of spread, PCA
tends to preserve global structures but often fails to capture fine-grained
patterns in HD data. In Figure 1.1, the PCA representation clearly shows
the broad distinction between inhibitory neurons (GABAergic, warm colours)
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Chapter 1. Neighbour Embeddings: Their Uses, Limitations, and
Overview of the Contributions

and excitatory neurons (glutaminergic, cold colours), as well as the non-
neuronal cells (grey-brown colours). However, each of these 3 broad cate-
gories appear as a blurry cloud of points: one couldn’t guess that further
structure exists within these clouds without prior biological knowledge or
experience with DR.

On the other hand, the bottom view is a representation produced by
a NE method, t-distributed Stochastic Neighbour Embedding (t-SNE) [10]
using the algorithm developed in 3.6. One can notice that under the lenses
of NE, the 3 broad categories identified with PCA are in fact hiding fur-
ther internal structure, showing distinct clusters with sharp boundaries.
Within the visual clusters, the colours indicating different cell categories
tend to be clearly separated in distinct zones, hinting that further structure
probably exists inside the clusters. This is further alluded by the shape of
the clusters themselves featuring irregular boundaries. From these consid-
erations, a biologist might emit as hypotheses that profound distinctions
in the gene expression levels exist between the distinct clusters visible in
the NE, and that some cell types present in the same clusters share a lot
in common, but still differ in some aspects. The intra-cluster organisa-
tion of cells may indicate a continuous spectrum of gene expression levels
in which hard boundaries were drawn by biologists, but one cannot ex-
clude the possibility that these apparent continuities are in fact composed
of distinct "sub-clusters" with finer discontinuities than those distinguish-
ing the visible clusters from one another, which the NE failed to capture.
The granularity at which clusters are extracted is studied in [11, 12], and
further information on the subject is brought throughout the thesis.

This figure illustrates how NE can complement traditional data analysis
methods to help biologists develop a more intuitive understanding of their
data and thus help formulate and refine hypotheses, many works in biol-
ogy put these methods at the centre of their data analysis toolbox. In [13],
the authors developed a process applied to research on Leukaemia, where
NE are used to visualise bone marrow samples from healthy and cancer-
ous patients, showing clear distinctions between the two. Another notable
example is CEBRA [14], where neuroscientists developed a NE method al-
lowing joint embeddings of neural activity data together with behavioural
variables, to better understand how biological brains internally represent
the world as they experience it. In [15], the authors use a NE-based ap-
proach to integrate and analyse single-cell data from multiple modulari-
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1.1. The uses of neighbour embeddings

ties, to allow for more precise cell state identification. Other papers intro-
duce good practices for the use of NE in biological data [8] and assess the
quality and reliability of the available NE methods in the context of biol-
ogy [16–18].

While biology is a domain where NE methods have found a strong
foothold, these methods are used in myriad fields: as long as a domain
generates data and humans seek to understand it visually, there is a place
for NE. In chemistry, one can use NE to visualise an embedding repre-
senting a global reaction space [19], aiding chemists in synthesis planning.
Proteins are large chains of amino-acids that fold in 3D space depending on
their sequence and their environment, with a stochastic component; study-
ing these conformations is crucial to understand their functions and can be
aided by NE [20].
Another field where NE are applied is in the study of deep neural net-
works, which are notorious for being hard to interpret black boxes. In
[21, 22], the transformation of the data as it passes through the layers of
a neural network is made apparent using NE. The learning dynamics can
also be better understood through the use of NE [23]. In [24], the authors
use NE to analyse and build insights on the effects of fine-tuning large lan-
guage models. In the paper presented in section 3.7, a NE is used to reveal
that the text encoder and image encoder of a large vision-language model
do not synchronise as one might expect.
Cheese analytics is also a domain benefiting from such methods: as the
authors of [25] put it, "intelligent cheese selection is critical [...]", and NE
helps them devise a strategy.
Some studies in geoscience use NE to extract significant patterns in HD
data. One can use NE to visualise and analyse large quantities of hyper-
spectral images [26] or satellite images in the visual spectrum [27].
Cybersecurity has also benefited from NE. In [28], the authors use NE
to visualise and identify hostile network traffic both visually and by us-
ing the NE as a feature extraction step prior to classification by random
forests [29]. Utilising neighbour embeddings for data pre-processing is a
possibility that remains largely untapped, for reasons that will become ap-
parent throughout the document. This thesis claims that some modern NE
methods such as the one introduced in 3.6 have properties that make them
particularly well suited for this purpose, and that core principles of NE can
be repurposed to yield competitive algorithms in various machine learn-
ing (ML) tasks.
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Chapter 1. Neighbour Embeddings: Their Uses, Limitations, and
Overview of the Contributions

One last application domain worth mentioning here is industrial process
monitoring and anomaly detection. When a process generates HD data
through multiple sensors, having a visual representation of the state of the
system can be a powerful tool for human monitoring operators [30, 31].
Most papers on the matter use NE to process static data collected after a
batch because NE methods are not designed for online use: adding new
data can lead to high overhead, and drifting data distributions require to
fully re-run the algorithms.

In short, independently from the domain of application, NE are cur-
rently used for:

• Developing intuition on HD data, helping the formulation and re-
finement of hypotheses.

• Monitoring processes visually.

• Showing information visually, to support an explanation.

• Assisting in ML tasks by being used as feature extractors.

It is the opinion of this author that they should never, however, be used
alone to accept or reject a hypothesis, because the process of DR is lossy
in general and non-linear DR such as NE rely on particularly impactful
inductive biases that can lead to misinterpretations if not used carefully.
Section 1.2 discusses these limitations in more details.

1.2 Limitations and challenges

Although NE methods are now well established in various domains, the
paradigm is still maturing and important challenges remain, to improve
their reliability and unlock their full potential. This subsection exposes
these challenges in order to motivate the contributions of the thesis, which
will be listed in subsection 1.3 and later detailed in Section 3.

To understand why some of the following challenges arise, let us briefly
introduce how algorithms of NE build LD representations of HD data, still
avoiding technical details for now. As the name suggests, neighbour embed-
dings seek to preserve neighbourhoods around each point given a metric
in the HD space and a neighbourhood size: where many DR methods seek
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1.2. Limitations and challenges

to capture some measure of spread throughout the whole dataset, NE flip
this perspective and focus on the most local structures.
To do so, for each point, a set of neighbours is found in HD; then, a LD em-
bedding is built such that neighbour sets in LD are similar to those found
in HD. Building the embedding is an iterative process where points in-
teract with each other through attractive and repulsive forces. Intuitively,
neighbours in HD are attracted to each other in the LD space, and "in-
truders" in LD are pushed away. The dynamics are non-linear and the re-
sult is initialisation-dependent. The methods are often described as "non-
parametric", meaning that the parameters being optimised are the coordi-
nates themselves and not a function directly mapping HD vectors to LD.
The process bears strong resemblances with n-body problems in physics
and some methods to accelerate NE were in fact inspired by techniques
used by physicists [32, 33].

A first challenge that users of NE face originates not from the methods,
but from our brains. It is now well accepted that predictive processing
plays a central role in biological cognition [5, 34, 35]. The brain constantly
compares incoming sensory information with its internal predictions, dis-
crepancies between the two allows to draw conscious attention to relevant
stimuli and is likely a key mechanism in learning. This is also a core prin-
ciple of active inference [36].
In the The Predictive Mind [5], the author produces a visualisation similar
to the two leftmost scatterplots of the top row in Figure 1.2. There, the
scatterplots show unbiased samples of points drawn from a uniform dis-
tribution in 2-dimensions. When scrutinised, the brain tends to see pat-
terns in these random distributions, a phenomenon called pareidolia. In The
Predictive Mind, the author explains that two brains can receive the same
input, but the conscious experience will differ depending on prior knowl-
edge and expectations. When we fail to minimise prediction errors, which
tends to be the case when observing random noise, the brain overfits the
input to probable patterns in order to align with prior beliefs.

The tendency of the brain to yearn for familiarity in its sensory infor-
mation can be detrimental when analysing data visually, as this can lead
to misinterpretations. The experience of sensory information can also be
modulated by conscious effort, raising the risk of confirmation bias. The
NE representations corresponding to the two leftmost scatterplots in Fig-
ure 1.2 are shown below them. There, clear clusters appear separated by
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Chapter 1. Neighbour Embeddings: Their Uses, Limitations, and
Overview of the Contributions

Figure 1.2: Example of how our brain biases perception, and how NE don’t play in our
favour in that regard. Top row: uniform distributions in 2-dimensions, the two rightmost
ones share the same seed but differ by the addition of Gaussian noise. Bottom row: the NE
representations of the scatterplots figuring above them, all runs share hyperparameters and
were initialised by the initial data, which is already laying in 2-dimensions. The normalised
RMSE scores refer to the errors between the two upper-right scatterplots and between the two
bottom-right scatterplots, after min-max scaling. This measures how much the points have
moved after application of noise: in this case, the noise has been greatly amplified by the
application of NE. The uniform distributions can be reproduced in Python with the following
code:
np.random.seed(2155800840) # or 2306102284
uniform2d = np.random.rand(400, 2)

large gaps. It is difficult to resist the urge to interpret these clusters as
meaningful patterns, when in reality they are artefacts resulting from the
inductive biases of NE methods. Section 4 explains that there seems to be
a difficult to avoid trade-off in non-linear DR balancing their capacity to
extract patterns from HD data with their tendency to introduce distortions
(mainly: tearing, over-clustering, and changing the local densities).
In the rightmost column of Figure 1.2, slight Gaussian noise was added to
the middle scatterplot of the top row, and a NE of this noisy data is shown
under it. Visually, the noise is barely noticeable before application of NE,
but some areas of the NE are strongly affected by the small changes in the
input. This illustrates that, regardless of the brain’s biases, NE methods
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1.2. Limitations and challenges

themselves can be sensitive to small perturbations in the input data and
exaggerate these perturbations in the output. This result can come as a
surprise to the practised reader, as it is generally accepted that NE meth-
ods are quite robust to noise [37,38]. An enquiry on this matter is presented
in Annex 5.2.

Re-wiring human brains to be less prone to pareidolia and confirma-
tion bias is often frowned upon due to ethical considerations; thankfully,
general good practices can be followed to avoid falling into tasseography
when analysing data using DR. As a rule of thumb, it is recommended
to visualise data through multiple points of view, using a variety of al-
gorithms and hyperparameter configurations, and interacting with the
data and algorithms in real time. It is also recommended to use quality
assessment (QA) tools to support the visualisations.

A second challenge arises naturally whenever DR is used on HD data
for visualisation. When representing HD data in a 2- or 3-dimensional
space, it is inevitable that some information is lost due to the lack of ex-
pressiveness of the LD space. For instance, if a 3-dimensional HD space
features 4 equidistant points, it is impossible to represent these points in 2-
dimensions while keeping them equidistant. The question when designing
DR methods is: which information should be preserved, and which can be
discarded?
In PCA, the objective is to preserve global variance, this comes at the cost
of losing fine-grained structures; the loss of local details is generally shared
by all non-sparse linear projections. In NE, information beyond the user-
defined horizon of neighbours around each point is discarded. As a result,
the local structures are well preserved, but the global organisation of the
data can be heavily misrepresented, especially when the data is composed
of well separated clusters in the HD space. Figure 1.3 illustrates this phe-
nomenon on a dataset consisting of a curved 2-dimensional plane laying in
a 3-dimensional space, forming a "S" shape. The leftmost representations
are linear projections of the data and the rightmost ones are t-SNE em-
beddings. The colours reflect the values of a pointwise quality criterion:
bright points indicate zones of low quality, and black points zones of good
quality. The scalars under the embeddings indicate the mean value of the
metric over all points, serving as a global summary. In the bottom row,
the quality criterion is the Pearson correlation between pairwise distances
in HD and LD, effectively measuring the preservation of global structures.
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Chapter 1. Neighbour Embeddings: Their Uses, Limitations, and
Overview of the Contributions

Figure 1.3: Comparison of a linear projection and a NE (t-SNE) of a curved 2-dimensional
manifold laying in a 3-dimensional space. Top: the preservation of local structures is evalu-
ated on each point using the Qi

NX(K) score for K = 15. Bottom: the preservation of global
structures is evaluated using the Pearson correlation between pairwise distances in HD and
LD.

The top row evaluates the preservation of the local structures: for a cho-
sen neighbourhood of size K, calling the K-nearest neighbour (KNN) sets
of the ith point KNNHD

i and KNNLD
i in HD and LD respectively, the local

criterion [39] at point i is:

Qi
NX(K) =

1
K
∣∣KNNHD

i ∩KNNLD
i
∣∣. (1.1)

In Figure 1.3, the "S" shaped manifold is apparent in the linear projec-
tion, the global scores reflect this by being mostly high. However, the local
structures are poorly preserved in the zones where the curve folds onto
itself: some points that are close in LD are actually far apart in HD. This
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1.2. Limitations and challenges

type of error is called an intrusion or a false positive, these are quite common
in DR methods that do not actively repel non-neighbours and can lead to
erroneous interpretations. Such errors were also witnessed in the PCA em-
bedding of the mouse brain dataset in Figure 1.1, where cells from within
the three coarse categories were grouped together in blurry clusters.
In the t-SNE embeddings, the properties being preserved are flipped: the
S-shape is entirely lost, but the neighbourhoods around each point are well
preserved. Knowing what the actual HD structure looks like, we witness
that the manifold has been ripped in multiple places. This is typical of NE
and a consequence of their inductive biases responsible for the trade-off
mentioned earlier: what enables NE to extract patterns from HD data is
also what makes them prone to tearing the data in "areas of weakness".
The inductive biases in question and what a NE considers as a "area of
weakness" are explained and discussed in Sections 3.6 and 4.
Given how severely the loss of global structure affects the visualisation of
such a simple dataset, the impact of this shortcoming in real-world HD
data should not be underestimated. This once again motivates the need
for robust evaluation metrics and algorithms that can model global struc-
tures quickly, allowing the interactive setting necessary for effective ex-
ploration.

As mentioned earlier, embedding HD to 2− or 3-dimensional spaces
require decisions to be made on what to preserve and what to discard. Be-
side the selection of the algorithm itself, one panoply of knobs that users
can turn to influence these decisions is the hyperparameters of the NE al-
gorithm. Indeed, NE are particularly sensitive to hyperparameter changes,
and each algorithm comes with its own sets of hyperparameters. One type
of hyperparameter common to most NE methods is the scale at which the
neighbourhoods are defined. Large neighbourhood scales tend to moder-
ately help in the preservation of global structures at the cost of fine grained
details and speed, and inversely for small neighbourhood scales. Figure
1.4 illustrates the effect of changing the neighbourhood scale and initiali-
sations in NE of the mouse brain dataset. There, using larger neighbour-
hoods introduces a more distinct separation of points into large clusters
of similar cell types, which makes biological sense [7]. However, the very
local details aren’t as refined as when using smaller neighbourhoods, as in-
dicated by the QNX(K) scores. In the bottom view, different initialisations
lead to significant variations in the inter-cluster organisation.
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Figure 1.4: Effect of varying two hyperparameter values on t-SNE embeddings of the
mouse brain dataset.
Top: effect of changing the neighbourhood scale (perplexity) on the embeddings. The local
quality Qi

NX(K) are shown for K = 10 and K = 100, with the same colour code as in Fig. 1.3:
bright colours indicate low quality. The average scores are indicated under each embedding.
Bottom: effect of changing the initialisation on the embeddings, keeping all other hyperpa-
rameters constant.
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1.2. Limitations and challenges

There are positives and negatives to having algorithms dependent on
hyperparameters in data visualisation. Having an array of hyperparam-
eters to tweak can be dangerous, as excessive fiddling can make any NE
method produce any result, so to speak, rising the risk of confirmation
bias. On the other hand, having a meaningful selection of hyperparam-
eters to play with enables the user to visualise the data through multi-
ple lenses, allowing the retrieval of complementary information and the
cross-validation of the observed patterns. The benefits of this are greatly
enhanced when the methods are integrated in interactive environments, al-
lowing the user to explore data dynamically by changing hyperparameters
on the fly or by modifying the data itself, for instance by filtering variables
in HD. In order to allow such interactivity in NE, the algorithms must sat-
isfy two properties.

First, the iterations during optimisation must be fast enough to allow for fluid
visuals without compromising the quality of the results. The methods of NE
which yield the results of highest quality in published studies (t-SNE vari-
ants like Barnes-Hut t-SNE [32] or FIt-SNE [33]) are quite fast and can reach
computational complexities as low as O(N) for FIt-SNE, but in effect, they
remain slower than the fastest methods like UMAP [40], which sacrifice
quality over speed [41–43]. This is elaborated on in Section 2.2 and in 3.6.
Therefore, there remains a need for NE methods that have high effective
speed as UMAP does, but without sacrificing too much in the quality
of the results. Advances in measuring methods and coupled with the in-
creasing number of use-cases for NE mean that large datasets of more than
hundreds of thousands of points are becoming common, further empha-
sising the need for speed. To further drive the point home, let us elaborate
on why having fast iterations is crucial in NE, the benefits are double:
There is the comfort aspect, which is not to be underestimated: a smooth
experience allows the user to focus on the task at hand without getting
distracted or frustrated by technical limitations. In turn, this allows for
a more effective utilisation of the user’s working memory, as information
tends to be forgotten or warped as time passes. In Figure 1.5, the move-
ment of points throughout the iterations can be quite complex and are far
from straight lines. This hints that the learning rate must be limited to keep
the dynamics stable: NE rely on large numbers of small steps rather than
on a few large steps, so these steps ought to be quick.
The second reason why having fast iterations is important is that, when
an embedding reacts smoothly to user inputs, the movement of points act

25



Chapter 1. Neighbour Embeddings: Their Uses, Limitations, and
Overview of the Contributions

Figure 1.5: Trajectories taken by some of the points during the optimisation of a NE, from
their initial positions to their final coordinates, on the COIL-20 and blobs datasets. The tra-
jectories are normalised to account for changes of scales between the initialisation and the
final embedding. In this experiment, the blobs dataset consists of 2000 points laying in a 10-
dimensional space. Both NE were stopped after 1000 iterations.

as an additional effective dimension to the visualisation, a concept that
has been explored in some works like [44]. Indeed, our brains are partic-
ularly well adapted to perceive motion, and movement allows us to see
patterns that would be difficult to spot in static images. It is not rare that
a user-driven change in hyperparameters or in the data leads to targeted
movements of points, these immediately stand out in contrast to the static
background drawn by the other points.

All NE methods lack a second property necessary for effective interactivity:
seamless reactivity to changes in hyperparameters or in the data itself. As will
be described in detail further on, up until now, all NE methods have in
common that they separate the initial computations taking place in the
HD space from the optimisation loop taking place in the LD space. This
seems reasonable, as the optimisation loop requires information from the
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HD space if the points in LD are to be guided toward meaningful represen-
tations of the HD structures. This approach, however, leads to significant
overhead when modifying the data in HD (filtering variables, adding new
points, ...), or when changing hyperparameters that impact the HD side of
the algorithm like the neighbourhood size or the distance metric used to
determine these neighbourhoods. This precludes smooth transitions after
taking an action.
Static images aren’t the ideal medium to illustrate the benefits of hav-
ing smooth movements and responsive algorithms, nevertheless, Figure
1.6 attempts to motivate the need for responsive algorithms. In the top
view, 3 NE of the abalone dataset are represented. In each one, a differ-
ent distance metric in HD was used to determine neighbourhoods. Marine
gastropod enthusiasts would without doubt revel in witnessing the clus-
ters merge and organise across the three configurations. When visualised
with a method developed in this thesis introduced in Section 3.6, pass-
ing from one configuration to another takes only a second, allowing the
user to move back and forth between the configurations and develop a
sense of which points and groups of points move in concert. In the bot-
tom view, NE of the mouse brain dataset are shown. These were per-
formed with the same new method, which allows for instantaneous visual
feedback when changing the data in HD or hyperparameters. There, the
leftmost embedding uses all 256 principal components extracted from the
data, the middle one uses only the first 20 components, the rightmost em-
bedding shows which points reacted most to the perturbation. Comparing
the two leftmost embeddings here is quite tedious necessitates conscious
effort, whereas in the visualisation software accompanying the method,
going from one configuration to the other is a matter of 1 or 2 seconds, and
information on which parts of the clusters shift and how they deform is
assimilated effortlessly.
Additionally to the two-phased approach of the algorithms, the optimisa-
tion process itself is often divided into multiple phases with specialised
dynamics. For instance, t-SNE relies on an initial "early exaggeration"
phase [10], where the cost function is modified to allow points to move
more freely and often quite explosively. If a change in hyperparameters
or in the data results in movements in the embedding, re-starting this ex-
aggeration phase would induce sudden and large movements in all the
points, breaking the current structures and disorienting the user rather
than helping them explore the data. This motivates the need for NE meth-
ods that distance themselves from the typical approach separating the
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initial computations from the optimisation loop, and optimisation strate-
gies that do not rely on multiple phases.

(a) Effect of changing the distance metric used to determine the neigh-
bourhoods in HD, on the NE of the Abalone dataset. From left to right,
the distance metrics are: Euclidean, cosine (for the ith and jth of the data

matrix X, the cosine distance is defined as d(cos)
ij = 1− X⊤i Xj

∥Xi∥2 ∥Xj∥2
), and

Manhattan (L1 norm of Xi − Xj).

(b) Effect of filtering out the last 236 components of the 256 principal com-
ponents extracted from the mouse brain dataset, on the NE of the data. The
leftmost embedding uses all 256 components, the middle one uses only 20
components, and the rightmost one shows the points most affected by this
change by making the less affected points transparent.

Figure 1.6: Illustration of effects of (a) changing the distance metric used to determine
neighbourhoods in HD, and (b) changing the data in HD, on NE embeddings. These particu-
lar changes require significant re-computations in typical NE algorithms, inducing delays in
the response.

The final challenge mentioned here is not a shortcoming of NE per se;
quite the opposite, it arises from the frustration of observing that NE may
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have fundamental lessons that could benefit ML beyond visualisation, yet
this potential seems to remain largely untapped or only used superficially
rather than being integrated as core principles in ML algorithms.
Let us illustrate this claim with the case depicted in Figure 1.7. There, in
the "ground truth labels" view on the top, two 2-dimensional representa-
tions of the MNIST handwritten digits dataset are shown, one produced by
PCA (left) and one by a NE algorithm (right), with points coloured by their
actual digit class. As tends the be the case with PCA, the classes are mixed
together without clear boundaries. It is important to realise that, since PCA is
a linear projection, this cloudy organisation is an incomplete but undistorted view
on how the data truly lies in the HD space: while a NE algorithm represents points
by looking at how these integrate themselves in their surrounding local structures,
PCA considers how the points place themselves relative to dataset-wide directions.
On the right of the PCA representation, the NE depicts 10 well separated
clusters; if one were to ignore the colours, separating the clusters visu-
ally would also closely align with separating the digit classes. This ease
of visual classification in the NE also applies to automatic processing, as
witnessed in the bottom view of Fig. 1.7 and in Table 1.1.

In the bottom view of Fig. 1.7, two clustering algorithms (K-means and
DBSCAN [45], both staples in ML) were applied on different representa-
tions of the MNIST dataset: the high-dimensional pixel values (HD space
of 784 dimensions), a 2-dimensional PCA representation, a 10-dimensional
PCA representation, and a 2-dimensional NE. Despite MNIST being con-
sidered as an easy dataset in ML, the cluster assignments and the high
mean Gini impurity scores indicate that clustering algorithms struggle to
extract meaningful clusters in the HD space or in PCA representations (as-
suming the labels correspond to true distinctions in the data, which seems
to be the case when looking at the NE). This is a well known shortcom-
ing of clustering algorithms that can be explained by the concentration of
norms which tends to happen in HD spaces [46–48]. It is the phenomenon
where, in the absence of strong structure, all points tend to become "more
and more equidistant" as the dimensionality grows. The problem is sig-
nificantly mitigated when using NE as the representation in which to clus-
ter the data. The advantage of first applying NE before clustering is now
well known in the community and has been adopted in many works such
as [49, 50].

Clustering algorithms often fail to disentangle meaningful structures
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Figure 1.7: Top view: 2-dimensional PCA representation and NE of the train set of the
MNIST dataset, coloured by digit value.
Bottom view: K-means and DBSCAN [45] clustering results on different representations of
the MNIST dataset: raw high-dimensional pixel values (HD space), PCA in 2-dimensions,
PCA in 10-dimensions, and NE in 2-dimensions. The colours indicate the cluster assignments
and are independent from the per-digit colours of the top view. The scalars under each em-
bedding show the mean Gini impurity of the clusters, measuring how mixed the digit classes
are within each cluster (lower is better). The DBSCAN hyperparameters were kept to default
values, the K-means algorithm was run with K = 10 clusters and uses Euclidean distances.
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in data without appropriate representations, however, one might wonder
if classification algorithms would fare better, perhaps helped by the addi-
tional information contained in the labels. Table 1.1 shows the accuracies of
three classifiers: random forests (RF), support vector machines (SVM), and
K-nearest neighbours (KNN), in a transductive one-shot learning scenario.
The classifiers are trained on three representations of the MNIST dataset:
the raw HD pixel values, a 2-dimensional PCA representation, and a 2-
dimensional NE. There, only one label per class is revealed and the labels of
the remaining points are inferred from it using the unsupervised informa-
tion of the full dataset and the supervised information from the 10 points
of known labels. The random forest and SVM classifiers were trained in
a semi-supervised fashion using scikit-learn’s "self training mode" [51]: in
this configuration, training is performed in multiple rounds; in each round,
the points with the most confident predictions are added to the support set
originally composed of the 10 labelled points and the models are trained
again using the extended set.
The table shows that in scenarios with limited supervised signals, clas-
sifiers also struggle to extract meaningful information from HD data or
PCA representations, but perform much better when using NE as the rep-
resentation. It should be noted that the accuracy of the KNN classifier,
over 95%, is quite remarkable considering that only 10 labelled points were
used for training and that the raw pixel values were used to perform the
NE. Such high scores are generally achieved with stronger supervised sig-
nals and using specialised architectures like convolutional neural networks
(CNNs) [52]. This indicates that, while CNNs allow the extraction of mean-
ingful features from individual images, the NE approach, agnostic to the
structure of the variables in HD, can leverage the structure drawn by the
data points in HD directly to disentangle the classes effectively.

Theoretical foundations have been laid explaining the similarities be-
tween NE and spectral clustering when attraction forces applied to points
are exaggerated [53], and there is some empirical understanding of the con-
figurations in which NE naturally tend to separate clusters [54]. In fact,
when teaching principles of NE to students in data science, many refer to
NE as clustering algorithms, and perhaps they are right. However, the
principles of NE enabling such robust disentanglement of overlapping
structures in HD data are yet to be isolated and integrated to new ML
algorithms designed to handle HD data in low supervision contexts.
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Data Type RF SVM KNN
High Dimensional (HD) 0.20 ± 0.04 0.10 ± 0.00 0.43 ± 0.03
PCA (2D) 0.26 ± 0.05 0.15 ± 0.02 0.32 ± 0.03
t-SNE (2D) 0.87 ± 0.04 0.58 ± 0.18 0.95 ± 0.04

Table 1.1: Classification accuracies (± std) of three classifiers (Random For-
est - RF, Support Vector Machine - SVM, K-Nearest Neighbours - KNN)
in a transductive one-shot learning scenario on three representations of
the MNIST dataset: the raw high-dimensional pixel values (HD), a 2-
dimensional PCA representation, and a 2-dimensional t-SNE representa-
tion. The mean and standard deviation are computed over 7 random se-
lections of one labelled point per class, the labels of the remaining points
being inferred.

Regardless of the successful distillation of NE principles into new ML
algorithms, using NE directly as a feature extraction step for ML is concep-
tually simple and the practice appears to withstand the trials of empirical
scrutiny. The problem is, to effectively use NE as preprocessing, new
data points must be mapped to their LD coordinates with low overhead.

One way to achieve this is to train parametric models to directly learn
the mapping from HD to LD. In the non parametric case, the mapping can
be described as a recursive function involving the whole dataset where
the LD coordinates at iteration t are a non-linear function of the LD coor-
dinates at iteration t − 1 and of the HD coordinates. Due to the highly
non-linear nature of this mapping, deep neural networks are generally
used when attempting to approximate the process as a single-pass func-
tion [55, 56]. Performing a direct mapping by using deep learning proves
particularly challenging, and the parametric nature of these approaches
tends to take a toll on the quality of the local structures in the resulting
embeddings [56, 57]. In [56], the authors claim comparable performance
between parametric and non-parametric UMAP, but the UMAP algorithm
itself systematically shows poor preservation of local structure when as-
sessed objectively [41–43], so the bar is set quite low.

One reason why parametric NE is so difficult to achieve may be that the
usual high dimensional mappings typically learned in deep learning appli-
cations are not required to be as intricate. For instance, when classifying
data points through a final softmax-activated layer, small perturbations do
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not drastically change the predicted class (softmax of [0.0, 0.0, 2.5] is sensi-
bly the same as softmax of [0.1,−0.1, 2.4], and the slope of the function is
gentle), whereas when performing NE, a small perturbation in LD, which
could originate from the previous gradient descent step, can significantly
alter the local structures around a point, leading to large gradients which
will further break the local structures in the next forward pass. The orig-
inal t-SNE paper [10] shows the gradient landscape as a heat-map, and
there, indeed, the topography can quickly increase in steepness with small
changes in LD.
Another difficulty may arise from over-parametrisation: in "non paramet-
ric" NE, the positions of the points in LD are the parameters being learned,
these are are somewhat self-regulated as neighbours in HD tend to stick
together, and, importantly, they are much less numerous than the parame-
ters in a typical deep neural network, which can result in overfitting.
One last difficulty may stem from batch effects: in typical deep learning
applications, the focus is on minimising a loss function which only con-
siders the intricate details if necessary. In NE, the cost function is entirely
built around the fine-grained details of the neighbourhoods, so batches for
stochastic gradient descent would not capture these structures if sampled
uniformly at random. If the batches are sampled to capture specific neigh-
bourhoods, border effects can arise, and the specificity of the gradients
applied to a given neighbourhood can have detrimental effects on other
neighbourhoods in future batches, a common problem in deep learning at
the root of catastrophic forgetting [58, 59].

Another approach which would allow the use of NE as preprocessing
for ML would be to design new methods allowing the embedding of points
with low overhead, in the non parametric case. Some works propose em-
bedding new points through fast interpolations using their neighbours in
HD [8], but these approaches risk failing to capture the true positions of
the points if they were to be embedded through a full optimisation process.
The complex non-linear dynamics at hand can yield point coordinates that
are strikingly different from what a simple interpolation would predict, as
witnessed in Figure 1.8 where the HD neighbours of selected points are
shown in the NE of a subset of the MNIST dataset. In addition, allowing
new points to integrate by participating fully to what would be a perpetual
optimisation process would allow the use of the unsupervised information
contained in the new points to refine the embedding further, and possibly
adapt to drifts in the data distribution.
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A solution which would correctly embed new points without significant
overhead would also align with the need for responsive algorithms by al-
lowing changes in HD to reflect in LD. Therefore, designing NE methods
capable of embedding new points with low overhead remains an open
challenge.

Figure 1.8: Embeddings of digits 3, 5, and 8 from the MNIST dataset using a NE algorithm.
In each view, a point was selected and its 30 neighbours computed in HD are shown as black
lines connecting the selected point to its neighbours.

Another shortcoming of current NE methods regarding their applica-
bility to pre-process data for further algorithmic processing is their lim-
ited scalability to LD dimensionalities greater than 3. Indeed, the methods
that perform best in terms of quality [32, 33] when evaluated objectively
[41–43] do not scale well to larger dimensionalities in LD, in fact, their time
complexity grows exponentially with the dimensionality in LD. Some fast
methods like UMAP [40] scale linearly to the dimensionality in LD, but at
the cost of quality. Therefore, if distancing NE methods from visual ap-
plications, mapping points to intermediate dimensionalities greater than
3 without sacrificing in quality remains a challenge which would allow
more expressive embeddings for ML applications.

To summarise, the field of NE could benefit from a multitude of im-
provements to better serve both visualisation and ML applications. These
improvements include:

• Fast QA tools for integration in interactive environments.
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• Fast methods that capture global structures, either as stand-alone
methods or as improved NE algorithms.

• NE methods that seamlessly adapt to changes in hyperparameters or
in the data itself (filtering variables, adding new points, reacting to
drifts, ...).

• Optimisation strategies that do not rely on multiple phases, allowing
warm restarts or continual learning.

• NE algorithms capable of embedding points to intermediate dimen-
sionalities greater than 3, without sacrificing quality.

• Learning exactly what allows NE to so effectively disentangle over-
lapping structures in HD data, to integrate these principles in new
ML algorithms.

1.3 Overview of the contributions

This section outlines the contributions of the thesis to the domain of NE
and more generally to machine learning. Each contribution mentioned
here is detailed in Section 3. This thesis was initially centred on data vi-
sualisation through NE. However, as the work progressed, new insights
and opportunities arose, shifting the focus in the latter part of the thesis
towards broader machine learning applications.

The first contribution of this thesis is modest in scope, it consists of as-
sessing if an accelerated method [60] for multi-scale t-SNE [61] is sensitive
to randomness, as it relies on random subsamples of the data to achieve
its speed-up. The study was accepted as a poster in a conference [62]. The
accelerated method has a O(N log2 N) time complexity, which makes it
difficult to use in interactive environments.

This thesis started a couple of years after the development of the first
fast NE methods exhibitingO(N) time and space complexity [33,40], open-
ing their use to very large datasets. Since the lack of global structure preser-
vation in NE can be dangerous when visualising data, the newfound speed
of this family of algorithms required fast complementary methods that can
preserve global structures effectively.
It is in this context that the second contribution of this thesis, and first
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of significance, was to devise a fast and straightforward Multidimensional
Scaling (MDS) algorithm [63] with low complexity, allowing very fast visu-
alisation of global structures in large datasets. The algorithm, working on
samples of 4 points (quartets), is coined SQuaD-MDS, short for Stochastic
Quartet Descent MDS. The method was published and presented as a talk
in a conference [64], and the paper is included in Section 3.2.

Since both SQuaD-MDS and the fastest NE methods shared a O(N)

computational complexity and both relied on gradient descent to minimise
their cost function, it seemed opportune to combine the two approaches
into a hybrid method capable of preserving both global and local struc-
tures while remaining fast. This led to the third contribution of this thesis,
a fast hybrid MDS-NE algorithm. The method was published in a jour-
nal [41], the paper is included in Section 3.3.

Neighbour embeddings embed points non-parametrically through non-
linear dynamics, yielding LD representations where the relationship be-
tween the LD structures and the variables in HD is difficult to apprehend.
This effect is exacerbated by the fact that classical NE methods do not
capture global structures, resulting in embeddings where the proximity
and orientation of close-by but distinct structures do not necessarily cor-
respond to a straightforward relationship in HD. Having fast NE meth-
ods that preserve both global and local structures can result in more inter-
pretable embeddings by inducing some continuity throughout the repre-
sentation.
The fourth contribution of this thesis is to devise a post-hoc explainabil-
ity method for NE embeddings, where a multitude of little axes superim-
posed on the embedding indicate directions in which HD variables vary
the most. This method was sometimes called "global-local" during devel-
opment, because, while the axes allow local explanations in the embed-
ding, when considering multiple axes throughout a region in LD, a global
picture of how variables behave in HD can be understood at a glance. The
method was presented as a talk in a conference [65], the paper is included
in Section 3.4.

At this point, a NE method of complexity O(N) capable of preserving
both global and local structures has been developed, with tools helping in-
terpret the embeddings. As section 1.2 outlined, the typical t-SNE variant
has 2-phases in its optimisation loop, relying on an initial early exagger-
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ation phase. This is detrimental to interactive visualisation or continual
learning scenarios, as the exaggeration strongly modifies the cost function
landscape, leading to widespread sudden movements of points when en-
abled, breaking the structures in LD. The fifth contribution of this thesis is
to show that NE can be optimised without relying on early exaggeration,
by using strong momentum and the Nesterov trick [66], bringing the first
component to enabling seamless adaptations of NE to user inputs. This
work was accepted as a poster in a conference [67], the paper is included
in Section 3.5.

In practice, despite sharing the same O(N) time complexity, methods
estimating the repulsive forces exerted on each point through unbiased
negative sampling like UMAP [40], are faster than methods estimating
these forces accurately like FIt-SNE [33], which also happens to be the
method used for the NE part of the hybrid MDS-NE method. Moreover,
FIt-SNE scales exponentially with the dimensionality in LD, restricting its
use to 2 or 3 dimensions; this is fine for visualisation purposes, but it limits
it’s horizon of applications. As a trade-off to these limitation, methods that
precisely model the repulsive field throughout the embedding systemati-
cally outperform the other methods in terms of local structure preservation
when evaluated objectively [41–43].
Ideally, one would want a method as fast as UMAP, but with the quality of
FIt-SNE or BH-t-SNE, preferably without restrictions on the dimensional-
ity of the LD space. Better yet, as explained in Section 1.2, the ideal method
should adapt seamlessly to changes in hyperparameters or in the data it-
self, a property that is often overlooked despite being central for interactive
visualisation or online applications.
The sixth contribution of this thesis is to rethink how to perform NE, in-
troducing an algorithm exhibiting high effective speed, good structure
preservation, unconstrained dimensionality in LD, and seamless reac-
tivity to changes in hyperparameters or in the data itself, this work is
detailed in Section 3.6. The method was first introduced in its prototypical
form as a talk in a conference [68], and a more refined version with exten-
sive experiments is now under review for the journal Neurocomputing [42].
The first paper is not included in this document, to spare space, but the
second one is included in Section 3.6. The method is named FUnc-SNE,
short for Fast Unconstrained Stochastic Neighbour Embedding.

The FUnc-SNE method addresses many of the challenges outlined in
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Section 1.2, allowing unprecedented interactivity between the user, the
data, and the algorithm. In addition, the capacity of the method to em-
bed points to dimensionalities greater than 3 while keeping good structure
preservation brings new potential to the use of NE in broader ML contexts,
beyond visualisation. It is with this consideration in mind that the paper of
Section 3.7 was presented as a talk in a conference [69]. The paper does not
invent the wheel, it merely claims that NE have now sufficiently matured
to be used directly in various ML tasks, potentially to great effect.

The final contribution mentioned in this thesis is an algorithm which
transposes some of the NE principles to label diffusion, greatly improv-
ing accuracy in low-supervision scenarios. Its strong performance and
potential implications justify a publication whose preparation should not
be rushed. Therefore, this contribution is only outlined in Section 3.8 with-
out an accompanying paper. This method contributes directly to machine
learning by enabling transductive learning under limited supervision, such
as in so-called zero-shot and one-shot learning. Interactive visualisation
can also directly benefit from this method, where classes can be defined
dynamically and visualised as diffusing colours in the embedding space.
Indirectly, this approach may inspire more label-efficient algorithmic de-
signs in general.
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Chapter 2

Dimensionality Reduction
and Neighbour Embeddings

To focus on the challenges faced by NE methods from a practical stand-
point, the previous chapter avoided detailing the technical aspects of DR
methods. This chapter formalizes the DR methods encountered through-
out this thesis, and introduces additional properties that naturally arise
from their mathematical formulation. Some redundancy with the intro-
ductory chapter is difficult to avoid, this chapter will attempt to keep the
overlap minimal. Since the papers included in Section 3 already each pose
the relevant context for their respective topics, this chapter doesn’t aim to
bring an exhaustive review of DR and NE methods.
Section 2.1 briefly describes the main non-NE methods appearing in this
thesis. Section 2.2 then focuses on NE methods.
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2.1 Dimensionality reduction

This Section briefly reviews the DR methods that are mentioned in this the-
sis, excluding NE methods which are detailed in Section 2.2.

Dimensionality reduction methods aim to represent HD data in a LD
space. In the context of data visualisation, the LD space is restricted to 2 or
3 dimensions. Often-times, datasets observed as vectors of dimensionality
M actually contain simpler structures of lower dimensionality M′ < M,
this is the notion of intrinsic dimensionality. This principle is explored in
Annex 5.1. When the data expresses an intrinsic dimensionality M′ larger
than the LD space dimensionality, the process of DR inevitably leads to
some loss of information. The multitude of DR methods originates from
the necessity to chose what information to preserve when reducing the di-
mensionality of the data.
In addition to the property being preserved, DR methods separate into lin-
ear and non-linear methods. Non-linear methods can be further split into
so-called parametric methods and non-parametric methods: in the para-
metric case, a function is learned to directly map HD vectors to LD vec-
tors, while in the non-parametric case, the LD vectors are learned without
an explicit encoding function.

2.1.1 Principal component analysis

In biological neurons, the learning dynamics are much more complex than
in the deep learning models used in ML. In the latter, the transforma-
tions of data from input to output are fully differentiable, and the objec-
tive function is well defined; this allows end-to-end training through back-
propagation. In biological networks of neurons, signals are transmitted
through punctual events, the network is highly recurrent, the cost function
is hard to define, time is central to the dynamics which introduces the no-
tion of causality and the problem of temporal credit assignment, and long
range signals (in time and space) are sparse, making coordination difficult;
moreover, all the mechanisms at hand are implemented through intercon-
nected chemical and biophysical processes [70,71]. In addition, neurons are
constrained by energy consumption, space, and the speed of signal trans-
mission.
These constraints lead to a large part of learning in biological networks be-
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ing local: synaptic weights are updated based on information available in
the space surrounding the synapse, through associative learning rules. If
ignoring global signals and simplifying the principles of associative learn-
ing to its core, one can describe the local learning in neurons through the fa-
mous sentence "neurons that fire together, wire together", first pronounced
by Donald Hebb [72]. Formalising this principle, a linear neuron having
it’s incoming synaptic weights organised in a vector w, receiving an input
x, and responding to the stimulus with an activation a = w⊤xi, would up-
date its weights proportionally to: ẇ = a xi; with regularisation to prevent
runaway growth.
This lesson in biology seems far from the subject of DR methods at first
glance, however, an interesting phenomenon arises when using Hebbian
learning on a stable distribution of inputs: if the learning rate is small
enough, the weights w will align with the direction of greatest variance
in the input distribution, a relation formulated by Oja [73]. This means
that a single linear neuron can find the "point of view", or direction, that
allows it to best discriminate between samples from the input distribution,
through the application of a simple local learning rule. Better yet, if mul-
tiple neurons are experiencing the same distribution of inputs while being
interconnected through lateral inhibition [74], which is a ubiquitous pat-
tern in nervous systems, the dynamics will lead to neurons that specialise
to different, mostly orthogonal, complementary directions of greatest vari-
ance [75]! This means that, if the input signal is M > 2 -dimensional and
there are only 2 linear neurons to observe it, if the neurons are connected
together by inhibitory synapses, then they will represent the signal in a
way that best extracts the variance on uncorrelated axes (their respective
activations), effectively performing DR on the data.

This principle of finding orthogonal directions of greatest variance is
called Principal Component Analysis (PCA) [9], a DR method predating pro-
grammable computers. In practice, the principal components, or axes of
greatest variance, correspond to the top eigenvectors of the covariance ma-
trix of the centred sample. To obtain the LD embedding, the centred HD
data is simply projected onto these vectors.

In ML, PCA is valued as a preprocessing tool for its speed, paramet-
ric nature, and guarantees: it is common to plot the cumulative variance
explained in a projection as a function of the number of principal compo-
nents kept for the projection. This way, a practitioner can chose the target
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dimensionality of the projection based on a pre-defined variance threshold
rather than on a number of components, allowing for a more data-driven
approach.
In the context of visualisation, PCA is either used as a preprocessing step
before use by other methods [8], or used directly to visualise data, gener-
ally on the first 2 or 3 principal components. Because of the square term
involved in the variance, PCA tends to capture large variations in the data,
extracting global structures before local structures; this also makes it par-
ticularly sensitive to noise, outliers, and heterogeneous sampling. Fur-
thermore, being a linear method, PCA is limited in its ability to capture
non-linear relations in the data, often requiring many more dimensions to
represent the data faithfully than non-linear methods. This is particularly
problematic in visualisation, where the target dimensionality is very small.

2.1.2 Multidimensional scaling

A generally better choice for extracting global structures in visualisation
is Multidimensional Scaling (MDS) [63, 76]. Multidimensional Scaling can
take multiple variations; in this thesis, it will mostly be considered in its
metric form, and the abbreviation MDS will refer to this variant. In metric
MDS, the process of DR is tackled through the preservation of pairwise
distances between samples. Considering a set of N samples in HD, let δij

be the distance between the ith and jth samples in HD according to a user
determined metric, and dij be the Euclidean distance in the LD space; MDS
aims to find coordinates in LD that minimises what is often called the stress:

Stress = ∑
i ̸=j

(
δij − dij

)2 . (2.1)

Some MDS variants like Sammon mapping [77] introduce a normalisation
factor to the residuals, giving more importance to the distances that are
small in HD. Other methods introduce a distinct weight to each squared
residual, filtering or scaling some contributions. For instance, in Isomap
[78], only the distances between K-nearest neighbours are considered, re-
sulting on a geodesic approach to distance based DR. Other variants relax
the problem by working with dissimilarities rather than distance metrics
in the HD space.

In practice, MDS is more computationally expensive than PCA as it re-
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quires iterative optimisation and the cost function involves N2 terms. Like
PCA, MDS tends to capture global structures before local structures if the
LD dimensionality is constraining. Unlike PCA, MDS is not constrained to
linear projections, and can capture more information per dimension in the
LD space.
However, as explained in Section 1.2, when the dimensionality of the data
rises, the distribution of pairwise distances tends to concentrate [46–48],
rendering "all points increasingly equidistant". This phenomenon can be
observed in Figure 2.1, where, in the top part, the distribution of pairwise
distances in HD is shown for the S-curve dataset, the mouse brain dataset,
and the MNIST dataset. There, the 3-dimensional S-curve dataset has more
spread in its distribution of distances than the distribution in the MNIST
dataset, which resembles a tight Gaussian bell. This is problematic when
attempting to represent MNIST in very LD spaces through distance preser-
vation, as the number of points that can be equidistant in a space decreases
with the dimensionality of the space. This intuition verifies when looking
at the MDS embeddings of Figure 2.1, where clear structure is only visible
in the S-curve dataset and in the mouse brain dataset, while the MNIST
MDS embedding is mostly a homogenous cloud of points. It is interesting
to note that the mouse brain dataset, despite having a high ambient dimen-
sionality (here, the HD space consists of the first 256 principal components
of the data), appears to exhibit structure allowing some level of detail to be
captured by the MDS embedding, hinting at a low intrinsic dimensionality
(refer to Annex 5.1 for an empirical study on intrinsic dimensionality).
When observing the t-SNE embedding of MNIST in the same figure, one
can see that NE can be particularly resilient to the concentration of norms,
the next section explores how NE methods achieve this.
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Figure 2.1: Top row: distribution of pairwise distances in HD for the S-curve dataset (left),
the mouse brain dataset (middle), and the MNIST dataset (right). The distances are nor-
malised by dividing with the maximal distance in each dataset; the mean and standard de-
viation are also indicated. Remaining rows: LD embeddings produced by PCA (2nd row),
MDS (3rd row), and t-SNE (4th row) on the same datasets.

2.2 Neighbour embeddings

2.2.1 Technical aspects

The shortcomings of linear methods like PCA and distance preserving ap-
proaches led to the exploration of other ways to robustly represent HD
data in LD. One foundational paradigm that might have paved the way to
the formulation of NE are self-organising maps, first introduced by Kohonen
in 1982 [79]. Intuitively, self-organising maps can be understood as fitting
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an elastic grid of predetermined topology to the HD data, potentially mod-
elling underlying lower dimensional structures. Each node in the grid, or
neuron, is associated with a vector in the HD space. When a HD observa-
tion is presented to the self-organising map, the closest neuron according
to a metric moves towards the observation and, as it moves, its neighbours
in the grid are dragged alongside it.
Self organising maps thus build around a notion of neighbourhoods in a
LD space, and points that are neighbours in the HD space will tend to also
share a neuron or be inside the neighbourhood of a particular neuron in the
grid space after fitting the model. While the winner-takes-most approach
of self-organising maps allows the extraction of meaningful structures in
HD data despite the concentration of norms, their uses in data visualisa-
tion depend on design choices such as the grid topology and granularity,
and they do not map each point in HD to a distinct location in a continuous
LD space.
In contrast, neighbour embeddings do not rely on choosing a topology and
define neighbourhoods around each point in HD rather than on prototypes
in a LD grid. This section formalises concepts central to NE.

Neighbour embeddings were first formalised by Hinton and Roweis
with Stochastic Neighbour Embedding (SNE) [6], the authors might have con-
ceptualised the method through the following consideration. While dis-
tances tend to lose contrast in HD and their distributions are not compati-
ble with LD spaces, limited neighbourhood relations may allow for better
discriminative power and, by reducing the number of constraints to sat-
isfy, may be easier to represent in LD. This is the approach taken by NE
methods.

A problem immediately arises when working with neighbourhoods in-
stead of a continuous scale: how to optimise the cost function? Neighbour-
hoods are discrete sets, if fixing all the points but one in LD and moving
this point along a direction, the error in neighbourhoods preservation be-
tween the LD and HD space would vary in a stepwise manner, precluding
the use of gradients. A straightforward solution might be to use evolu-
tionary algorithms, perhaps leveraging the continuous nature of the LD
space through differential evolution [80]. However, the large number of
parameters to optimise and the cost of computing the fitness function on
each stumbling individual makes this approach impractical. Before going
further, the reader should be made aware that many NE methods exist,
in order to describe the essence of what a NE is, the formal relations pre-
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sented in this section are those of the t-SNE algorithm [10], a particularly
influential method of NE.

The SNE paper introduced a trick allowing gradient descent while work-
ing with neighbourhoods: instead of using sets to model neighbourhoods,
SNE models the neighbourhoods through a surrogate continuous mea-
sure of similarity. This allows SNE to smooth out the steps in the error
landscape, an approach quite common in ML when encountering non-
differentiability issues, sometimes used for instance in spiking neurons
[81].
Formally, let X = [xi]1≤i≤N denote the HD coordinates of the data and δij
be the distance between points xi and xj according to a distance metric. The
soft, probabilistic neighbourhoods in HD are modelled by the symmetrised
pairwise similarities pij, defined as

pj|i =
exp(−δ2

ij/2σ2
i )

∑k ̸=i exp(−δ2
ik/2σ2

i )
, pi|i = 0 , and pij =

pj|i + pi|j
2N

, (2.2)

where the individual, point-specific radii σ. are adjusted during initialisa-
tion to comply with a user-set perplexity. The entropy of a distribution is
the logarithm of its perplexity, therefore, the t-SNE algorithm equalises the
entropy of a Gaussian ball modelling neighbours around each point in HD.
Intuitively, this allows an adaptation to the local density: points in sparse
regions will have a large σ., because they need to reach further to encom-
pass a sufficient number of neighbours, while points in dense regions will
have a small σ.. Figure 2.2 illustrates this principle.

Once the similarities are defined, the t-SNE algorithm enters its itera-
tive optimisation phase. There, the points are initialised to distinct values
in LD, then the coordinates are updated through gradient descent minimis-
ing the Kullback-Leibler divergence between the similarity distributions in
HD and LD. Naming Y = [yi]1≤i≤N the LD representation of the data, the
similarities in LD are defined following a distribution with heavier tails
than the Gaussian used in HD:

qij =
(1 + ∥yi − yj∥2)−1

∑k ̸=l(1 + ∥yk − yl∥2)−1 , qii = 0 . (2.3)

With this definition of LD neighbourhoods, the gradient for the LD coor-
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Figure 2.2: Illustration on the invariance to distances in HD of the Gaussian kernel used
in (t-)SNE. On the left, points in a 2-dimensional space, with heterogeneous density. Middle
plots: conditional probabilities (p.|. in the above equations) computed for a point a in a low
density region, and a point b in a dense region, as a function of distance in HD. Right plot:
conditional probabilities but with an x-axis normalised by the radius (σ.) of both points and
the y-axis min-max normalised: the curves overlap perfectly. Note that in practice, the con-
ditional probabilities are computed on distinct pairs of points rather than on R+; since the
radius adapts to the local density, the maximal value taken by the discrete conditional proba-
bility distribution would typically not vary as much from point to point than in this figure.

dinates of the Kullback-Leibler divergence between the two distributions
takes the form:

∂L
∂yi

= 4 ∑
j ̸=i

(pij − qij)(1 + ∥yi − yj∥2)−1(yi − yj) . (2.4)

The gradients naturally decompose to a repulsion and attraction terms:
the ith point will move towards the jth point if pij > qij, and away from it
if pij < qij. Large ensembles of points in LD can exert strong repulsion to
other points, hampering movement; to alleviate this issue, during the early
stages of optimisation, the attraction forces are often exaggerated [10], a
trick called early exaggeration.

2.2.2 Properties resulting from the formulation

At first glance, the mismatch of kernels between HD and LD spaces may
seem counter-intuitive: it is akin to forcing a square peg in a round hole
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of equal surface area. The initial SNE algorithm used Gaussian kernels in
both HD and LD, however, this led to many intrusions in the LD space, a
symptom called "the crowding problem" [6, 10]. Using larger tails in LD
induces longer ranged repulsions, leading to better distinction between
structures; the vast majority of NE methods follow this principle. This
choice increases the quality of the embeddings, though the precise mecha-
nisms at play when varying the tails in LD remains difficult to intuitively
grasp due to the highly non-linear dynamics involved in the optimisation.
This inductive bias of NE is further studied in Section 3.6 and discussed in
Section 4.

The high level objective of NE methods is to correctly capture neigh-
bourhoods in the LD structures. However, when examining where the HD
neighbours of a point i are located in a NE, it is common to observe that
a large portion of these neighbours are distant from i in LD. This was ap-
parent in Figure 1.8 and hinted in the difference of performance between
a KNN classifier trained in the HD space and one trained in a NE, in Ta-
ble 1.1. Therefore, while every point attracts its HD neighbours in NE, the
repulsive field emanating from every point in LD in combination to the dy-
namics of the optimisation can lead to non-obvious arrangements in LD.
Intuitively, a HD neighbour j of point i can in effect be repelled from the ap-
proximate location of i in LD if points surrounding i (be it other neighbours
of i in HD, or neighbours of neighbours of i) are not neighbours of j in HD.
As j gets repelled, the norm of its attraction to i tampers with distance in-
stead of increasing linearly, as it is scaled by (yi − yj)(1 + ∥yi − yj∥2)−1.
This opens the possibility for j to be driven by other currents, either pulled
by attraction from other, more available HD neighbours, or carried adrift
by the ambient repulsive field. Therefore, while not explicit in the method
definition, the dynamics of NE involve notions of higher order relationships be-
tween points, such as mutuality of neighbourhoods and communities.
Empirical evidence suggests that these arrangements can bring particu-
larly well generalisable embeddings, as witnessed in the works of Section
3.7, in [55, 56], or in the broad adoption of NE to visualisation tasks across
domains.

Similarities in HD do not necessarily require to be built around SNE’s
principle of equalising entropy around each point. Figure 2.3 compares
t-SNE embeddings of the COIL-20 dataset using two different schemes to
determine σ.. In the top view, the similarities in HD are built by equalis-

48



2.2. Neighbour embeddings

ing the entropy of neighbourhoods, as in standard t-SNE; in the bottom
view, the similarities are built by fixing σ. to half the distance to the 4th

nearest neighbour of each point. In the modified version, tweaking the
attraction-repulsion ratio allows the embeddings to qualitatively resemble
those of the standard t-SNE version. This experiment suggests that, if some
adaptation to local density is performed, the precise way it is achieved is
not as critical as the balance of attraction and repulsion forces in the dy-
namics, a study on the attraction-repulsion balance is given in [54]. Natu-
rally, another particularly important hyperparameter is the shape of the LD
similarities, as these profoundly shape the dynamics during optimisation.
Works like [11, 12] explore the influence of LD kernel shapes, experiences
in Section 3.6 bring more insight on this matter, and discussions in Section
4 further reflect on this.
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Figure 2.3: Qualitative comparison of t-SNE embeddings of the COIL-20 dataset when
using different methods to define the radii σ. used to adapt the HD similarities to local density.
Top view: standard t-SNE, with radii defined by equalising the entropy of neighbourhoods.
Bottom view: modified t-SNE, with radii fixed to half the distance to the 4th nearest neighbour
of each point; multiple attraction/repulsion multipliers are tested in both views.

Using density adaptive Gaussians to model neighbours in HD allows
the HD similarities to contrast between nearby points, even if the distances
concentrate. This property comes at the cost of losing information on den-
sity when representing the data in LD. This effect is striking in Figure
2.4. There, the S-curve dataset is sampled heterogeneously, the top half
(black) being sampled 10 times more often than the bottom half (lavender).
The linear projection does not appear affected by the heterogeneous sam-
pling, whereas the NE distorts the data significantly: the lavender part is
shrinked, and there appears to be a border effect detaching it from the rest
of the structure.

Figure 2.4: Linear projection, NE with small neighbourhood size, and NE with large neigh-
bourhood size of the S-curve dataset with a heterogeneous sampling density: the top half
(black) is sampled 10 times more often than the bottom half (lavender).

The observations of Figure 2.4 can be worrying: it can be difficult to as-
sess the quality of the sampling process, therefore survival bias can easily
creep in unnoticed. This raises the question: how many separated clusters
in NE were mistakenly interpreted as distinct structures when they were in
fact the result of heterogeneous sampling? The same question can be raised
on the comparison of cluster sizes in NE. Figure 2.5 is not particularly re-
assuring, as it shows that common datasets can indeed express heteroge-
neous densities throughout the structures. In the mouse brain dataset, for
instance, one of the larger clusters is particularly dense in HD: it is possible
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that this cluster is erroneously detached from another, or appears inflated.
Herein is made manifest the virtue of circumspection in the reading of NE:
these methods must always be used in conjunction with other tools.

Figure 2.5: Neighbour embeddings of the mouse brain, abalone, and satellite datasets,
showing the heterogeneous spread of radii σ. used to define the HD similarities: these reflect
the local density in the HD data.

The lack of preservation of density in NE can be difficult to evade as it
directly involves the notion of short ranged distances in the HD space, a
quantity that NE methods attempt to work around. A method introduced
in [16] nevertheless captures information on density in the LD embeddings
by regularising NE cost functions. When visually comparing the embed-
dings obtained by the density the preserving method with others obtained
by classical NE, some fine grained details appear to be lost when preserv-
ing density. Blurry regions in embeddings produced by this method re-
semble what one would expect from a distance preserving method, hinting
that there might be a trade-off there, reverting some of the benefits of NE.

2.2.3 Accelerating neighbour embeddings

The cost function of NE involves N2 terms, making the optimisation costly
when N grows large. In practice, most methods of NE use fast approxi-
mations, the fastest ones scaling as O(N). There a many ways to achieve
faster NE, these paragraphs draw in broad strokes the main approaches.

The first element of a NE needing acceleration is the computation of
the HD similarities, the computational bottleneck there being the search
for nearest neighbours in HD. For this, some methods use tree based ap-
proaches: Barnes-Hut t-SNE uses VP-trees [32], FIt-SNE uses multiple ran-
domised KD-trees [33], UMAP [40] uses nearest-neighbour descent [82],
and other methods like LargeVis [83] combine random projections with
nearest-neighbour descent.

51



Chapter 2. Dimensionality Reduction and Neighbour Embeddings

Some methods preserve neighbourhoods across multiple or even all scales
[61]; empirical evaluations show that these attain good quality embed-
dings [41], but the multi-scale nature of the neighbourhoods complicates
such accelerations, as neighbourhoods of large scale require dense, N-by-N
similarity matrices. The work [60] proposes an acceleration to multi-scale
NE based around the principle that, if one can afford some level of approx-
imation, then fixing a constant perplexity but using it on subsamples of the
data captures the same large scale structure as using a large perplexity on
the full dataset.

The iterative optimisation of the NE cost function is trickier to acceler-
ate because the LD similarities do not quickly decay to 0 as the Gaussians
used in HD do. This calls for an approximation of interactions across all
ranges rather than between neighbours only. To tackle this problem, accel-
erated NE method can be split into two categories: methods approximating
the repulsive forces exerted on each points through sampling, and meth-
ods approximating these by modelling the occupancy of regions in LD.
In the former, like UMAP, each point will sample randomly and without
bias a handful of other points; these are then used to compute a repulsive
force. These methods tend to be very fast, do not constrain the dimension-
ality of the LD space, but, since the random points being selected are un-
likely to be close from the point being considered, the repulsions computed
this way only capture effects of the global landscape in LD, impacting the
quality of the fine-grained structures [41–43]. In addition to struggling to
capture local repulsions, relying on unbiased negative sampling shifts the
balance of the attraction/repulsion forces exerted between points [54, 84],
further impacting the resulting embedding. This shift in the attraction/re-
pulsion balance can however be controlled when crafting the cost function
around the idea of positive and negative sampling from the start, this is
sometimes called the noise contrastive approach [84, 85].
In the latter, methods like Barnes-Hut t-SNE and FIt-SNE directly model
the occupancy of regions in LD, through tree structures in Barnes-Hut t-
SNE and through a grid structure for FIt-SNE. The methods tend to be
slower in practice, despite FIt-SNE sharing the same O(N) complexity as
UMAP, and constrain the LD space to very low dimensionalities, which is
fine for visualisation purposes. However, they model the repulsive field
more faithfully, leading to better quality embeddings, in particular when
evaluating intricate structures [41–43].
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In essence, to close this introduction to NE, the myriad methods can
differ in their way to compute the HD similarities, in how they define their
error function, or in the way they compute repulsions in LD, but they all
tend to share the same core principles. Similarities in HD adapt to local
density and quickly decay to 0, the dynamics are defined through attrac-
tion determined in HD and repulsion forces determined in LD, and these
repulsive forces range farther out than the attractive forces, introducing an
important inductive bias.
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Chapter 3

Contributions

This section details the contributions of the thesis. Published or submitted
works are reproduced here by including the corresponding papers, each
preceded by a brief introductory paragraph to situate the work within its
broader context. As research progress is unpredictable, the last contribu-
tion presented in Section 3.8 was completed only shortly before and even
during the writing of this manuscript. Consequently, this works remain
in preparation for submission, and a summary of the current progress and
preliminary results is provided in place of a full paper.
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3.1 Impact of data subsampling on fast multi-scale
neighbour embeddings

A couple of years before the start of this thesis, a fast multi-scale NE method
was proposed in [60]. This method accelerates an exact multi-scale t-SNE
method [61], preserving both local and global structures. In the exact method,
the multi-scale nature of the algorithm stems from modelling the struc-
tures in HD using multiple perplexities. Using large perplexities to capture
global structures renders the HD similarity matrix dense, which severely
impacts performance. The accelerated version of the algorithm circum-
vents this issue by using a constant low perplexity but applied on increas-
ingly sparse subsamplings of the data. The accelerated algorithm has a
time complexity of O(N log2 N), restricting its use to non-interactive con-
texts if the datasets are moderately large.
This work studies the impact of re-sampling multiple times the data in an
attempt increase the robustness of the method to randomness, at the cost
of a linear increase in computation time. Since this work is a study of an
existing method and is of low impact, the full paper is delegated to Annex
5.4 in order to prioritise more significant contributions in the main body of
the thesis.

3.2 SQuaD-MDS: a fast approximation of multi-
dimensional scaling

Since modern NE algorithms have computational complexities as low as
O(N) [33, 40], it is imperative to also have fast supplementary methods
allowing the visualisation of global structures in large datasets. In their ab-
sence, users might be inclined to rely solely on NE visualisations, opening
the door to misinterpretations.
While PCA is fast, it is severely constrained by its linear nature, making
it more suitable for pre-processing by projecting data to intermediate di-
mensions than for visualisation, where it is important to capture as much
information as possible in only 2 or 3 dimensions. In practice, MDS tends
to favour the preservation of global structures and with more details than
PCA, making it a better choice for visualising global structures.
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Since MDS aims to preserve pairwise distances between points, and
that these distances do not conveniently decay to zero like HD similari-
ties in NE methods do, standard MDS algorithms like the stress reducing
SMACOF procedure [63] tend to have at least a time complexity of O(N2).
As mentioned in the following paper, some accelerations have been pro-
posed. Some of these are quite sophisticated, involving significant ap-
proximations or being demanding in hyperparameters; other simpler ap-
proaches take the sampling route to minimise a surrogate of the full MDS
cost function [86,87]. In the latter methods, pairs of points are sampled and
their distance in LD driven towards the value determined in HD. These ap-
proaches report good results in linear time, highlighting the redundant na-
ture of the full distance matrix when the number of observations is larger
than the number of variables in the HD space.

In this work, a very fast MDS algorithm is introduced. In addition to
being fast, this approximation of MDS is simple and does not involve ad-
ditional significant hyperparameters beyond those of standard MDS. The
method takes a similar approach to those sampling pairs of points to min-
imise an approximation of the MDS cost function, but it is built around
the sampling of groups of four points. This allows for the preservation
of relative distances rather than absolute distances, by dividing each dis-
tance by the sum of the six distances involved when working with four
points. This enables the embedding to adapt to different scales in LD, a
property allowing hybridisation with other gradient based methods that
might favour some scales, such as NE [41] or deep learning models [57]. In
addition to removing the constraint of scale, the paper argues that working
with relative distances can also induce more efficient movement of points,
as illustrated in Figure 1 of the paper.
Since publication, the work [18], as well as [57] in which I am a co-author,
have used SQuaD-MDS as a fast MDS alternative and confirmed its effec-
tiveness.
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Abstract. Multidimensional scaling is a statistical process that aims to
embed high-dimensional data into a lower-dimensional, more manageable
space. Common MDS algorithms tend to have some limitations when fac-
ing large data sets due to their high time and spatial complexities. This pa-
per attempts to tackle the problem by using a stochastic approach to MDS
which uses gradient descent to optimise a loss function defined on randomly
designated quartets of points. This method mitigates the quadratic mem-
ory usage by computing distances on the fly, and has iterations in O(N)
time complexity, with N samples. Experiments show that the proposed
method provides competitive results in reasonable time. Public codes are
available at https://github.com/PierreLambert3/SQuaD-MDS.git.

1 Multidimensional scaling and its limitations

Dimensionality reduction (DR) is the process of mapping high-dimensional (HD)
observations into a lower-dimensional (LD) space such that the LD embedding
is a faithful representation of the HD data. The main DR uses are in machine
learning, to curb the curse of dimensionality, and in visualisation. Mapped data
can reveal structures that would lay hidden from the human perception if left
in HD. Typically, some information is lost by the DR and, therefore, each DR
method has a take on what kind of information should be preserved and what
can be lost. Used frequently in visualisation, t-SNE [1] aims at retaining the
neighbourhood of each point according to a distance metric and a perplexity,
which reflects the size of the neighbourhood to preserve. While t-SNE excels
at retaining local structures, sufficiently remote points tend to be considered
equally distant by the algorithm and, therefore, the larger-scale structures can be
distorted. Such distortions can lead to erroneous conclusions by the human user,
who might overestimate the dissimilarity between two clusters that are distant in
the LD embedding. For this reason, using multiple DR paradigms in conjunction
is a good practice in visualisation: another embedding that preserves distances
instead of neighbourhoods would have prevented this erroneous conclusion.

This paper considers metric multidimensional scaling (MDS): a DR technique
that produces a LD embedding such that the pairwise distances in LD reflect
those in HD. MDS minimises a cost function which, in its simplest form, is
the sum of the squared differences between distances in HD and the Euclidean
distances in LD. A common strategy to optimize this cost function is based on

417

ESANN 2021 proceedings, European Symposium on Artificial Neural Networks, Computational  Intelligence 
and Machine Learning.  Online event, 6-8 October 2021, i6doc.com publ., ISBN 978287587082-7. 
Available from http://www.i6doc.com/en/.  



the SMACOF algorithm [2], involving iterations of O(N2) time complexity with
N samples. This quickly becomes problematic when N grows. SMACOF also
requires the full matrix of pairwise HD distances, consuming O(N2) memory.

Some alternatives with lower time or memory complexities exist, such as the
iterative spring-based model [3], where each point is subject to forces computed
according to two constant-sized sets of points. This enables iterations with O(N)
time complexity. However, the sets are subject to iterative refinements, making
the total number of required iterations increase with the size of the data set. A
different divide-and-conquer approach [4] applies MDS on sub-matrices of the
HD distance matrix and then stitches together the results. Another take on the
problem is proposed in landmark MDS [5], which first embeds a small subset of
the data in LD and then arranges the rest of the points with respect to these
landmarks. Alternatively, the effects of high computational complexities can be
reduced by focusing on certain parts of the LD embedding thanks to the input
of a user [6].

While these accelerated MDS methods provide interesting results, they often
involve multi-step approaches that complicate the algorithm and tend to make
it monolithic in the sense that the optimisation process becomes an intractable
block once the optimisation started. This paper proposes an algorithm that has
O(N) time complexity and does not require a full distance matrix, making it
more memory-efficient. In addition to showing that the algorithm can yield good
distance correlation between the HD and LD spaces, this paper shows that by
using a simple gradient descent optimisation, the algorithm is open for hybrid
approaches, where gradients of different types are mixed.

Section 2 presents the algorithm, while Section 3 is dedicated to an empir-
ical assessment of its quality and speed performance. Section 4 sketches some
conclusions and perspectives.

2 Proposed method

The proposed algorithm performs MDS by using gradient descent on a cost
function defined on quartets of points. Before defining the gradients, this section
starts by explaining how to articulate a distance scaling problem around the use
of quartets.

2.1 Quartet-based optimisation

Let us consider a quartet formed by four points that has a HD distance matrix δ
and a LD Euclidean distance matrix d. If these points have a LD embedding that
perfectly preserves their HD distances, then the relative distance between the
ith and the jth points in LD, drij , also perfectly matches their relative distance
in HD, δrij . These relative distances are defined as

drij = dij
/(∑3

a=1

∑4

b=a+1
dab
)

and δrij = δij
/(∑3

a=1

∑4

b=a+1
δab
)

.
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A cost function for the preservation of relative distances within this quartet of
points can be defined:

Cquartet =
∑3

a=1

∑4

b=a+1
(δrab − drab)2 . (1)

To apply this quartet approach to the whole data set, the algorithm iteratively
and randomly splits the observations in groups of 4, and the gradient for each
point is computed according to (1). This use of quartets should not be confused
with triplet methods such as stochastic triplet embedding [7], as they work with
data of different natures. Triplet embeddings use partial similarity rankings
of the form ”A is more similar to B than to C” often resulting from human
judgement, whereas the proposed fast MDS method uses HD observations.

Using quartets of points gives constant-time gradients and has a natural
analogy to triangulation (1 point versus 3 others) when applied to a target
dimension of 2. Quartets are also the reason why the full HD distance matrix
isn’t needed : only 6 HD distances are used at any instant. It is noteworthy that
using relative distances precludes any preservation of scale: the LD distances
tend to correlate to those in HD, but the scale in LD will stay close to the scale
at which the embedding is initialised.

2.2 The gradients

Considering a quartet of points with a LD Euclidean distance matrix d and a
HD distance matrix δ, I is the 4x4 identity matrix and xq is the value taken for
some LD dimension by the qth point in the quartet. For the sake of concision,
only the gradients for one term in the sum of (1) is shown here, as the other
terms in the sum share similar forms:

∂(δrij − drij)2
∂xq

=
2

S
(drij − δrij)

(
Iqi(xq − xj) + Iqj(xq − xi)

dij
− drij

∑

b∈{1,..,4}rq

xq − xb
dqb

)

with S =
∑

i<j dij . The motivation for using relative distances is that each of the six

LD distances in the quartet contributes to the update for each LD point, as opposed to

direct distance preservation where only three distances would contribute. This results

in the behaviour illustrated in Fig. 1, where each point moves to minimise the error on

the quartet as a whole.

Fig. 1: Difference in behaviour when using relative distances and raw distances.

419

ESANN 2021 proceedings, European Symposium on Artificial Neural Networks, Computational  Intelligence 
and Machine Learning.  Online event, 6-8 October 2021, i6doc.com publ., ISBN 978287587082-7. 
Available from http://www.i6doc.com/en/.  



3 Experiments and discussion

To assess the performance of the proposed algorithm in terms of speed and
distance preservation, it is compared to the SMACOF-based MDS [2] on various
data sets. Section 3.1 details our implementation, while Section 3.2 describes
the results.

3.1 Implementation

Our implementation uses a gradient descent optimizer in its simplest form: the
gradients are scaled by a learning rate and then directly subtracted to the po-
sitions of the LD points. During the first part of the optimisation, the HD
distances are squared before being transformed to relative distances. This helps
the optimisation by exaggerating the differences between the distances within a
quartet. Because of the stochastic nature of the optimisation, the updates on the
position of the points tend to be erratic; this isn’t a problem during the first part
of the optimisation, but it renders the fine-tuning of the final positions difficult.
To counter this behaviour, it is important that the learning rate decays to small
values. We determined experimentally that, for embeddings initialised with a
standard deviation around 10, a learning rate starting in the hundreds that de-
cays to 10−3 is adequate. Having it decay to greater values tends to reduce the
quality of the results. All the following embeddings using the proposed fast MDS
are given the same hyper-parameters. They result from a single run of 1000 it-
erations, with a target dimension of 2 and a PCA initialisation scaled to have a
standard deviation of 10. Non-PCA initialisations can produce similar results,
but they typically require a larger number of iterations before convergence. The
code can be found at: https://github.com/PierreLambert3/SQuaD-MDS.git.

3.2 Empirical assessment

Seven data sets are featured in this paper, with size N and dimensionality M .
Abalone: (N , M) = (4177, 8); coil20: (N , M) = (1440, 1024); a subset of
MNIST digits: (N , M) = (3400, 784); a subset of MNIST fashion: (N , M) =
(4000, 784); satellite: (N , M) = (4434, 36); a subset of Gisette: (N , M) =
(3700, 4900); RNAseq: (N , M) = (104, 50). Most sets are available from the
UCI machine learning repository. RNAseq contains single-cell data used in [8];
the same 50 principal components from the selected features are used, as in [8].

Table 1 shows the Pearson correlation between the pairwise distances in HD
and LD for various models on the data sets. The 1st row shows results obtained
with PCA. The 2nd row shows the best result of 10 different initialisations for
the SMACOF MDS algorithm as implemented by scikit-learn. The 3rd row is
also the result of a MDS using SMACOF but this time initialised with PCA. The
4th row is our fast MDS algorithm in its default version, and the last row is an
experiment where the HD distances for the quartets are first transformed non-
linearly before being used by the cost function. This transformation is of the form
δ′ij = 1−exp(−(δij−δmin)/(2σ)) with σ being the standard deviation of the HD
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distances in the quartet and δmin the smallest HD distance in the quartet. This
transformed distance is then divided by the sum of the transformed distances to
become relative. The purpose of this transformation is to increase the contrast
between the HD distances within the quartet in the hope of reducing the effect
of the concentration of norms [9] when the input dimension is high. In terms of
correlation of distances, Table 1 shows that the proposed method can provide
competitive results, and that its results tend to be particularly good when the
data dimension is high.

abalone satellite RNAseq digits fashion coil20 gisette

PCA 0.82 0.98 0.93 0.50 0.69 0.76 0.45
10x MDS 0.82 0.93 0.93 0.63 0.82 0.80 0.84

PCA-MDS 0.99 0.99 0.90 0.66 0.89 0.84 0.67
fastMDS 0.98 0.97 0.95 0.73 0.94 0.86 0.85

fastMDS-rbf 0.98 0.96 0.96 0.75 0.92 0.87 0.89

Table 1: Correlation of the distances in LD and HD; the data sets are of increas-
ing dimensionality from left to right.

Fig. 2: Evolution of computation time and distance correlation for samples of
RNAseq of size varying between 103 and 104 with steps of 103.

Figure 2 shows that the fast MDS algorithm runs in linear time with N , as
opposed to the quadratic scaling of SMACOF MDS; the distance correlation is
stable with different sizes N , which can be surprising considering that the pro-
portion of HD distances that are used during the optimisation decreases when
N increases. Actually, the number of HD distances used by the proposed al-
gorithm is number of iterations*6 distances per quartet*number of quartets, in

this case 103 ∗ 6 ∗ N
4 , but the total number of HD distances is N∗(N−1)

2 . This
supports the intuition that when N is high, using only a subset of the distances
can be sufficient for a good embedding, which is a principle of landmark-based
approaches.

Figure 3 shows some 2-D embeddings of a subset of RNAseq; ’D correlation’
is the Pearson correlation between HD and LD distances and ’RNX AUC’ is the
AUC of the RNX(K) curves [10], which reaches 1 when the multi-scale neigh-
bourhoods of the data are well preserved. Since the proposed method relies on a
simple gradient descent, it is possible to combine it with another gradient-based
algorithm. In the 3rd scatter plot, we added the quartet based distance gradi-
ents to those of t-SNE to obtain a hybrid embedding. The figure shows that

421

ESANN 2021 proceedings, European Symposium on Artificial Neural Networks, Computational  Intelligence 
and Machine Learning.  Online event, 6-8 October 2021, i6doc.com publ., ISBN 978287587082-7. 
Available from http://www.i6doc.com/en/.  



Fig. 3: 2-D embeddings of a subset of RNAseq of size 9300.

this hybrid approach can preserve neighbourhoods quite well while keeping the
distances meaningful.

4 Conclusion and perspectives

Experiments show that the proposed fast MDS method produces competitive
results while keeping the algorithm simple and the computational complexities
low. We may have only scratched the surface of the possibilities that a stochastic
quartet-based approach can offer; we can imagine an extension that would enable
the use of weighted distances, the use of different quartet-based metrics, or an
adaptation for ordinal MDS. Another perspective is to further study the use
of quartet-based distance gradients in a hybrid approach to DR, by mixing the
distance preservation and the neighbourhood preservation paradigms.

References

[1] L. van der Maaten and G. Hinton. Visualizing data using t-SNE. Journal of Machine
Learning Research, 9:2579–2605, 2008.

[2] J. de Leeuw and P. Mair. Multidimensional scaling using majorization: Smacof in r.
Journal of Statistical Software, Articles, 31(3):1–30, 2009.

[3] M. Chalmers. A linear iteration time layout algorithm for visualising high-dimensional
data. Proceedings of the 7th conference on Visualization, pages 127 – 131, 12 1996.

[4] Tzeng, Henry Lu, and Wen-Hsiung Li. Multidimensional scaling for large genomic data
sets. BMC bioinformatics, 9:179, 02 2008.

[5] V. Silva and J. Tenenbaum. Sparse multidimensional scaling using landmark points.
Technology, 01 2004.

[6] M. Williams and T. Munzner. Steerable, progressive multidimensional scaling. In IEEE
Symposium on Information Visualization, pages 57–64, 2004.

[7] L.J.P. van der Maaten and K.Q. Weinberger. Stochastic triplet embedding. Proceedings
of the IEEE International Workshop on Machine Learning for Signal Processing, 2012.

[8] D. Kobak and P. Berens. The art of using t-sne for single-cell transcriptomics. Nat
Commun 10, 5416, 2019.

[9] D. Francois, V. Wertz, and M. Verleysen. The concentration of fractional distances. IEEE
Trans. Knowl. Data Eng., 19(7):873–886, 2007.
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Chapter 3. Contributions

3.3 A hybrid MDS-NE method

This work introduces a fast NE that preserves both local and global struc-
tures by combining the SQuaD-MDS method introduced in Section 3.2
with a fast NE method, both sharing the O(N) time and memory com-
plexity [33]. Stochastic gradients from SQuaD-MDS are combined with the
deterministic estimations of t-SNE gradients of [33] in an hybrid optimi-
sation. In practice, the cost of computing the MDS gradients is negligi-
ble compared to that of computing the NE gradients, but empirical results
show that the impact on the quality of the global organisation of the em-
beddings is significant, without sacrificing local structure preservation.

If compared to multi-scale NE methods [60, 61] studied in Section 3.1,
in its philosophy, the hybrid approach takes a shortcut by only consider-
ing one local scale through the NE gradients, and a global scale through
the MDS gradients; whereas the multi-scale NE methods consider a whole
range of exponentially increasing scales. Interestingly, in practice, unpub-
lished comparisons show that the multi-scale neighbourhood preservation
curves of the hybrid method does not differ much from those of the fast
multi-scale NE method of [60], hinting that "medium-range" structures of-
ten tend to correctly organise themselves when both local and global struc-
tures are well preserved. This observation suggests that, if one was to
depart from the somewhat inelegant distance-neighbourhood hybrid ap-
proach of this work, a purely neighbourhood based method of the type
of the multi-scale NE methods could be devised that only considers two
scales: a very local scale and a very global scale, allowing these to also at-
tain O(N) time and memory complexities if using the subsampling trick
of [60] combined with modern accelerations like the ones in [33] or intro-
duced in Section 3.6.

In retrospective, one consideration is that, while the hybrid method was
tested quite extensively on many datasets without revealing issues, there is
little guarantee that the MDS gradients would stay effective in cases where
the distances in HD concentrate heavily. This would happen in datasets
expressing high global intrinsic dimensionality. After all, the very reason
why NE methods were invented is that distance-based methods like MDS
tend to fail in high dimensions. If such cases would arise, the original
SQuaD-MDS paper [64] shows that non-linear transformations of the dis-
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3.3. A hybrid MDS-NE method

tances can be performed better discriminate between points in a quartet
of points, using this approach in the hybrid method should be straightfor-
ward.
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a b s t r a c t

Multidimensional scaling is a process that aims to embed high dimensional data into a lower-
dimensional space; this process is often used for the purpose of data visualisation. Common multidimen-
sional scaling algorithms tend to have high computational complexities, making them inapplicable on
large data sets. This work introduces a stochastic, force directed approach to multidimensional scaling
with a time and space complexity of OðNÞ, with N data points. The method can be combined with force
directed layouts of the family of neighbour embedding such as t-SNE, to produce embeddings that pre-
serve both the global and the local structures of the data.
Experiments assess the quality of the embeddings produced by the standalone version and its hybrid

extension both quantitatively and qualitatively, showing competitive results outperforming state-of-the-
art approaches. Codes are available at https://github.com/PierreLambert3/SQuaD-MDS-and-FItSNE-
hybrid.

� 2022 Elsevier B.V. All rights reserved.

Multidimensional scaling (MDS) has been for long a popular
method of embedding high-dimensional data nonlinearly in
lower-dimensional spaces, in order to better visualize the proxim-
ities in data, for instance. This paper revisits the paradigm of MDS
and distance preservation in general, by proposing a fast algorithm
to compute gradients for a stochastic, force-directed optimisation
of metric multidimensional scaling (mMDS) [1]. An empirical eval-
uation of the proposed method shows that it yields results that are
competitive with those obtained by the commonly used SMACOF
algorithm[2], while its quadratic time and memory complexities
with respect to the number of observations are reduced down to
linear complexities. This work also shows that the stochastic
mMDS gradients can be combined easily with gradients from
neighbour embedding algorithms in order to produce solutions
that both preserve the global and the local structures of the data.

Public, free implementations are accessible at https://github.-
com/PierreLambert3/SQuaD-MDS-and-FItSNE-hybrid.

Section 1 introduces the current state of dimensionality reduc-
tion (DR) for data visualisation, and motivates this work in the
broader context. Section 2 explains the mMDS problem, showing
that the problem has an inherently high algorithmic complexity.
The section also provides a brief overview of the existing acceler-
ated methods for mMDS and shows how the proposed method dif-
fers from these solutions. Section 3 describes the proposed method
and its hybrid extension, which combines neighbour embedding to
mMDS. Section 4 reports an empirical evaluation of both the stan-
dalone method and its hybrid extension.

1. Dimensionality reduction for visualisation

Dimensionality reduction is the process of embedding HD data
into a lower-dimensional (LD) space such that some properties are
preserved [3]. Having a visual representation of HD data can help
understand the dynamics of certain industrial processes [4], assist
in monitoring [5], in research [6,7], or in the study of the relation-
ships between certain products and consumer habits for marketing

https://doi.org/10.1016/j.neucom.2022.06.108
0925-2312/� 2022 Elsevier B.V. All rights reserved.

Abbreviations: DR, Dimensionality reduction; mMDS, metric multidimensional
scaling; LD/HD space, lower/higher-dimensional space; SGD, stochastic gradient
descent.
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purposes [8]. When used for visualisation, the LD space is either 2-
or 3-dimensional; for the sake of clarity, this paper will assume a
LD space composed of 2 variables, although all developments can
be carried out with larger numbers of LD features.

Loss of information is often inevitable when reducing the
dimensionality of the data. For this reason, many DR methods
exist: each one focuses on the preservation of a certain property
of the data.

Introduced in 1901, PCA [9] was the first DR method. PCA is a
linear projection of the data such that most of the variance is cap-
tured along the new axes, which are also constrained to be orthog-
onal. As variance reflects the global spread of data, projections
produced by PCA tend to poorly reflect the small scale structures

of data. Across the 20th century, the quality of the preservation of
medium to large scale structures in the data improved with the
introduction of nonlinear DR methods such as stress-based MDS
[1]. Nonlinear DR has also diversified into other paradigms, like
kernel methods [10], the use of alternative distance metrics [11],
or with parametric neural models such as auto-encoders [12].

The preservation of the local, fine-grained structure of data
remained problematic until the introduction of neighbour embed-
ding in 2002 by G. Hinton in the paper Stochastic Neighbor Embed-
ding [13]. Neighbour embedding focuses on the preservation of the
small-scale structures in the data, by preserving fast-decaying sim-
ilarities defined in both the HD and LD spaces. The similarities are a
nonlinear function of the Euclidean distances such that close
neighbours have similarities that are greater than zero, and points
that are not neighbours have near-zero values.

In practice, data sets from the real world can get very large and
visualising such big data sets requires methods that scale well
when the number of points grows. The fast decay of the pairwise
similarities involved in neighbour embeddings makes them partic-
ularly well suited for large data sets, since small similarities might
be deemed negligible and thus be decimated to get sparsity. This
lead to a variety of accelerated neighbour embedding methods
using fast neighbour retrieval algorithms, such as Barnes-Hut t-
SNE [14], FIt-SNE [15] and UMAP [16].

While neighbour embedding excels at revealing the fine details
of the data, it tends to overlook the global structures because all
points laying beyond a certain distance threshold are considered
equally dissimilar. This severely hinders the capability of such
similarity-based DR methods to capture the global properties of
the data. It has been empirically shown that the global organisation
of the embeddings produced by t-SNE and UMAP are reminiscent
of the embedding initialisation, rather than a meaningful result
of the optimisation process [17]: two successive runs with differ-
ent random initialisation can yield two global arrangements of
data in the embedding that are very likely to differ.

When the global properties of the data are not retained in the
embedding, the interpretation of the LD visualisation relies more

heavily on the expert knowledge of the user. This brings a risk of
confirmation bias. For this reason, when using DR to explore data,
it can be desirable to use embeddings produced by algorithms that
preserve large scale structures in conjunction to embeddings dis-
playing information on the finer structures [18].

Fig. 1 illustrates why relying on embeddings that preserve
small-scale structures alone is problematic. The data set used in
the figure comes from [19]; each observation corresponds to a cell
in a mouse brain, and the data was preprocessed as in [18]. The
cells were coloured by the authors such that brown colours corre-
spond to cells which aren’t neurons, warm colours to inhibitory
neurons, and cold colours to excitatory neurons.

The leftmost two embeddings were produced with PCA [9] and
mMDS [1]; these tend to preserve the global structures in the data.
The rightmost two embeddings were produced with t-SNE and
UMAP, focusing on small-scale structures. The global structures pre-
sent in the PCA and mMDS embeddings are lost in the rightmost two
embeddings: if the user has no prior knowledge about the data, its
hierarchical organisation would have remained hidden. This figure
also shows that mMDS embeddings are more detailed and thus
preferable to PCA embeddings for visualisation purposes.

Global methods cannot benefit directly from recycling accelera-
tions used in neighbour embedding. Global dissimilarities have no
obvious sparse representation like local similarities do.

This work proposes a fast stochastic approximation to mMDS,
which is a nonlinear DR method that tends to preserve the
medium- to large-scale structures of data. The proposed method
uses gradient descent with iterations having OðNÞ time complexity,
which is equal to the time complexity of the fastest accelerated
neighbour embedding methods. The fast mMDS gradients are com-
bined with FIt-SNE gradients to produce a fast hybrid method.
Empirical evaluations show that the hybrid approach embeds data
in a way that captures the global structure of data better than FIt-
SNE with identical hyperparameters, without losing in quality on
the small scale structures.

2. Metric multidimensional scaling and its challenges

Metric multidimensional scaling is a statistical process that
takes as input a distance matrix or HD data points and aims to
embed these points into a LD space such that the Euclidean dis-
tances in the embedding are as close as possible to the distances
in the HD space [1]. Notice that the distances in HD are not neces-
sarily Euclidean. As illustrated in Fig. 1, mMDS tends to produce
embeddings that preserve the global structures of the data more
than the local structures.

The cost function for mMDS is often called ‘‘stress”. In this work,
the stress function is the mean squared error between the pairwise
distances of the N observations in HD and their LD counterparts. If
d denotes the distance matrix in HD, d denotes the Euclidean dis-

Fig. 1. Embeddings of the mouse cortex data set.
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tance matrix in LD, and Dij ¼ dij � dij, then the objective of mMDS is
to minimise

LmMDS ¼ 1
N

2

� � X
i<j

D2
ij:

One of the most common algorithms to perform mMDS is the
SMACOF algorithm (Scaling by MAjorizing a COmplicated Func-
tion) [2]: it involves an iterative optimisation with iterations of
OðN2Þ time complexity. This relatively high computational require-
ment stems from the fact that the SMACOF algorithm minimises
the exact pairwise formulation of the stress function, which has
N
2

� �
terms in the summation. The volume of data that is being accu-

mulated nowadays far outpaces Moore’s law, making such a high
computational complexity problematic.

The high computational complexity of mMDS often forces the
visualisation community to perform mMDS on a random subsam-
ple of the dataset or on the prototypes resulting from a clustering
or vector quantization of the data in HD space [18]. This can be
dangerous as it brings a risk of over- or under-representing some
parts of the data, which would lead to embeddings that poorly
reflect the true data distribution.

A large number of data sets have a number of observations N
that is much larger than the number of dimensions M, which
implies that the original data matrix has fewer entries than the
HD distance matrix (N �M entries compared to NðN�1Þ

2 effective
entries). This can lead to the intuition that the higher the ratio N

M,
the more the HD distance matrix contains redundant information.
As a consequence, the full distance matrix is not necessary to find a
good mMDS solution. Faster mMDS algorithms have been designed
building directly or indirectly on this intuition; the next paragraph
presents a brief overview of some of these algorithms.

Morrison et al. [20] propose an iterative multi-staged force-
directed layout with a temporal complexity of OðN

ffiffiffiffi
N
p
Þ; this algo-

rithm places the bulk of the data points around an initial embedding
of a small sample of the data set. Silva et al. follow a comparable
approach in landmark-MDS [21]. Yang et al. propose a divide-and-
conquer approach to mMDS [22] by dividing the HD distance matrix
along the diagonal into smaller matrices. The small distance matrices
are then independently used to embed the corresponding points;
afterwards, the multiple embeddings are stitched together for a total
time complexity of OðN logNÞ. Another interesting approach is by
Williams and Munzner [23], where the high computational complex-
ity of mMDS is mitigated by asking the input of a human supervisor
to focus the computations on specific parts of the embedding.

While these algorithms significantly reduce the computational
resources necessary to compute a usable mMDS embedding, they
come with their own set of limitations. The multiple steps required
by these algorithms often entail some additional hyperparameters,
which need to be adjusted by the user, depending on the data set
and the purpose of the visualisation, a potentially long process. Some
multi-staged algorithms such as the divide-and-conquer approach
also become intractable black-boxes to the user, who needs to wait
for the completion of the algorithms to get a visual feedback. This
can be detrimental to the process of data visualisation which often
involves interactivity between the user and the data. Finally, even
algorithmic complexities of OðN logNÞ or OðN

ffiffiffiffi
N
p
Þ can become

demanding when the data sets grow very large.
This work attempts to address these shortcomings by proposing

an algorithm that perform mMDS in OðNÞ time and space complex-
ity, using a simple stochastic gradient descent (SGD) optimisation.
Assuming a target dimensionality of 2, the base method involves
no other hyperparameters than the maximum number of iterations

for the SGD optimisation. The simplicity of the proposed method
also enables it to be mixed easily with neighbour-embedding
methods, as a hybridization between the distance-scaling para-
digm and the similarity-preservation paradigm. The hybrid
approach is intended to mitigate the difficulties of the similarity-
based methods such as t-SNE and UMAP to preserve large-scale
structures, by allowing the distance-scaling gradients to guide
the optimisation towards a representative global organisation.

3. Proposed method

The proposed method performs mMDS by using SGD to optimise
a stress function. This section details the standalone mMDS method
as well as the hybrid extension, which uses gradients from both
the distance-scaling and the similarity-preservation paradigms.

SubSection 3.1 introduces the standalone version of the
method, describing the overall SGD strategy and how the gradients
are computed at each iteration. SubSection 3.2 explains the moti-
vations for using relative distances instead of absolute distances.
SubSection 3.3 proposes a scheme to blend the mMDS gradients
with those of t-SNE, a similarity-based DR algorithm which is also
optimised through gradient descent.

3.1. Computing the gradients

To keep the computational complexity of each SGD iteration
low, this works takes a divide-and-conquer approach to compute
the gradients. At each iteration, the data set is randomly parti-
tioned into groups of 4 points called quartets [24]. The previously
stated mMDS stress function is redefined to put independent quar-
tets of points to the forefront, in order to compute the gradients for
each point by looking only at the three other points in the quartet
at each SGD iteration. The proposed method has been coined
‘‘SQuaD-MDS”, standing for ‘‘Stochastic Quartet Descent MDS”.

The motivation behind the use of quartets of points comes from
triangulation: in a 2-dimensional plane, a point can be accurately
placed given its distances to three other points and their locations.
This work assumes a target dimensionality of 2 but adapting it to a
target dimensionality of 3 would only require using groups of 5
points instead of 4.

Let us start by rewriting the previously defined stress function
of mMDS in a way that highlights quartets of points:

LmMDS ¼ 1
N

2

� � X
i<j

D2
ij ¼

1
N

4

� � X
i<j<k<l

1
4
2

� � LQ
ijkl; ð1Þ

where LQ
ijkl is the stress term for a single quartet composed of the

points indexed by i; j; k, and l; that is,

LQ
ijkl ¼ D2

ij þ D2
ik þ D2

il þ D2
jk þ D2

jl þ D2
kl :

Each possible quartet of data points appears exactly once in the
right hand side of (1). Such a formulation is particularly well suited
to the deployment of stochastic gradient descent, by considering
the quartets separately during the optimization process.

Instead of deriving the gradients directly from LQ
ijkl, SQuaD-

MDS uses an alternate version of the quartet stress that uses rela-

tive distances, LQrel
ijkl . The relative distances are defined as being the

absolute distance divided by the sum of the six distances that

appear in the quartet. The relative distance between the ith and

jth points belonging to the quartet composed of the points indexed

by i; j; k, and l are noted drelijkl and drel
ijkl in HD and LD, respectively
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drelijkl ¼
dij

dij þ dik þ dil þ djk þ djl þ dkl
;

drel
ijkl ¼

dij

dij þ dik þ dil þ djk þ djl þ dkl
:

The quartet stress term using relative distances simply replaces
the absolute distances in LQ

ijkl with relative distances:

L
Qrel
ijkl ¼ Drel

ijkl

2 þ Drel
ikjl

2 þ Drel
iljk

2 þ Drel
jkil

2 þ Drel
jlik

2 þ Drel
klij

2
;

where

Drel
ijkl ¼ drelijkl � drel

ijkl:

The stress term L
Qrel
ijkl is derivable with respect to each LD coor-

dinate in the quartet. By naming I the N-by-N identity matrix, xq

the LD coordinates of the qth point with q 2 fi; j; k; lg, and
S ¼ dij þ dik þ dil þ djk þ djl þ dkl, the gradient for one element of

the sum in L
Qrel
ijkl is

is zero if q R fi; jg, this part of the gradient directly moves the

point towards or further from the ith or jth point, similarly to the
forces that would be exerted using gradients derived from a stress

function using absolute distances. comes from the relative dis-

tances. This part of the equation is a more global term that influences
the quartet stress by changing the denominator in the definition of

the relative distances. For instance, if q R fi; jg and drel
ijkl is too small

compared to drelijkl, then the qth point will be attracted to the ith and

jth points in order to increase drel
ijkl by decreasing its denominator.

The gradients for each point are computed in constant time rel-
ative to the number of observations N and each point receives an
update at each iteration; the time complexity of each SGD iteration
is therefore OðNÞ. The full HD and LD distance matrices are not nec-
essary as the distances can be computed on the fly when the quar-
tets are designated; the spatial complexity of the proposed method
is therefore also low with respect to N.

So far, this subsection has explained how the proposed method
randomly partitions the data into quartets of points at each SGD
iteration. Once the data is organised into quartets, the gradients

are derived from the quartet-specific cost functionL
Qrel
ijkl . These gra-

dients, however, are not applied directly to the LD coordinates; the
remaining of this subsection introduces the specificities of the SGD
strategy taken by SQuaD-MDS.

The partitioning into quartets at each iteration is a sampling
process where bN4c non-overlapping quartets are sampled from all

the N
4

� �
possible combinations of quartets. Because of the

stochastic nature of this process, the learning rate is decayed fol-

lowing ða � t þ bÞ�1 with a and b as constants and t the iteration

number, in accordance to the Robbins-Monro principles for
stochastic optimisation [25].

Additionally, the optimisation updates each coordinate by keep-
ing track of their momentum. The intuition motivating this
approach is that the momenta capture a larger part of the sum of
quartet costs in (1), bringing updates that better follow the global
energy potentials than if using standalone gradients. This makes
the optimisation process more robust with respect to randomness.

In practice, this work uses an improved version of the momen-
tum introduced by Yurii Nesterov in [26]. The Nesterov method
first computes temporary coordinates by updating the current
coordinates with their momentum; the gradients are computed
using these temporary coordinates. The gradients are then used
to update the momenta; finally, the real coordinates are changed
by following the updated momenta. This process is described
below, with ht and v t a parameter at iteration t and its momentum,
rhJðhÞ the gradient of the cost function with respect to the param-
eter h, and g and c constants balancing the weight of the momen-
tum relatively to the gradient:

v t ¼ c � v t�1 � grhJðht�1 þ c � v t�1Þ;
ht ¼ ht�1 þ v t:

The Nesterov method for gradients brings faster convergence in
a non-stochastic context. Despite the fact that the proposed opti-
misation is a stochastic process, the usage of Nesterov momenta
improves the quality of the results while only requiring a negligible
supplementary cost in terms of computations.

Some gradient descent methods add an additional sophistica-
tion to the optimisation by using the Hessian matrix or an
approximation of the matrix to determine norm of the gradients
[27]. This can yield efficient updates in a non-stochastic context,
but at the cost of additional computations. This work relies on a
large number of fast iterations cemented together by a strong
momentum; computing an approximation of the Hessian matrix
at each iteration would significantly slow down the algorithm
and risk propagating the noise from the stochastic environment
to the Hessian matrix. For this reason, the SGD process proposed
in this work does not adopt principles used in second order
methods.

Algorithm 1 shows the optimisation loop proposed for
SQuaD-MDS, using Nesterov’s momentum. The procedure

fill_MDS_grads() computes the gradients for LQrel
ijkl , for each point

in a quartet defined by the point indices fi; j; k; lg. Multiplying the
momenta by 0:99 at each iteration allows them to decay and
thus to keep pace with the decreasing learning rate without
overwhelming it. The value 0:99 was determined empirically,
but values in the interval ½0:9;1� bring similar results. The PCA
initialisation can be replaced with a random initialisation, but
informed initialisation using (very) fast methods like
PCA are standard in DR as they tend to yield results of better
quality [17].
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Algorithm1 Optimisation loop for SQuaD-MDS

embedding  PCAðXÞ .initialise the embedding with
PCA

momenta zerosðN;2Þ .contains the momentum of
each parameter

learning rate 1
for iteration in ½0; . . . ;max iterations do
gradients zerosðN;2Þ
learning rate decayðlearning rateÞ
temp params ¼ embedding þmomenta .used for

Nesterov’s momentum
quartets random partitionðÞ .partitions the data

into quartets
for quartet in quartets do
fill quartet gradientsðX; temp params; quartet; gradientsÞ
end for
momenta momenta � 0:99� learning rate � gradients
embedding  embedding þmomenta
end for

3.2. Motivation for the use of relative distances

The main reason behind the usage of relative distances is to
remove the implicit scale constraint that appears when preserving
the absolute distances. Constraining the scale of the embedding is
deemed unnecessary as the LD space is composed of abstract vari-
ables that are not directly observable: the information in the
embedding is carried by the relative positions of the points, not
by their absolute distances. Not having a scale constraint is also
useful to evade conflicts concerning the scale when mixing the
SQuaD-MDS gradients with those of other DR methods as
described in the following subsection.

3.3. Hybrid extension

Since this work optimises a distance preserving cost function
using SGD, the gradients can be blended with those of other DR
methods that also rely on gradient descent. The objective of such
a hybridisation is to produce embeddings that minimise multiple
cost functions for better overall quality. This work suggests mixing
SQuaD-MDS’s gradients with those of t-SNE [14]. The motivation
behind the choice of t-SNE for hybridisation is that t-SNE and
mMDS have complementary objectives: mMDS focuses on global
structures and t-SNE on local structures.

The exact version of t-SNE has a high time complexity of OðN2Þ;
blending it with fast mMDS gradients would defeat the purpose of
this work entirely. Since the cost function of t-SNE focuses on the
small-scale structures of data, t-SNE requires some knowledge on
the nearest neighbours in the low dimensional space. This cannot
be done directly by using the quartet sampling proposed for
mMDS, as the probability of having close-by points in a quartet
is too low if the quartet sampling is kept unbiased.

A few accelerated approximations of t-SNE exist. We use FIt-
SNE [15], which uses gradient descent with iterations of OðNÞ time
complexity, the same complexity as SQuaD-MDS. The details of t-
SNE and FIt-SNE are outside of the scope of this paper and can be
found in [14,15].

In order to combine both methods, this work keeps the same
protocol as for the standalone version of SQuaD-MDS: the learning
rates are decayed and Nesterov’s momentum is used.

Since the FIt-SNE and SQuaD-MDS gradients are computed
using different cost functions, there is no guarantee that their

norms are of comparable magnitude. This is problematic when
aiming to mix the gradients together, as one gradient type could
overwhelm the effect of the other type by having naturally bigger
norms. In order to reduce the difference in magnitude between the
gradients of both type, the standard deviation of the norm of the
SQuaD-MDS gradients and FIt-SNE gradients are computed inde-
pendently over the LD points. The gradients of each type are then
divided by the corresponding standard deviations as a form of nor-
malisation. Once the gradients normalised, learning rates individ-
ual to each method are used to combine the gradients. Changing
the balance between the learning rates of FIt-SNE and SQuaD-
MDS enables the user to prioritize one paradigm over the other,
focusing on either local or global preservation. This work suggests
initial learning rate values of 1 for FIt-SNE and 0:5 for SQuaD-MDS
as default values, based on empirical experiments.

t-SNE and FIt-SNE require a crucial scalar hyperparameter
called perplexity. A simplistic but sufficient way to view the per-
plexity here is to consider it as the rough number of neighbours
that will be considered when embedding the points: a small per-
plexity will produce an embedding that preserves well the close
neighbours of each point and a large perplexity will consider larger
sets of neighbours. A high perplexity is not always preferable as it
comes at a price in terms of preservation of small-scale structures.

The purpose of FIt-SNE’s gradients in the hybridisation with
SQuaD-MDS is to preserve the small-scale structures. For this rea-
son, this work uses multi-scale similarities [28,29] limited to small
perplexities. As a default, this work suggests perplexities equal to 4
and 50. These values were determined empirically; for very large
data sets, the perplexity of 50 may be slightly increased for better
results.

4. Empirical quality assessment

Qualitative and quantitative assessments of SQuaD-MDS and its
hybrid extension are presented in this section.

SubSection 4.1 introduces the data sets used for the evaluation
and brings a short introduction to RNXðKÞ curves [28], which are
used to assess the quality of the neighbour preservation across
all scales. In order to evaluate the performance of the standalone
SQuaD-MDS algorithm, SubSection 4.2 compares its results to
mMDS embeddings as yielded by the SMACOF algorithm. SubSec-
tion 4.3 assesses the quality of embeddings obtained with the
hybrid approach by comparing them to embeddings produced by
FIt-SNE and UMAP.

4.1. Data sets and quality curves

Eight data sets are featured in this paper, with size N and
dimensionality M. MNIST digits: (N;M) = (60000;784); MNIST
fashion: (N;M) = (60000;784); gesture phase segmentation (ges-
tures) [30]: (N;M) = (9901;784); airfoil self-noise (airfoil): (N;M)
= (1502;5); Boston housing (housing): (N;M) = (404;13); Statlog
landsat satellite: (N;M) = (4434;36); single-cell RNA-seq data from
the adult mouse cortex (mouse cortex) [19]: (N;M) = (23822;50);
single-cell RNA-seq data of a zebrafish embryo coloured by time
after fertilisation (zebrafish) [31]: (N;M) = (63530;50).

Both single-cell data sets are composed of their 50 principal
components after going through the preprocessing pipeline
described in [18]. Most of the other data sets are available on the
UCI machine learning data repository [32].

The HD neighborhood reproduction in the LD embedding is
deemed as driving the DR quality in numerous studies [33–36].
Some criteria have been developed to quantify this reproduction
[37,38]. One can first denote as mKi and nK

i the K nearest neighbors

of the ith data point, respectively in the HD and LD spaces. These K-
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ary neighborhoods have an average normalized intersection devel-
oping as

QNX Kð Þ ¼ 1
N

XN
i¼1

mKi \ nK
i

�� ��
K

2 0;1½ �:

As defining the LD coordinates randomly leads to
E QNX Kð Þ½ � ¼ K= N � 1ð Þ,

RNX Kð Þ ¼ N � 1ð ÞQNX Kð Þ � K
N � 1� K

is an indicator that allows to compare neighborhoods with varying
sizes [39]. Since the literature generally believes local neighbor-
hoods as more important [14,40,41] and as larger scales outnumber
smaller ones by far, RNX Kð Þ can be plotted using a log-scale for K.
The area under the obtained curve (AUC),

AUC ¼
XN�2
K¼1

K�1
 !�1

�
XN�2
K¼1

RNX Kð Þ
K

2 �1;1½ �;

quantifies DR quality by considering all scales, focusing on smaller
ones preferentially [28,42]. Greater (resp. smaller) values indicate
better (resp. lower) quality.

4.2. Assessment of the standalone SQuaD-MDS

An empirical evaluation of the time taken by 5000 iterations of
SQuaD-MDS across multiple data set sizes N is shown in Fig. 2. The
time taken by the SMACOF algorithm using the default set of
hyperparameters proposed by the scikit-learn library in Python
[43] is shown on the leftmost plot.

This figure shows that the proposed method took less than 6 s
to produce an embedding when N ¼ 104, whereas the SMACOF
algorithm required more than 600 s in the same testing environ-
ment. The linear time complexity of SQuaD-MDS with regards to
N is apparent on the rightmost plot.

Fig. 3 shows the evolution of the mean quartet loss L
Qrel
ijkl over

the course of its optimisation, for 3 samples sizes (600;6000, and
60000) of the zebrafish data set [31]. This plot shows that the num-
ber of points in the data set does not appear to have an impact on
the total number of iterations required to minimise the cost func-
tion of SQuaD-MDS.

The quality of embeddings produced by the SMACOF algorithm
and SQuaD-MDS can be compared in Figs. 4 and 5. The data sets
larger than 5000 points were sampled down to 5000 for both
tested methods in Fig. 4, in order to cope with the high computa-

Fig. 2. Time taken by the SMACOF algorithm and SQuaD-MDS to yield an embedding, as a function of the data set size N.

Fig. 3. Evolution of the mean quartet loss across 7500 iterations for three sample sizes N of the zebrafish data set.
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Fig. 4. RNXðKÞ curves of embeddings produced by the SMACOF algorithm and SQuaD-MDS.

Fig. 5. Embeddings produced by the SMACOF algorithm and SQuaD-MDS.
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tional complexity of the SMACOF algorithm and keep a fair
comparison.

The number of iterations for the SQuaD-MDS embeddings and
the hyperparameters of the SMACOF algorithm are the same as
for the time evaluation in Fig. 2.

The RNXðKÞ curves of Fig. 4 show that both methods tend to
favor the preservation of global structures (high RNXðKÞ values on
large K). The AUC are often similar for both methods, although in
the gestures and airfoil data sets the SMACOF algorithm performs
better at preserving small-scale structures than SQuaD-MDS.

This can be explained by the fact that SQuaD-MDS is stochastic
and largely subsamples the population of all possible quartets,
neglecting many of the small-area quartets, which leaves some
noise in the shortest distances and hence also in the final coordi-
nates of the data points. This phenomenon can be qualitatively
observed in Fig. 5 in the airfoil embeddings: the fine 1-
dimensional manifolds observed in the SMACOF embedding are
not as delicate in the SQuaD-MDS embedding. The shortcomings
of SQuaD-MDS in terms of small-scale structures with some data
sets motivate the hybrid approach with t-SNE. The weakness of
SQuaD-MDS concerning the preservation of fine structures on cer-
tain data sets is limited in practice, as the purpose of mMDS is gen-
erally to explore the global organisation of the data more than the
local structures.

4.3. Assessment of the hybrid extension

The hybrid method combines the distance scaling paradigm to
the neighbour embedding paradigm by using gradients from

SQuaD-MDS and FIt-SNE. In order to assess the quality of the
embeddings produced by the hybrid method, they are compared
to those produced by FIt-SNE [15] and UMAP [16]; both are popu-
lar DR methods focusing on the small-scale structures in the data.

For the sake of comparison, all the methods use the same PCA
initialization of the embedding.

The hybrid method was applied using the proposed default
hyperparameters, notably perplexity values of 4 and 50 to compute
the multi-scale similarities. The number of iterations of the optimi-
sation was set to 750, which is the default value in the implemen-
tation of FIt-SNE made by the authors.

For the sake of comparison, the FIt-SNE embeddings were also
produced by combining perplexities of 4 and 50; all other hyperpa-
rameters were kept to their default values.

The UMAP method builds on different principles than t-SNE and
its accelerated versions; for this reason, the choice of hyperparame-
ters to conduct a comparison is not obvious. Similarly to the perplex-
ity, UMAP takes a hyperparameter called the number of neighbours;
it is responsible of the balance between the preservation of local and
global structures in the data. Despite having the same purpose, the
number of neighbours used by UMAP does not translate exactly to
the perplexity used by t-SNE in terms of effective balance between
small-scale and large-scale structures. To produce UMAP embeddings
of quality while achieving a similar trade-off between the preserva-
tion of small-scale and large-scale structures as in the other methods,
the following experiments apply UMAP ten times per data set with a
number of neighbours taking values in 5;10;15; . . . ;55. From the ten
embeddings, the one with the best AUC of the RNXðKÞ curve is kept
and considered in the results.

Fig. 6. RNXðKÞ curves of embeddings produced by the proposed hybrid method, FIt-SNE, and UMAP.
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The RNXðKÞ curves presented in Fig. 6 show a comparison of the
quality of the embeddings produced by the three methods across
multiple scales. On the tested data sets, the hybrid method has
similar RNXðKÞ values to those of FIt-SNE on the small and medium
scales, but its scores on large K values are higher. This shows that
the combination of distance preserving gradients to those of FIt-
SNE can enhance the preservation of the large-scale structures of
the data, without impeding on the preservation of the small-
scale structures.

A qualitative comparison of the methods can be observed in
Fig. 7. Visually, the global organisation of the points in the embed-
dings produced by the hybrid method is close to the organisation
observed in the mMDS embeddings. However, the points tend to
form the sharp and easy-to-differentiate clusters that are typical
of neighbour embeddings [14].

In the zebra fish data set, the colours correspond to an amount
of time since fertilisation of the embryo. On the bottom of the

embeddings produced by SQuaD-MDS and the hybrid method,
the transition from purple to yellow representing the passing time
is more linear from right to left than in the FIt-SNE embedding,
revealing another point of view on the organisation of the data.

Similarly, the hierarchical organisation of the mouse cortex data
set is clearly visible in the embeddings produced by SQuaD-MDS
and the hybrid method. The gray non-neuron cells are kept far
from the coloured neurons, and the neurons are themselves organ-
ised in two large clusters of inhibitory (warm colours) and excita-
tory (cold colours) neurons. Some finer-grained structures are also
apparent within each cluster, especially in the hybrid embedding
thanks to the influence of the FIt-SNE gradients.

5. Conclusion

The fast distance-preserving gradients proposed in this work
enable the application of mMDS to large data sets. Empirically,

Fig. 7. Embeddings produced by SQuaD-MDS, the proposed hybrid method, FIt-SNE, and UMAP.

P. Lambert, C. de Bodt, M. Verleysen et al. Neurocomputing 503 (2022) 17–27

25



the large-scale and medium-scale structures of the data are pre-
served similarly between SQuaD-MDS and the popular SMACOF
algorithm, but the small-scale structures can suffer from the
stochastic nature of SQuaD-MDS on some data sets. It is however
noteworthy that the quadratic time complexity of the SMACOF
algorithm with respect to the number of data points prohibits its
application on large data sets, while the linear time complexity
of SQuaD-MDS is considerably more affordable.

Experiments show that merging the SQuaD-MDS gradients with
those of a neighbour embedding method can yield embeddings
that both preserve the large-scale structures of the data and the
local structures, thereby addressing an often reported issue of
almost exclusively local methods like t-SNE and its variants,
including UMAP.

Multiple perspectives arise from the quartet-based computa-
tion of distance gradients. For instance, the HD distances computed
on each considered quartet could be first transformed nonlinearly
to emphasize either large or small distances, or even to mitigate
the effects of the concentration of norms, which tends to make
the application of MDS challenging on very high dimensional data
sets [44]. Yet another possibility is to consider a different strategy
when sampling the quartets; for instance, increasing the probabil-
ity to regroup points that are close by in the embedding when
defining the quartets could help to better preserve the local struc-
tures of data.
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3.4. Post-hoc explainability for neighbour embeddings

3.4 Post-hoc explainability for neighbour embed-
dings

This paper takes advantage the structure preservation properties across
multiple scales from the fast hybrid MDS-NE method introduced in Sec-
tion 3.3 to provide a new post-hoc explainability method for NE, which
links local directions in the embeddings with variables in HD. These expla-
nations are shown through local axes in the embeddings, providing local
explanations, a particularity here is that when considering multiple adja-
cent axes, a global picture of how the LD structures relate to HD variables
also becomes apparent.
As a second author, contributions in the conceptualisation and in the pro-
totyping of an ad-hoc approach to explaining NE was also made in the
publication [88]. There, the LD coordinates are defined as linear projec-
tions of HD variables, the gradients propagating to the projections rather
than being applied to coordinates directly. A strong regularisation is re-
quired to force similar points to have similar projections, else the model
can become over-parametrised. The paper for the ad-hoc approach is not
included here, as most of the contributions were made by the first author.

As a quick commentary on the subject of explainability in NE, it is
difficult to say whether ad-hoc explanations or post-hoc explanations are
preferable. Post-hoc approaches have the quality of not constraining the
NE optimisation by design, generally allowing embeddings to better cap-
ture the HD structures. However, the embeddings of post-hoc approaches
are not steered towards configurations that allow for easy explanations.
On the other hand, in the case where multiple minima are accessible in the
landscape of the cost function, ad-hoc approaches can guide the optimi-
sation towards more explainable configurations. However, the constraints
imposed by the explainability model can have a cost on the preservation of
HD structures in LD.
Choosing between one approach or the other ultimately depends on pri-
orities: does the user want good interpretations or good structure preser-
vation? A question that is sometimes divisive in ML, as some would say
we employ complicated models precisely to do things that are hard to un-
derstand for a human, while others would argue that interpretability is
a requirement for automatic processing of data or decision making. In the
case of data visualisation, the importance of understanding the representa-
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Chapter 3. Contributions

tions is more obvious, as the user is expected to draw conclusions from the
visualisations. However, one could argue that NE are, in essence, already a
form of explanation taking the same approach as works on explainable ML
based on examples or counter-examples like [89]. From this standpoint,
adding constrains that affect the quality of the embeddings is counterpro-
ductive. Within this view, a proper approach to visualising data with NE
would involve interactive exploration of the data, where the "explanations"
provided by the relative position of observations in the embedding would
be used as a basis for the user to select the appropriate tool to extract fur-
ther explanations tailored for the task.
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Abstract
Nonlinear dimensionality reduction (NLDR) algorithms such as 𝑡-SNE are often employed to visually analyze high-dimensional
(HD) data sets in the form of low-dimensional (LD) embeddings. Unfortunately, the nonlinearity of the NLDR process
prohibits the interpretation of the resulting embeddings in terms of the HD features. State-of-the-art studies propose
post-hoc explanation approaches to locally explain the embeddings. However, such tools are typically slow and do not
automatically cover the entire LD embedding, instead providing local explanations around one selected data point at a
time. This prevents users from quickly gaining insights about the general explainability landscape of the embedding. This
paper presents a globally local and fast explanation framework for NLDR embeddings. This framework is fast because it
only requires the computation of sparse linear regression models on subsets of the data, without ever reapplying the NLDR
algorithm itself. In addition, the framework is globally local in the sense that the entire LD embedding is automatically
covered by multiple local explanations. The different interpretable structures in the embedding are directly characterized,
making it possible to quantify the importance of the HD features in various regions of the LD embedding. An example
use-case is examined, emphasizing the value of the presented framework. Public codes and a software are available at
https://github.com/PierreLambert3/glocally_explained.

Keywords
dimensionality reduction, data visualization, interactivity, interpretability, explainability, 𝑡-SNE, data exploration

1. Introduction
Dimensionality reduction (DR) computes low-
dimensional (LD) representations of high-dimensional
(HD) data, e.g., to visually explore them or to curb the
curse of dimensionality [1]. The relevance of a DR
method for a given visualization task typically depends
on its preservation of the HD neighborhoods in the
resulting LD embedding [2]. Two major frameworks
have been proposed for projecting from HD to LD
coordinates [1]: one is based on preserving distances [3],
while the other is based on reproducing neighborhoods
[4, 5]. For instance, distance-preserving methods like
principal component analysis (PCA) [6] and classical
metric multidimensional scaling (MDS) [3] project HD
samples linearly; nonlinear variants of these methods
(e.g., [7, 8]) aim to preserve weighted Euclidean or
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approximately geodesic distances. Numerous other
schemes have also been developed that determine the
LD embedding design based on HD affinity matrices
[9, 10]. Regrettably, the local neighborhood preservation
of all of these techniques is limited in visualization
contexts by the norm concentration phenomenon
[11, 12], most probably due to their distance-preserving
nature [1, 13]. In contrast, the native shift invariance
of neighbor embedding (NE) algorithms [14] such as
Stochastic Neighbor Embedding (SNE) [5] mitigates
this phenomenon, leading to astonishing DR quality.
These achievements have naturally encouraged the
development of numerous SNE-based methods, such
as the popular 𝑡-SNE [15], UMAP [16], multi-scale
perplexity-free approaches [17, 18, 19], etc.

While these nonlinear DR (NLDR) algorithms deliver
impressively faithful LD embeddings with respect to the
HD data, their intrinsic nonlinearity greatly affects the
interpretability of the LD representations. Indeed, the
obtained LD dimensions are hardly or most often not in-
terpretable in terms of the HD features [20]. Since NLDR
methods are not interpretable by design, previous studies
have developed techniques to analyze and interpret the
LD embeddings, which is known as post-hoc explanation
or interpretability [21]. One can for instance cite [22],
which proposes to explain visual LD clusters thanks to



Figure 1: Interface for the proposed globally local and fast explanation framework.

decision trees. On the other hand, [21] locally explain
𝑡-SNE embeddings by adapting LIME; the authors argue
that explaining the entire embedding at once would be
difficult, as 𝑡-SNE usually does not preserve large HD
distances well [20]. However, the local nature of 𝑡-SNE
motivates the computation of local explanations in the LD
embedding; LIME can then be revisited and performed
locally around a user-selected data point. Nevertheless,
such an approach has two main limitations: (1) it is slow,
and (2) it does not cover the entire LD embedding auto-
matically, as local explanations are only provided around
data points that have been selected, one at a time. This
approach is slow because, in order to explain a given data
point’s position in the embedding, 𝑡-SNE must be reap-
plied to many artificially simulated points around that
data point; the non-parametric nature of 𝑡-SNE, combined
with its significant computational cost, greatly increases
computation time, which decreases the potential for in-
teractivity. The second limitation of the method is that
the user only receives a local explanation around the
selected point in the embedding; she must thus explore
the various regions of the embedding manually. This is
not realistic in practice, especially when working with
large databases, and even more so since the approach is
not fast.

This paper aims to address these limitations by devel-
oping a fast and globally local explanation framework
for NLDR embeddings. Based on the BIOT explanation
approach [23], this framework learns sparse linear re-
gression models for subsets of the data set and does not
require a reapplication of the NLDR algorithm, making it

fast. The globally local nature of our approach refers to
the fact that multiple local explanations are automatically
computed over the entire LD embedding (i.e., globally).
Such an automatic processing enables the user to directly
glimpse the overall explainability landscape of the em-
bedding, as well as a structured overview of the impact of
the HD features in the various parts of the LD embedding.
The regions for which local explanations are learned in
the LD embedding can be determined in different ways
[24]: using a clustering algorithm such as K-means, as
in this work, thanks to a manual selection performed by
the user, or by recursively splitting the embedding into
subcells along the LD dimensions based on a model error
criterion.

Our fast and globally local explanation framework can
be viewed as taking the best of both linear and nonlin-
ear projection worlds: the LD embedding can indeed be
generated by a nonlinear DR algorithm, achieving much
better DR quality in terms of data visualization thanks to
increased flexibility and adaptability [12, 15, 2]. On the
other hand, the computed local explanations are linear
and sparse, which promotes interpretability. Moreover,
the globally local explanations make it possible to readily
depict the importance of the HD features in the different
regions of the LD embedding. As an experiment, an exam-
ple use-case on a public data set is presented, highlight-
ing the usefulness of the proposed approach. Free code
and software are publicly available online (https://github.
com/PierreLambert3/glocally_explained), enabling the
easy use of the proposed framework.

This paper is organized as follows: Section 2 first re-



views some related works. Section 3 then presents our
proposed approach, while Section 4 discusses an example
use-case. Section 5 draws final conclusions.

2. Related works
Interpreting NLDR techniques is a challenging task. To
tackle this challenge, various approaches have been pro-
posed. Some papers (e.g., [25, 26, 27]) have proposed
methods for explaining the LD embedding dimensions
with respect to the HD features. Since local NLDR algo-
rithms such as 𝑡-SNE do not effectively preserve large dis-
tances, explaining the resulting embedding dimensions
with these methods may be misleading. Other methods
attempt to interpret NLDR results by explaining visual
clusters [22, 28, 29]. For example, in [22], the authors pro-
pose an interactive pipeline for explaining clusters in the
LD embedding using decision trees; this pipeline enables
the user to manually select LD clusters, which are then
explained in terms of the HD features with a decision
tree, an interpretable model. The resulting model can
be used to explain why certain data points are clustered
together and to identify the HD features that distinguish
the different clusters. In contrast, our proposed approach
aims to understand intra-cluster positions, i.e., the HD
features that make two points from the same cluster lie
at different corners of this cluster. Moreover, our frame-
work makes it possible to not only explain LD clusters,
but more generally interpret the overall positions of the
points in the embedding.

Other existing methods aim to locally and linearly ex-
plain the position of a specific instance in the LD space.
In particular, [21] adapts LIME [30] to locally explain 𝑡-
SNE embeddings. The original version of LIME involves
three steps. First, it samples instances around a point of
interest. Then, it queries the model for these instances.
Finally, it fits an interpretable model with the result of the
queries. In [21], the authors use a SMOTE oversampling
technique [31] to create new artificial neighbors for the
point of interest. To query 𝑡-SNE, the entire DR process
is re-applied for each sampled instance, since the 𝑡-SNE
mapping function is unknown. Finally, BIR [32] —which
is the predecessor of BIOT [23], a method employed in
our work —is used to produce local explanations; BIR
finds the rotation of the queried sampled data that results
in the best explanation model (in terms of model sparsity
and error). While the approach presented in [21] pro-
vides nice intuitions about the LD embedding structure,
it has several limitations. First, it can only compute one
local explanation at a time, for one selected point. Sec-
ond, the obtained explanation is highly dependent on the
artificial sampling. Finally, running the entire NLDR pro-
cess for all sampled instances is (very) time consuming,
and thus prohibits interactivity. The approach presented

in this paper addresses the limitations of [21] by (1) di-
rectly providing local explanations everywhere in the LD
embedding (i.e., globally local explanations), (2) avoid-
ing the need to sample new artificial data points, and (3)
relying only on the calculation of linear regression mod-
els, which ensures fast processing and hence facilitates
interactivity.

3. Proposed approach
This section introduces our proposed approach for glob-
ally local and fast explanations of NLDR embeddings.
Section 3.1 first summarizes our notations. Section 3.2
then details our methodology, and Section 3.3 finally
presents an optional fine-tuning strategy.

3.1. Notations
Matrices are denoted with bold-faced capital letters (e.g.,
𝑋), vectors with bold-faced lower-case letters (e.g., 𝑥) and
scalars with lower-case letters (e.g., 𝑥). A single element
from amatrix is denotedwith a lower-case letter with two
subscripts (e.g., 𝑥𝑖𝑗), the first indicating the row and the
second indicating the column. Instances are indexed by
the letter 𝑖 ∈ {1, ..., 𝑛}, features by the letter 𝑗 ∈ {1, ..., 𝑑},
embedding dimensions by the letter 𝑘 ∈ {1, ..., 𝑚} and
regions or subcells of the embedding by the letter ℓ ∈
{1, ..., 𝐿}.

3.2. General methodology
In [23], the Best Interpretable Orthogonal Transforma-
tion (BIOT) method was proposed to explain the dimen-
sions of multidimensional scaling (MDS) embeddings. In
the case of 𝑡-SNE, such an explanation strategy is not
directly applicable because 𝑡-SNE only preserves local
structure from the high-dimensional data. However, as
proposed in [21], 𝑡-SNE embeddings may be explained
locally. Instead of learning a BIOT explanation model for
the entire embedding (i.e., a single global explanation),
we propose learning different BIOT models for different
regions (or subcells) of the embedding (i.e. local expla-
nation). For a given region, the BIOT model identifies
the features that best explain the positioning of points
within that region of the embedding, independently of all
other regions. This approach can be applied to any non-
linear 2-D embedding, including embeddings generated
by 𝑡-SNE and its extensions (e.g., [33, 19]) or by other
NLDR algorithms (e.g., [16, 17, 9, 34]).

Let𝑋 (𝑛×𝑑) be the matrix of 𝑑 features used to generate
the embedding 𝑌 (𝑛 × 2). Furthermore, let 𝑊⃗ (𝑑 × 2) and 𝑤0
(2 × 1) contain the weights and intercepts for the linear
models relating the features in 𝑋 to each dimension of the
embedding 𝑌, where there is one model per dimension.



Finally, 𝑅 (2𝑥2) is an orthogonal transformation matrix
that is applied to 𝑌 to promote model sparsity and pre-
diction quality, and 𝜆 > 0 is a hyperparameter to control
model sparsity. For 2-D embeddings, the BIOT objective
function for global explanation is

𝐽0(𝑊⃗ , 𝑤0, 𝑅) =
1
2𝑛

𝑛
∑
𝑖=1

2
∑
𝑘=1

(𝑦⊤𝑖 𝑟𝑘−𝑤0𝑘−𝑥
⊤
𝑖 𝑤𝑘)2+𝜆

2
∑
𝑘=1

‖𝑤𝑘‖1,

(1)
which is minimized w.r.t 𝑊⃗, 𝑤0 and 𝑅 under the constraint
that 𝑅 is an orthogonal matrix (𝑅𝑅⊤ = 𝑅⊤𝑅 = 𝐼2).

Clearly, this objective function can be extended to the
case where different model parameters 𝑊⃗ (ℓ), 𝑤 (ℓ)

0 and 𝑅(ℓ)
are optimized for different regions ℓ of the embedding,
where the set of instances in region ℓ is denoted 𝒮ℓ. In
practice, the best segmentation of the embedding into re-
gions is unknown. In this paper, we propose segmenting
the embedding automatically by performing K-means on
the embedding data. The choice of the hyperparameter 𝐾
depends on the topology apparent in the embedding and
of the granularity of details desired by the user. Other
strategies are possible, for instance by recursively divid-
ing the LD dimensions along their medians.

3.3. Fine-tuning
In Section 3.2, the proposed strategy for automatic seg-
mentation (K-means) depends on the coordinates of the
instances in the embedding. However, the shape and size
of the zone that can be explained may not directly depend
on the spatial coordinates of the embedding. This means
that the regions identified using K-means may not be the
most optimal with respect to the quality of the resulting
explanations. In some cases, it is hence useful to fine-
tune the final regions by directly considering explanation
quality. To do so, we propose a method called Clustered
BIOT, which reassigns instances 𝑖 to explanation regions
𝒮ℓ based on a modification of BIOT. Further details on
Clustered BIOT can be found in Appendix A.

4. Experiments and discussion
This section presents an example use-case for the pro-
posed method using an interactive user interface. This
user interface is available on the public repository in-
dicated in the abstract. All of the featured embeddings
are representations of the winequality-red dataset, avail-
able in the UCI machine learning repository [35]. This
data set contains 11 physico-chemical variables describ-
ing various red wines. The embeddings are produced by
a recent NE algorithm that mixes 𝑡-SNE gradients with
those of a fast stochastic approximation of MDS, which
preserves HD data structures across multiple scales [34].

The interface displayed in Fig. 1 shows an embedding
with multiple local linear explanations: each explanation
is composed of a green and a burgundy axis. Explanation
A⃝ has been selected by the user; the color transparency
of the points increases linearly with the absolute differ-
ence between their position in the embedding and the
position predicted by the selected linear model (i.e., the
greater the error, the more transparent). This enables the
user to visualize the portion of the embedding for which
the selected linear model is faithful. The right panel de-
picts the relative importance of the HD features for each
axis of the selected explanation (i.e., A⃝ in this case), as
quantified by the local linear model weights; the horizon-
tal bar under each feature name represents the feature’s
signed linear projection weight (LPW) on the considered
axis, highlighting the importance of the feature in the
local explanation. For visual clarity, only the 5 features
with the greatest LPW magnitudes are depicted for each
local explanation axis. The feature total sulfur dioxide has
been selected by the user (mark B⃝). When selecting a
feature in the right panel, thick indicators appear on both
axes of all local explanations, with lengths proportional
to the LPW magnitudes of the corresponding feature on
all axes; mark C⃝ shows two such indicators. This makes
it possible to grasp the influence of an HD feature in the
various regions of the entire embedding.

Each view in Fig. 2 shows the importance of a particu-
lar feature in the embedding, with the respective feature
indicated at the bottom of the panel. The left view high-
lights that free sulfur dioxide is particularly important
when explaining the top portion of the embedding along
a vertical direction, whereas the horizontal direction can
be partly explained by the concentration of citric acid.
We observe that the structures apparent in the bottom-
left part of the embedding are not very dependent on the
three analyzed features.

5. Conclusion
This work proposes a globally local and fast explana-
tion framework that provides multiple local linear ex-
planations for 2-D data embeddings, enabling the user
to assess, at a glance, the importance of different HD
features, both locally and across the whole LD embed-
ding. An example use-case demonstrates that the method
can effectively reveal zones in the embedding where
points are organized according to specific HD features.
Finally, some accompanying software is provided (https:
//github.com/PierreLambert3/glocally_explained), target-
ing both DR researchers and experts seeking to analyse
their data with nonlinear dimensionality reduction visu-
alization tools.

Further works will include testing our framework with
actual end-users in the context of a real use case; their



Figure 2: Importance of 3 features in the local explanations of an embedding.

feedback will enable the improvement of the various
design choices of our interface. In addition, a qualitative
comparison with other explainability methods such as
LIME will enable a more comprehensive evaluation of
the proposed method.
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A. Clustered BIOT
As mentioned in Section 3.3, the main method proposed
in this paper can be fine-tuned with a method we call
Clustered BIOT. Let 𝑧𝑖ℓ = 1 if instance 𝑖 is in region ℓ
and 0 otherwise. The matrix 𝑍 containing all elements
𝑧𝑖ℓ respects the general conventions of hard clustering
(each instance belongs to exactly one cluster and each
cluster contains at least one instance). Then, the objective
function for Clustered BIOT is

𝐽1(𝑍 , {𝑊⃗ (ℓ), 𝑤 (ℓ)
0 ,𝑅(ℓ)}|𝐿ℓ=1)

= 1
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which is minimized w.r.t 𝑍 and {𝑊⃗ (ℓ), 𝑤 (ℓ)
0 , 𝑅(ℓ)}|𝐿ℓ=1 under

the constraints that (i) 𝑅(ℓ) is an orthogonal matrix ∀ℓ
and (ii) 𝑍 respects the clustering conventions above.

For fixed 𝑍, the solution for {𝑊⃗ (ℓ), 𝑤 (ℓ)
0 , 𝑅(ℓ)}|𝐿ℓ=1 can be

found by training BIOT on each subset of instances 𝒮ℓ,
where 𝒮ℓ ∶= {𝑖 | 𝑧𝑖ℓ = 1}. For fixed 𝑊⃗ (ℓ), 𝑤 (ℓ)

0 and 𝑅(ℓ) and
a given instance 𝑖, the solution for 𝑧𝑖 is the vector that
minimizes
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Since only one element of 𝑧𝑖 can be equal to one (instance
𝑖 can belong to only one cluster), the optimal cluster for
instance 𝑖 is whichever model ℓ minimizes the prediction
error:

argminℓ (𝑦
⊤
𝑖 𝑟

(ℓ)
𝑘 − 𝑤0

(ℓ)
𝑘 − 𝑥⊤𝑖 𝑤

(ℓ)
𝑘 )2. (4)

Thus, Clustered BIOT can be optimized by alternating
between clustering instances according to prediction er-
ror and fitting BIOT models to the clusters. An instance
𝑖 is assigned to cluster ℓ if BIOT model ℓ has the lowest
prediction error for that instance compared to the other
models.



3.5. Enhancing optimisation with Nesterov momentum and gradient
normalisation

3.5 Enhancing optimisation with Nesterov mo-
mentum and gradient normalisation

The fast methods developed until this point are a step in the direction of
allowing interactive NE visualisations of large datasets. However, as seen
in Section 1.2, many NE methods rely on a 2-phase optimisation scheme
where an initial early exaggeration period is used to help groups of points
move more freely [10]. During this phase, the attractive forces are mul-
tiplied by a factor larger than 1, decreasing the chance of points getting
restrained by large "barriers" of repulsion from other groups of points. If
one was to re-enable early exaggeration during interactive NE visualisa-
tions, for instance following a change in a hyperparameter value, the em-
bedding would violently re-organise. This is detrimental to visualisation,
as the sudden movements throughout the embedding would prevent the
user from identifying the effects of the hyperparameter change through
precise movements of points.
This paper shows that one can obtain good quality embeddings without
resorting to early exaggeration, by using Nesterov momentum [66] along
with particularly strong momentum term as well as normalised gradients.
The intuition behind this approach is that strong momentum allows points
to carry enough "inertia" to overcome repulsion barriers. Note that some
methods take a hierarchical approach to kick-start the optimisation instead
of early exaggeration [90,91], but there the aforementioned problem of hav-
ing multiple phases persists.
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1- Université catholique de Louvain - ICTEAM/ELEN
Place du Levant 3 L5.03.02, 1348 Louvain-la-Neuve - Belgium
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Abstract. Student t-distributed stochastic neighbor embedding (t-SNE)
finds low-dimensional data representations allowing visual exploration of
data sets. t-SNE minimises a cost function with a custom two-phase gra-
dient descent. The first phase is called early exaggeration and involves
a hyper-parameter whose value can be tricky and time-consuming to set.
This paper proposes another way to optimise the cost function without
early exaggeration. Empirical evaluation shows that the proposed method
of optimization converges faster and yields competitive results in terms of
neighborhood preservation.

1 Effective visualization of data with t-SNE

High-dimensional (HD) data is abundant in our digital world, with medical
images, genomics, or financial transactions, to cite only a few examples. Most
of the time, the data records lie in HD spaces and dependencies or relationships
cannot be visualised directly by humans, turning intuitive understanding of HD
data sets into a challenging task. Dimensionality reduction (DR) tackles the
problem by providing their users with low-dimensional (LD) representations of
the data, enabling visual exploration.

Representing HD data into a less expressive LD space requires concessions as
information is usually lost in the process. Many families of DR algorithms exist,
each one focusing on the preservation of information of different nature; some
methods aim to preserve distances between points [1], others called neighbour
embeddings (NE) [2] attempt to preserve the local neighbourhoods around the
data points. Neighbour embedding is increasingly popular due to its capability
to mitigate the concentration of norms and distances [3] and the availability of
fast, approximate and yet accurate implementations [4, 5], making NE applicable
to very large data sets [6, 7].

Algorithms that carry out NE, such as Student t-distributed stochastic neigh-
borhood embedding (t-SNE) [8], usually minimise a cost function in a non-
parametric way, by adjusting iteratively the coordinates of the data points in the
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LD space with gradient descent. This optimization process can be interpreted
as a force-directed layout or mechanical system converging to equilibrium where
attractive and repulsive forces are exerted on pairs of LD points.

In practice, t-SNE and its variants come with custom implementations of gra-
dient descent, whose course is typically split in two successive phases, namely,
early exaggeration, a relatively short preliminary phase where the attractive
forces are deliberately amplified, followed by a longer second phase, where the
gradients come back to their genuine value and the LD coordinates are fine-tuned
with gradient and momentum. Intuitively, amplification of attractive forces in
early exaggeration contributes to momentarily shrinking the clusters and increas-
ing the inter-cluster gaps, to compensate for the otherwise local nature of NE.
Even if default settings are provided, the user can specify the length and factor
of force amplification in the early exaggeration phase [8, 9, 5]. This peculiar
hyper-parameter, coined early exaggeration after the phase it is active in, was
introduced in an effort to help the clusters move freely within the embedding
during the early iterations, by concentrating the sources of repulsive forces into
zones of tightly-packed points [8].

From the users’ broader perspective, data exploratory analysis is an inter-
active and possibly iterative process where the users select different subsets of
points, DR methods, and hyper-parameters in order to observe the data through
multiple virtual lenses. However, deciding on a value for the early exaggeration
amplification factor can be quite technical and hinders the overall visualisation
process by diverting attention from the data to the optimiser. This paper hence
proposes a new optimiser for t-SNE, which eliminates the need for early exag-
geration. It is compared to the standard t-SNE optimiser on 10 data sets. The
results show that the proposed optimiser achieves competitive neighbourhood
preservation and faster convergence. The experiments also support the claim
that the best values for early exaggeration can vary widely across different data
sets, when using the standard optimiser.

Section 2 provides an overview of the t-SNE algorithm. Section 3 introduces
the proposed optimisation method. Section 4 describes the experiments, reports
their results, and discuss them.

2 t-SNE with early exaggeration

This section briefly overviews t-SNE and the role of early exaggeration in its
optimisation.

Methods of NE such as t-SNE aim to preserve the neighbourhoods around
each data point; t-SNE [8] defines pairwise similarities in the HD and LD space
to model the neighbourhoods as smooth functions of the locations of the data
points X = [xi]1≤i≤N . Considering a data set of N points in the HD space, let
δij and dij be the pairwise distance between the ith and jth observations in the
HD and LD spaces, respectively, for i ∈ I = {1, ..., N} and j ∈ I \ {i}. The
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pairwise similarities σij and sij in both space are defined as

σ′
ij =

exp(−πiδ
2
ij/2)∑

k∈I\{i} exp(−πiδ2ik/2)
, σij =

σ′
ij + σ′

ji

2N
, sij =

(1 + d2ij)
−1

∑
k∈I,l∈I\{k}(1 + d2kl)

−1
.

(1)

The similarity between a point and itself is set to 0 in both spaces. The precision
πi modulates the similarities to capture information relevant to a user-defined
scale. Embeddings are produced by minimising the mismatch between the HD
and LD pairwise similarities. As the similarities are normalized, they can be
interpreted as probabilities of the points to be the neighbor of one another. For
this reason, t-SNE defines the mismatch as the Kullback-Leibler (KL) divergence
Ct−SNE(X) =

∑
i∈I,j∈I\{i} σij log (σij/sij). Minimisation is carried out with

gradient descent.
Early exaggeration is an empirical tweak that consists in multiplying all HD

similarities with a constant greater than one during the first iterations of the
optimisation, typically one fifth or quarter of them. This changes temporarily
the cost function and its gradient, with an increased tendency of similar HD
points to group together in the LD embedding, because the similarities sij sum
up to 1 while the σij sum up to a larger value.

3 Proposed t-SNE optimizer, without early exaggeration

This section introduces the proposed optimisation method, which removes the
need for early exaggeration during the first phases of optimisation.

Early exaggeration aims to help the clusters in formation move inside the
embedding by accentuating the forces at hand and making the clusters smaller.
Without early exaggeration, data points in movement are more likely to en-
counter large groups of dissimilar points and be subject to barriers or large
fluctuations in the gradients. This paper proposes an alternative optimisation
method without early exaggeration, where a strong momentum compensates for
the occasional impeding forces, giving points enough inertia to pass the barrier
of local gradient fluctuations. This work also normalises the gradients before
updating the momenta.

The proposed method uses Nesterov’s momentum [10], which makes (non-
stochastic) gradient descent converge faster. If J denotes a cost function to be
minimised, θt a parameter at iteration t, vt its momentum, and ∇θJ(θ) the
gradient of J with respect to θ, Nesterov’s momentum update the parameter θt

following the pair of rules:

vt = γ · vt−1 − η∇θJ(θ
t−1 + γ · vt−1) ,

θt = θt−1 + vt .

The proposed optimiser uses a very strong momentum with γ = 0.995; the
learning rate η is set to 1.

In order to keep a steady learning rate across data sets of varied sizes, the

gradient ∇xi
Ct−SNE for each parameter xi is multiplied by

√
2N

100∥∇XCt−SNE∥2
be-

fore being used in the momentum update, as a normalization. Operator ∥·∥2
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denotes the L2 norm, while
√
2N is the norm of a unit vector of the same di-

mensionality as ∇XCt−SNE, and 1/100 is empirical. This scaling term yields
better experimental results and complies with the documented recommendation
of increasing the learning rate of t-SNE with the data set size [7, 6].

4 Experiments, Results, and Discussion

The classical, legacy optimizer of t-SNE and the proposed optimiser without
early exaggeration are here compared. The Barnes-Hut [4] acceleration of t-
SNE is used in both cases. The methods were tested on 10 data sets of size
N and dimensionality M [11]: airfoil self-noise (N = 1502, M = 5), abalone
(N = 4176, M = 8), COIL-20 (N = 1440, M = 1024), Statlog landsat satellite
(N = 4434, M = 36), Gaussian blobs (N = 1000, M = 25), forest cover
type (N = 3000, M = 54), Californian housing data set (N = 2500, M =
8), gesture phase segmentation [12] (N = 4000, M = 18), plant (N = 1000,
M = 4), Anuran (N = 4000, M = 22), and single-cell RNA-seq data from
the adult mouse cortex (N = 23822, M = 50). Some of the data sets are
random subsamples of larger data sets; the features in the RNA-seq data set
are the first 50 principal components of selected scaled gene expression levels,
as in [6]. The embeddings produced with and without early exaggeration are
assessed quantitatively using the area under the curve (AUC) of the relative
neighbourhood preservation RNX indicator [13]; the closer the AUC gets to 1,
the better the neighbourhood preservation.

The standard t-SNE optimisation relies on the default hyper-parameter val-
ues as specified in [9]; the perplexity is set to 30, the embeddings are initialised
with PCA, and the optimisation runs for 1000 iterations. For each data set,
regular t-SNE is run 12 times in total, as a grid search for the best combina-
tion of 2 learning rates and 6 early exaggeration factors. Early exaggeration
factor ee is picked in {1, 4, 8, 12, 16, 20}, while the learning rate is either 200 or
max(Nee , 50)}. The former value 200 is a common default value for the learning

rate, whereas max(Nee , 50) stems from works showing that greater learning rates
are preferable on large data sets [6, 7, 9].

Concerning the proposed method, it relies on the same perplexity and number
of iterations as the standard optimiser. It is also initialised with PCA whitening
and thus the initial embedding is scaled to have unit standard deviation along
both axes. The learning rate is set to 1 and there is no early exaggeration; no
grid search is necessary here and therefore one run per data set suffices.

Table 1 displays the area under the curve (AUC) of the RNX curve for both
optimisers on each dataset, with the best scores highlighted in bold face. For
the standard method, the AUC of the best run during the hyper-parameter
grid searches is shown along with the corresponding early exaggeration factor.
The results indicate that the proposed method performs competitively with the
legacy optimiser on the considered data sets. Furthermore, this experiment
emphasizes the time-consuming challenge of tuning the early exaggeration factor,
as the best values vary widely across different data sets.

80

ESANN 2023 proceedings, European Symposium on Artificial Neural Networks, Computational  Intelligence and 
Machine Learning.  Bruges (Belgium) and online event, 4-6 October 2023, i6doc.com publ., ISBN 978-2-87587-088-9. 
Available from http://www.i6doc.com/en/.



Data set Proposed opt. Legacy opt. Early exag.

blobs 0.324 0.324 4

forest 0.569 0.555 20

plant 0.694 0.677 20

Anuran 0.561 0.535 1

COIL20 0.671 0.663 1

Abalone 0.594 0.596 4

airfoil 0.671 0.688 1

satellite 0.577 0.560 1

housing 0.587 0.573 1

RNAseq 0.484 0.466 4

Table 1: AUC of the RNX curves for both optimizers across 10 data sets; the
best value of early exaggeration for the standard method is reported.

Figure 1 shows the evolution of cost function Ct−SNE(X)across the iterations
for both optimizers. The blue curves correspond to the legacy optimizer, with
early exaggerations of 4 and 1 in the leftmost and rightmost plots, respectively.
The orange curves correspond to the proposed method. At the 1000th itera-
tion, the KL-divergence between the HD and LD similarities is seen to be lower
with the proposed method than with the legacy optimiser for both data sets.
Moreover, the proposed method seems to stabilize much faster close to its final
arrangement.

The end of the early exaggeration is clearly visible at 250 iterations on the
blue curve of the leftmost plot. A slight change of regime can be observed on the
other plot as well, despite early exaggeration is set to 1 and hence turned off.
This break in the curve is due to a change in the momentum parameter carried
out in the standard implementation at the same time as the early exaggeration
phase ends.

Fig. 1: Evolution of the t-SNE cost function across iterations.
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5 Conclusions and outlook

This work proposes a new optimizer for the cost function of t-SNE, which frees
the users from tediously searching an optimal early exaggeration factor. The
legacy and proposed optimizers are compared, the latter producing competitive
results across 10 data sets. The proposed optimisation method remains to be
tested on very large data sets, which is the aim of further works.

References

[1] Jan de Leeuw. Modern multidimensional scaling: Theory and applications (second edi-
tion). Journal of Statistical Software, 14, 10 2005.

[2] Geoffrey E Hinton and Sam Roweis. Stochastic neighbor embedding. In S. Becker,
S. Thrun, and K. Obermayer, editors, Advances in Neural Information Processing Sys-
tems, volume 15. MIT Press, 2002.

[3] John A. Lee and Michel Verleysen. Shift-invariant similarities circumvent distance con-
centration in stochastic neighbor embedding and variants. Procedia Computer Science,
4:538–547, 2011. Proceedings of the International Conference on Computational Science,
ICCS 2011.

[4] Laurens van der Maaten. Accelerating t-sne using tree-based algorithms. Journal of
Machine Learning Research, 15(93):3221–3245, 2014.

[5] George C. Linderman, Manas Rachh, Jeremy G. Hoskins, Stefan Steinerberger, and Yuval
Kluger. Fast interpolation-based t-sne for improved visualization of single-cell rna-seq
data. Nature methods, 16:243 – 245, 2019.

[6] D. Kobak and P. Berens. The art of using t-sne for single-cell transcriptomics. Nat
Commun 10, 5416, 2019.

[7] Anna Belkina, Christopher Ciccolella, Rina Anno, Richard Halpert, Josef Spidlen, and
Jennifer Snyder-Cappione. Automated optimized parameters for t-distributed stochastic
neighbor embedding improve visualization and analysis of large datasets. Nature Com-
munications, 10, 11 2019.

[8] L. van der Maaten and G. Hinton. Visualizing data using t-SNE. Journal of Machine
Learning Research, 9:2579–2605, 2008.

[9] F. Pedregosa, G. Varoquaux, A. Gramfort, V. Michel, B. Thirion, O. Grisel, M. Blon-
del, P. Prettenhofer, R. Weiss, V. Dubourg, J. Vanderplas, A. Passos, D. Cournapeau,
M. Brucher, M. Perrot, and E. Duchesnay. Scikit-learn: Machine learning in Python.
Journal of Machine Learning Research, 12:2825–2830, 2011.

[10] Yurii Nesterov. A method for solving the convex programming problem with convergence
rate o(1/k2). Proceedings of the USSR Academy of Sciences, 269:543–547, 1983.

[11] Moshe Lichman. UCI Machine Learning repository, 2013.

[12] Renata C. B. Madeo, Clodoaldo A. M. Lima, and Sarajane M. Peres. Gesture unit
segmentation using support vector machines: Segmenting gestures from rest positions. In
Proceedings of the 28th Annual ACM Symposium on Applied Computing, SAC ’13, page
46–52, New York, NY, USA, 2013. Association for Computing Machinery.
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Chapter 3. Contributions

3.6 FUnc-SNE: a fast, accurate, and unconstrained
NE method

Neighbour embedding methods that accurately model the repulsive forces
exerted on points in LD, like FIt-SNE [33] and BH-t-SNE [32], manage to
preserve intricate structures remarkably well [41–43]. However, in effect,
these methods tend to be slower than approaches relying on coarser, sam-
pling based approximations of the repulsive part of the NE gradients, such
as UMAP [40], LargeVis [83], or NCVis [85].
This work proposes a new sampling-based NE method which is both fast
and accurate in the preservation of local structures, bridging the gap be-
tween FIt-SNE and UMAP in terms of speed and quality. In short, this
method efficiently tracks neighbourhoods in LD, allowing the sampling
of close-by points to compute the repulsive interactions, resulting in more
precise repulsions at local scales. In addition to poorly capturing the local
repulsions, naive sampling-based NE tend to shift the attraction/repulsion
balance of the forces applied on each point. This imbalance can be tamed
by noise contrastive approaches [84, 85], where the cost function itself is
built around the idea of sampling positive and negative pairs from the
start. Instead of taking this route, the proposed method is built with inter-
activity in mind, where the user is free to tune the different hyperparam-
eters, including one controlling the attraction/repulsion balance, allow-
ing the extraction of different patterns with quick response times to user
inputs. The method is called FUnc-SNE, for Fast Unconstrained Stochastic
Neighbour Embedding.

As explained in Section 1.2, in order to have fully interactive methods,
accelerating the iterations of the optimisation is not the only requirement:
the methods also need to be able to quickly adapt to changes in data (fil-
tering, drifts in the data, and changing the number of points) or in hy-
perparameters relating to the HD side of the algorithm (distance metric,
neighbourhood size). The existing NE methods do not address this issue,
as they all rely on a sequential two-step approach in which the HD simi-
larities are first fully computed and then used in the optimisation phase.
The first phase can be quite costly and entails a significant overhead when
changes occur in data or hyperparameters, as the HD neighbourhoods and
similarities need to be recomputed fully.
In addition to proposing fast yet accurate gradient computations, this work
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steps out of the conventional 2-step scheme to NE by refining neighbours
in HD gradually during the optimisation. This approach puts to light a
convenient positive feedback loop that allows the HD neighbour refine-
ment to benefit from the improving LD configuration, while the embed-
ding itself benefits from the refined HD neighbours. This feedback loop
is in line with principles used by some modern KNN methods, which mix
nearest neighbour descent with tree based partitioning methods or random
projections [83]. This foundational rework in how to perform NE opens the
door to fast adaptations to changes in data or hyperparameters; experience
shows that modifying the distance metric or the neighbourhood size imme-
diately reflects in the embeddings. In theory, adding new points, removing
points, or modifying the HD data can also be handled without overhead,
although these scenarios came as an afterthought and the current imple-
mentation does not allow the online modification of the dataset.
This work also removes the constraint that methods like FIt-SNE and BH-
t-SNE impose on the LD dimensionality, allowing embeddings of arbitrary
dimensionalities.

As retrospective cogitations, the paper and Section 3.7 argue that FUnc-
SNE is a particularly good candidate for other uses than visualization, for
instance as a data pre-processing step. In such use-cases, interactivity be-
comes no longer relevant and the need for an adequate configuration arises
in order to get a good embedding from the first run, whatever the dataset
size and distribution in HD. One could therefore argue in favour of design-
ing another method which would tackle both shortcomings of sampling-
based approaches to accelerating NE: modelling the neighbours in LD like
FUnc-SNE would allow for precise local repulsions, and taking the noise
contrastive route when building the cost function [84, 85] would mitigate
the drift in the attraction/repulsion balance resulting from the sampling.
Another post-hoc realisation is that efficiently keeping track of both neigh-
bourhoods in HD and in LD throughout the optimisation can also come
useful in accelerating methods such as NeRV [90] or Fair Neighbor Embed-
ding [92], whose cost functions involve divergences between neighbour-
hoods going both ways to control the precision/recall balance in the em-
bedding.
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• A novel take on accelerating variable tailed (t-)SNE, embedding data points into arbi-
trary dimensionalities while keeping good local structure preservation. This bridges
a gab between UMAP (speed and arbitrary dimensionalities), and t-SNE variants (better
structure preservation).

• In contrast to other methods, the algorithm in itself, but not the public implementation, can
naturally adapt to dynamical datasets (receiving new points, deleting points, drifting
points) with no computational overhead.

• A novel algorithm to iteratively refine neighbour sets, less prone to local minima than
nearest-neighbour descent [1]. More importantly, the iterative KNN reveals insights on
a positive feedback loop between embedding iterations and KNN iterations, which is
exploited to the benefit of both sides.

• Insights on how NE can be repurposed to perform broader machine learning tasks.

• New insights on the effect of varying tails when modelling the LD neighbourhood distri-
butions, extending the theoretical and experimental results introduced in papers studying
the question.

• A GPU implementation with an accompanying GUI, allowing interactive exploration of
datasets of hundreds of thousands of points directly.
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Abstract

Neighbour embeddings (NE) allow the representation of high dimensional datasets into lower
dimensional spaces and are often used in data visualisation. In practice, accelerated approxima-
tions are employed to handle very large datasets. Accelerating NE is challenging, and two main
directions have been explored: very coarse approximations based on negative sampling (as in
UMAP) achieve high effective speed but may lack quality in the extracted structures; less coarse
approximations, as used in FIt-SNE or BH-t-SNE, offer better structure preservation at the cost
of speed, while also restricting the target dimensionality to 2 or 3, limiting NE to visualisation.
In some variants, the precision of these costlier accelerations also enables finer-grained control
on the extracted structures through dedicated hyperparameters.

This paper proposes to bridge the gab between both approaches by introducing a novel way
to accelerate NE, requiring a small number of computations per iteration while maintaining good
fine-grained structure preservation and flexibility through hyperparameter tuning, without limit-
ing the dimensionality of the embedding space. The method was designed for interactive explo-
ration of data; as such, it abandons the traditional two-phased approach of other NE methods,
allowing instantaneous visual feedback when changing hyperparameters, even when these con-
trol processes happening on the high-dimensional side of the computations. Experiments using
a publicly available, GPU accelerated GUI integration of the method show promising results in
terms of speed, flexibility in the structures getting extracted, and show potential uses in broader
machine learning contexts with minimal algorithmic modifications. Central to this algorithm is a
novel approach to iterative approximate nearest neighbour search, which shows promising results
compared to nearest neighbour descent.

Keywords:
Machine learning, data visualization, neighbor embedding, clustering, data pre-processing,
t-SNE, UMAP

1. Introduction

Neighbour embeddings (NE) is a family of algorithms aiming to reduce the dimensionality
of datasets non-linearly. For that purpose, NE define neighbourhoods around each point in the
original high-dimensional (HD) space, and find lower-dimensional (LD) representations of the
points such that the neighbourhoods around each data point in the reduced space are represen-
tative of those in the HD space, according to some given distance function. By focusing on
the preservation of local structures in the data, NE can unfold manifolds and produce meaningful
Preprint submitted to Neurocomputing February 2, 2026



embeddings of potentially very high-dimensional datasets. Therefore, NE is now a central tool in
biology [2, 3, 4] and any domain generating HD data can benefit from NE for either visualisation
or, less commonly, in algorithmic processing [5].

When used for visualisation, dimensionality reduction (DR) represents data in 2 or 3 dimen-
sional spaces. The main purpose is then visual data exploration, which can help develop intuition
on otherwise impalpable HD structures and, further, form or investigate hypotheses about data.
The visual representations can also be a support to explain a result that is rooted in data.

To be of interest, datasets typically have some structure, usually making their intrinsic dimen-
sionality smaller than the ambient dimensionality of the observed HD space, due to correlations
or other functional dependencies. Nevertheless, most datasets express an intrinsic dimensionality
that is still significantly larger than 2 or 3. As a consequence, DR for visualisation purposes can
at best represent part of the structure in such data. The challenge of DR for visualisation is that
the nature of the structures that will be preserved and represented somehow depends not only on
data, but also on the specific method of DR, its assumptions, design choices, inductive biases,
and hyperparameters.

Figure 1 illustrates these influences on the 2-dimensional embedding of a 2-dimensional
’S’ shaped plane laying in a 3-dimensional space. In the top panel, the first row evaluates the
pointwise correlation between the distances from each point to all other points in LD and HD,
red indicating low quality. The second row in the panel evaluates the preservation of the first
⌈K = 0.05N⌉ neighbours around each point, with N the number of points. In short, the colours of
the first row can be interpreted as a measure of the preservation of large-scale structures, while the
second row evaluates the soundness of apparent local structures. Principal component analysis
(PCA) [6] yields a projection that preserves the global ’S’ shape of the data, although the width
of the ’S’ is not well preserved visually, causing intrusions in the LD neighbourhoods. With
t-SNE [7], belonging to the family of NE, the local structures are generally well preserved, at
the price of distorting larger-scale structures. A change in the perplexity hyperparameter, which
determines the neighbourhood size that t-SNE considers, can produce noticeable effects on the
embedding, tearing the manifold apart in different places. In the top view, the two rightmost
columns differ only in the number of points sampled in total from the S-shaped distribution; de-
spite that, visually, the embeddings have very little in common. Unbalanced sampling can also
lead to misleading embeddings, as shown in the bottom panel. There, the bottom half of the
S-shaped distribution is sampled 10 times less frequently than the top half; as a result, the NE
shrinks the less sampled half and even detaches both halves of the "S" with some hyperparameter
configurations. These drastic differences are mostly due to the tendency of t-SNE to tear mani-
folds in "zones of weakness", where the local density in HD is low relative to surrounding areas.
These occur naturally when then data distribution is too scarcely sampled to homogeneously cap-
ture the underlying structures in HD. As a consequence, when using NE for visualisation, a grid
search over hyperparameters and methods does not systematically map to the extraction of the
same predictable properties of data, and one can only use broad heuristics if not in the capacity
to take into account the specificities of the data distribution and sampling process.
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Figure 1: The impact of the DR method design choices, set of hyperparameters, and sampling of the data on the bidi-
mensional representation of a 3-dimensional dataset. All t-SNE are performed with a PCA initialisation. Top view: the
colours in the 1st row represent how well the distances are preserved (global structures), the 2nd row shows how well the
neighbourhoods are preserved for each point (local structures); red means low quality. Bottom view: the colours label
the top and bottom halves of the S-curve; the bottom half is less sampled than the top half.

The high intrinsic dimensionalities of data combined with the observation that embeddings
exhibit high variability depending on the data-method-hyperparameters triad makes visual data
exploration a delicate art. A proficient user must not interpret what is shown as the unique true
structure of the data but rather as one partly correct, yet potentially misleading representation.
To explore the dataset in a principled manner, across multiple LD representations, one must
carefully balance confirmation bias (to filter out irrelevant information) with the capability to
question one’s assumptions about the data.

From these considerations, we define three high-level properties that the ideal method of NE
should exhibit.

• The method should yield correct embeddings, in the sense that the embedding is a reason-
3



able solution given the objective of the method.

• The method of NE should also be flexible: the user must be able to adjust hyperparameters
in order to explore data from different viewpoints.

• To allow for an intuitive and interactive exploration of data from those multiple viewpoints,
NE must also be fast.

This paper proposes a novel approach to optimising a modified t-SNE objective function. The
proposed method of NE satisfies the three desired properties by increasing t-SNE’s speed and
flexibility. The method produces embeddings of quality competitive with t-SNE and UMAP[8],
while keeping O(N) time and memory complexities and a reasonable effective number of compu-
tations per iteration. Building on the intrinsic speed and parallelisability of the proposed method,
its algorithmic implementation is coded to run on GPUs and it is available in a public reposi-
tory (https: // github. com/ PierreLambert3/ fast_ htSNE ), reaching speeds compatible
with interactivity for datasets of hundreds of thousands of points. The implementation allows
for instantaneous visual feedback on hyperparameter changes, even if the hyperparameter con-
trols properties on the HD side of the method, such as the perplexity or distance metric. Any
such change in regular algorithms of NE would typically trigger a new, generally long, complete
pre-computation of neighbour affinities before actually resuming the embedding optimisation. In
addition to speed and correctness, the proposed method offers greater flexibility than the stan-
dard t-SNE or UMAP algorithms, as it allows for LD similarity distributions with tails of varying
weight, following the works in [9, 10]. Experiments show that this particular property can extract
structure and patterns in data that would otherwise remain hidden. The method allows for em-
bedding data points into arbitrarily large dimensionalities, allowing its use outside of the strict
visualisation context. This property was until then lacking in accelerated variants of t-SNE, a
subgenre of NE that outperform other methods like UMAP in local structure preservation, as ob-
served in this paper’s empirical assessments and in [11, 12]. On a side note, the proposed method
of NE required a novel iterative technique to refine neighbour sets. This procedure can be used
in other applications and brings insights on the possible use of directed embeddings to perform
fast iterative approximate neighbourhood searches in large and potentially changing datasets.

The rest of this paper is organised as follows. Section 2 presents a detailed summary of the
current state of NE for visualisation, from their advent to key technical insights under the hood
of t-SNE, which is the specific method of NE this paper builds upon. The same section also
overviews the current state of the most used methods of NE, mentioning the principal directions
of research and comparing them. Section 3 describes the proposed method of NE, starting from t-
SNE and its close variant h-t-SNE [10]. Section 4 evaluates the proposed method across multiple
criteria and datasets, comparing the method to others of the same breed. The novel iterative
process to find K-nearest neighbours is also evaluated and compared to nearest-neighbour descent
[1], showing promising performances.

2. The state of neighbour embeddings

The first half of the section reviews the history of NE, motivates its adoption, and describes
t-SNE, one of the most popular variant of NE to date from which this work iterates.

The second half of this section introduces two major directions in which research and meth-
ods of NE are aimed at: speed and flexibility. As its most prominent challenger in popularity,
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UMAP is compared to t-SNE with regards to the three introduced desirable properties (correct-
ness of the LD embeddings, speed, and flexibility).

2.1. From linear projections to neighbour embeddings
Until 2002, the use of DR for visualisation was mainly limited to PCA and multidimensional

scaling (MDS) [13], these methods are based on measures of variance for PCA or pairwise dis-
tances for MDS. PCA is a linear method which severely restricts is feature extracting power.
When data dimensionality grows, the pairwise distances display a ratio of their mean over vari-
ance that increases too, a phenomenon referred to as the concentration of norms and distance
[14]. Intuitively, norm concentration implies that points in HD datasets tend to be nearly equidis-
tant. As a consequence, embedding HD data in LD spaces by explicitly preserving distances
is as vain as squaring a circle: LD spaces are not expressive enough to accommodate the kind
of distributions of distances that live in HD spaces. In the context of visualisation in 2D or
3D, norm concentration thus restricts the use of MDS to datasets with reasonably low intrinsic
dimensionalities and low noise in the ambient dimensionalities.

In 2002, Hinton et al. introduced a new paradigm for dimensionality reduction with their
work on Stochastic Neighbour Embedding (SNE) [15]. Their method aims to produce visual
embeddings that are both resilient to norm concentration and able to capture fine-grained struc-
tures in the data by defining its loss function around the principle of neighbourhood preservation.
In SNE, the authors define a differentiable function to model neighbourhoods around each point
in HD and LD as a normalised Gaussian function of their distance. The distance is defined to be
Euclidean in the LD space, but it can be measured otherwise in the HD space. The embedding
is produced by first initialising the points randomly or in an informed manner, then, the embed-
ding is iteratively updated by minimising the Kullback-Leibler divergence between the fixed HD
Gaussian neighbourhoods and their changing LD counterparts. In fact, SNE revealed structures
in HD data that had remained unseen until then. For instance, the method visually showed for
the first time a clear aggregation of numbers of the same class in the MNIST dataset, without
supervision [15].

The results of SNE were groundbreaking at the time of publication, although it later became
obvious that modelling neighbourhoods with Gaussian functions in the LD space led to ‘crowd-
ing’ problems, with overly cluttered visualizations [7]. To address this issue, t-SNE models the
LD neighbourhoods with a normalised hyperbolic function that relates to Student t distributions
with a single degree of freedom. This counter-intuitive mismatch between the profiles of the
HD and LD neighbourhood functions induces a distance stretch and therefore broadens the gap
between clusters of points in the embedding, improving cluster visualisation but also introducing
an inductive bias that fragments manifolds like dry soil. Such a tearing apart can happen on
different scales, depending on the data sampling and hyperparameters, as showcased in Figure 1.

Figure 2 shows embeddings of the single-cell RNA sequencing of cells from a mouse neo-
cortex [2], a data set that is further studied in [16]. Grey-brown colours show non-neuron cells,
hot colours indicate inhibitory neurons, colder colours represent excitatory neurons. The PCA
projection reveals an aspect of the global structure, with non neural cells located far from neu-
rons, and the neurons themselves clearly distinguished between excitatory and inhibitory types.
The MDS embedding adds further details to the structures shown by PCA. In contrast, t-SNE
and UMAP discard the largest-scale structures, as a price to pay for revealing a finer-grained
hierarchy of clusters that could not be highlighted by the use of raw distances.
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Figure 2: Visual comparison of embeddings of a single-cell transcriptomics dataset studying cells in mice brains. The
global organisation in the t-SNE embedding is vestigial from an informed PCA initialisation: random initialisations
shuffle the inter-cluster organisation. Neighbour embeddings are frequently initialised non-randomly [16].

2.2. Student t-distributed stochastic neighbour embedding: t-SNE

Formally, let X = [xi]1≤i≤N denote the HD coordinates of the data and Y = [yi]1≤i≤N be
their corresponding LD representations. Building on the fixed distances δi j measured between xi

and x j in HD, t-SNE models the soft, probabilistic neighbourhoods in HD by the symmetrised
pairwise normalised similarities pi j, defined as

p j|i =
exp(−δ2i j/2σ

2
i )

∑
k,i exp(−δ2ik/2σ2

i )
, pi|i = 0 , and pi j =

p j|i + pi| j
2N

, (1)

where the individual, point-specific radii σi are adjusted during initialisation to comply with a
user-set perplexity, this allows the HD Gaussian model of neighbours around each point to scale
to the local density of the HD sample.

In the LD space, the corresponding soft probabilistic neighbourhoods are modelled through
normalised similarities qi j, defined as

qi j =
(1 + ∥yi − y j∥2)−1

∑
k,l(1 + ∥yk − yl∥2)−1 , qii = 0 . (2)

To determine the optimal embedding Y, t-SNE uses gradient descent to minimise the Kullback-
Leibler divergence KL(P||Q) =

∑
i, j pi j log(pi j/qi j) between the two neighbourhood distribution.

The gradient for the LD coordinates gets written down as

∂L
∂yi
= 4
∑

j,i

(pi j − qi j)(1 + ∥yi − y j∥2)−1(yi − y j) . (3)

At each iteration, the contribution of the jth point to the representation yi of the ith point can be
understood as a force aligned on y j − yi, which is either attractive, if the points are more similar
in HD than they currently are in LD, or repulsive otherwise.

Most other methods of NE have their own peculiarities to model the neighbourhoods in both
spaces or to define the cost function. However, they all share the common principle of con-
structing a representation of the dataset where embedded points are subject to pairwise attractive
forces and repulsive forces, driven by the difference between sparse local affinities computed in
HD, and affinities computed in LD.
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2.3. The evolution of neighbour embeddings

The time complexity of standard t-SNE is quadratic in the size of data (O(N2)), restricting its
use to datasets of a few thousands of points at most. This is problematic in some fields like the
study of single-cell data in biology, where datasets can grow to hundreds of thousands or mil-
lions of points. The following paragraphs bring a quick overview of the efforts that were made
to reduce the time complexity of NE.

Algorithmically, NE naturally decomposes into two subsequent steps: (i) all preliminary
computations involving the given, fixed data, like δi j, σi, and pi j, and (ii) the actual optimization
of Y and related variable quantities like qi j. Computing the HD similarities pi j can be partic-
ularly slow, as it involves O(N2) distances in the HD space. However, using them exclusively
within Gaussian functions to characterise local neighbourhoods induces sparsity that allows ac-
celerated methods to drastically reduce the number of considered pairwise interactions in HD,
by limiting these to neighbours only. The neighbour sets in HD can be computed in various
ways. Barnes-Hut t-SNE [17] uses VP trees, whereas FIt-SNE [18] uses multiple randomised
K-D trees to quickly coalesce accurate neighbour sets. Uniform manifold approximation and
projection (UMAP) [8] uses nearest-neighbour descent [1]: an iterative refinement of randomly
initialised neighbourhoods, where new neighbour candidates are generated from neighbours of
neighbours, until convergence. LargeVis [19] uses a combination of nearest-neighbour descent
and random projections to determine the neighbour sets in HD. While these algorithms greatly
accelerate the first phase of NE, computing the HD neighbours still takes a noticeable fraction of
the total runtime of NE, especially with datasets that are both large and very highly dimensional.

Accelerating the second algorithmic phase of NE, involving gradient descent, is not as straight-
forward as for the preliminary computation of HD similarities. In the LD embedding space, the
similarities are generally defined using heavier tailed distributions than in HD. As a consequence,
acceleration cannot rely on sparsity and short-range interactions restricted to only a few neigh-
bours like in the HD space. Instead, fast methods of NE usually accelerate the gradient descent
iterations with (locally adaptive) undersampling, like Barnes-Hut trees [17] or negative sampling
[8, 19].

Negative sampling, used in UMAP and LargeVis, reduces the computational cost of estimat-
ing the ambient field of repulsive forces by ignoring the majority of pairwise repulsive inter-
actions. At each iteration, for each point, the global landscape of the field in LD that the point
‘perceives’ is coarsely approximated by probing just a handful of randomly selected other points.
The small resulting force is rescaled to mimic N − 1 interactions. Methods of NE with negative
sampling have iterations ofO(N) time complexity, and the simplicity of the approach grants them
generally higher effective speeds than other methods. However, by considering that the volume
of a n-ball of radius r increases with rn, the probability of sampling a distant point is much
higher than that of sampling a similar point. As a result, the local and mid-range components of
the repulsive field are poorly under-estimated with negative sampling, allowing points to easily
intrude, that is, to trespass unauthorized neighbourhoods. As a consequence, many seemingly
close neighbours in the LD space are not actual neighbours in the HD space. This downside is
clearly apparent when evaluating the quality of embeddings with quantitative criteria such as in
[11], in [12], and as will be witnessed again later in Figure 6.
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Instead of approximating the repulsive forces with unbiased random samplings, other accel-
erated methods, like Barnes-Hut t-SNE and FIt-SNE, model the occupancy of the LD space more
faithfully by aggregating repulsive forces in a locally adaptive way. Intuitively, the idea is that
if a tight cluster of points lies away enough in a certain direction, all nearly aligned repulsion
vectors can be summarized into a single large vector, hardly losing any information in the pro-
cess. Compared to negative sampling, modelling the LD space occupancy to approximate the
pairwise interactions allows for more precise gradients, in particular those regarding local repul-
sive interactions, as supported by Figure 6 and in [11]. Barnes-Hut t-SNE and FIt-SNE achieve
time complexities of O(N log N) and O(N), respectively, which are both significant improve-
ments over the original O(N2), but their effective speed is generally noticeably lower than that of
methods using negative sampling, due to the burden of better modelling the LD space occupancy
at each iteration. Another hard limitation of such methods is that they scale exponentially with
the target dimensionality, restricting their use to visualisation only.

Beyond accelerating NE, researchers have also attempted to enhance the flexibility of meth-
ods, such that they can yield embeddings that reflect different points of view on the data, con-
trolled by hyperparameters. In particular, researchers have investigated the effect of modifying
the profile of the LD similarity distribution with respect to distance, shifting the dynamics of
optimisation to reveal structures with different granularities [10, 20, 21]. The authors show that
LD similarities with heavier tails tend to produce finer-grained, more fragmented clusters, as
illustrated in Figure 3. In this figure, the handwritten MNIST dataset is represented in 3 embed-
dings, with varying tail heaviness in the LD similarities. Lower α values correspond to heavier
tails, α = 1 is equivalent to (an accelerated) t-SNE. Looking at the 3 whole embeddings of Fig-
ure 3a, the large digit-specific clusters apparent using a t distribution (leftmost embedding) get
fragmented when increasing the ‘heavytailedness’ of the LD similarity distribution. The views
3b and 3c highlight how the dynamics using heavier tails result in finer clusters. The notation
X̄c designates the mean image (in HD) of the cluster c (determined in LD). In this figure, the
histogram h(cx, cy) represents the distribution of points from the set cx ∪ cy along the HD axis
(X̄cx − X̄cy ), after centring the set on either X̄cx or X̄cy . The red bar colour represents cx, and blue
for cy.
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(a) Representations of the MNIST dataset by the proposed method, with increasingly heavy tails on the LD similarities, from
left to right.

(b) Subset of the "1" digits, as displayed using moderately
heavier tails than t-SNE. (c) Subset of the "4" digits, as displayed using very heavy tails.

Figure 3: Effect of heavier tails in the LD similarities (small α) on the visual separation of groups of points, on the
MNIST handwritten digits dataset. Embeddings produced by the proposed method.

Looking at a subset of the points with label ‘1’ in Figure 3b, one sees that this part of the
embedding appears to be organised by the tilt angle of the ‘1’, along the horizontal direction in
the embedding. Assuming a homogeneous sampling and uniformly distributed tilt angles, one
would expect these points to lie on a continuous one-dimensional manifold. The separation into
multiple sub-clusters when going from α = 1 (t-SNE) to α = 0.5 apparent in Figure 3b can
therefore be surprising, and one can wonder whether this subdivision is truly driven by data or
whether it is an unrelated artifact of the optimisation dynamics. The histograms reveal that the
clusters get separated in LD around a dip in the probability distribution along certain directions
in HD, which shows that the sub-cluster separation bears a meaning. At this point, one can only
hypothesise to explain the dip in the histograms along these directions: does it stem from some
unfortunate sampling? or is it a shared bias in the handwriting of humans? or perhaps the digi-
talisation by the camera misrepresents some angles?
Similar observations can be made by looking at Figure 3c, where a subset of the digit ‘4’ gets
fragmented into 4 clusters when going from α = 0.5 to α = 0.4. Looking at the 6 possible pairs
of clusters, one can reasonably conclude that, when using heavier tails, this method of NE has
found directions of weakness, along which a dip in the distribution of points initiated the frag-
mentation of a cluster from HD to LD.
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Exploring the landscape of embeddings produced by different LD similarity distribution
shapes can greatly enhance the visualisation process, in particular when integrated to an interac-
tive visualisation software responding visually and in real time to changes in hyperparameters or
data. Such an integration allows the user to intuitively grasp the links between different confor-
mations through the movement of the points, effectively adding another accessible dimension to
the usual static embeddings. Interactivity requires methods to be very fast to (re)start and to run.
Unfortunately, having tweakable LD similarity distribution shapes is not particularly adapted to
the fastest methods relying only on negative sampling to estimate the effect of repulsive field on
each point. This comes from the fact that the tailedness of the LD similarities has a significant
role in the delicate attraction/repulsion balance across all scales [22], including the local ones,
resulting in the fine grained structures seen in (Figure 3 ).

To conclude with this quick overview of NE, methods like FIt-SNE can precisely model the
repulsive forces applied to each point, at each iteration. This accuracy makes such methods mod-
ifiable to broaden the spectrum of extracted structures. However, their accurate way to evaluate
repulsive interactions in the LD space decreases their speed, reduces their interactivity, and limits
the target dimensionality to 2 or 3. Other methods like UMAP run faster indeed, at the cost of
embedding quality and flexibility. The next section introduces a method that bridges this gap
by improving the estimation of the local repulsive forces compared to using negative sampling
only, allowing greater flexibility, while still running extremely fast (smooth interactivity-enabling
speeds at hundreds of thousands of points on a GPU-bearing laptop, given reasonable HD dimen-
sionalities in the order tens or low hundreds); without constraints on the target dimensionality to
2 or 3, a property explored later in the results.

3. A Fast, UNconstrained SNE: FUnc-SNE

Our proposal builds upon a recent generalised method of NE [10]. The authors extend the
definition of NE, with a more flexible shape for the LD similarities, which gets an additional
hyperparameter α ∈ R>0 that determines how heavy the tails are in the distribution. The LD
pairwise similarities qi j are defined as

qi j =
wi j∑

k,l wkl
with qii = 0 and wi j =

1(
1 + ∥yi−y j∥2

α

)α . (4)

The gradient then becomes

∂L
∂yi
= 4
∑

j

(pi j − qi j)w
1/α
i j (yi − y j) . (5)

When α takes values between 0 and 1, the tails of the LD similarity distribution are heavier than
that of a Student t-distribution; α = 1 is equivalent to t-SNE; when increasing alpha towards
infinity, the tails decrease asymptotically.

In order to accelerate the algorithm without constraining the LD space to 2 or 3 dimensions
while keeping a good approximation of the local repulsive forces, this paper proposes to cut
the gradient definition for a point i into three terms, explicitly distinguishing neighbours in HD,
neighbours in LD but not in HD, and the rest of the points. Let the twin sets of HD and LD
neighbour indices for the ith point be denoted NHD

i and NLD
i , respectively, and ∂L

∂yi| j
be the gradient
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on yi resulting from interacting with the point number j. The cost function gradient can be
re-written as

∂L
∂yi
=
∑

j∈NHD
i

∂L
∂yi| j

+
∑

j∈NLD
i

& j<NHD
i

∂L
∂yi| j

+
∑

j<NLD
i

& j<NHD
i

∂L
∂yi| j

. (6)

Notice that the union of the these sets of indices encompasses all pairwise interactions for i, and
their intersection is empty. In sufficiently large datasets, the majority of the interactions corre-
spond to the third term of the sum, where point number i interacts with points that are neither
neighbours in HD, nor in LD. This part is what is approximated by negative sampling in methods
like UMAP and LargeVis. The proposed method also performs negative sampling to estimate this
portion of the gradient.

The first term of the sum corresponds to indices j that are neighbours of i in HD. This sum is
the sole portion of the cost function responsible for the attractive pairwise interactions, therefore,
all NE methods consider this sum somehow in their loss function. When HD neighbours get too
close in the embedding, negative forces between them can be generated either as a direct conse-
quence of the loss function, or in some methods as an additional aesthetic layer of interactions.
However, commonly, a large part of the neighbours in LD are not neighbours in the HD set,
which leads to the second term of the sum, a novelty of the proposed method.

The second term of the sum concerns pairwise interactions with points that are neighbours
of i in LD, but not in HD. This allows the proposed method to more precisely model the local
LD structures around each point than methods using only (unstructured) negative sampling like
UMAP. While the proposed method does not precisely capture the whole range of scales at which
pairwise interactions occur, as FIt-SNE or BH t-SNE would, experiments show that this simple
addition can bring satisfactory results with a reduced cost, assuming an efficient way to approx-
imate neighbours in LD. This simplification also allows the proposed method to embed points
into arbitrarily high dimensional spaces as UMAP can, because modelling the whole occupancy
of the LD space is no longer required. Table 1 places the proposed approach between the two
traditional directions for accelerating NE.

Close range Medium range Far away
Negative sampling only poor poor correct

Modelling the whole space correct correct correct
FUnc-SNE (proposed method) correct poor correct

Table 1: Comparison of the quality of approximation of the different components of the repulsive field around each
point, for negative sampling based methods (like UMAP), methods that model the whole LD space occupancy (like FIt-
SNE), and the proposed approach. The distinction between the different ranges is subjective and generally not explicitly
formalised in the NE methods; the aim of this table is to bring a high-level overview.

Compared to negative sampling based approaches, the proposed formulation adds repulsions
between neighbours in LD, to better represent local structures. Compared to approaches that
model the LD space occupancy directly, this simple approach shifts the problem of quickly and
accurately modelling the LD space, into that of quickly and accurately modelling the neighbour-
hoods in LD.
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Let N̂HD
i and N̂LD

i denote the approximate sets of neighbours around point i in HD and LD, re-
spectively. As a reminder, all other methods of NE proceed with two phases: (i) determining
the exact or approximate HD KNN sets for all i, and (ii) using gradient descent to optimise the
loss function. The proposed approach bypasses the first phase by interweaving neighbourhood
discovery and gradient descent (GD), admitting that the first GD steps will yield very noisy esti-
mates.

Algorithm 1: refining a KNN set for a point i

bool refine_KNN(i,X,KNNhere,KNNother,K):
candidate← i
if rand(0.0, 1.0) < 0.05 then

candidate← randint(0,N) // exploration

else
lookIn← KNNhere // exploitation
if rand(0.0, 1.0) < 0.5 then

lookIn← KNNother // exploitation (other space)

for d← 0 to randint(2, 4) do
candidate← lookIn[candidate][randint(0,K)]

// Insertion is a success if the candidate is not already a
neighbour, is not i itself, and is closer to i than i’s
farthest neighbour.

success← perhaps_insert_candidate(i,X,KNNhere,K, candidate)
return success

Taking inspiration from nearest-neighbour descent [1], the method iteratively looks at neigh-
bours of neighbours to generate candidates for the sets N̂HD and N̂LD. A peculiarity of this
algorithm is that both estimated neighbours sets communicate during candidate generation: a
candidate neighbour destined for N̂HD

i can be generated from neighbours of neighbours in LD
or in HD, as shown in Algorithm 1. Considering that the GD steps occur at the same time, the
method benefits from a convenient positive feedback loop: the better the embedding (through the
gradients), the better the KNN estimation for both spaces (better candidates); closing the loop:
the better the KNN sets, the better the gradients, and the better the embedding.
This approach shares nearest-neighbour descent’s linear complexity with respect to the number
of points per iteration. However, where nearest-neighbour descent performs a complete search of
neighbours of neighbours at each iteration, the proposed approach only samples a few candidates,
spreading the search across more iterations.

The effect of the feedback loop can be witnessed in Figure 4, where the quality of N̂HD
i is

evaluated across iterations, using a fixed embedding (no feedback) and an embedding progres-
sively updated through gradient descent. The quality measure is the area under the curve RNX(K)
[23] (AUC of RNX(K)) for the first 256 neighbours (1 ≤ K ≤ 256); the estimate N̂HD

i is compared
to the exact NHD

i computed for the purpose of this validation experiment. In short, RNX(K) mea-
sures the intersection between two sets of neighbours across all scales K, subtracting the baseline
associated with the expected rate of fortuitous neighbour matches and rescaling accordingly be-
tween 0 (not better than purely random) and 1 (perfect retrieval). The AUC of the RNX(K) gives
a multi-scale overview of the quality of the neighbour set. These plots show that using the NE
gradients in the LD embedding increases the speed at which the neighbour sets in HD are re-
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fined, despite not changing the KNN-finding portion of the method. Interestingly, increasing
the dimensionality of the LD embedding from 2 to 8 seems to increase the positive effect of the
feedback loop. One explanation is that the more voluminous space allows points to organise
more freely, allowing for more faithful structures in LD, which in turn helps generating better
candidates for neighbour refinements in HD. A more detailed evaluation of the KNN discovery
scheme is presented in the next section.

Figure 4: Evolution of the quality of the estimated KNN sets in HD throughout time, with a fixed embedding (red) or
embeddings subject to optimisation (blue).

During optimisation, flags are used to keep track of points that discovered new neighbours in
HD. Periodically, the flagged points have their associated adaptive bandwidth in HD (σi) updated
using a warm restart from their previous value, for efficiency. The associated HD similarities are
then updated accordingly. For datasets of reasonable size, for instance with less than 300 × 103

points, if running the algorithm on a modern laptop with a GPU, the quality of each KNN set
in N̂HD quickly approaches the maximal value. To prevent superfluous computations and favour
the GD part of the algorithm once the sets in N̂HD are close to those in NHD, the refinement of
N̂HD can be skipped. The probability of performing the refinement of N̂HD is arbitrarily set to
0.02 + 0.98E[ Nnew

N ], where E[ Nnew
N ] is the smoothed fraction of points that have successfully re-

ceived new neighbours in the recent past. Since the embedding is subject to a GD step at each
iteration, N̂LD is systematically refined at each iteration. Refining the LD KNN sets is less costly
than in HD, due to the lower dimensionality and because changes in N̂LD do not trigger the same
cascade of adjustments as in HD. Naturally, iteratively updating the LD neighbours requires the
learning rate to be reasonably small, to allow the sets to keep up with the changes in the LD
coordinates. In practice, however, large learning rates do not seem to have a noticeable negative
effect on the method, perhaps because allowing the use of HD neighbours to generate candidates
provides a stable source of good candidates for LD neighbours that are unaffected by changes in
the embedding. Algorithm 2 brings a summary of the procedure.
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Algorithm 2: The FUnc-SNE loop

procedure FUnc-SNE(N,Kmax,PPinit,metricinit,XLD,XHD):
KNNHD ← randomIndices(N, K) // KNN: distinct indices
KNNLD ← randomIndices(N, K) // indexed as KNN__[i][k]
σ← onesFloat(N) // allocate each radius in HD
P← onesFloat(N,K) // Symmetrised HD similarities
F← onesBool(N) // flags indicating an update in KNNHD[i]
EHD ← 1
t← 0
estimated_denominator← 1 // for the LD similarities
while not done do

t← t + 1
// 1. radii and similarities in HD, if KNNHD updated
if (t % 10) = 0 then

// Only points with an active flag are involved
EHD ← 0.95 × EHD + 0.05 × sum(F)/N
adjust_radii(F, σ,XHD,KNNHD)
adjust_P(F, σ,XHD,KNNHD,P)
memset(F, 0) // clear all flags

// 2. refining neighbourhoods (not shown here: 32
candidates are generated per point per iteration instead
of 1)

if rand(0.0, 1.0) < 0.02 + 0.98 × EHD then
for i← 0 to N − 1 do

F[i]← refine_KNN(i,XHD,KNNHD,KNNLD,K) // HD

for i← 0 to N − 1 do
refine_KNN(i,XLD,KNNLD,KNNHD,K) // LD

// 3. one GD step: for a point i, interactions are computed
on KNNHD[i], KNNLD[i], and a handful of random samples. The
estimated_denominator variable is also updated globally
from the sampled LD similarities.

GD_step(XLD,P,KNNHD,KNNLD, estimated_denominator)

In addition to benefitting from the aforementioned positive feedback loop, refining the KNN
sets concurrently with the GD steps makes the algorithm natively adaptable to online learn-
ing, where points can be added or removed on the fly, without disturbing the flow of iterations.
However, the current implementation is not designed around this use case. In the same vein,
another positive aspect of abandoning the traditional two-phase approach is that the algorithm is
particularly well suited to integration in interactive visualisation software. Optimisation begins
immediately after the initial memory allocations, giving the user immediate visual feedback. In
practice, meaningful structures start appearing soon after launch and well before the estimated
HD neighbours sets converge. Similarly, the proposed scheme allows the embedding to adapt
seamlessly to hyperparameter changes in the HD side of the NE, such as the distance metric or
perplexity.
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In practice, having heavy tails in the LD kernels (α ≪ 1.0) tends to produce numerous visual
clusters with very high intra-cluster point densities, hampering visualisation. For this reason, the
proposed method keeps the attractive forces separated from the repulsive ones by distributing pi j

and qi j in the gradient formula ( ∂L
∂yi
= 4
∑

j

[
pi jw

1/α
i j (yi − y j) − qi jw

1/α
i j (yi − y j)

]
); the two vectors

are aggregated at the time of applying the gradients using a scaling factor as hyperparameter.
This allows the user to counteract the visual collapse of clusters when using heavy kernel tails
in LD by increasing the repulsive forces on the fly. The proposed method can also optionally
increase the attractive forces at the start of the optimisation to facilitate the movements of points,
as commonly done with early exaggeration [24] in other methods. The hyperparameter can also
come handy when dealing with very large datasets, where enhancing the attractive forces is often
recommended, for less crowded visualisations [16].

Since the HD KNN discovery is more effective when the embedding reflects the HD data,
the algorithm can benefit from a bit of help in the very first iterations to jump start the HD KNN
discovery. To do so, if the algorithm is used in an interactive GUI, playing with the hyperpa-
rameters in the early iterations tends to change the embedding sufficiently to allow a good initial
exploration in the HD KNN finding routine. Outside of the interactive setting, the same effect
can be obtained by performing a couple of random linear projections of the data towards the LD
space every 10 or 20 iterations during the first 100 or 200 iterations instead of using the NE gra-
dients. While not strictly necessary, this can help reduce the number of iterations required to get
good estimated HD neighbour sets. This is similar in philosophy to how LargeVis [19] combines
nearest neighbour descent with random projections to determine neighbours in HD.

A final trick worth mentioning is the recommended addition of an ‘implosion’ button in vi-
sual software interfaces for the method. The gradient formula shows that the bigger the scale
of the embedding in LD, the smaller the relative gradient norms. This can be problematic if
visualising the data in real time through a continuous optimisation, because some combinations
of attraction / repulsion ratios and LD pairwise similarity distribution shapes can lead to a seem-
ingly ever-expanding embedding. The software provided with the proposed method features an
‘implosion’ button where the whole embedding coordinates are scaled down by a large factor,
allowing the gradients to be significant again.

The method scales linearly with the number N of points, and the dimensionality M of the
data. The linear increase in time with M is particularly noticeable in the implementation accom-
panying this paper, because the distance computations are not parallelised, contrary to the rest
of the algorithm. The time to compute the M-sized sum involved in most distances might be
lessened by the use of parallel reduction in future implementations. When using the method for
interactive data visualisation, it is recommended to first reduce the HD dimensionality of the data
linearly to a manageable number of dimensions, depending on the machine and dataset size, in
order to keep a high number of iterations per seconds for a smooth experience. In NE, it is quite
common to see PCA being used for that, and keeping 50 to 100 components before running the
NE itself [16]. When using NE for visualisation, the LD dimensionality is so low that reducing
the HD dimensionality to 50 generally does not have a noticeable impact on the visual results.
Exceptions to the rule exist, when datasets already have very little redundancy extractable by
linear methods, which is often the case when exploring latent spaces of deep neural networks.
It should be pointed out that the abrupt break in the quality of the repulsive field when passing
from an accurate approximation for close relationships (through the approximate LD neighbour-
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hoods) to a coarse approximation in further ranges (through negative sampling) can sometimes
make the embeddings reach equilibria that are visually different from those of other methods
like BH-t-SNE and FIt-SNE for identical sets of hyperparameters. In practice, changing the re-
pulsion/attraction ratio can lead to configurations that strongly resemble those obtained by other
variants of t-SNE like UMAP, in agreement with published results [22].

The next section evaluates the embedding method and the KNN finding subroutine empiri-
cally, both qualitatively and quantitatively.

4. Empirical evaluation

Subsection 1 evaluates the method in its capability to produce embeddings for the purpose of
visualisation both qualitatively and qualitatively. Its running time is also assessed. Subsection 2
evaluates the capacity of the algorithm to model data at dimensionalities higher than 2 or 3.

4.1. The case of data visualisation

In the following paragraphs, the method is evaluated in the context of data visualisation by
considering 2-dimensional embeddings. Two hyperparameters are central to the method: the at-
traction/repulsion ratio of the forces exerted on the data points, and the thickness of the tails in
the LD kernels. Figure 5 shows the effect of these two hyperparameters visually on embeddings
of single-cell datasets.

The left panel corresponds to ‘mouse brain’ [2], where hundreds of messenger RNA se-
quences are measured in 23 thousand cells found in the brains of rats. The colours were tai-
lored by biologists to reflect the nature of the cells at hand, hot colours represent inhibitory
neurons, cold colours correspond to excitatory neurons, and grey-ish colours are other types of
cells present in the brain. In the right panel figures the ‘Tabula Muris Senis droplet’ dataset [25].
This version of the dataset is comprised of a about 245 thousand cells found in various tissues in
mouse bodies, the points are coloured by tissue type.
In both datasets, increasing the thickness of the tails in the LD kernels (decreasing α) fragments
the data more and more, as observed previously on MNIST in Figure 3. When using the method
for visualisation, heavy tails can produce LD clusters that are very dense, hampering visualisa-
tion. The attraction/repulsion ratio can be adjusted to prevent this collapse of points, and keep
readable embeddings at low α values.
In unsupervised scenarios, the notion of cluster is ill-defined and subject to interpretation. This
has been hinted in Figure 3, where looking at a dataset through different configurations of the
proposed method can produce clusters of different granularity. If the proposed method is used
in a continual optimisation scenario, where the user can modify the hyperparameter values on
the fly and observe the resulting motion of points in real-time, the user can explore a broad
band of the spectre of possible clusters by scanning through values of α and adjusting the at-
traction/repulsion occasionally. Capturing a hierarchy of different clustering solutions through
multiple granularities is explored more thoroughly in the next subsection.
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(a) RNA-seq.: mouse brain (b) RNA-seq.: Tabula Muris Senis droplet

Figure 5: Visual evaluation of the effect of the attraction/repulsion ratio and LD kernel tail thickness in embeddings
produced using the proposed method.

The embeddings produced in Figure 5 appear sound when comparing them to other repre-
sentations and explorations of the datasets [2, 16, 25], but a more quantitative evaluation of the
method is necessary to compare it to other modern NE algorithms. Figure 6 compares the pro-
posed method to 2 staples of NE for visualisation: FIt-SNE [18] and UMAP [8]. These were
chosen for their identical time complexity (O(N)) and their wide adoption in practical NE. The
3 algorithms are compared across multiple scales on 3 datasets using the RNX(K) [23] quality
metric. Values close to 1 show good neighbourhood preservation at the given scale K, values
close to 0 indicates preservation equivalent to a random placement of the points. The mouse
brain dataset is figured in the top row, the middle row shows generated Gaussian blobs, and the
3rd row is COIL-20. The COIL-20 dataset consists of images of 20 objects rotating around an
axis, drawing a ring like manifold in HD for each object. Default hyperparameters were used for
FIt-SNE and UMAP, for the proposed method, the values for α and the attraction/repulsion ratio
were chosen manually to produce embeddings that were visually similar to those obtained with
FIt-SNE.

The quality curves show that the proposed method can preserve neighbourhoods across mul-
tiple scales similarly to FIt-SNE and UMAP. The systematic poor preservation of local structures
in UMAP, consistent with the observations in [11, 12] may be due to its reliance on unbiased neg-
ative sampling and on HD neighbours to determine the pairwise repulsive forces exerted on each
point, allowing intrusive points in LD to remain undetected.

The proposed algorithm introduces a twist to nearest-neighbour descent [1] by performing
an iterative refinement of neighbours alongside the gradient descent steps producing the embed-
dings. When refining their neighbours, the two representations of the data communicate through
their estimated KNN sets when producing candidates. Figure 7 compares the proposed KNN
finding algorithm to nearest-neighbour descent on 4 datasets. The Y axis is the RNX(K) criterion,
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Figure 6: RNX(K) curves of the proposed method, UMAP, and FIt-SNE on 3 datasets. From top to bottom: RNA-seq:
mouse brain, Gaussian blobs (default scikit-learn implementation, 16-dimensional), COIL-20.

which indicates the overlap between the estimated KNN sets and the ground truth exact sets: the
closer to 1, the closer the estimated sets are to the exact sets at scale K. The translucent bands
indicate the standard deviation of RNX(K) across the points: large bands indicate a high hetero-
geneity in the estimated KNN set quality across points. The sets that are evaluated here are the
sets in the HD space.
Nearest-neighbour descent is a greedy refinement of neighbours which converges to a final so-
lution, the proposed method requires an explicit termination criterion. For this experiment, the
KNN refinement stops at the 3000th iteration for the blue lines, and 9000th iteration for the orange
ones; the green lines are the RNX(K) curves for nearest-neighbour descent.
The two ‘Blobs’ datasets are engineered to show two different scenarios: in the ‘Overlapping’
case, the data is generated from 5 Gaussian blobs with high overlap: the nearest neighbour de-
scent manages to find good neighbours in its greedy approach. In the ‘Disjointed’ case, there are
1000 centres of 30 points each, with much smaller standard deviations. In the disjointed case,
the isolation of the clusters in the HD space is a difficulty for nearest neighbour descent, whereas
the proposed method managed to leap out of the local minimum and find better neighbour sets.
Interestingly, the proposed method necessitated more time to reach close-to-perfect neighbour
sets in the supposedly easier Overlapping case then in the Disjointed case. The figure shows that
the proposed nearest neighbour search can produce estimated sets that are competitive with those
found by nearest-neighbour descent, given enough iterations.

As stated earlier, NE need to be correct, flexible, and fast. The previous figures show that the
proposed method can produce competitive results and allows for flexibility in what structures to
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Figure 7: Comparison of the proposed neighbour finding algorithm with nearest neighbour descent. The x axis corre-
sponds to the neighbourhood scale K, the y axis measures the quality of the estimated neighbourhood (higher is better).

extract, by tweaking hyperparameters. A measure of the speed of the algorithm across different
dataset sizes using a modern laptop is given in Figure 8, the datasets in HD are generated by a
uniform distribution in 8 dimensions.

The black line shows the time taken by FUnc-SNE with a perplexity set to 80; the purple line
evaluates the time taken by UMAP as implemented by NVIDIA RAPIDS, with n-neighbours,
the hyperparameter analogous to perplexity, set to 80 as well. Both ran for 1000 iterations. The
time taken by the nearest neighbour descent part of UMAP is shown by the dashed pink line.
The linear nature of the proposed method with respect to the number of points is manifest, and
the intrinsic speed of the UMAP algorithm aided by skilled GPU development is notable. How-
ever, the time taken by the HD neighbour search in UMAP (and by extension in the other NE
methods since nearest-neighbour descent is used for its speed) is an important proportion of the
total time taken: this motivates the property of FUnc-SNE to respond seamlessly to changes in
HD by merging iterations and HD neighbour search, benefitting from the feedback loop whose
effect was witnessed in Figure 4.
While the time complexity of the FUnc-SNE algorithm is linear with the HD and the LD dimen-
sionalities, the current GPU implementation does not parallelise the dimensionalities, therefore,
the impact of these on the runtime is noticeable in practice. For the purpose of visualisation, it
is recommended to reduce first the HD dataset dimensionality to manageable values by a linear
projection, a standard practice in NE [16]. A more skilful GPU implementation would likely
reduce runtimes considerably, as GPU programming is particularly sensitive to coding prowess.
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Figure 8: Effective time taken by the proposed method (in-house GPU implementation), UMAP (from NVIDIA RAPIDS),
and nearest-neighbour descent (from NVIDIA RAPIDS) on a NVIDIA GeForce RTX 4070 laptop GPU. The embedding
methods ran for 1000 iterations.

4.2. Exploring intermediate dimensionalities

The proposed method is capable of producing embeddings of larger dimensionalities than 2
or 3, and can in theory adapt to new data points with little overhead. These two properties open
the method to uses outside of the strict context of data visualisation. This section evaluates the
method’s capacity to extract relevant structures when representing data in more than 3 dimen-
sions through two use cases. In the first case, the algorithm is extended to allow a hierarchical
representation of datasets, with computations take place in low but larger than 3 dimensions. The
representations are evaluated qualitatively on two datasets. In the second scenario, the proposed
method is used as a step to pre-process data in the difficult top-1 ImageNet classification task in
a one-shot learning setting. Accuracy scores and visual inspection indicate that algorithm can
produce embeddings that are well generalisable for a downstream supervised task.

In NE, the mismatch in the HD and LD kernel shapes can facilitate visualisation by exagger-
ating the separation between clusters in the LD space. The effect is visible in Figure 5 and 3,
where increasing the weight of kernel tails in LD increases the number of clusters that appear
visually in the LD space. When using the method in an interactive environment, the user can
get a sense of the hierarchical organisation of the data by observing how the clusters fragment
and fusion depending on the changes in the hyperparameter α. While useful as-is, the restric-
tive nature of very low dimensionalities can interfere with the optimisation and lead to results of
heterogeneous quality, in particular if areas of the dataset exhibit high intrinsic dimensionalities.
Here, an algorithm to capture the hierarchy through a graph is proposed, where the process of
fragmenting clusters by lowering α is done in less restrictive dimensionalities.

Let us consider an embedding subject to a continual optimisation, where the LD kernel tails
are slowly getting heavier in time. Snapshots of the changing embedding are taken at given
intervals, the saved embeddings can be written Xℓ, the level ℓ indexes the advancement in the
growing kernel tail weight. A clustering algorithm is performed on each embeddingXℓ to extract
the clusters C(ℓ). A graph is then built to capture how the clusters evolved through time: each
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cluster is considered as a node, and the edges ei j between C(g)
i and C(h)

j are defined:

ei j = β .
|C(g)

i ∩ C(h)
j |

min
(|C(g)

i |, |C(h)
j |
) , β =


1 if |h − g| = 1,
0 else.

Clustering is carried out here with DBSCAN [26], chosen for its speed and ability to adapt
to different number of clusters. In practice, the reasonably low embedding spaces and the ten-
dency of NE to broaden gaps seem to facilitate the work of DBSCAN in this experiment. Once
the graph built, it can be used algorithmically or visualised using a force-directed layout, as in
Figures 9 and 10. In both figures, a central node representing the whole dataset is added for

aesthetic reasons, and the size of the nodes is proportional to
√
|Cℓi |, with bounds. It should be

mentioned that this algorithm has a lot in common in philosophy with a method introduced in
[27].
This introductory method mixes algorithms of different nature (NE, clustering, graph drawing),
giving a straightforward initial approach. However, given the similarities that can be drawn
between graph drawing and NE [28], perhaps one could devise another hierarchical approach
which computes soft similarities between points at different levels of kernel tail heaviness, and
represent these to LD directly without explicit clustering or graph drawing. Removing explicit
clustering would likely produce more fine-grained details in the hierarchy.

Figure 9: Hierarchical representation of MNIST, with LD dimensionality of 4.

In Figure 9, the nodes are represented by their mean image in HD. The view on the left
represent the whole dataset using three levels, the views on the right show close ups if perform-
ing the same procedure with an additional level of LD kernel heaviness, revealing finer-grained
details. A connoisseur in the art of writing down numbers by hand might identify a meaningful
organisation in these representations. For instance, in the view on the left, the 5, 3, and 8 digits
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speciate a level of depth later than the rest, and indeed they differ only by small segments. In the
same view, the rare images of 1 that exhibit a bottom horizontal line are represented here as a
mixture between 1 and 2, and indeed 2 is the only other digit that can have a straight horizontal
line at the bottom. The finer grained organisation shown on the right also reveals subjectively
meaningful structure upon scrutiny.

The hierarchical structure of the mouse brain dataset [29] is also extracted, the results are
shown in Figure 10. In this figure, instead of showing the depiction of a prototype for each node,
the points belonging to each cluster are rendered as Gaussian noise using the colours that were
hand-picked by the authors of [29]. A hierarchy of clusters is apparent and bears a strong re-
semblance with the ground-truth dendrogram accompanying the dataset in original paper, which
indicates the relationship between the cells as currently established in biology.

What constitutes a hierarchy in a dataset is traditionally a property captured by “zooming
in” or by subsampling a dataset, either automatically or through human control [30, 31, 32, 33].
This experiment shows that precise preservation of local structure in intermediate, permissive,
dimensionalities with varying kernel tails can offer a different taste of what a hierarchy is in data.
Rather than applying uniform zoom, one can observe how the data fragments recursively under
the stress of the mismatch in the distribution of the neighbours defined by NE.
It is difficult to define what a cluster is, in practice the definition is often tailored to a task or
interpreted by a human. These experiments show that the capacity to control with which severity
a NE will tear manifolds in their LD representations can help in the extraction of meaningful
clusters across selected scales. The NE performs what one might describe as a tweakable "pre
clustering" of the data, facilitating and directing the work of a following conventional clustering
algorithm.
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Figure 10: Hierarchical representation of the mouse brain dataset, with LD dimensionality of 6.

To further evaluate the soundness of higher dimensional NE of data, the rest of the section
will consider a 32-dimensional NE of the ImageNet dataset obtained using the proposed method
on the first 192 principal components of the 1280-dimensional latent representation of the im-
ages, as extracted by the vision encoder of the large vision-language model EVA [34] (images
→ 1280-dim. latent space→ 192 PCs→ 32-dim. NE). The first 192 principal components cap-
ture 71.1% of the variance of the 1280-dimensional dataset. The preliminary linear projection
towards 192 dimensions is performed to reduce the runtime of the NE, which scales linearly with
the area of the data matrix. Furthermore, the current implementation on GPU has a hardcoded
limit on the dimensionality of the input data, this limit was set to facilitate development while
keeping reasonably optimised memory access patterns and GPU kernel launch overheads. The
ImageNet dataset is comprised of more than 1.2M natural images of 1000 distinct classes. The
number of classes makes it a particularly challenging benchmark, especially in weakly super-
vised scenarios.
In order to evaluate the embedding, a simple 1-nearest neighbour classifier using Euclidean dis-
tances is trained in different learning contexts and on different representations of ImageNet, the
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accuracies are presented in Table 2. In the one-shot leaning scenario, the mean accuracy of 100
trials is shown; a trial consist of revealing the label of a random point of each class, and classify-
ing all the other points.

1280, EVA 192, PCA 32, PCA 32, NE
one-shot (top-1) 47.3% 45.9% 20.6% 76.2%
one-shot (top-5) 67.3% 67.8% 39.4% 92.0%

crossval (top-1, train) 84.9% 83.2% 71.6% 87.2%
crossval (top-1, test) 87.2% 87.2% 71.8% 88.7%

Table 2: Comparison of classification performance in 3 representations of the 1.2M images of ImageNet, in transductive
1 shot learning and 10-fold cross-validation.

The performance in one shot learning and the tighter margin between train and test accura-
cies in cross-validation indicate that, despite being obtained in a unsupervised manner, the 32-
dimensional NE exposes information in a way that facilitates generalisation regarding this super-
vised task. The embedding is publicly available at https: // github. com/ PierreLambert3/
Imagenet-tSNE-embedding. git .

To shed some light on how the NE organises data in the 32-dimensional space, Figure 11
shows a 2-dimensional PCA projection of the embedding, along with a PCA projection of the
initial EVA representation. The linear nature of PCA allows an incomplete but undistorted view
of the structures. The NE seems to represent data in tighter, less diffuse groups of points than
the original representation. An artifact common to PCA and to spectral clustering is apparent
[22, 35], where only a few clusters are distinct and appearing like long spikes, while the others
collapse towards the centre of the linear projection.

Figure 11: Two-dimensional PCA projections of the 1280-dimensional representation of ImageNet by EVA. Left: raw
EVA features (1280 (EVA) → 2 (PCA vis.)); right: EVA features after embedding in 32D with the proposed method
(1280 (EVA)→ 192 (PCA)→ 32 (t-SNE)→ 2 (PCA vis.)).
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5. Conclusion

This paper shows that good quality in neighbour embedding can be attained quickly and with-
out upper limit on the dimensionality of the LD space, by combining the tracking of neighbours
in the LD space with negative sampling. The proposed method relies on a novel extension of
nearest neighbour descent, where the sets of neighbour around each point get refined iteratively
concurrently with the embedding; this process benefits from the embedding in construction to
refine neighbour sets faster, as a source of neighbour candidates that are likely to be eligible by
design and often confirmed.
The method could supposedly be applicable to dynamical contexts with streams of data that are
not known in advance, or data points with dynamical values. The virtually non-existent overhead
of adding, removing, or modifying the data in the HD side results from the fact that HD sim-
ilarities and neighbourhoods are estimated alongside the embedding, with a heuristic allowing
to divert compute to the HD side or the embedding dynamically, depending on the need. This
contrasts with other methods that typically run through several distinct and different algorithmic
stages, like data preparation (e.g., conversion of the HD coordinates into a sparse neighbourhood
graph, pre-computation of entropic affinities, etc.) before actually launching the NE iterations.
This could broaden the applicability of NE to visualisation in continual learning, but also to
contexts outside of strict visualisation for instance to pre-process data before some other compu-
tational tasks, like clustering or classification.
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3.7. Neighbour embeddings: beyond visualisation

3.7 Neighbour embeddings: beyond visualisation

The capacity of Func-SNE to embed data into arbitrary dimensions, along
with its theoretical ability to adapt to new data points without overhead,
has sparked much thought about opening the field of NE to new applica-
tions, beyond visualisation. One of the first hints that NE could be used
outside of visualisation was given in [55], where a parametric version of
t-SNE was used as a feature extractor for classification tasks, with promis-
ing results. The method never really took off, in part due to the difficulty of
training accurate parametric models for NE, possibly for reasons explained
in Section 1.2. Being able to embed new data points accurately and quickly
towards dimensionalities greater than 3 could revive interest in this direc-
tion. This work does not invent anything new, it rather aims to remind or
show the audience that there is much untapped potential in NE methods,
and that modern advances render NE methods ripe for renewed interest in
broader ML contexts.

In this work, two examples on how to use NE directly for ML tasks are
presented. One use case presented here is the use of NE for feature extrac-
tion, with spectacular results in contexts where supervised data is scarce,
in line with the experiments of [55].
The second use case is hierarchical clustering, where NE in conjunction
with DBSCAN [45] are used to extract increasingly fine-grained clusters
from data, through the use of LD similarity distributions with increasingly
heavy tails. The hierarchy of clusters is represented as a graph, which can
then be used algorithmically or visualised using a force-directed layout.
In the course of writing this thesis, the work Tree-SNE: Hierarchical cluster-
ing and visualization using t-SNE [93] came to the author’s attention. Al-
though not peer-reviewed, it precedes the present work and proposes a hi-
erarchical embedding of points conceptually similar to the one suggested
here. The failure to cite this work is regrettable and unintentional. Tree-
SNE is designed with visualisation in mind: the algorithm consists in stack-
ing on top of each other many 1-dimensional embeddings of the data such
that each embedding, or "level", has a heavier LD kernel tail weight than
the previous level and a lower perplexity; each level is initialised with
the previous one to keep a similar organisation. This procedure elegantly
grows a 2-dimensional image showing a tree-like structure as clusters frag-
ment into smaller components, without strictly necessitating the use of
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Chapter 3. Contributions

other algorithms to explicitly extract clusters.
In contrast to Tree-SNE, the method suggested in the following paper pur-
posefully embeds the data into "medium" dimensionalities (for instance, a
4-dimensional space), to give the moving points ample room to manoeu-
vre, allowing the representation of higher dimensional structures. This
approach can extract more faithful clusters by reducing the chance of ex-
tracting artefacts arising from the low expressivity of 1- or 2- dimensional
spaces. Such artefacts can appear for instance when two points are at-
tracted to each other but separated by a mass of other points: the repelling
mass of points can prevent the two from meeting in very LD spaces, but
additional degrees of freedom in LD can allow the two points to circum-
vent the obstacle.
Arguments can be made in favour of both approaches, and further inves-
tigation on the impact of the LD space dimensionality in the extraction of
clusters through NE seems like an important research direction if NE are
to be used for other tasks than direct visualisation.

Additionally, in this work, the ImageNet dataset is embedded into 32
dimensions using Func-SNE. One can question the possibility of accurately
embedding such a complex dataset into only 32 dimensions, Annex 5.1
studies the question and proposes yet another potential use of NE: estimat-
ing the intrinsic dimensionality of data. While the annex doesn’t prove the
possibility of fully capturing the nuances of ImageNet in 32 dimensions,
preliminary results are encouraging and do not contradict this hypothesis.
As a note for the reader, this annex was supposed to be a brief detour ex-
plaining basic intuition about intrinsic dimensionality, but the quick stroll
has evolved into an odyssey, and the annex might deserve its own subsec-
tion next to the other contributions.
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Abstract
Machine learning (ML) has brought powerful tools to the visualisation community, particularly through neighbour embeddings
(NE). This family of algorithms enables the intuitive visualisation of high dimensional datasets, by representing these in 2-
or 3-dimensional spaces. This paper argues that as NE algorithms have progressed and diversified within the visualisation
domain, they have matured into powerful yet often simple methods whose potential remains largely underutilised in broader
machine learning contexts. This argument is illustrated by showing through two use cases, clustering and data preprocessing
before a supervised task, how NE can contribute meaningfully with little additional algorithmic effort.

1. Dimensionality reduction and neighbour embedding

Specialized by evolution to fit in a three-dimensional environment,
the human brain excels at extracting and interpreting visual infor-
mation. This helps for survival, but less so in data analytics, where
high-dimensional (HD) data are common. To circumvent the issue
and attempt to get the gist of HD data, methods of dimensionality
reduction (DR) for visualisation were developed by the machine
learning (ML) community.
Historically, one of the first DR algorithms was PCA [F.R01],
which is a linear projection of the data such that the axes in the
low dimensional (LD) space best capture the variance in the data.
The method is a staple in ML, commonly used both for algorith-
mic processing (with the LD dimensionality generally higher than
2 or 3) and for data visualisation (LD dimensionality below 3).
The linear nature of PCA limits the amount of information that
can be captured on each axes, severely hampering its usefulness
when used for visualisation. To counter this limitation, the family
of neighbour embeddings (NE) was introduced in 2002 by G. Hin-
ton, with an original method called stochastic neighbor embedding
(SNE) [HR02]. In this new paradigm, the data is embedded in a LD
space through iterative refinements of a non-linear, non-parametric
transformation of data, with the aim to preserve neighbourhoods
from HD to LD. This allows for much more expressive embed-
dings, as witnessed in Fig. 1. The figure shows the representation
of 60.103 images of handwritten digits in 2 dimensions, using ei-
ther PCA or t-SNE [vdMH08], a method of NE significantly im-
proving on SNE. The NE reveals clearly separated clusters in the
data, corresponding to the different 10 digits despite not using any
supervised signals.

† PL is a FRIA grantee of the Fonds de la Recherche Scientifique - FNRS.
JAL is a Research Director with the F.R.S.-FNRS.

Figure 1: PCA projection (left) and t-SNE embedding (right) of
the MNIST database of handwritten digits.

The impressive performance of NE for visualisation have pro-
pelled this family of algorithms to the centre of attention, both in
applied domains [TYG∗18, ADT∗13, YSH∗24] and in the research
community. This surge in interest has led to the development of
numerous methods of NE, each with unique characteristics, yet
all sharing the common goal of data visualization. In short, re-
cent advances in NE have increased their speed [MHM20,LRH∗19,
LCdBL24], offered more flexible ways to define neighbourhoods
[KLS∗20, AMK21], (perhaps inadvertently) allowed NE to embed
in more than 3 dimensions [MHM20, LCdBL24], and permit new
data points to be added to embeddings, either directly [LCdBL24]
or in a post-hoc manner [KB19].
The purpose of this paper is to take a step back and realise that
the advancements in the NE family now make them practical for
direct use in a wider ML context, beyond the visualisation use
case. This paper proposes two such use cases and shows that NE
can be applied to these meaningfully and with minimal algorith-
mic modification. In section 2 we propose a novel, natural exten-
sion to NE that performs hierarchical clustering. In section 3, we
show that preprocessing data using NE before a supervised task
can produce embeddings which facilitate generalisation and greatly
surpass other unsupervised methods, as was first hinted when para-
metric approximation was introduced to the community [vdM09].
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In particular, the preprocessing application beats the state of the art
one shot learning performance on ImageNet when starting from a
latent representation of the images drawn from a vision-language
transformer trained in a self-supervised manner.

2. Harnessing the inductive bias of NE towards clustering

Neighbour embeddings produce embeddings such that, for each
point, neighbourhoods in the LD space match the neighbourhoods
in the original HD space, using Euclidean distance in LD and a
user-given distance metric in HD. The trick introduced by SNE
allowing the formulation of this objective in derivable terms is
to model neighbourhoods through a smooth kernel. Typically, the
kernel is Gaussian in HD, and has heavier tails in LD. This pur-
poseful mismatch in the HD and LD kernels is what essentially
distinguishes t-SNE, as well as other recent variants of NE, from
genuine SNE. Heavier tails in the LD kernel than in HD tends to
shorten short-range distances, while they stretch mid- to long-range
distances. This induced distance transformation, primarily meant
to address issues of norm concentration [FWV07] and embedding
space crowding [vdMH08], has the often observed after effect of
also tightening clusters and magnifying gaps between them the LD
embedding space. Broader gaps help data visualisation and ease
interpretation, hypothesis formation or validation, as well as other
similar exploratory tasks. Recent works [AMK21, KLS∗20] have
studied the effect of varying the kurtosis of the LD kernel and con-
cluded that, the heavier the tail, the more easily the manifold will
be torn in less dense regions, resulting in more clusters in the LD
space. This tendency can be witnessed in Fig. 2, where embed-
dings of the MNIST digits datasets have been produced with in-
creasing LD tail weights, from left to right. Looking at this figure,

Figure 2: Embeddings of the MNIST dataset of handwritten digits
with increasing LD kernel tails, from left to right.

two observations stand out at a glance. First, the visually identifi-
able clusters are clearly separated in the embedding by broad strips
of empty space. Second, the number of clusters in the LD space
seems to relate monotonically to the weight of the LD kernel tails.
From the first observation, one can intuit that a clustering algo-
rithm running in an embedding produced by a NE algorithm would
likely be less affected by the curse of dimensionality than in the
original HD space, where the norms and distances tend to concen-
trate [FWV07]. This lead to works using NE to facilitate clustering
in genomics [LSH15]. The second observation leads to the hypoth-
esis that, if data has an underlying hierarchical structure, sweep-
ing the kernel tail weight hyper-parameter from light to heavy tails
could progressively reveal different levels of that hierarchy, with
light tails showing large-scale groupings of points and heavier tails
uncovering finer-grained relationships.
From these observations, one can devise a hierarchical clustering
procedure. Considering a data embedding starting with light LD
kernel tails, which progressively evolves as the LD kernel tails
grow heavier, as if transitioning from left to right in Fig. 2. Let

us take snapshots of the changing embedding at given intervals, the
saved embeddings can be written X ℓ, the level ℓ indexes the ad-
vancement in growing kernel tail weight. On each embedding X ℓ,
a clustering algorithm is performed to extract all the clusters C(ℓ).
Building on the observation that the number of clusters tends to in-
crease when the LD tails get heavier, one can now build a graph
capturing the fragmentation of large clusters into smaller ones by
considering each cluster as a node, and building edges ei j between

C(g)
i and C(h)

j such that

ei j = α .
|C(g)

i ∩ C(h)
j |

min
(
|C(g)

i |, |C(h)
j |
) , α =

{
1 if |h−g|= 1
0 else

.

Once the graph is obtained, one can utilise the results algorithmi-
cally or visualise them using a graph embedding algorithm, like in
Figures 3 and 4, which use a force directed layout. For a cluster Cℓ

i ,

the node displayed in the figures has a size proportional to
√
|Cℓ

i |,
with bounds. The colour of the node is proper to the level ℓ of its
corresponding cluster, transitioning from blue for light LD tails,
to pink for heavy tails. A central node corresponding to the whole
dataset has been artificially added, for aesthetic purposes. The NE
was performed using an accelerated and flexible method introduced
in [LCdBL24]. Concerning the hyper-parameters, the NE uses a
perplexity of 35, an Euclidean distance metric in HD, and an em-
bedding dimensionality of 4. Clustering was carried out with DB-
SCAN [EKSX96]. The hyper-parameters of DBSCAN were tuned
manually, and this task was not as tedious as it can be when work-
ing directly with HD data, likely due to the lowered dimensionality
and to the tendency of NE to overemphasise the clusters by magni-
fying the gaps between them.
One might observe that, given the speed of the DBSCAN algorithm
along with the NE algorithm (with a complexity of O(N) per itera-
tion, modern GPU implementations can embed the MNIST dataset
in seconds), the proposed algorithm can be reasonably fast. More-
over it may be fully automatised by using a heuristic to drive the
hyper-parameter tuning of the DBSCAN algorithm, for instance by
requiring the number of clusters on level ℓ to be larger than the
number of clusters found on level ℓ− 1, ℓ increasing with the ker-
nel tails.
Figure 3 shows a global overview of MNIST by looking at 3 levels
of LD kernel tail weights, plus the central root node of the tree. The
representation concurs with the 101 basics of graphology. For in-
stance, the visually similar digits 5, 3, and 8 distinguish themselves
from the rest on the upper levels of the hierarchy, before speciating
into their own sub-graphs. The digits 1 with a short dash on top are
closely related to poorly-written 9, and the digits 1 with a wineglass
foot are considered as a mixture between 2 and 1, which makes sub-
jective sense. Figure 4 gathers a few zoom-ins from another graph
embedding with an additional level of depth, unveiling in a struc-
tured manner the myriad ways digits can be portrayed. The next
section proposes another application of NE to ML: reducing the
dimensionality of the data for downstream automatic processing.

3. Neighbour embedding as a pre-processing step

When using data for an automated ML task, it is common to reduce
data dimensionality first, generally using PCA or sometimes auto-
encoders, in order to get a tractable number of meaningful features.
Often-times, a good initial dimensionality reduction step can also

© 2025 The Authors.
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Figure 3: Hierarchical representation of the MNIST data set of
handwritten digits, using the introduced methodology of clustering.

Figure 4: Close up views of the computed graph, with one more
level of depth.

de-noise the data, improving performance in downstream tasks. A
parametric approximation of t-SNE introduced in [vdM09] hints
that NE can generate representations that facilitate generalisability.
The capacity of modern NE to natively produce embeddings of di-
mensionality greater that 3 and to allow new points to be added to
the embedding leads to this section, which revisits the use case of
data preprocessing using non-parametric NE across 6 datasets, in
Fig. 5 and Table. 1. The datasets investigated in these experiments
are staples in supervised ML tasks, freely available online. For each
dataset, the quality of different LD embeddings are evaluated in a
one-shot learning context as well as in the more traditional 10-fold
cross validation scenario. In the one shot scenario, the mean ac-
curacy of 100 trials is reported; in each trial, one random point per
label has its class revealed, and the remaining data points have their
labels inferred. Every featured NE embedding is performed using
an Euclidean metric in the HD space, and a arbitrarily set perplex-
ity hyper-parameter (or the analogue n_neighbours in UMAP)
of 35. The auto-encoder embeddings are performed using convolu-
tional auto-encoders for MNIST and COIL-20, and standard feed-
forward auto-encoders for the rest, each having one hidden layer
between the latent space and the input or output layers. In the fol-
lowing experiments, we use XGBoost [CG16] for the 10-fold cross-
validation and a 1-NN classifier for one-shot learning.

In Fig. 5, the first column shows the accuracy as a function of
the embedding dimensionality in the 10-fold cross validation sce-

nario, and the second column in the one-shot learning scenario. The
dashed black line shows the performance if fitting the classification
models in the original HD space. The advantage of NE is evident,
as the accuracies using NE are systematically superior to those us-
ing auto-encoder or PCA, with significantly less dimensions. The
gain in accuracy is impressive in one-shot learning scenarios.

Figure 5: Comparison of classification accuracies on embeddings
produced with different DR methods.

In addition to the 5 datasets that are reported in Fig. 5, the pro-
tocol is tested on the latent representation of the ImageNet dataset
pulled from a large vision-language model called EVA [FWX∗22].
In this latent space, the 1.2 million images are represented as vec-
tors in a 1280-dimensional space. The ImageNet dataset has 1000
different classes, making high top-1 accuracies challenging to ob-
tain. Three representations of the data are evaluated in a similar
manner to the trials of Fig. 5: the bare latent representation, a
PCA projection keeping the first 192 principal components with
explained variance of 71.1%, and a t-SNE embedding with 32
dimensions in the latent space. These dimensionalities are cho-
sen arbitrarily, and t-SNE ran from the 192 dimensional space of
PCA rather than the initial EVA representation. Neighbour embed-
ding was carried out using increased attractive forces and learn-
ing rate, as customary on very large data sets [KB19]. Classifica-
tion performance in a 10-fold cross-validation for this dataset in-
volved a simple multilayer perceptron with one hidden layer, for
the sake of short running times. The one-shot learning evalua-
tion involved a 1-NN classifier using Euclidean distances, as for
the experiments in Fig. 5. The results of these experiments are
reported in the last 4 rows of Table 1. The first 3 columns cor-
respond to classifiers working in the EVA latent space, the PCA
space, and the t-SNE space. The last column refers to a mix-
ture of experts (MoE) [RPM∗21] and shows the current state-of-
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1280, EVA 192, PCA 32, NE MoE
zero-shot (top-1) 84.0% 0.0% 0.0%
one-shot (top-1) 47.3% 45.9% 76.2% 68.7%
one-shot (top-5) 67.3% 67.8% 92.0%

crossval (top-1, train) 84.9% 83.2% 87.2%
crossval (top-1, test) 87.2% 87.2% 88.7%

Table 1: Comparison of classification performance on ImageNet
across various scenarios.

the-art top-1 one-shot accuracy using all 1000 classes on Ima-
geNet, as reported in their paper. These experiments show that the
32-dimensional t-SNE representation enables significant improve-
ments over the state of the art despite using a simple 1-NN clas-
sifier. The one-shot learning performance and the tighter train and
test accuracies spread in the cross validation scenario indicates that
the 32-dimensional t-SNE representation is a stalwart embedding
and that NE may yet possess untapped potential by generating data
representations that facilitate generalisation. The 32-dimensional
embedding is publicly available at https://github.com/
PierreLambert3/Imagenet-tSNE-embedding.

The elephant in the room concerns the ‘zero-shot’ accuracies in
Table 1. Vision-language transformers consist of a text encoder and
an image encoder, sharing the same latent space. They are generally
trained using a contrastive loss as illustrated in Fig. 6. The shared
latent space allows for so-called ‘zero-shot’ scenarios, where rep-
resentations of inexistent images are generated by prompts like ‘an
image of __’ and used as artificial points with a known label, from
which classification of true images can be initiated. The first row
of Table 1 shows the zero-shot performance on ImageNet, using
the same protocol as for the one-shot case, with the exception that
the PCA projection and t-SNE embedding were performed on a
dataset concatenating the representations of the actual ImageNet
data points, which constitute the test set, and 1000 prototypes, one
for each class label, which are generated by the text encoder. The
same prototypes as in [ZA24] are used. The impressive zero-shot
performance in the raw EVA space (84%) aligns with other works,
while the abysmal accuracies of PCA and t-SNE in that first row
call for further inquiry. A t-SNE embedding of the dataset is shown
in the right panel of Fig. 6, the embedding hints that the text en-
coder generated points laying outside of the manifold of encoded
natural images. This is confirmed by computing ‘inter-label, intra-
modularity’ Euclidean distances in the EVA space between gen-
erated representations and comparing them to "intra-label, inter-
modularity" distances between representations of true images and
their generated prototypes. These distances average to 0.9 and
1.3, respectively. In other words, if ImageNet featured ducks and
witches, the representations generated for the prompts ‘An image
of a witch’ and ‘An image of a duck’ would lie closer to each other
in the EVA space than the representations of real duck images are to
their own prototype (i.e., the data point generated with ‘An image
of a duck’). From these observations, one can conclude that the text
and image encoders have accorded themselves to produce represen-
tations featuring meaningful Euclidean distances in the context of
classification using generated prototypes —this explains the high
zero-shot accuracy— but the encoders have not learned to align
manifolds in the latent space. In an artificial setting where proto-
types for each label are generated by taking the centroid of each

class in the vision encoder space (red points in 6), the top-1 accu-
racy in the EVA space rises from 84% for the zero-shot scenario
to 85.8%. This shows that a ‘better’ alignment between the vision
and text encoders could lead to enhanced zero-shot performances.
In this example of zero-shot learning, the train set and the test set
lie in separated manifolds, which is uncommon in data encountered
in ML, the proposed method of pre-processing data with t-SNE to
enhance generalisability fails in such cases.

Figure 6: Schematic explanation of vision-language models (left),
and, (right) t-SNE embedding of the dataset built in the zero-shot
case (red: representations of ImageNet, blue: prototypes generated
from text).

Figure 7 shows the power of the inductive bias of NE towards
clustering, without the constraint of embedding in only two di-
mensions for visualisation. To illustrate that effect visually with-
out further bias or complicated nonlinear distortions, 2D PCA
projections are shown, starting from either the raw EVA 1280-
dimensional features directly down to two dimensions or the 32D
t-SNE embedding of the EVA features. The clusters clearly drift
away like galaxies in an expanding universe. Notice the typical
artifact of PCA projection, quite common too in spectral cluster-
ing [VL07,LS19,BN03], where only a few clusters are visually sep-
arated in the two available dimensions, appearing like long spikes,
while the others collapse towards the centre of the linear projection.

Figure 7: Two-dimensional PCA projections of the 1280-
dimensional representation of ImageNet by EVA. Left: raw EVA
features (1280 (EVA) → 2 (PCA vis.)); right: EVA features after
embedding in 32D with t-SNE (1280 (EVA) → 192 (PCA init.) →
32 (t-SNE) → 2 (PCA vis.)) .

4. Conclusion

Experiments show that NE in new use cases, namely, clustering
and data pre processing, can lead to meaningful representations. In
particular, NE with dimensionality higher than 3 can lead to repre-
sentations that generalise better, yielding ground-breaking results
in scenarios of one-shot learning with simple classifiers. An excit-
ing perspective would be to take inspirations from the capacity of
NE to represent HD data robustly to devise new loss functions or
regularisation terms in deep learning approaches.

© 2025 The Authors.
Proceedings published by Eurographics - The European Association for Computer Graphics.



Pierre Lambert & Edouard Couplet & Michel Verleysen & John Aldo Lee / Neighbour Embeddings: Beyond Visualisation 5 of 5

References

[ADT∗13] AMIR E.-A., DAVIS K., TADMOR M., SIMONDS E.,
LEVINE J., BENDALL S., SHENFELD D., KRISHNASWAMY S., NOLAN
G., PE’ER D.: Visne enables visualization of high dimensional single-
cell data and reveals phenotypic heterogeneity of leukemia. Nature
biotechnology 31 (05 2013). doi:10.1038/nbt.2594. 1

[AMK21] ABE M., MIYAO J., KURITA T.: q-SNE: Visu-
alizing Data using q-Gaussian Distributed Stochastic Neigh-
bor Embedding . In 2020 25th International Conference on
Pattern Recognition (ICPR) (Los Alamitos, CA, USA, Jan.
2021), IEEE Computer Society, pp. 1051–1058. URL: https:
//doi.ieeecomputersociety.org/10.1109/ICPR48806.
2021.9412900, doi:10.1109/ICPR48806.2021.9412900.
1, 2

[BN03] BELKIN M., NIYOGI P.: Laplacian eigenmaps for dimensional-
ity reduction and data representation. Neural Computation 15, 6 (2003),
1373–1396. doi:10.1162/089976603321780317. 4

[CG16] CHEN T., GUESTRIN C.: Xgboost: A scalable tree boosting
system. In Proceedings of the 22nd ACM SIGKDD International Con-
ference on Knowledge Discovery and Data Mining (Aug. 2016), KDD
’16, ACM, p. 785–794. URL: http://dx.doi.org/10.1145/
2939672.2939785, doi:10.1145/2939672.2939785. 3

[EKSX96] ESTER M., KRIEGEL H.-P., SANDER J., XU X.: A density-
based algorithm for discovering clusters in large spatial databases with
noise. In Proceedings of the Second International Conference on
Knowledge Discovery and Data Mining (1996), KDD’96, AAAI Press,
p. 226–231. 2

[F.R01] F.R.S. K. P.: Liii. on lines and planes of closest fit to systems
of points in space. The London, Edinburgh, and Dublin Philosophical
Magazine and Journal of Science 2, 11 (1901), 559–572. doi:10.
1080/14786440109462720. 1

[FWV07] FRANCOIS D., WERTZ V., VERLEYSEN M.: The concentra-
tion of fractional distances. IEEE Trans. Knowl. Data Eng. 19, 7 (2007),
873–886. 2

[FWX∗22] FANG Y., WANG W., XIE B., SUN Q., WU L., WANG X.,
HUANG T., WANG X., CAO Y.: Eva: Exploring the limits of masked
visual representation learning at scale, 11 2022. doi:10.48550/
arXiv.2211.07636. 3

[HR02] HINTON G. E., ROWEIS S.: Stochastic neighbor embedding.
In Advances in Neural Information Processing Systems (2002), Becker
S., Thrun S., Obermayer K., (Eds.), vol. 15, MIT Press. URL: https:
//proceedings.neurips.cc/paper_files/paper/2002/
file/6150ccc6069bea6b5716254057a194ef-Paper.pdf.
1

[KB19] KOBAK D., BERENS P.: The art of using t-sne for single-cell
transcriptomics. Nat Commun 10, 5416 (2019). 1, 3

[KLS∗20] KOBAK D., LINDERMAN G., STEINERBERGER S., KLUGER
Y., BERENS P.: Heavy-tailed kernels reveal a finer cluster structure in
t-sne visualisations. In Machine Learning and Knowledge Discovery in
Databases (Cham, 2020), Brefeld U., Fromont E., Hotho A., Knobbe
A., Maathuis M., Robardet C., (Eds.), Springer International Publishing,
pp. 124–139. 1, 2

[LCdBL24] LAMBERT P., COUPLET E., DE BODT C., LEE J. A.: Es-
timated neighbour sets and smoothed sampled global interactions are
sufficient for a fast approximate tsne. In 32nd European Symposium
on Artificial Neural Networks, Computational Intelligence and Ma-
chine Learning, ESANN 2024, Bruges, Belgium, October 9-11, 2024
(2024). URL: https://doi.org/10.14428/esann/2024.
ES2024-203, doi:10.14428/ESANN/2024.ES2024-203. 1,
2

[LRH∗19] LINDERMAN G. C., RACHH M., HOSKINS J. G., STEINER-
BERGER S., KLUGER Y.: Fast interpolation-based t-sne for improved
visualization of single-cell rna-seq data. Nature methods 16 (2019), 243
– 245. 1

[LS19] LINDERMAN G. C., STEINERBERGER S.: Clustering with t-sne,
provably. SIAM Journal on Mathematics of Data Science 1, 2 (2019),
313–332. URL: https://doi.org/10.1137/18M1216134,
arXiv:https://doi.org/10.1137/18M1216134, doi:10.
1137/18M1216134. 4

[LSH15] LUX M., SCZYRBA A., HAMMER B.: Automatic discovery
of metagenomic structure. In 2015 International Joint Conference on
Neural Networks (IJCNN) (2015), pp. 1–8. doi:10.1109/IJCNN.
2015.7280500. 2

[MHM20] MCINNES L., HEALY J., MELVILLE J.: Umap: Uniform
manifold approximation and projection for dimension reduction, 2020.
arXiv:1802.03426. 1

[RPM∗21] RIQUELME C., PUIGCERVER J., MUSTAFA B., NEUMANN
M., JENATTON R., PINTO A. S., KEYSERS D., HOULSBY N.: Scaling
vision with sparse mixture of experts. In Proceedings of the 35th In-
ternational Conference on Neural Information Processing Systems (Red
Hook, NY, USA, 2021), NIPS ’21, Curran Associates Inc. 3

[TYG∗18] TASIC B., YAO Z., GRAYBUCK L. T., SMITH K. A.,
NGUYEN T. N., BERTAGNOLLI D., GOLDY J., GARREN E.,
ECONOMO M. N., VISWANATHAN S., ET AL.: Shared and distinct tran-
scriptomic cell types across neocortical areas. Nature 563, 7729 (2018),
72–78. 1

[vdM09] VAN DER MAATEN L.: Learning a parametric embedding by
preserving local structure. In Proceedings of the Twelfth International
Conference on Artificial Intelligence and Statistics (Hilton Clearwater
Beach Resort, Clearwater Beach, Florida USA, 16–18 Apr 2009), van
Dyk D., Welling M., (Eds.), vol. 5 of Proceedings of Machine Learn-
ing Research, PMLR, pp. 384–391. URL: https://proceedings.
mlr.press/v5/maaten09a.html. 1, 3

[vdMH08] VAN DER MAATEN L., HINTON G.: Visualizing data
using t-sne. Journal of Machine Learning Research 9, 86
(2008), 2579–2605. URL: http://jmlr.org/papers/v9/
vandermaaten08a.html. 1, 2

[VL07] VON LUXBURG U.: A tutorial on spectral clustering. Statistics
and computing 17, 4 (2007), 395–416. 4

[YSH∗24] YANG W., SUN C., HUSZÁR R., HAINMUELLER T.,
KISELEV K., BUZSÁKI G.: Selection of experience for mem-
ory by hippocampal sharp wave ripples. Science 383, 6690
(2024), 1478–1483. URL: https://www.science.org/
doi/abs/10.1126/science.adk8261, arXiv:https://
www.science.org/doi/pdf/10.1126/science.adk8261,
doi:10.1126/science.adk8261. 1

[ZA24] ZANELLA M., AYED I. B.: On the test-time zero-shot general-
ization of vision-language models: Do we really need prompt learning?,
2024. URL: https://arxiv.org/abs/2405.02266, arXiv:
2405.02266. 4

© 2025 The Authors.
Proceedings published by Eurographics - The European Association for Computer Graphics.



Chapter 3. Contributions

3.8 Enhancing label diffusion with lessons from
neighbour embeddings

The performance of ML is incontestable when models are trained in en-
vironments rich in usable information; this is the case for large language
models, as the internet offers virtually unlimited text data directly usable
by their self-supervised training. The performance of ML models tends to
drop catastrophically when the data doesn’t abundantly cover pairs of in-
puts and expected outputs.
In classification, this happens when there are many unlabelled observa-
tions, but only few labelled examples per class. This situation occurs when
labelling data is costly or when classes or concepts appear on the fly, which
happens in so called zero-shot learning. More importantly in the grand
scheme of things, the question of learning from an abundance of unla-
belled data and only few labelled examples occurs naturally in biological
brains and in embodiment learning. In embodiment learning, an agent inter-
acts with its environment and receives in return fresh sensory inputs and
sometimes feedbacks such as pain or pleasure. An example on why learn-
ing quickly from few labels is critical there can be found in the case of an
agent touching fire for the first time. The agent will receive a painful feed-
back, which can be considered as a label "avoid this situation"; it is then
critical for the agent to solidly associate this label to the internal represen-
tation of recent events in order to avoid touching fire again in the future.
In the literature, scenarios with abundant unlabelled data and few labelled
examples take several forms which will not be detailed here; terms such
as few-shot learning, one-shot learning, semi-supervised learning, transductive
learning are variations on the theme. It is however important to note that
in scenarios of few-shot and one-shot learning, a feature extractor is often
pre-trained using densely labelled data with a set of classes A, and then
the task is to adapt a classifier for a new set of classes B with only few
labelled examples in this new set [94, 95]. This generally leads to better
performances, as the feature extractor has richer information, but this sce-
nario is not always applicable in practice. Recent results in "Rethinking
Few-Shot Image Classification: A Good Embedding is All You Need?" [96]
suggest that extracting features with supervised signals is not necessarily
required to reach good performances for classifying with scarcely labelled
data, as they achieve competitive results by training simple KNN or logis-
tic regression classifiers on top of features extracted with self-supervised
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3.8. Enhancing label diffusion with lessons from neighbour embeddings

methods such as a deep neural network trained by MoCo [97].

To conclude this journey on an opening rather than on a closing, this
work learns from NE to devise a new algorithm applicable in transductive
learning contexts with very few labelled examples. In transductive learn-
ing, unlabelled points which are encountered during training are also the
points that need to be classified at test time. Rather than explaining the
final algorithm directly, this Section retraces the thought process and itera-
tive developments that led to the final method; this allows a better under-
standing of the impact of the individual properties of NE which are trans-
posed to the new algorithm. Section 3.8.1 introduces a recurring example
used throughout the development of the method, in which NE displays
remarkable properties that supervised methods struggle to replicate. Sec-
tion 3.8.2 details the first component of NE which is used in the algorithm.
Section 3.8.3 details the second component of NE used in the algorithm.
Finally, Section 3.8.4 presents preliminary results comparing the method
to some existing approaches; a more thorough evaluation and comparison
to the state-of-the-art will be performed in a dedicated paper.

3.8.1 First observations, and the Label Spreading baseline

Throughout this thesis, the remarkable capacity of NE to nearly perfectly
separate classes in MNIST without supervision while working directly on
Euclidean distances in HD has been a constant source of wonder. This
motivated an investigation on the possibility to extract the principles be-
hind this behaviour and graft them into a self-contained classification al-
gorithm. In order to illustrate the performance of other methods and the
iterative progress towards the final algorithm, a particular configuration of
MNIST is used throughout this work. The configuration consists of a sub-
set of MNIST containing only the digits 3, 5, and 8, with only one labelled
example per class. Multiple random seeds were tested, and a seed offering
particularly bad performances using a KNN classifier in HD was selected
to devise a challenging scenario. Figure 3.1 shows embeddings of this re-
stricted MNIST dataset using various DR methods, with the one prototype
per class shown as larger points. There, the NE method on the right which
features LD similarities with larger tails clearly separates the classes visu-
ally. The PCA projection and MDS embeddings show the typical blurry
embedding which arises in datasets with concentrating distances in HD.
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Figure 3.1: Embeddings of the restricted MNIST dataset, figuring only the digits 3, 5, and
8. The prototypes for each class, which are the points of known labels, are shown as larger
points. The seed used to determine the three prototypes was chosen to be challenging.

In order to have a baseline for comparison, several standard methods used
in semi-supervised learning were tested on this configuration; these are all
trained on the HD data. The results are shown in Figure 3.2, featuring a
global accuracy score for each method and the distribution of misclassified
points across a NE representation of the data. The performance of these
methods is quite poor, with accuracies ranging from 43% to 74%, showing
the difficulty of the task.

Figure 3.2: Classification performances on the restricted MNIST configuration of Figure
3.1, using various methods. From left to right: KNN classifier using Euclidean distances,
KNN classifier using Geodesics, Label Spreading [98], random forest classifier [29] in semi-
supervised mode, support vector machine classifier [99] in semi-supervised mode. The semi-
supervised mode refers to scikit-learn’s round based semi-supervised setting. All methods
with meaningful hyperparameters were tuned using a grid search, the best results are re-
ported. The pointwise errors are reported in the rightmost NE of Figure 3.1, but all classifica-
tions are performed in HD; yellow points are misclassified.

The proposed method takes inspiration from a family of algorithms called
label propagation [100], a paradigm naturally suited for settings where
points of known labels are rare. In these methods, the data is represented
as a graph in which state vectors are diffused from point to point, if points
have a known label, the state vector can be hardcoded or more softly influ-
enced to reflect this known label. One widespread method of this family
is label spreading [98], which is detailed here as it serves as a basis for the
proposed method.
In label spreading, a graph is first built from the data using sparse KNN
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sets or non-adaptive Gaussian kernels around each point. The graph, with
edges stored in a square matrix W, is then normalised symmetrically to
produce the matrix S such that Sij = Wij(

√
DiiDjj)

−1, where D is the
diagonal degree matrix. One should notice that this normalisation pre-
serves the relative importance of nodes when considering degrees. Once
the graph is constructed, labels are encoded as vectors associated to each
point, points that have a known label receive a one-hot encoding of their
class, while unlabelled points receive zero vectors; the matrix Y contains
these label vectors as rows. Another matrix V is initialised as a copy of Y.
Then, the labels are propagated through the graph by iterating:

V← αSV + (1− α)Y, (3.1)

where α is a hyperparameter between 0 and 1 controlling the trade-off be-
tween propagation and label retention. The paper [98] provides theoretical
guarantees of convergence; once converged, the labels are predicted by
taking the class corresponding to the largest value in each row of V.

3.8.2 The first component: attractive forces

This Section details the first component of NE that is transposed to the fam-
ily of label diffusion algorithms.
The graph used in the label spreading algorithm preserves the relative im-
portance of nodes when considering their degrees. This is often a desirable
property when working with graphs, but one can question its usefulness
when diffusing labels, especially when known labels are few. Let us con-
sider the following case: there are only two classes, and one point from
each class has its label revealed; what happens if one of these points is a
hub, with many attached edges, and another is a poorly connected point
with a degree much lower than the hub? There, the label revealed on the
first point will have a competitive advantage over the label of the non-
hub point. When working on classification, common practice is to put all
classes on an equal footing, for instance by using equidistant representa-
tions (such as one-hot encoding), or taking active measures to counter class
imbalance.
This consideration is all the more important when considering the ten-
dency of points in high-dimensional spaces to exhibit a wide range of de-
grees, with some recurring hubs [101]. As demonstrated in Figure 3.3, this
behaviour is observed in the restricted MNIST dataset.
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Figure 3.3: Distribution of the degree of each point according to the symmetrised P matrix
as defined by t-SNE, in the restricted MNIST dataset. The perplexity is set to 7.

Following this intuition and staying true to the objective of using princi-
ples from NE, the first component of the proposed method is to devise a
label diffusion process inspired from label spreading, which uses a degree-
equalised matrix P̊ corresponding to the symmetrised P matrix of t-SNE,
normalised such that each row and each column sums to 1. This matrix
is obtained by applying Sinkhorn-Knopp normalisation [102] on P. Using
this matrix, a diffusion process is defined as such:

dVi
dt

= dt

(
α ∑

j∈KNNi

P̊ij (Vj −Vi) + (1− α)
Mi

Nr(Yi)
Yi

)
, (3.2)

{
Mi = 1 if i has a label,

Mi = 0 otherwise.
(3.3)

With Nr(Yi) being the number of revealed labels for the label assigned to
point i; this should allow class imbalance to be taken into account.
In essence, points that do not have a revealed label diffuse their state V.

towards their neighbours, similarly to how charges propagate in a circuit
where resistances would be given by the inverse of P̊ij, and all capacitances
would be equal. Points that have a revealed label are subject to the same
dynamics and also receive a constant injection of "label current". This cur-
rent encourages an infinite growth along the direction given by the one-hot
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encoded vector of the known label; in practice, the left part of the equation
pulls them back towards the mass of points and an equilibrium is reached.
Figure 3.4 shows the errors and distribution of uncertainty across a NE of
the restricted MNIST dataset, using the proposed method as it stands at
this stage of the design process. There, comparing to label spreading, the
accuracy has raised from 70% to 83%. However, when looking at the dis-
tribution of the errors, the property of NE to distinguish clearly between
the three classes is far from being fully captured.

Figure 3.4: Errors and distribution of uncertainty across a NE of the restricted MNIST
dataset, using the proposed method at this stage of development. Uncertainty is shown as
the min-max normalised entropy of the vectors in V, hot colours indicating high values.

It has been observed in Figure 1.8 that neighbours in HD can actually be
placed quite far apart in LD, and it is quite common the have neighbours
spanning multiple classes. The "unreliability" of some neighbours in HD
regarding this classification objective could explain why the wrong labels
seem to diffuse easily between what NE show as distinct clusters in the em-
bedding. Therefore, the next step in the design of the method is to modify
the diffusion process to increase the influence of "good" neighbours, and
reduce that of "bad" neighbours.
One way to distinguish good from bad neighbours is to look one degree
further: if two points are neighbours but share few mutual neighbours,
then they can be considered as weakly related. To implement this idea,
before equalising the degrees of P, each value Pij is multiplied by a mutu-
ality score defined as the normalised intersection of the KNN sets of points
i and j. The normalisation is performed by dividing the intersection by
K, the neighbourhood size which is set to ⌈3 perplexity⌉. This value for
K is a common choice in accelerated NE methods [32], which comes from
the realisation that the similarities in HD will have decayed enough at the
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⌈3 perplexity⌉th neighbour to consider further points as having a negligible
influence. The idea of using higher degree relationships in the paradigm
of label diffusion is not entirely new: in [103], the authors explore the use
of hyper-graphs to perform label diffusion, showing accuracy gains over
standard label spreading.
After adding this soft filtering of neighbours, the accuracy rises above 91%,
as shown in Figure 3.5. While the same dataset is used throughout this sec-
tion, each iteration was tested on multiple datasets and random seeds and
the progress witnessed on the restricted MNIST dataset is representative
of the general trend.

Figure 3.5: Errors and distribution of uncertainty across a NE of the restricted MNIST
dataset, using the proposed method at this stage of development.

3.8.3 The second component: repulsive forces

An central element to NE are the repulsive forces; these enable the meth-
ods to cut through the diffuse structures of HD data and separate them
clearly in LD. Examples have been shown throughout this thesis and most
recently in Figure 3.1, where the SNE method doesn’t separate the classes
as well as the other NE method, which uses mismatched similarities with
heavier tails in LD. The attraction-based label diffusion process devised so
far still fails to separate the classes as well as NE methods naturally do, the
next step is thus to try and transpose the repulsive forces of NE into the
label diffusion process.

To the best of this humble scribe’s knowledge, all methods in the family
of label diffusion rely solely on attractive forces to propagate labels. This
is somewhat surprising in retrospect, given that the analogy with electri-
cal circuits was made explicit in works such as [104] and more generally
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in Random walks and electric networks [105]. If we push the analogy further
and consider a graph consisting of 2 isolated sub-graphs, charging one sub-
graph positively should induce a negative charge in the other, as an electric
field would. Coming from the NE standpoint, this analogy is even more
striking, as the electric field scales inversely with distance, very close to
how the repulsive forces in NE scale.

Adding the repulsive component to the diffusion process has been par-
ticularly challenging, the vast majority of attempts led to failure, but, even-
tually, a successful approach was found. As diverse as the failed attempts
were, it seems in hindsight that they were all plagued by the same issue:
repulsive forces in NE are well suited for visualisation and purely unsuper-
vised contexts, but they need to be adapted for the needs of label diffusion
where some points are more important than others. Intuition on that is
summarised hereafter.
In NE, the fact that each point strongly repels points in the near proxim-
ity encourages point to have a distinct location in LD, allowing the fine
grained details to be captured. However, the purpose of label diffusion
is to group points sharing the same label together: ideally, all points of a
given class should share the coordinates in LD, therefore one does not want
local repulsions to overwhelm the attractive forces pulling together points
of identical label.
Another reason why NE’s repulsive forces cannot be used directly here, is
that the global all-to-all far ranging nature of the repulsion in NE can of-
ten overwhelm the attractive forces, leading to situations where points are
driven more by repulsion from the local occupancy of the LD space at a
given time than by the HD similarities. While this contributes to the ca-
pacity of NE to disentangle complex structures in HD, it is detrimental to
label diffusion where some points are more important than others: points
of known label are expected to stay along a certain direction or close to a
predefined location in LD, and in any case they should be driving the dy-
namics, not the other way around.
A solution to this last point would be to only apply repulsive forces on
points that do not have a known label, immunising them to the strong
currents of repulsion. However, another problem arises there: the points
of known label are expected to be much less numerous than the unlabelled
points and the dynamics of NE tend to follow Spock’s mantra of "the needs
of the many outweigh the needs of the few". Indeed, the dynamics of NE
prioritise the satisfaction of the global cost function even if it means sacri-
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ficing the preservation of the neighbourhood of individual points, this was
witnessed in Fig. 1.8 where HD neighbours can be located far apart in LD.
Restricting the movement of points with known labels leads in practice to
these points being ignored by the mass of unlabelled points, defeating the
purpose of the diffusion process. Attempts to counter this effect by adding
regularisation terms forcing points of known labels to be significant to all
other points have been tried, but there the NE inspired diffusion tends to
become too constrained and converges to mediocre solutions, both on the
standpoint of accuracy and on the preservation of structures.

These considerations led to a rethinking of how to apply repulsive forces
in the diffusion process. In order to keep the dynamics mostly driven by
the attractive forces, the aim is for the repulsive forces to act as gentle
nudges rather than as an overwhelming current, accompanying the dif-
fusion process rather than driving it. More concretely, these forces will no
longer be strong enough to prevent points from sharing coordinates in LD,
they will will no longer be applied in a N-to-N fashion, and they will also
be shorter ranged.
In that spirit, for each point, the set of neighbours of neighbours in HD
is determined, the set is called KNNofKNNi for the ith point. Repulsive
forces will only be applied between a point and these neighbours of neigh-
bours, taking inspiration from the Mexican hat kernels sometimes used in
self-organising maps [106] or in signal processing, and which mimic the
principles of lateral inhibition [74] in biological neural networks.
Shadowing the neighbours of neighbours set, a square matrix B is ini-
tialised with all values set to 0 for points that are not neighbours of neigh-
bours, and 1 for neighbours of neighbours; this matrix will scale the re-
pulsive forces. Points in a row of KNNofKNN that occur multiple times
have their associated values in B. set to 0, such that a neighbour of neigh-
bour only contributes once. Once this binary filtering is done, for the ith

point, all the values in Bi corresponding to the neighbours of the first de-
gree neighbour j are multiplied by 1−ms

ij where ms
ij is the mutuality score

that was used in Section 3.8.2 to scale attractive forces between i and j.
In essence, this means that neighbours of strong neighbours will have a
reduced repulsive influence, while neighbours of weak neighbours will
have an increased repulsive influence. Once this is done, the B̊ matrix is
obtained by normalising B as was done for P̊. In contrast to the Q matrix
of NE, which is recomputed at each iteration from the current state of the
embedding, B will remain constant throughout the diffusion process.

138



3.8. Enhancing label diffusion with lessons from neighbour embeddings

Figure 3.6: Distribution of the values of B̊ and P̊ on the restricted MNIST dataset. The
distance to a neighbour or neighbour of neighbour on the x-axis is normalised by dividing
by the distance to the farthest neighbour, which explains why all values of P̊ are shown on x
values smaller than 1. Some values of B̊ are shown on x values smaller than 1, this indicates
that neighbours of neighbours can also be first degree neighbours: the current algorithm
doesn’t filter these out, but this should be considered for further works. The "Mexican hat"
shape of the attraction-repulsion profile is apparent.

Figure 3.6 shows the distribution of the values of B̊ and P̊ on the restricted
MNIST dataset, plotted against the normalised distance to the neighbour
or to the neighbour of neighbour. This figure shows that the idea of us-
ing a Mexican hat-like profile based on neighbourhood relationships also
translates to distance relationships, as neighbours of neighbours tend to
be located at a distance larger than first degree neighbours. The diffusion
process with added repulsive forces is defined as such:

dVi
dt

= dt

(
α ∑

j∈KNNi

P̊ij (Vj −Vi) + (1− α)
Mi

Nr(Yi)
Yi

− α β ∑
l∈

KNNofKNNi

Kil B̊il (Vl −Vi)


 ,

Kil =
1

1 + λ ∥Vl −Vi∥
.

Where β is a hyperparameter controlling the strength of the repulsive forces,
it is set to 0.1 throughout the experiments; this value was determined through
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trial and error. The term Kil is analogous to the kernel used in NE to
scale interactions according to distance in LD; here, however, it scales only
the repulsive forces. This change contributes to having dynamics driven
mostly by attraction. Another contributing factor is the hyperparameter λ,
which controls the range of the repulsive forces; it is set to 400 throughout
all the experiments, decaying the repulsion rapidly with distance. Early
experiments show that the value for λ can impact the performances, and
a monotonic relationship between accuracy and λ hasn’t been noticed. It
appears critical that further works explore strategies to adapt λ according
to the dataset properties (number of points, number of labels), and to the
other hyperparameters (number of neighbours of neighbours, strength of
repulsion β).

Contrary to NE, this method doesn’t necessitate a choice on the dimen-
sionality of the embedding space, as this dimensionality is equal to the
number of classes. In theory, instead of using one-hot encoded vectors for
the label directions, one could use vectors with equal pairwise angles, al-
lowing to reduce the dimensionality of the LD space by 1 (in 2-dimensions,
we can build an equilateral triangle, in 3-dimensions a regular tetrahedron,
etc.). Another vanishing hyperparameter is the initialisation, as the points
without a revealed label are all initialised to the origin, and the others to
their corresponding one-hot vector. The computational complexity of the
method is O(N(K2)M), with N the number of points, K the number of
neighbours, and M the dimensionality of the label vectors, which is equal
to the number of classes.

The one-shot accuracy of the completed method of the restricted MNIST
scenario is shown in Figure 3.7, the accuracy has been raised to 97%. A
clear correlation appears when comparing the distribution of errors to that
of entropies across the NE, showing potential for active learning scenarios
where the model choses which supervised information is needed next, al-
lowing label efficient learning. It is worth noticing that the high entropies
are mostly located at the boundaries of the clusters identified by NE, hint-
ing that the proposed label diffusion method is indeed sharing principles
with NE in practice. The bottom view of Figure 3.7 shows that the method
appears to be robust to class imbalance, as increasing the number of re-
vealed labels for one class doesn’t appear to impact negatively the accu-
racy.
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Figure 3.7: Errors and distribution of uncertainty across a NE of the restricted MNIST
dataset, using the proposed method in its final form. Bottom view: the label "3" has 30 (left)
or 100 (right) labelled prototypes, the other classes keep their lone labelled prototype.

The next section explores further results and brings comparisons to ex-
isting methods.

3.8.4 Results

As mentioned earlier, the horizon of methods allowing classification from
few labels is vast and also diverse. Since this method has only been fi-
nalised recently, a thorough comparison to the state-of-the-art is yet to be
performed; this section presents preliminary results comparing the pro-
posed method to some existing approaches. The hyperparameters of the
method are kept to their default values throughout this section: perplexity
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is set to 7, α = 0.9, β = 0.1 and λ = 400. While a rigorous approach would
require a careful selection of the learning rate dt from the properties of the
graphs to prevent oscillations, the implementation used here sets it to 0.2
and decays it to 0.01 over 18000 iterations. One exception is made for the
COIL-20 dataset, as will be detailed later.

The first comparison will look at one-shot classification accuracies on
the full MNIST dataset. The proposed Mexican hat classifier is designed
for a transductive setting; this setting involves no train/test separation,
many unlabelled points and few labelled points, and does not involve pre-
training on a disjoint set of classes. Some of the compared methods are
not designed specifically for this setting, but they all share in common the
objective of classifying with very little labelled data.
Matching networks [107] and Siamese networks [108] are two deep learning
approaches developed to tackle few-shot learning scenarios. When evalu-
ated on MNIST with 1 labelled example per class, these works report accu-
racies of 72% and 70% respectively.
In [109], the authors propose a method which classifies images based on
a learned dictionary of image patches; for instance, a small horizontal bar
can be learned from MNIST as it is a recurring pattern in the numbers "2"
and "5", they report 69% accuracy in one-shot on MNIST.
Another work recently published in Nature artificial intelligence called Learn-
ing from one and only one shot [110] proposes an original representation
learning approach. In short, a representation is built by looking at how
similarly two images can be elastically deformed into one another, for in-
stance, a "1" can be deformed into a "7" by "pulling" the top pixels to the
left, but deforming a "1" into a "2" would require more complex transforma-
tions, putting them further apart in the learned representation. Approxi-
mations are made to allow non-homeomorphic objects to be compared: the
method allows for instance a 1 to loop on itself to almost form a 0. In this
paper, the authors do not report an experiment on MNIST directly com-
parable to the one-shot transductive learning setting, because they use a
subset of MNIST where all encountered points have a known label dur-
ing training, however, they heavily restrict the number of points in total.
Our transductive learning setting uses less label information as they do but
(much) more unlabelled information, while they use a limited but equal
amount of labelled and unlabelled data. Nevertheless, their report is in-
formative for the sake of comparison; they plot the accuracy obtained on
MNIST as a function of the number of labelled examples per class, reach-
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ing 90% accuracy with 4 to 6 labelled examples per class.
Another work, this one perfectly comparable to the current setting, is Non-
linear Higher-Order Label Spreading [111]. There, the label spreading algo-
rithm is extended to hyper-graphs, allowing higher order relationships be-
tween points to be explicitly taken into account, which has a computational
cost. On MNIST, they report an accuracy a bit under 92% when revealing
6 labels per class on a PCA representation of MNIST.

The proposed Mexican hat classifier reaches an accuracy of 88.8% when
revealing only 1 label per class on MNIST; the data is represented using the
same number of principal components as in [111]. The accuracy raises to
95.3% when revealing 5 labels per class, dividing the error of [111] by two
while using less labelled instances. The accuracies are reported as the mean
of 30 runs using different random seeds to select the labelled prototypes.
The difference in one shot accuracy between the full MNIST dataset and
the restricted MNIST example, which was specifically designed to be chal-
lenging, could be attributed to the hyperparameter choices. This further
motivates the necessity to automate the selection of hyperparameters in
future works.
It is particularly encouraging to notice that the old fashioned machine learn-
ing principles used in the Mexican hat classifier suggests competitive or
perhaps even better performances than recent representation learning ap-
proaches specifically designed for few-shot learning, without tuning the
hyperparameters. While the audaciously named paper Rethinking Few-Shot
Image Classification: A Good Embedding is All You Need? [96] does show the
importance of having a good feature extractor, the Mexican hat classifier’s
performance using only PCA for feature extraction might bring nuance to
the statement.

In terms of effective scaling, the Mexican hat classifier took a couple
of minutes when running on the MNIST dataset using a laptop GPU, it is
implemented in the low level language CUDA, to exploit the intrinsically
parallel nature of the diffusion process.
It is interesting to note that applying a KNN classifier directly on a 2-
dimensional NE of MNIST reaches an accuracy of 95% in one-shot (this
was reported in Table 1.1), which is still above the Mexican hat classifier.
Apart from the good hopes of having higher accuracies with hyperparam-
eter tuning, applying a transductive learning method directly to the HD
space can be more advantageous in practice. First of all, an initial reduction
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to LD with NE requires additional choices of hyperparameters for both the
NE and the KNN. Second, and more importantly, working directly in HD
can open the potential to integrate the diffusion to other ML algorithms,
for instance using it to regularise the training of a neural network, or to
derive gradients.

The following tables compare the Mexican hat classifier to other meth-
ods suited for transductive few shot learning, in several settings. The
methods featured in the comparisons are: label spreading using 3 values
for K (K = 7, K = 17, and K = 27), an Euclidean KNN classifier using
K = 1, a geodesic KNN classifier using K = 1 for the classification from
neighbours and Kgraph = 7, Kgraph = 17, and Kgraph = 27 for the graph
construction, a support vector classifier in the self-supervised setting pro-
posed by scikit-learn [51], using default hyperparameters, and a random
forest classifier in the self-supervised setting proposed by scikit-learn, us-
ing default hyperparameters.
These results confirm the good performance of the Mexican hat classifier
in various settings and overall robustness to class imbalance, with some
exceptions like the performance on the Anuran dataset.

Another potential application for this method not featured here is data
visualisation. Since the propagation happens in HD, it could be used as a
tool with which the user can explore the data, introducing the possibility to
superimpose task-driven information on top of the unsupervised structure
extraction performed by NE.
For instance, in an interactive software, the user might be visually explor-
ing a NE of the data; on the side, a view could offer a selection of colours,
which will correspond to classes from the point of view of the Mexican hat
label propagation. The user could then click on a colour and then in the
embedding, revealing the "label" of the selected points, launching a dif-
fusion. Then, another colour could be selected, and other points painted.
The user could then see in real time how the colours diffuse through the
data, helping understand the relationships between points and clusters rel-
evant to the structures being painted by the user. For instance, in Table 3.6,
two different labels are considered in the mouse brain dataset, the Mexican
hat diffusion performs well in both cases; this shows that choosing differ-
ent points from which to diffuse can allow the process to reveal different
structures, relevant to the selection.
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Method 1-shot 5-shot unbalanced

KNN: Euclidean 0.7043± 0.0741 0.8933± 0.0277 0.8001± 0.0455
KNN: geodesic K=7 0.1002± 0.003 0.4283± 0.4240 0.2014± 0.2876
KNN: geodesic K=17 0.1006± 0.003 0.4269± 0.4211 0.1997± 0.2883
KNN: geodesic K=27 0.7468± 0.0671 0.8972± 0.0272 0.7989± 0.0667
SelfTraining: SVC 0.7048± 0.0749 0.8676± 0.0167 0.2204± 0.1110
SelfTraining: RF 0.4090± 0.0970 0.6045± 0.1344 0.2047± 0.1523
Label spreading K=7 0.2633± 0.0832 0.6201± 1099 0.4352± 0.1019
Label spreading K=17 0.5028± 0.1510 0.8495± 0.0540 0.7136± 0.0395
Label spreading K=27 0.6158± 0.1380 0.8881± 0.0292 0.7656± 0.0282
Mexican hat 0.7044± 0.0563 0.8586± 0.0301 0.7761± 0.0581

Table 3.1: Accuracy of the tested methods on the Anuran dataset, in dif-
ferent settings. The reported mean values and deviations are computed
from 10 trials. All methods were confronted to the same trials, allowing
fair comparison. In the unbalanced scenario, 50% of the classes had 1 point
of known label, and the other half of the classes had 1 to 8 points of known
label, chosen randomly.

Method 1-shot 5-shot unbalanced

KNN: Euclidean 0.6640± 0.0725 0.7409± 0.0432 0.6459± 0.0438
KNN: geodesic K=7 0.7313± 0.0501 0.7590± 0.0427 0.6944± 0.0380
KNN: geodesic K=17 0.7332± 0.0542 0.7660± 0.0389 0.6898± 0.0392
KNN: geodesic K=27 0.7284± 0.0515 0.7610± 0.0416 0.6884± 0.0368
SelfTraining: SVC 0.6640± 0.0725 0.7938± 0.1607 0.4337± 0.0559
SelfTraining: RF 0.5137± 0.0822 0.4833± 0.0726 0.3272± 0.0701
Label spreading K=7 0.5639± 0.1087 0.7123± 0.0536 0.5830± 0.0646
Label spreading K=17 0.6651± 0.0870 0.7654± 0.0347 0.6736± 0.0623
Label spreading K=27 0.6976± 0.0984 0.7799± 0.0344 0.6779± 0.0567
Mexican hat 0.8966± 0.0105 0.9006± 0.0088 0.8666± 0.0504

Table 3.2: Accuracy of the tested methods on the blobs dataset, in different
settings.
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Method 1-shot 5-shot unbalanced

KNN: Euclidean 0.6438± 0.0181 0.8522± 0.0136 0.7159± 0.0206
KNN: geodesic K=7 0.8217± 0.0166 0.9070± 0.0100 0.8371± 0.0066
KNN: geodesic K=17 0.7361± 0.0212 0.8723± 0.0102 0.7686± 0.0212
KNN: geodesic K=27 0.7077± 0.0125 0.8593± 0.0137 0.7469± 0.0184
SelfTraining: SVC 0.6438± 0.0181 0.8406± 0.0143 0.3560± 0.0439
SelfTraining: RF 0.4680± 0.0150 0.8115± 0.0187 0.5259± 0.0423
Label spreading K=7 0.5618± 0.0397 0.9222± 0.0118 0.7115± 0.0215
Label spreading K=17 0.7621± 0.0176 0.8752± 0.0126 0.8061± 0.0290
Label spreading K=27 0.7351± 0.0164 0.8465± 0.0095 0.7672± 0.0223
Mexican hat 0.9002± 0.0066 0.9413± 0.0141 0.9082± 0.0116
Mexican hat PP=4 0.9554± 0.0138

Table 3.3: Accuracy of the tested methods on the COIL-20 dataset, in differ-
ent settings. On this dataset, the proposed method is also evaluated using
another perplexity of value 4 instead of 7, showing that hyperparameter
tuning can bring better results.

Method 1-shot 5-shot unbalanced

KNN: Euclidean 0.6379± 0.0614 0.8531± 0.0276 0.7305± 0.0310
KNN: geodesic K=7 0.8025± 0.0589 0.9123± 0.0303 0.8658± 0.0241
KNN: geodesic K=17 0.7703± 0.0564 0.8929± 0.0286 0.8266± 0.0273
KNN: geodesic K=27 0.7557± 0.0644 0.8806± 0.0288 0.8157± 0.0288
SelfTraining: SVC 0.6380± 0.0612 0.8344± 0.0359 0.3517± 0.0402
SelfTraining: RF 0.5457± 0.0557 0.6812± 0.0385 0.2528± 0.0590
Label spreading K=7 0.7110± 0.0894 0.9104± 0.0241 0.8232± 0.0468
Label spreading K=17 0.7701± 0.0634 0.9049± 0.0274 0.8097± 0.0477
Label spreading K=27 0.7654± 0.0515 0.8961± 0.0308 0.8044± 0.0328
Mexican hat 0.8889± 0.0406 0.9449± 0.0251 0.9172± 0.0283

Table 3.4: Accuracy of the tested methods on the digits dataset, in different
settings. Digits is a smaller alternative of MNIST featuring 8-by-8 images.

146



3.8. Enhancing label diffusion with lessons from neighbour embeddings

Method value

KNN: Euclidean 0.7142± 0.0955
KNN: geodesic K=7 0.7984± 0.0805
KNN: geodesic K=17 0.7984± 0.0819
KNN: geodesic K=27 0.8030± 0.0812
SelfTraining: SVC 0.7142± 0.0955
SelfTraining: RF 0.4551± 0.0684
Label spreading K=7 0.4790± 0.1665
Label spreading K=17 0.6980± 0.1311
Label spreading K=27 0.7512± 0.1205
Mexican hat 0.8682± 0.0867

Table 3.5: Accuracy of the tested methods in a 5-way, one-shot setting
on the miniImageNet dataset with features extracted by a ResNet architec-
ture [112] trained by the MoCo [97] self-supervised scheme. The miniIm-
ageNet dataset is a downsampled version of ImageNet, keeping the high
complexity of natural images, but requiring less computational resources
to use.

Method cell type brain region

KNN: Euclidean 0.7624± 0.0141 0.6227± 0.0074
KNN: geodesic K=7 0.7564± 0.0168 0.5028± 0.0030
KNN: geodesic K=17 0.7618± 0.0145 0.4999± 0.0044
KNN: geodesic K=27 0.7617± 0.0130 0.4989± 0.0017
SelfTraining: SVC 0.8006± 0.0289 0.5843± 0.1027
SelfTraining: RF 0.7567± 0.0343 0.5745± 0.0377
Label spreading K=7 0.7276± 0.0252 0.4669± 0.0379
Label spreading K=17 0.7568± 0.0201 0.5646± 0.0452
Label spreading K=27 0.7683± 0.0199 0.5780± 0.0226
Mexican hat 0.7922± 0.0239 0.6386± 0.0475

Table 3.6: Accuracy of the tested methods on the mouse brain dataset in a
one-shot setting, using cell type and brain region as labels.
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Chapter 4

Discussion and Perspectives

This section serves as a conclusion to the thesis, reflecting on the insights
gained throughout the 4 years of research on NE methods, and discussing
the potential future directions of the field. Section 4.1 brings additional
insights and intuitions that are too general to fit elsewhere, focusing on the
global picture. Section 4.2 closes the thesis with a succinct summary of the
contributions and a discussion on future research directions.
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4.1 General insights

There seems to be a trend to apply NE methods to larger and larger datasets,
with new limits often overtly publicised. Arguments can be made that this
tendency does not make much sense in the current state of NE, and resem-
bles more a GPU-measuring contest than a meaningful scientific endeav-
our.
Indeed, as the number of points increases, the difficulty of the embedding
task can only increase or remain the same, as adding points cannot reduce
the intrinsic dimensionality of the structures. Moreover, when embedding
millions or even more points, can the human interpreter really make sense
of the intricacies of the embedding? There, wouldn’t the global picture
be more meaningful than the details, which NE specialise in and which
are defined by small groups of points? This point is further amplified by
the fact that NE methods tend to lose their capacity to preserve intrica-
cies as the number of points increases. This was witnessed in Annex 5.1,
where the 1.2 million points ImageNet are embedded into 2 dimensions
with FUnc-SNE and then a subsample of only the first 30 classes, totalling
39000 points, is embedded again with the same method, revealing details
that were not apparent in the full dataset embedding.
This tendency of NE to lose details when the number of points increases is
likely due to an internal mechanism of NE rather than the increased intrin-
sic dimensionality of the data, since the local structures described by the
first 30 classes of ImageNet likely don’t dramatically change if the points
are taken as a subsample or within the full dataset. One mechanism that
might be the cause of the loss of details comes from the far ranging nature
of the repulsive forces in NE. While the repulsive forces of NE as consid-
ered by methods descending from SNE are normalised by the sum of pair-
wise repulsive interactions, the actual nature of the repulsions taking effect
on a point changes when N increases. Indeed, when considering that LD
similarities are defined with heavy tails along with the fact that a volume
scales super-linearly with length, one realises that the repulsion affecting
a given point is more and more the result of coarse, large ranging inter-
actions than from local, detail-defining interactions. In the current state
of NE, this might suggest that as N increases, the methods that precisely
model local repulsive interactions such as FIt-SNE, BH-t-SNE, and FUnc-
SNE might lose some of their advantage over the coarser approximations
used for instance by UMAP and LargeVis.
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If justified demands for very large embeddings were to arise, a redesign of
the shape of repulsions might be necessary to maintain the capacity of NE
to preserve local details by diminishing or perhaps even zeroing out the
far ranging repulsive interactions. There seems to be however a challenge
to overcome, since it is precisely the heavy tails of the LD similarities that
is believed to allow NE to so effectively preserve local structures. Perhaps
this capacity, which manifests with high kernel tails, is actually not origi-
nating from the tails but from the shape of the LD similarity distribution
at near and medium ranges, which happens to correlate with tail heav-
iness when defined as they usually are? This consideration aligns with
the observation that changing the heaviness of the tails has an effect on
the local structures by splitting groups of points "along the cracks" of the
probability distribution in HD, as was shown in the FUnc-SNE paper [42]
and re-pictured in Figure 4.1. It is unlikely that this splitting of masses
of points originates from far-ranging interactions, since these interactions
would tend to apply forces that are more or less aligned throughout the
mass of points.

Figure 4.1: Effect of kernel tails on a cluster of number "4" points in a NE of MNIST, figure
taken from the FUnc-SNE paper. Increasing the tails of the kernel further splits the cluster
into its subcomponents. On the right panel, the histograms show the distribution of points
in HD from pairs of clusters when the points are projected onto the line connecting their
centroids. The subcomponents appear to have been split along "cracks", where the points
were less sampled in HD.

This figure and the observations made in the FUnc-SNE paper and in
the beyond visualisation paper reveal the crucial role that the LD distribu-
tion shape has on the structures being extracted by NE. This has already
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been observed in other works which inspired the conception of FUnc-SNE
[11, 12]; the importance of the attraction-repulsion balance has also been
put to light in publications like [54]. However, using FUnc-SNE interac-
tively reveals that the spectrum of tail heaviness in LD and the attraction-
repulsion balance might be better understood when taken together, as a
two-dimensional plane of possible configurations. Since the non-linear
dynamics of NE quickly overwhelm simple intuitions on the direct ef-
fect of the hyperparameters, perhaps the phenomenon is best approached
through analogies and empiricism.
Figure 4.2 proposes an comparison between the effect of the pair of hyper-
parameters controlling the LD kernel shape and the attraction-repulsion
balance in NE, with the effect of kernel shape and of a subsequent thresh-
olding in a 1-dimensional convolution. On the left side, a 2-dimensional
dataset is composed of aligned Gaussian balls, with a hierarchical arrange-
ment obtained by a binary-tree like structure. They are shown on the very
top of the column as small black dots. Just below these dots, another image
shows what the data looks like when fed to the NE algorithm: the finest
grained level of the hierarchy is not discernible to the eye. From top to bot-
tom in the left column, multiple NE of the data are shown. The first three
embeddings are produced by increasing the heaviness of the LD kernel
tails, each one distinguishing a finer level of the hierarchy. The final em-
bedding increases the repulsion strength, allowing the finest grained level
of the hierarchy to be extracted. Moving only one of the hyperparameters
in an interactive setting does not allow the extraction of the full hierarchy.
On the right side of the figure, the same dataset in philosophy is consid-
ered, but using a 1-dimensional signal with impulsions happening along
the same hierarchical arrangement as the centres of the Gaussian balls of
the left side. Convolutions with different kernels are performed, and a
binary output is shown in orange, obtained from thresholding of the con-
volution results. All the kernels are obtained by adding a shared posi-
tive Gaussian, and another negatively signed Gaussian which can vary in
bandwidth; the resulting kernel is re-scaled such that the peak has a con-
stant value throughout the experiments. The topmost result shows that
a (almost) purely positive kernel only captures the coarser levels of the
hierarchy with its continuous output ("convolved signal" in the figure).
Finer levels of the hierarchy can be captured in the continuous outputs
(2nd and 3rd rows) when the Mexican-hat like shape gets more and more
pronounced, effectively sharpening the continuous output. However, it is
only when moving the threshold that the finest grained level of the hierar-
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chy is extracted in the binary output.
While this comparison has its limits, it might help understand more intu-
itively why considering these two hyperparameters together is more judi-
cious than independently: one appears to be mostly controlling the regions
capable of being discerned (the shape of the continuous output in the con-
volution), while the other tends to controls what acts as a threshold that
permits the separation of the "pre-cut" regions. Again, the non-linear dy-
namics involved there and the fact that probability distributions have a
constant integral adds nuance to this hypothesis, which attempts to de-
scribe a trend more than a relation set in stone.

These considerations naturally lead to questioning what a cluster really
is, the definition in effect seems leave place to interpretation. After all, the
data points, which are the enumerable manifestation of a distribution lay-
ing in a continuous space, cannot be separated into distinct groups without
some notion of thresholding and choice, for instance in a metric. Perhaps
one can consider NE as performing clustering, albeit by yielding results
in an unconventional format, and using the continuously valued hyperpa-
rameters controlling the attraction-repulsion balance and LD kernel shape
as implicit thresholding mechanisms.

To conclude this section, it seems that the visual extraction of meaning-
ful structures from HD data is fated to involve compromises and choices.
When observing the data as-is in HD, through means like PCA or MDS,
the structures are diffuse and largely overlapping. Making sense of these
require deformations and thus taking choices, this manifests in NE by the
inductive biases involving purposefully mismatched similarity distribu-
tions in HD and LD, creating tensions in a system of points which is best
alleviated by ripping apart the data along failure lines.
When the purpose of structure extraction is a supervised task, the compro-
mises and choices can be guided by a top-down signal, but in visual data
exploration, the first task of NE, such guidance is unavailable, thereby ne-
cessitating interaction or multi-scale approaches to fully explore the struc-
tures present in data.
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Figure 4.2: Comparison between the effect of modifying the LD kernel tails and attraction-
repulsion balance in NE, with the effect of changing the kernel shape an threshold used to
determine the binary output from a thresholded convolution.
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4.2 Conclusion and Future Directions

In short, this thesis has contributed to the field of NE and visualisation by
proposing fast and accurate methods which allow the extraction of global
structures through SQuaD-MDS [64], local structures with FUnc-SNE [42],
and both local and global structures with the hybrid MDS-NE method [41].
Developments focusing on the optimisation of NE methods [67] and a
rethinking of how to approach NE enable FUnc-SNE to reach unparal-
leled levels of responsiveness, allowing interactive visualisations of large
datasets and opening new applicative horizons. Accompanying tools have
been developed [65] to introduce explanations to NE, or are being devel-
oped (Section 3.8) to bring further interaction through colour propagation.
Realisation that NE’s potential are not limited to visualisation led to works
exploring new applications, in the hope to inspire new research directions
[69] which could lead to consequential improvements in ML tasks, as demon-
strated by the Mexican hat classifier. In some way, there is beauty in the
idea that NE, which were brought to the visualisation field by ML, have
matured there and are now ready to bring back insights to ML.

Machine learning researchers seem to be modern-day Sisyphus, for there
lingers a sense that more doors were opened than closed. The following
paragraphs pose some considerations which are sometimes very prospec-
tive and speculative, but seem worthy of rumination.

The hybrid MDS-NE method empirically suggests that multi-scale NE
can be achieved with good quality and a linear complexity in N. How-
ever, if considering multi-scale neighbourhood preservation as a variant of
a sorting problem, then a log N factor is expected. Is this factor hidden in
the number of iterations needed for convergence, but not yet manifest in
practice due to the limited size of datasets used in experiments? Does the
N-to-N relationships between the points sharing a LD space constrain the
"sorting" enough to effectively reduce the overall difficulty of the problem?
Such questions might not see great practical implications, but pondering
on these could help develop links between systems of particles in contin-
uous space and discrete problems. The convenient positive feedback loop
between NE iterations and KNN refinement exploited in FUnc-SNE could
be another hint that non-obvious mechanisms are at play there.
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On an even more nebulous standpoint, when observing the optimisa-
tion of NE, groups of points appear to form coherent masses moving to-
gether as ensembles rather than as individual points. These masses of
points are rendered rigid by their configurations which locally minimise
the energy of the densely coupled system of points. Smaller groups mov-
ing with relative high velocity towards such masses are repelled and get
deformed by a cushioned impact; the smaller group then either gets as-
similated into the larger mass, or reforms and flies away on another tra-
jectory. If assimilated, the larger group either largely retains its shape, or
finds a new stable configuration; if bouncing off, the larger group is gen-
erally unaffected by the interaction. On rare occasions, the impact causes
a noticeable re-arrangement of the larger mass, as the projectile provided
enough energy to overcome a barrier between two stable configurations.
Intuitively, this kind of behaviour seems desirable in internal representa-
tions of learning systems, as it would allow consolidated concepts to re-
sist perturbations from newer, less established concepts. Finding a way to
transpose some of the properties of NE to loss functions or perhaps local
regularisations in deep learning could be an interesting research direction.
Machine learning algorithms can be placed on a spectrum reflecting a trade-
off between data transformation and memory. For instance, a KNN ap-
proach is in the memory extreme, while a model based on cellular au-
tomata would be on the other extreme. Most deep learning approaches
tend to be on the transformation side of the spectrum, local regularisations
based on attraction-repulsion dynamics inspired by NE could add a mem-
ory component helping fight catastrophic forgetting and allowing an easy
way to estimate surprise, a key component in continual learning and active
inference.
If applying principles of NE to deep learning, insights from NE might also
help devise new contrastive learning losses, which share similarities with
negative sampling based NE by the way positive pairs are encouraged to
get closer, and negative pairs are pushed apart.

Another direction worthy of consideration is to explore just how much
NE methods can compress information. The paper of Section 3.7 represents
what is initially a 1280-dimensional representation of the ImageNet dataset
into only 32-dimensions, the embedding seems to allow good generalisa-
tion. Annex 5.1 shows that this dataset might indeed express low enough
intrinsic dimensionality to be represented in such a space. Compressing
all the information of the data would require a multi-scale approach, but
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if heavy compression is possible without losing information, perhaps deep
learning models could benefit from NE in this standpoint as well.
However, it is possible that deep learning models would struggle on such
low dimensional, non-redundant representations, as they often rely on ex-
panding the data into a very high dimensional space to disentangle struc-
tures. However, compact representations driven be NE-like loss functions
might have their uses as regularising bottlenecks or as parallel specialised
representations after bifurcations within the networks.

On a more practical standpoint, most published applications of NE on
the monitoring of industrial processes focus on static datasets: the data is
collected during a process, and then, as a subsequent step, visualised us-
ing NE. However, the theoretical capability of FUnc-SNE to process data
streams without overhead might open new opportunities for online moni-
toring. One could imagine a system where sensors continuously feed data
to a online NE visualisation, allowing operators to detect anomalous move-
ments in the process in real-time. In this example, one point would corre-
spond to one sensor, but one could also consider a scenario where one
point would represent a full observation from multiple sensors, and where
embeddings would feature historical points. This would allow the track-
ing of the process over time and possibly detect drifts or anomalies, be it
an anomalous instantaneous state, or an anomalous movement of the state.
Acolytes of Nostradamus would predict that monitoring of automated pro-
cesses will become increasingly important in the future, in part due to the
advent of what is sometimes called "AI agents", referring to large language
models given the capacity to call tools. If this prophecy comes true, the
adoption of NE for online monitoring purposes might become all the more
important, as the role of human operators would shift from direct control
to supervision. Hopefully, our ingrained need to understand and make
sense of our environment will prevent us from devolving into mere button-
pushers, and NE could be one of the tools that help us maintain a mean-
ingful connection to the processes we oversee.

The Mexican hat diffusion developed in this thesis weights its repulsive
force by a function of distance in the LD space, as NE do, but also from re-
lationships in HD space. In the context of label diffusion, this formulation
allows the disentanglement of cloudy HD structures as NE does. One can-
not help but wonder if adding information from the HD side of the data
to repulsions could further improve the discerning power of NE methods
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too. Perhaps such information could help alleviate the inaccuracies in the
estimation of repulsions in the fast methods.

Multi-scale neighbour embeddings are shown to preserve both local an
global structures in data, where the notion of locality is defined on rank
based relationships in some methods, or on both ranks and distances in
the hybrid MDS-NE approach. Perhaps another notion of scale could re-
flect coordinates in a graph plotting the attraction-repulsion balance on one
axis, and the LD kernel tailed-ness on another axis. From there, one could
imagine another take on multi-scale NE, where the different clusters that
are extracted when increasing the kernel tails and repulsion during inter-
active exploration could be combined into a single embedding, showing a
hierarchy of structures directly.
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5.1 Intuition on intrinsic dimensionality

This Annex brings a brief intuition on the concept of intrinsic dimensional-
ity (IDIM). A way to estimate it and relations with NE are discussed in Sec-
tion 5.1.1, as well as the challenges that arise when estimating high IDIM
values. In Section 5.1.2, the possibility to use NE to estimate IDIM is ex-
plored superficially, using the example of the EVA [113] representation of
ImageNet, the dataset used and reduced to 32 dimensions in Section 3.7
using the NE method developed in Section 3.6.

5.1.1 Intuition on intrinsic dimensionality and its estima-
tion

If measurements of the observable world would naturally be modelled by
uniform, amorphous HD distributions of variables, then existence would
be quite bland. Fortunately, data exhibits structure at multiple scales. There
are many ways to formally describe this, but in short, some variables can
be predicted from others. It is because data is structured that our brains ex-
ist in the first place (else there would be nothing to make sense of), and that
machine learning is applicable to real world problems. This annex doesn’t
aim to bring a thorough nor a rigorous explanation on what IDIM is, rather
it aims to provide some intuition on the concept, and in particular why this
concept is relevant when studying NE methods.

Intrinsic dimensionality is tightly tied to this notion of structure in data
as it aims to quantify how many variables are truly necessary to describe
the data. For instance, if two distinct 127862368-dimensional vectors were
the only observations sampled from a distribution, then the IDIM of the
dataset would be 1, because the structure formed by the two points can be
perfectly represented on a single axis pointing from one point to the other
in the ambient 127862368-dimensional space. From this example, two up-
per bounds for the IDIM of a sample of N distinct points can be intuited:
it cannot be larger that N− 1, and it cannot be larger than the ambient di-
mensionality which was used to describe the dataset in the first place. It is
important to understand that the structures that IDIM aims to capture are
the geometry described by the data points, with no interest in the values
taken by the variables in HD. Without further elaborating in this direc-
tion, this means that the information necessary to determine the IDIM of
a dataset is captured without loss by the Euclidean distance matrix which

174



5.1. Intuition on intrinsic dimensionality

MDS attempts to preserve. An additional property worth noting is that
sampling new points can never reduce the IDIM of a dataset, it can only
increase the IDIM or not affect it.

Estimating the IDIM of a dataset is useful to understand the complex-
ity of the structures present in the data. In the case of data visualisation,
it is a good indicator on the feasibility of representing the data in very LD
spaces. Multiple approaches exist to estimate the IDIM of a dataset. In
short, these can take two directions: models based on linear projections,
where the IDIM is estimated by counting the number of eigenvalues larger
than a certain threshold, like [114], and geometric methods as in [115,116].
An intuitive geometric approach is described by the following algorithm:
Considering a point in a dataset of ambient dimensionality M around which
we are interested in determining the IDIM of the data. One can grow a hy-
persphere centred on the point and count how many neighbours are con-
tained within it as its radius increases, as illustrated in Figure 5.1. If the
sampled points in the surrounding area were uniformly distributed in a
M′-dimensional subspace of the ambient space, then the number of neigh-
bours within the hypersphere would grow proportionally to rM′ , where r
is the radius of the hypersphere, rather than growing with a rate depend-
ing on the ambient dimensionality M. By estimating how the number of
neighbours grows with the radius, one can fit a curve to estimate the IDIM
M′ at a given scale bounded by the maximum radius of the hypersphere or
by the number of neighbours after which the process is stopped. Estima-
tors of IDIM generally rely on an assumption of a certain property in the
data, here, the assumption is that within the M′-dimensional subspace, the
points are uniformly distributed.
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Figure 5.1: Illustration of the growing hypersphere method for estimating pointwise IDIM.
For each point, a growing hypersphere centred on it grows, and the rate at which the number
of neighbours within the hypersphere increases is used to estimate the IDIM.

The algorithm described above brings forth an important consideration
when discussing IDIM: the notion of scale. Let us consider a dataset of am-
bient dimensionality 3, where the data points are densely sampled from
a distribution of the shape of an uncooked fusilli lunghi, which are spi-
ral pasta resembling very long spaghetti that would have been wrapped
around a thin cylinder before drying, the shape is similar to a telephone
cord.
If the growing hypersphere method was applied on a point situated in the
mass of a single fusilli lunghi using a tiny radius, then the number of points
captured by the sphere would grow isotropically, yielding an estimated
IDIM of 3. If one was to look a little further, the locally linear structure
of the fusilli lunghi would start to appear, and the estimated IDIM would
drop to approach 1. Going a bit further with the hypersphere radius, the
linear structure would start to curve significantly, raising the estimated
IDIM back towards 2. Finally, if the radius was increased enough to en-
compass the entire structure, the estimated IDIM would approach 1 again,
as the length of the fusilli lunghi would dominate over the small diameter
of its coils.
It should be understood that the notion of scale isn’t an artefact of the esti-
mator used to measure IDIM, but rather a property of the data itself.

When using NE on actual data, it can be informative to plot the evolu-
tion of the estimated IDIM along scales, as shown in Figure 5.2. There, in
the top view, a linear projection of two synthetic datasets are shown. On
the left (orange), the data is designed to have a low global IDIM and a high
local IDIM, whereas on the right (purple), the data is designed to have a
high global IDIM and a low local IDIM. Under these two scatterplots, a
plot of the mean estimated pointwise IDIM at different scales is shown for
both datasets. The general allure of these two curves shows that the esti-
mated IDIM reflects the intended design of the datasets.
When looking at these curves and at the linear projections, one can intuit
which dataset is more suited for observation through NE. As explained
in Section 1.2, NE methods tend to preserve local structures at the detri-
ment of global structures. Therefore, if the global landscape of a dataset
is composed of large, intrinsically HD structures, but that these structures
are themselves composed of simpler LD parts, as is the case in the purple

176



5.1. Intuition on intrinsic dimensionality

dataset, then NE methods should be able faithfully capture some of the
information contained in the data. In the opposite case, when the data is
locally HD but globally LD (orange dataset), NE methods will struggle to
capture any meaningful structure, since these methods don’t prioritise the
preservation of global structures. In that case, global methods like PCA or
MDS are better suited.
This is verified in the bottom part of Figure 5.2, which shows the NE of both
datasets. The points are coloured by how well they integrate in the true lo-
cal structures (top row) and in the global organisation of the data (bottom
row). Hot colours indicate poor quality, and the mean quality scores are
indicated under each embedding. Visually, in both datasets, the separation
of the data manifolds into distinct clusters is well captured, however, the
organisation of these clusters in both datasets is poorly preserved, as ex-
pected and confirmed by the global quality scores which are sensibly the
same across both datasets. However, when considering local structures,
the purple dataset fares significantly better than the orange dataset.
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Figure 5.2: Illustration of the notion of scale-dependent intrinsic dimensionality.
Top view: Left and orange: 20-dimensional Gaussian blobs of 150 points each organised
on a 2-dimensional grid. Top row: PCA embeddings of both datasets, bottom row: mean
estimated intrinsic dimensionality at different scales. To keep computations low, the number
of neighbours captured by the growing hypersphere are kept constant throughout the scales
changes, but the dataset is subsampled to simulate larger scales, a principle borrowed from
[60].
Bottom view: Neighbour embeddings of both datasets, keeping the left-right organisation of
the top view. The points are coloured by their local error (1−Qi

NX(15), the QNX measure is
explained atop Fig. 1.3) in the top row, and by one minus the Pearson correlation between
pairwise distances in HD and LD (global structure preservation) in the bottom row.

In Figure 5.2, the local intrinsic dimensionality of the orange dataset’s
distribution is 20, and the global intrinsic dimensionality of the purple dataset’s
distribution is 24. However, when looking at the multi-scale IDIM curves
estimated on samples of these distributions, one can see that the maximal
IDIMs of both curves are far below their theoretical values.
The underestimations can have two origins: the first possibility is that the
sampling is unlucky or too sparse to capture the complexity of the distribu-
tions, leading to truly lower IDIMs in the samples. The second possibility
is that the estimator underestimates the true IDIMs regardless of the repre-
sentativeness of the samples.

K 64 128 256 512 1024
IDIM 22.1 ± 3.4 21.8 ± 2.5 21.3 ± 1.8 20.7 ± 1.4 19.9 ± 1.2

Table 5.1: Intrinsic dimension estimation of 50k observations sampled from
a Gaussian blob in 30 dimensions (the IDIM should be close to the ambient
dimensionality), as a function of the number of neighbours K used for the
estimation.

In Table 5.1, the IDIM of a sample of 50000 points drawn from a Gaus-
sian blob in 30 dimensions is estimated using the growing hypersphere
method, with varying numbers of neighbours K for the estimation. The
scale should not significantly affect the estimation of the IDIM in this case
due to the lack of structure. This experiment aims to see if having richer
samples can help the estimator with the measurement. The IDIM estima-
tions did not vary largely with the addition of points used by the estimator,
indicating that the underestimations of the IDIM in Fig. 5.2 likely do not
stem from a lack of representativeness in the samples, but rather from lim-
itations of the estimator itself.
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As a sanity check, the same experiment was performed with uniform dis-
tributions in 30 dimensions and with another estimator based on similar
principles, Two-NN [116], both cases yielded similar results. As dimen-
sions grow, an unintuitive phenomenon arises where data points tend to
lie near the "surface" of the distribution rather than in the "bulk"; in order to
remove the possibility that this phenomenon could affect the estimations,
the IDIM was also estimated by growing a hypersphere from the centre
of the distributions rather than from the data points themselves, but the
results stayed significantly lower than the IDIM of the distribution, some-
times going as far down as 11 for very large values of K.

Figure 5.3: Estimated pointwise intrinsic dimensionalities on a dataset consisting of a cube,
a plane, and a line, in an ambient space of 3 dimensions. The estimations are performed using
the growing hypersphere method. In blue: the mean estimated intrinsic dimensionality for
each of the 3 structures.

To better understand the limits of the IDIM estimator, Figure 5.3 shows
the pointwise estimated IDIMs on a dataset in an ambient 3-dimensional
space, with points sampled from a cube, a plane, and a line. There, as the
IDIM of a sample grows, the variance of the pointwise estimations also
grows, and the mean estimations there also tend to be biased downwards.
Similar results were obtained with Two-NN [116]. The large variance in
the estimations did not tamper down when using larger values of K, the
number of neighbours used for the estimation. It is possible that the high
variance in the estimations stems from instabilities when fitting the curves
to estimate the IDIM, as the dimension M′ appears as an exponent in the
model. Table 5.2 demonstrates that the estimator can indeed be quite sen-
sitive numerically: there, a minimal dataset of 31 equidistant points has it’s
IDIM evaluated under different levels of Gaussian noise. The true IDIM of
the dataset is 30, but the estimated IDIM varies widely depending on the

180



5.1. Intuition on intrinsic dimensionality

noise level. Instabilities arise in this scenario because, at low noise levels,
the growing hypersphere goes from encompassing 0 points to 30 points
with a tiny change in radius.

Noise level 0.001 0.01 0.1
Intrinsic dimension (± std) 641.1 ± 99.7 63.5 ± 9.4 9.4 ± 1.8

Table 5.2: Estimation of the intrinsic dimension of a dataset of 31 equidis-
tant points, with an actual IDIM 30. Different levels of Gaussian noise are
added to the dataset before estimating the intrinsic dimension by the grow-
ing hypersphere method using K = 30.

5.1.2 Can ImageNet fit in 32 dimensions?

In Section 3.7, the ImageNet dataset as represented by the EVA large vision-
language model [113] is embedded to 32 dimensions using the NE method
developed in Section 3.6. The embedding allows for remarkable perfor-
mance and generalisability when performing a supervised task, when com-
pared to using the raw 1280-dimensional EVA features. This section aims
to give plausible intervals to the IDIM of the ImageNet dataset as repre-
sented by EVA, in order to understand if most of the structures can be
captured in spaces of the order of 32 dimensions. As seen previously, esti-
mating large IDIMs is difficult, this section explores if NE methods can be
used in conjunction to traditional estimators for this purpose.
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Figure 5.4: Embeddings of the ImageNet dataset as represented internally by the EVA large
vision-language model [113], where each observation lies in a 1280-dimensional space. Top:
Neighbour embeddings and PCA of the ImageNet dataset, the NE are built using the FUnc-
SNE method developed in Section 3.6 and were built after an initial PCA reduction to 70
dimensions. The leftmost NE have sightly stronger repulsive forces and larger LD kernel tails
than the central NE. Both were obtained during the same interactive visualisation session,
explaining the similar global structure. The top row is coloured using all the 1000 classes, the
bottom row only shows 3 artificial classes. Bottom: Estimated intrinsic dimensionality of the
ImageNet dataset across all scales, performed on the 1280-dimensional EVA features [113].

Embeddings of the ImageNet dataset are shown in the top part of Fig-
ure 5.4, along with the multi-scale IDIM estimation of the dataset in the
bottom part. The multi-scale IDIM estimation is performed as explained in
Section 5.1.1, using the growing hypersphere method on the 1280-dimensional
dataset. The NEs show sharper structures than the PCA projections, but
large parts of the dataset appear amorphous in the NEs. This stems from
the high complexity of the dataset across scales, as hinted by the multi-
scale IDIM curve. It is interesting to note that, despite generally not captur-
ing global structures, the NE representations exhibit some global organisa-
tion, separating dog from other animals, and animals in general from non-
animals. This may be due to a bias in the dataset or the learning scheme,
inducing large differences between these categories in the way EVA repre-
sents the data, in turn allowing NE to capture these nuances.
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As a first attempt to estimate the IDIM of the ImageNet dataset as rep-
resented by EVA, the correspondence between the true, controlled, IDIM
of synthetic HD data and the estimated IDIM using the growing hyper-
sphere method is given in Figure 5.5. In this setting, the sub-linear growth
of the estimated IDIM with the true IDIM indicates that the larger the es-
timation, the less certain we can be of the actual IDIM of the data. The
correspondence here is likely very flawed if used on actual data exhibit-
ing structure, as the hypersphere method is subject to numerical instability
and assumes uniform distributions in the local subspaces. Nevertheless,
this curve gives a first idea of how to interpret the multi-scale IDIM curve
of Figure 5.4. There, if considering the 1 standard deviation bands around
the means, the estimated IDIMS vary between about 6 and 42, converting
these values to true IDIMs using Figure 5.5 gives IDIMs ranging from 6 to
95, quite a spread.

Figure 5.5: Empirical correspondence between true IDIM in HD data and estimated IDIM
using the growing hypersphere method. The measures were done on synthetic datasets of
uniform distributions of growing dimensionalities. The blue shades correspond to the spread
of estimated IDIMs in the multi-scale curve of Fig. 5.4.

The estimated IDIMS obtained from the multi-scale IDIM curve of Fig-
ure 5.4 and the correspondence curve suggests that the 1280-dimensional
EVA representation of ImageNet is redundant to some extent, but such a
large spread makes it difficult to draw conclusions. Intuitively, given how
expressive a 90-dimensional space is, it seems likely that the IDIM of the
dataset is in the lower range of the spread of estimated values.
Let us attempt to tighten these bounds, but this time focusing on a subset of
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the ImageNet dataset, for convenience. Lessons learned on a subset might
bring insights on the full dataset later on. The first 30 classes of ImageNet
are selected, for a total of 39000 points. If the NE of the full dataset shown
in Figure 5.4 are of any indication, the points sharing a label should more
or less cluster together, meaning that the local structures in the isolated
subsample should not be too different from the local structures drawn by
the selected points as they lay in the full dataset.
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Figure 5.6: Top row: NE of subsets of ImageNet, the leftmost sample consists of the first
30 classes of ImageNet, the other two samples are the 2nd and 6th classes of the dataset. The
local quality score (QNX(20)) of the embeddings using the subsampled dataset as reference
HD data are indicated under each embedding, these scores were first introduced in [39] and
are defined in Section 1.2, equation 1.1. The local quality scores figuring here are averaged
across all points in the embedding. Second row: estimated intrinsic dimensionalities of the
corresponding subsets, using the growing hypersphere method on the 1280-dimensional EVA
features [113]. Bottom two rows: cumulative explained variance ratios of PCA performed on
the subsets, up to the 500th and the 100th principal components.

The subsampled points are represented as NE in Figure 5.6, along with
their multi-scale IDIM curves and PCA explained variance ratios. The local
quality scores of the embeddings are indicated under each NE. The IDIM
values estimated by the growing hypersphere method are in line with the
values found in the leftmost part of the multi-scale IDIM curve of Figure
5.4; were they to be converted to "true" IDIMs using the correspondence of
Figure 5.5, these values would span a large range (approximately from 10
to 40).
Some methods estimating IDIM use the notion of local linearity like [114],
but these methods tend to overestimate the true IDIM when the data is
organised in curving manifolds and be particularly sensitive to noise, out-
liers, border effects, and hyperparameter choices. When looking at the cu-
mulative explained variance ratios of PCA performed on the subsets, it is
difficult to place a clear threshold on the number of principal components
to keep in order to capture most of the variance: the curves are smooth and
don’t exhibit clear knees.

Both the PCA approach and the growing hypersphere method would
suggest IDIM values (much) larger than 10, but when looking at the local
quality scores of the NE in Figure 5.6, these scores are quite high: around
0.4 and 0.5. This indicates that the neighbourhoods around the points can
be quite well preserved in 2-dimensional NE, suggesting that the dimen-
sionality of the local structures in HD are likely over estimated by the pre-
vious methods. Is a more accurate approach possible here?

Intrinsic dimensionality estimators based on local linearity or on local
MDS estimate the IDIM by measuring how well the local structures from
the HD data can be captured when represented in LD through a linear
projection or through an embedding preserving pairwise distances. Per-
haps one can keep this philosophy, but use NE methods instead? After all, NE
methods are particularly well suited to "unroll" curving manifolds, reveal-
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ing their underlying LD structure; moreover, as shown in Annex 5.2, NE
methods are robust to noise precisely in the setting where the data lies in
LD manifolds in HD spaces.

Figure 5.7: Relationship between the IDIM in the HD data and the local quality score
Qi

NX(20) on NE of the data, through LD dimensionalities ranging from 2 to 5, visualised as a
heat-map (black boxes indicate no data).

To first evaluate the possibility of using NE methods to estimate IDIM,
Figure 5.7 shows how the QNX(20) local quality score of NE evolve with
the known IDIM of synthetic HD data and the dimensionality of the em-
bedding space. The HD data is sampled from uniform distributions of a
given dimensionality. The heat-map confirms the intuition that, for a fixed
LD dimensionality, the local quality scores decreases when the IDIM of the
data increases, and that for a fixed IDIM, the local quality scores increase
when the LD dimensionality increases. The seemingly monotonic nature
of the relationships might be usable to estimate IDIM.
Figure 5.8 shows how the QNX(20) scores of 2-dimensional NE of uni-
formly distributed HD data correspond to different IDIMs. There, as in the
correspondence curve of Figure 5.5, low QNX(20) values (corresponding
to high estimated IDIM in Fig. 5.5) yield a large spread of possible IDIMs.
However, the values of QNX(20) obtained on the NE of the ImageNet sub-
sets in Figure 5.6 (0.4 and 0.5) correspond to a much narrower range of
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"true" IDIM values when considering the relationship of Figure 5.8.
Using the NE and QNX(20) based estimator, the IDIM of the sample of 30
classes is estimated to be between 4 and 9, and the IDIMs of the two other
samples are estimated to be between 2.5 and 6.5, as indicated by the thin
blue lines in Figure 5.8. This brings much tighter bounds on the IDIM than
the other tested methods. The estimation of IDIM across the whole Im-
ageNet dataset across multiple scales is not performed in this annex, but
the results on the subsample do not invalidate the possibility that the full
dataset could be accurately represented in 32 dimensions using NE meth-
ods that preserve both local an global structures, as the method presented
in Section 3.7.

Figure 5.8: Relationship between the local quality score Qi
NX(20) on 2-dimensional t-SNE

embeddings of uniformly distributed data points and their intrinsic dimensionality. The thin
blue lines show how the local quality scores of the embeddings of Fig. 5.6 would correspond
to different intrinsic dimensionalities if this relationship was to be used as an estimator.

This work will be pursued with more robust empirical evaluations in
future work, aiming a publication. If the approach proves to be reliable, it
could be another reason to use NE methods capable of good local qual-
ity preservation in LD spaces of intermediate dimensionalities, like the
method developed in Section 3.6.
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5.2 Are neighbour embeddings robust to noise?

This parenthesis is added to investigate the surprising behaviour observed
in Figure 1.2 where slight, almost imperceptible noise in the input data gets
severely amplified by the application of NE. This behaviour is unexpected,
because NE methods are generally somewhat robust to noise when the hy-
perparameters are appropriate [37,38]. While the amount of papers explic-
itly pointing out the robustness of NE to noise is limited, its ubiquity in ap-
plication involving the notoriously noisy single-cell datasets [8, 13, 15–18]
is a testament to this property.

Studying the robustness of NE to noise is beyond the scope of this thesis
and would warrant a thorough investigation involving different types of
noise (structured or unstructured, with varying structures, distributions,
and scales), applied to datasets with diverse characteristics such as the lo-
cal intrinsic dimensionalities, cluster separability, and density variations.
Such a study would also need to consider multiple NE methods or differ-
ent hyperparameter configurations within flexible NE algorithms.
Instead, this short enquiry explains why, in some cases (isotropic noise
around the points, locally low intrinsic dimensionality, high ambient di-
mensionality), NE can be resilient to the effects of noise. This might help
understand why the example of Figure 1.2 was so strongly affected by
noise compared to the more standard scenarios found in the literature and
the applicative fields.

Since NE methods focus on preserving neighbourhoods around each
points, one can wonder if it is this characteristic that allows them to be ro-
bust to noise in common applicative cases. Since visualising data with high
local intrinsic dimensionalities is problematic (intuition on intrinsic dimen-
sionality is given in 5.1), we will assume that common datasets used in NE
exhibit LD manifolds laying in HD ambient spaces. Let us pose the follow-
ing hypothesis: If the data lies in manifolds of particularly low dimensionality
relative to the ambient space, and if the noise is high dimensional and unstruc-
tured, then NE methods are robust to the noise because the neighbourhoods in HD
will remain largely unchanged by the perturbations.

This hypothesis will not be formally proven true here, but strong argu-
ments supporting it will be given. Figure 5.9 shows how NE representa-
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tions of HD data suffer from noise applied in HD, as the ambient dimen-
sionality in HD increases. Two types of datasets are considered: one where
the data lies in a 2-dimensional manifold in HD (decreasing intrinsic di-
mensionality / ambient dimensionality fraction along the x-axis), and one
where the data is sampled from a uniform distribution in HD (the intrinsic
dimensionality is equal to the ambient dimensionality). More details on
the experimental protocol are given in the caption.

Considering the case where the norm of the noise vectors applied to
each point is constant throughout the growth in ambient dimensionality
(top row), it is manifest that, as the intrinsic dimensionality of the data
decreases relative to the ambient dimensionality, the embeddings become
less and less affected by high dimensional noise.
When the intrinsic dimensionality is equal to the ambient dimensionality,
the effect of noise on the embeddings worsens severely before slowly de-
creasing, without approaching the resilience observed in the first case in
this range of ambient dimensionalities. The sharp increase followed by
a slower decrease could suggest two competing phenomena. This study
does not explain the initial increase, it is possible that the explanation is re-
lated to the way HD similarities are computed or to the non-linear nature
of NE. The later tampering can be explained by the fact that the distances
to neighbours in higher dimensions grow with the square root of the di-
mensionality whereas the noise remains of constant norm.
This consideration makes the increasing robustness to noise of the 2-dimensional
manifold case particularly noteworthy, because there, the distances to neigh-
bours remain the same throughout the different ambient dimensionalities.
This might suggest that angles between noise vectors and the manifold
could be responsible for resistance to noise more than scale.

In the second case, where the norm of the noise vectors is scaled by
the square root of the ambient dimensionality (bottom view in Fig. 5.9),
the effect of the growing noise on the embeddings of the low dimensional
manifold appears to be constant throughout the growth in ambient dimen-
sionality and noise strength, whereas the effect on the data with the in-
trinsic dimensionality equal to the ambient noise worsens monotonically
throughout the growth.

189



Chapter 5. Annexes

190



5.2. Are neighbour embeddings robust to noise?

Figure 5.9: Effect of adding isotropic noise of a given norm to all points in HD, with an
increasing dimensionality. The noisy and raw datasets are embedded to 2-dimensions using
t-SNE, the errors reported on the y-axis measure how much the points have moved between
the embeddings of the raw and noisy data: a value of 0.0 would indicate that the application
of noise in HD had no effect on the LD embedding.
The t-SNE runs share hyperparameters and initialisations, the errors on LD embeddings are
computed after a normalisation step because the preservation of scale across runs is not guar-
anteed by t-SNE. The x-axis indicates the ambient dimensionality of the data. Black curves:
the dataset consists of points laying in a 2-dimensional manifold in the ambient space. Orange
curves: the dataset consists of points sampled from a uniform distribution of dimensionality
identical to the ambient space. The reported errors are the mean of 30 independent runs.
Top view: the noise is of fixed norm throughout. Bottom view: the norm of the noise is scaled
by
√

M, where M is the ambient dimensionality, to mimic the growth of lengths in high di-
mensions. The "Influence of noise in the HD space" figures plot the norm of the noise vectors
applied to each point in HD, to help interpret the results.

To further investigate the robustness of NE to HD noise in the case
where the data lies in a low dimensional manifold, Figure 5.10 grows the
ambient dimensionality from 2 to 1000, while scaling the norm of the noise
vectors by the square root of the ambient dimensionality. There, the effect
of noise on the LD embeddings remains remarkably low considering the
amplitude of the noise applied in HD, as shown by the rightmost plot.

Figure 5.10: Evolution of the effect of noise in the LD representation of the uniform dataset
from Figure 5.9. The noise increases with the square root of the ambient dimensionality, the
ambient dimensionality grows from 2 to 1000. In both plots, the x-axis shows both the ambi-
ent dimensionality and the norm of the noise vectors applied to each point in HD. This norm
is normalised for the plots such that at x = 1.0, the noise norm is equal to the average norm
of an observation vector in HD, after centring the data.
Left: the y-axis shows the influence of the HD noise on the NE representation of the data,
similarly to Figure 5.9.
Right: the y-axis plots the evolution of the ratio between the noise-induced deviation in LD
and the norm of the noise vectors applied in HD.

One explanation for the observed robustness to noise of NE when the
local intrinsic dimensionality of the data is low compared to the ambient
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dimensionality is that, the higher the ambient dimensionality / intrinsic
dimensionality ratio, "the more orthogonal" the noise vectors are to the
manifold where the data lies. This relation is plotted in Figure 5.11, where
the component of the noise aligned with the manifolds visibly decays with
the dimensionality of the noise and ambient space.
This tendency stems from a well known natural property of HD spaces,
where random vectors tend to be orthogonal to each other. In machine
learning, this property can be both a blessing and a curse: it can be detri-
mental in gradient descent where it leads to inefficiencies, but on the other
hand some models use this property to their advantage. This is the case
in the fascinating Local prediction-learning in high-dimensional spaces enables
neural networks to plan [117] paper, where the likely orthogonality of ran-
dom vectors allow the organisation of the internal representation of mod-
els.

Figure 5.11: Evolution of the proportion of the noise vector that lies in the tangent space of
the manifold (in-plane component) as the ambient dimensionality increases.

Intuition on how noise unaligned with the data manifold tends not to
impact neighbourhoods significantly is presented in the drawing of figure
5.12.

Figure 5.12: When noise is unaligned with the data manifold, the neighbourhoods tend to
be unaffected.
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Coming back to the example of Figure 1.2, the data lies in a 2-dimensional
manifold in 2-dimensions, meaning that the intrinsic dimensionality / am-
bient dimensionality ratio is 1: the worst case scenario if the hypothesis
holds true. In practice, datasets that show meaningful structures when
scrutinised through the lenses of NE likely exhibit low local intrinsic di-
mensionalities, bringing them in more favourable conditions regarding ro-
bustness to noise.

193



Chapter 5. Annexes

5.3 Datasets

This section lists the datasets used in the thesis.

• "S-curve": This toy dataset samples points from a curved 2-dimensional
plane curving to for a "S" in a 3-dimensional ambient space.

• "mouse brain": Refers to the single-cell RNA-sequencing dataset mea-
suring the concentration of thousands of different types of messenger
RNA in 23, 822 cells from the neocortex of mice [7], specifically from
the primary visual cortex (V1, or VISp) and the anterolateral motor
cortex (ALM). Reading the presence of messenger RNA is a surro-
gate for the gene expression levels in the cells, which are difficult to
measure directly. Biologists have distinguished 133 cell classes and
assigned colours following some structure: at higher levels, the hot
colours are assigned to GABAergic neurons (inhibitory), cold colours
for glutaminergic neurons (excitatory), and grey-brow colours for
cells that are not neurons, such as astrocytes and oligodendrocytes.
The paper [7] comes with a useful dendrogram showing the hier-
archical organisation of the cells according to biological knowledge,
using the same colours as the ones shown throughout this thesis.
When not specified otherwise, this dataset is preprocessed by feature
selection and non-linear scaling as in [8], and then keeping the first
256 or 50 principal components of the scaled selection, depending on
the experiment.

• "COIL-20": The COIL-20 dataset consists of images of 20 different
objects, rotating around their centre and pictured every 5 degrees,
resulting in 72 images per object. The rotation naturally describes a 1-
dimensional ring manifold in the high-dimensional space of images.
The background is plain, allowing use without processing through
computer vision methods.

• "blobs": The blobs dataset is a synthetic dataset consisting Gaussian
blobs in a high dimensional space. The number of points, number of
centres, standard deviation of the blobs, and the ambient dimension-
ality depend on the experiment.

• "abalone": The abalone dataset consists of physical measurements
of abalones (a type of sea snail) the label to predict is the age of the
abalone. The dataset contains 4177 samples described by 8 features.
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• "MNIST": The MNIST dataset consists of 70, 000 images of hand-
written digits from 0 to 9, each image is 28 × 28 pixels, leading to
a 784-dimensional space when flattening the images. The dataset is
commonly used as a benchmark in machine learning and computer
vision. If not specified otherwise in this thesis, only the train set of
60, 000 images is used.

• "ImageNet": The ImageNet dataset is a large dataset of labelled im-
ages commonly used in machine learning and computer vision, the
dataset features 1000 classes, and has 1.28 millions of observations. In
this thesis, the raw image pixel values are not used but rather 1280-
dimensional feature vectors extracted from a large vision-language
model called EVA [113].

• "Anuran": Contains 7195 observations consisting of extracted fea-
tures from a collection of frog calls.
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5.4 Paper : Impact of data subsampling on fast
multi-scale neighbour embeddings
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Impact of data subsamplings in Fast Multi-Scale
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Pierre Lambert1, John A. Lee1,2, Michel Verleysen1, Cyril de Bodt1

1- UCLouvain.be - ICTEAM/ELEN
Place du Levant 3 L5.03.02, 1348 Louvain-la-Neuve - Belgium

2- UCLouvain.be - IREC/MIRO
Avenue Hippocrate 55 B1.54.07, 1200 Brussels - Belgium

Abstract. Fast multi-scale neighbor embedding (f-ms-NE) is an al-
gorithm that maps high-dimensional data to a low-dimensional space by
preserving the multi-scale data neighborhoods. To lower its time complex-
ity, f-ms-NE uses random subsamplings to estimate the data properties at
multiple scales. To improve this estimation and study the f-ms-NE sensi-
tivity to randomness, this paper generalizes the f-ms-NE cost function by
averaging several subsamplings. Experiments reveal that this can slightly
improve the quality of the embeddings while maintaining reasonable com-
putation times. Codes are available at https://github.com/cdebodt/

Fast_Multi-scale_NE.

1 Introduction

Dimension reduction (DR) maps high-dimensional (HD) data to a low-dimensional
(LD) space such that the LD embedding faithfully represents the HD data. Some
information is typically lost in the DR process and, therefore, the faithfulness of
a projection is considered with respect to some criterion. The main uses of DR
are in machine learning, to curb the curse of dimensionality, and in visualisation.

When HD dimension is high, the Euclidean distances between points tend to
concentrate towards similar values [1]. Because of this phenomenon, using dis-
tance preservation as a direct criterion for DR can become problematic. Neigh-
bor embedding (NE) techniques such as stochastic neighbor embedding (SNE)
[2] alleviate the effects of distance concentration by defining neighbor probabil-
ity distributions in both spaces to embed points in LD [3]. These methods are
frequently used in visualization as they tend to produce embeddings that show
well separated, readable clusters and nicely preserve local neighborhoods [4].

Originally, NE algorithms required the user to specify a scale for the neigh-
borhood preservation. By capturing the structures on a single scale, embeddings
produced by these methods can lead the user to erroneous interpretations. More
recently, multi-scale NE approaches were introduced by combining neighborhood
probabilities tuned across various scales [5, 6]. Multi-scale approaches often yield
better results by preserving the distant structures, while still ensuring good lo-
cal neighborhood preservation. However, multi-scale NE methods have a time
complexity of O(N2 logN) with N data points, restricting their use to data sets
of moderate size. A fast version of multi-scale NE (f-ms-NE) [7] has a time
complexity of O(N log2N), with a slight decrease in neighbor preservation as
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a trade-off. To achieve such an acceleration, f-ms-NE relies on random data
subsamplings to capture both the local and global structures in the HD data.
However, the stability of the f-ms-NE performances with respect to the number
of these subsamplings has not been characterized previously.

This paper hence generalizes f-ms-NE by defining cost functions averaged
over multiple random subsamplings, enabling to study the effect of their num-
ber on the LD embeddings. In addition to aiming at increasing DR qual-
ity while preserving manageable computation times, this work further assesses
the sensitivity of f-ms-NE to randomness. Public codes are freely available at
https://github.com/cdebodt/Fast_Multi-scale_NE.

This paper is structured as follows: Section 2 summarizes NE algorithms.
Section 3 explains how f-ms-NE is adapted to consider multiple random subsam-
plings. Section 4 details experimental results by comparing the performances of
the f-ms-NE algorithm across an increasing number of subsamplings, in both
terms of DR quality and speed. Final conclusions are drawn in Section 5.

2 Neighbor embedding algorithms

The f-ms-NE algorithm accelerates multi-scale NE, which is based on single-
scale NE. Section 2.1 first sketches single-scale NE, Section 2.2 then describes
its multi-scale extension, and Section 2.3 finally details the f-ms-NE acceleration.

2.1 Single-scale neighbor embedding

Let Ξ = [ξi]
N
i=1 denote a set of N points in a HD space with M features. Let

X = [xi]
N
i=1 represent these data in a P -dimensional LD space, P ≤M . The HD

and LD distances between the ith and jth points are δij and dij , respectively,
for i ∈ I = {1, ..., N} and j ∈ I \ {i}. SNE [2] aims at preserving pairwise
similarities from HD to LD, which are respectively defined as

σij =
exp(−πiδ2ij/2)∑

k∈I\{i} exp(−πiδ2ik/2)
, sij =

exp(−d2ij/2)∑
k∈I\{i} exp(−d2ik/2)

, σii = sii = 0 . (1)

Precision πi is adapted to the local density in order to tune the HD similarities
to a target scale. The scale is provided by the user in the form of a perplexity
K for the distribution [σij ; j ∈ I \ {i}] such that logK = −∑j∈I\{i} σij log σij .

SNE interprets these normalized similarities as neighborhood probabilities
around each point, in order to produce a LD embedding that minimises the sum
of Kullback-Leibler (KL) divergences CSNE =

∑
i∈I,j∈I\{i} σij log (σij/sij).

The t-SNE extension [4] symmetrizes the similarities and considers a Student
t function with one degree of freedom in LD space, to cope with ’crowding’
problems in LD. The HD similarities τij and LD ones tij are now defined as

τij = (σij + σji)/(2N), tij =
(1 + d2ij)

−1

∑
k∈I,l∈I\{k}(1 + d2kl)

−1
, τii = tii = 0 . (2)

436

ESANN 2021 proceedings, European Symposium on Artificial Neural Networks, Computational  Intelligence 
and Machine Learning.  Online event, 6-8 October 2021, i6doc.com publ., ISBN 978287587082-7. 
Available from http://www.i6doc.com/en/.  



2.2 Multi-scale neighbor embedding

The multi-scale SNE method [5] combines SNE similarities computed with expo-
nentially increasing perplexities. Single-scale similarities are indexed by a scale
counter h for i ∈ I and j ∈ I \ {i}:

σijh =
exp(−πihδ2ij/2)∑

k∈I\{i} exp(−πihδ2ik/2)
, sijh =

exp(−pihd2ij/2)∑
k∈I\{i} exp(−pihd2ik/2)

, σiih = siih = 0 .

HD precisions πih are set using perplexities growing as Kh = 2h−1K1, with a
small base perplexity K1 = 2 and 1 ≤ h ≤ H = blog2(N/K1)e, where b·e denotes

rounding. LD precisions pih = ph = K
−2/P
h follow the exponential growth of the

HD precisions. Multi-scale similarities average single-scale ones as

σij = H−1
∑H

h=1
σijh, sij = H−1

∑H

h=1
sijh . (3)

The authors recommend using L-BFGS [8] to optimise the cost function.

2.3 Fast multi-scale neighbor embedding

Single-scale and multi-scale NE methods have time complexities of O(N2) and
O(N2 logN), respectively. The typical smallness of perplexity K with respect
to N enables single-scale methods to consider that sufficiently distant points
have a null HD similarity. Sparse HD similarities can be computed by finding
the sets of nearest neighbors of each point using vantage-point trees [9]. This
reduces their computation time to O(KN logN). On the LD side, a Barnes-
Hut (BH) algorithm [10, 11] approximates efficiently the similarities by relying
on tree structures to compound far-away points, dispensing with computing all
pairwise interactions, reducing the time complexity to O(N logN). The BH
method uses a threshold parameter θ ∈ [0, 1] that determines whether to use the
approximation or not, with higher values meaning rougher but faster estimations.

The largest scale used to compute multi-scale similarities has a perplexity
KH in the O(N) range. At such a scale, the above sparse HD similarity ap-
proximation would require neighbor sets of O(N) size, defeating the purpose of
accelerating the computations. For this reason, reducing the time complexity of
multi-scale NE requires a different approach for the HD side. In [7], the authors

tackle this problem by defining small multi-scale neighbor sets Ĩi for i ∈ I.
To compute Ĩi, the authors define a hierarchy of subsampled HD data sets

{Ξh}Hh=1, where Ξh is a random sample of Ξ with b21−hNe elements drawn
without replacement. A vantage-point tree is created on Ξh for each scale h ∈
{1, ...,H}; the trees are generated in O(N logN) time. For each scale, the

corresponding tree is used to compute the neighborhood Ĩih within the sample
Ξh for i ∈ {1, ..., N}; this takes a total of O(N log2N) time. By having samples
{Ξh}Hh=1 that decrease in size when the scale grows, the accounted neighbors

Ĩih are more and more dispersed in the data cloud, hence capturing larger scale
properties. The multi-scale neighbor sets are then defined as Ĩi := ∪Hh=1Ĩih.
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Like the non-accelerated version, f-ms-NE uses multi-scale similarities aver-
aged over sparse single-scale similarities,

σ̃ij = H−1
H∑

h=1

σ̃ijh, with σ̃ijh =





exp(−π̃ihδ
2
ij/2)∑

k∈Ĩi
exp(−π̃ihδ

2
ik
/2)

if j ∈ Ĩi
0 otherwise

.

Precision π̃ih is fixed such that

K1 = −
∑

j∈Ĩih

σ̃πijh log σ̃
π
ijh where σ̃πijh =





exp(−π̃ihδ
2
ij/2)∑

k∈Ĩih
exp(−π̃ihδ

2
ik
/2)

if j ∈ Ĩih
0 otherwise

.

In the t−distributed version, the authors use symmetrised HD similarities τ̃ij =

(σ̃ij + σ̃ji)/(2N) and optimise the cost function C̃t = −∑i∈I,j∈I\{i} τ̃ij log tij .

3 Multiple subsamplings in fast multi-scale NE

In f-ms-NE, the larger-scale structures of the HD data are captured by computing
neighborhoods on samples of decreasing sizes. Therefore, f-ms-NE estimates the
larger-scale data properties with some sensitivity to randomness, as an unlucky
sampling could bypass some important structures within the data. We hence
propose to adapt f-ms-NE by using multiple subsamplings of the HD data, aiming
at reducing the impact of randomness when modeling large-scale structures.

The proposed adaptation is to perform the whole sampling process R times,

to compute sets Ĩir for i ∈ {1, ..., N} and r ∈ {1, ..., R}. The sparse similarities
are computed independently for each batch and the cost function becomes

C̃t = R−1
∑R

r=1

(
−
∑

i∈I,j∈I\{i}
τ̃ijr log tij

)
. (4)

As R is set to a small value independent of N , the time complexity with regards
to N remains unchanged. But as the original cost function is computed R
times, a computation time increase is expected. However, each repetition being
independent, a parallel implementation with R threads can easily be done.

4 Experimental results and discussion

The method is tested on seven data sets of size N and dimensionality M [12].
Anuran: (N ,M) = (7195, 22); Plant: (N ,M) = (9568, 4); Gestures: (N ,M)
= (9901, 18); Satellite: (N ,M) = (6434, 36); Waveform: (N ,M) = (5000, 40);
Theorem: (N ,M) = (6118, 51); and Musk: (N ,M) = (6598, 166). On each set
and for each R ∈ {1, ..., 5}, f-ms-NE with multiple subsamplings is applied 30
times using a random initialisation, and 30 times with a PCA initialisation. The
t-distributed version of the algorithm is used and the target dimension P is 2
for all experiments. Each optimization consists of 30 iterations of the L-BFGS
algorithm and uses a BH threshold θ = 0.75, as these values tend to produce
good DR quality in reasonable time for the original f-ms-NE [7].
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Figure 1 shows the quality of the resulting embeddings. As in [7], their quality
is measured by the area under the curve (AUC) of the relative neighborhood
preservation RNX [13], with a logarithmic scale for the neighborhood size. The
AUC of RNX reaches 1 when the preservation is perfect for all data scales.

Fig. 1: Evolution of the AUC of the RNX curves with the number of subsam-
plings. The y-axis is the AUC, and the x-axis is the number R of subsamplings.
The solid lines are the mean values over 30 trials, the shaded areas correspond to
one standard deviation on each side. The dashed line corresponds to the mean
AUC for the original version of f-ms-NE, which uses one sampling.

We observe that subsampling multiple times has an effect on the DR quality
of the embeddings that f-ms-NE yields. However, the change is often slight when
compared to embeddings produced from a single sampling and, surprisingly, the
change is not always positive. Using multiple subsamplings in conjunction with
a PCA initialisation tends to produce a more consistent increase in quality, but
the magnitude of the increase depends on the data set. The modest benefits
of using multiple subsamplings can suggest that the construction of Ĩi in the
original f-ms-NE algorithm is already quite robust to randomness.

In terms of computation time, we obtain a consistent linear increase in time
with respect to R. With a single thread implementation on the tested computer,
using R = 5 requires approximately twice the time that the algorithm would take
in its original version.
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5 Conclusion

Experimental results indicate that using multiple subsamplings in f-ms-NE can
provide improvements to the DR quality. The moderate nature of these improve-
ments hints that the sampling process used by f-ms-NE enables to model the
multi-scale structures of the HD data with a remarkable robustness with respect
to the randomness.

To further study the influence of randomness on f-ms-NE, alternate subsam-
pling strategies will be envisioned. For instance, using a biased sampling to
increase the diversity of the sampled points in the hierarchy of subsampled HD
data sets {Ξh}Hh=1 is likely to improve the estimation of the global structure of
the HD data.
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