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Abstract

Context: The context-oriented programming paradigm is designed to enable self-adaptation, or dynamic be-
haviour modification of software systems, in response to changes in their surrounding environment. Context-
oriented programming offers an adaptation model, from a programming language perspective, that maintains
a clean modularisation between the application and adaptation logic, as well as between the components
providing adaptations. Objective: We use three implementation techniques for context-oriented pro-
gramming languages to assess their appropriateness to foster self-adaptive systems. These approaches take
advantage of the capabilities offered by the host programming language to realise self-adaptation as pro-
posed by context-oriented languages. Method: We evaluate each of these approaches by assessing their
modularity and complexity when defining adaptations, and by comparing their run-time performance on
a simple benchmark. Results: Our results show a higher modularity than that for common architecture-
based self-adaptive systems, while maintaining comparable performance. Conclusion: We conclude that
context-oriented programming is an appropriate paradigm to realise self-adaptation.

Keywords: Context-oriented programming, Self-adaptive systems, Language engineering, Programming
language abstractions.

1. Introduction

Modern software systems are no longer devel-
oped under the assumption that all system enti-
ties and boundaries are completely known and de-
fined beforehand. Rather, the development of soft-
ware systems is shifting towards systems highly
aware of their surrounding environment, which is
in continuous change. Such systems, called self-
adaptive, context-aware, or context-oriented sys-
tems, are able to dynamically adapt their behaviour
with respect to internal (self ) and external (con-
text) conditions of the execution environment [52].
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There are two main approaches to realize
context-oriented or self-adaptive systems. Systems
can be defined to use external or internal adap-
tation engines. The main difference resides in
where the adaptation logic of the system is im-
plemented [20]. External adaptation engines claim
to provide a more modular structure of the sys-
tem, where the adaptation logic resides in external
modules independent from those of the application
logic. Internal adaptation engines, in contrast, typ-
ically implement both the adaptation and applica-
tion logic inside the system itself.

Since external adaptation engines expose the
adaptation modules used for a particular system,
these modules can be customised and reused to
manage adaptation of other related systems with
ease. Such adaptation engines are thus regarded
as highly modular and reusable. Nonetheless, to
be able to reuse or customize these adaptations,
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external adaptation engines need to abstract their
reusable components to achieve sufficient genericity,
which raises their architectural footprint.

Internal adaptation engines are mostly regarded
by the self-adaptive community as a less flexible
solution for adaptivity, because they are considered
to be tightly coupled with the system’s implemen-
tation. If the adaptation and application logic are
too interwoven, this indeed gives rise to maintain-
ability, reusability, and evolution problems. There-
fore, the use of external adaptation engines is often
promoted over internal adaptation engines for the
development of self-adaptive systems [52].

In this paper we argue that it is possible to de-
sign internal adaptation engines that cleanly sep-
arate the adaptation logic from the application
logic. Such internal adaptation engines can provide
a viable alternative for the implementation of self-
adaptive systems, exhibiting even more flexibility
than their external counterparts, precisely because
they do not suffer from added architectural com-
plexity.

One proposal for the development of inter-
nal adaptation engines for self-adaptive systems
is that offered by Context-oriented Programming
(COP) [13, 30]. Such adaptation engines avoid ar-
chitectural clutter by pushing it down to the pro-
gramming language design, and provide appropri-
ate language abstractions for dealing with both the
adaptation and application logic independently.

This paper showcases different implementation
techniques for COP languages and illustrates how
they achieve self- and context-adaptation1 at the
programming language level. Our claim is that
COP provides a clear independence between adap-
tation and application logic, as well as a transpar-
ent adaptation logic and management interface to
developers.

We explore three different COP implementation
techniques to enable dynamic adaptation of soft-
ware systems with respect to their surrounding ex-
ecution environment. The techniques discussed are
representative of a range of techniques used in ex-
isting COP approaches to enable adaptation at the
programming language level. In particular, the im-
plementation techniques showcased hereinafter are
inspired by our work in COP. Nonetheless, we
note that the specific languages showcased cover

1From this point onwards, given our focus on context-
oriented programming languages, we use adaptation, to
mean both self- and context-adaptation.

the variability of the four key dimensions to achieve
adaptivity in COP languages [54]: (1) the host lan-
guage’s dynamic adaptation and composition capa-
bilities, (2) the adaptation selection mechanisms,
(3) the scope of adaptations, and (4) the separa-
tion of adaptation and application logic.

COP languages provide a language-native ap-
proach to develop modular software systems that
can adapt dynamically to a variety of contexts. The
dedicated programming language abstractions pro-
vided by COP languages make it possible to develop
highly flexible self-adaptive systems in which the
adaptation and application logic are cleanly modu-
larised [54].

We focus our analysis on the different imple-
mentation techniques to achieve dynamic adapta-
tion for COP languages, making them suited to
build self-adaptive software systems. The desired
properties of self-adaptive systems we expect in-
ternal adaptation engines to satisfy are taken from
the literature on taxonomies of self-adaptive sys-
tems [52, 31], and existing properties and tax-
onomies of context-aware systems [30, 57, 46]. In
summary, we want internal adaptation engines that
are: (1) smart, by choosing the most appropriate
system behaviour with respect to the current execu-
tion context; (2) open to interact with and adapt
to different (new) agents that operate in the sys-
tem’s surrounding environment; (3) resilient to
changes, by offering the possibility to implement
graceful degradations of the systems’ behaviour to
particular contexts; (4) extensible, since unfore-
seen adaptations can be added on-the-fly, simply
by adding new behavioural variations together with
a high-level specification of the contexts to which
they apply; (5) highly available, as the system
does not need to be stopped to introduce new be-
haviour or bug fixes [8]; (6) customizable to many
different variations made available for particular sit-
uations; (7) modular, as (groups of) adaptations
can be bundled separately from each other and the
application logic; (8) fine-grained, allowing adap-
tations of existing behaviour at the level of granu-
larity of individual methods; (9) concise, as adap-
tations consist only of the fine-grained adapted be-
haviour they define and their definition is decou-
pled from unrelated existing adaptations and ap-
plication logic; and (10) understandable, since
the application logic is not cluttered by adaptation
management concerns, given that this mechanism
is internalized in the language.

This paper presents and analyses three imple-
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mentation techniques to realize internal adaptation
engines at a programming language level: context-
dependent method dispatch, method replacement,
and fine-grained composition. Each technique per-
tains to a specific point in the system’s execution to
realise the adaptation. The first technique extends
the language’s method dispatching mechanism to
dynamically select the appropriate behaviour to ex-
ecute based on the context. The second technique
uses method implementation exchange to dynami-
cally change the pointer of method implementations
as contexts change. The third technique enables the
dynamic composition of fine-grained software com-
ponents (i.e., methods) to include or withdraw be-
haviour from the system according to the context.

The reason to explore these implementation tech-
niques is twofold. First, we have explored these
techniques in our previous research on COP since
its inception. Second, across COP languages, we
observe that the base of the techniques used in other
implementations falls back to one of the three tech-
niques we explore in the paper. However, other
techniques are available, which we discuss further
in Section 5.

For each of the implementation techniques we
analyze their appropriateness from three perspec-
tives: expressiveness, modularity, and performance.
Expressiveness is evaluated by comparing the dif-
ferences between the implementations to express a
common case study of a smart city guide applica-
tion. Modularity is evaluated empirically by observ-
ing the independence of the implemented compo-
nents. Performance is evaluated through dedicated
mini benchmarks measuring the different adapta-
tion techniques against de facto techniques to en-
able adaptations in software systems. Using our
evaluation, we conclude that internal adaptation
engines provided by COP languages successfully
achieve maintainability, reusability, and high adap-
tivity, at an acceptable performance cost, and are
therefore a viable option to foster self-adaptive sys-
tems.

The remainder of this paper is organized as fol-
lows. Section 2 presents an overview of COP im-
plementations and the main language abstractions
used in COP to realise self-adaptation. That sec-
tion also presents our running example of a smart
city guide, as implemented in the Subjective-C
COP language. Section 3 details the explored im-
plementation techniques to enable adaptation at
the programming language level. Each of these im-
plementations is associated to a particular COP

language. Section 4 presents an evaluation of
each technique with respect to its expressiveness,
modularity, and performance. Section 5 discusses
related approaches existing in the COP commu-
nity and related language-level techniques to en-
able dynamic software adaptation. Finally, Sec-
tion 6 draws lessons from our experience in develop-
ing self-adaptive systems with internal adaptation
engines, and offers perspectives of future work.

2. Context-oriented Programming

Over the last decade, there has been increasing
interest of the programming language community
to provide language-level abstractions and support
to realise and manage dynamic behavioural varia-
tions. The objective of this body of research is to
provide dedicated programming facilities to foster
software systems in the vision of Ubiquitous Com-
puting [65] and Ambient Intelligence [58]. The COP
paradigm is proposed to cater precisely to this ne-
cessity [13, 30].

COP provides support for developing software
systems with specific behaviour variations accord-
ing to particular situations occurring in the sys-
tem’s surrounding environment. Such behaviour is
made available whenever the respective situations
are sensed by the system, for example, through a
sensor network. Situations for which the system can
exhibit specialised behaviour can be external (e.g.,
weather conditions, time of day), internal system
events (e.g., system preferences, CPU load) or user
preferences (e.g., language, age group). In COP,
no explicit distinction between these kinds of situa-
tions is made and they are commonly referred to as
contexts. Henceforth, we use context to mean both
external or internal events, and user preferences.

2.1. COP Language Abstractions

Different programming languages (or extensions
of existing programming languages) have been de-
veloped to realise the COP paradigm [54, 2]. COP
languages allow developing applications that fea-
ture behavioural variations that are seamlessly
composed with, or withdrawn from, the main sys-
tems’ application logic, responding to the current
execution context. We now define the main COP
concepts and terminology used throughout the rest
of this paper. This terminology covers the main
building blocks to enable dynamic behavioural vari-
ations that all COP languages provide (in some
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form or another) regardless of their specific imple-
mentation.

Context: Corresponds to a specific situation of the
system’s surrounding environment that is seman-
tically meaningful for the system. Contexts2 are
defined as independent (first-class) system entities.

Behavioural variation: Defines a specialised be-
haviour that the system should exhibit under a par-
ticular situation. This can be defined as an inde-
pendent module or feature of the system or within
the system modules (e.g., classes) it adapts.

Adaptation: Refers to a specific context and all
of its associated behavioural variations.

Context activation/deactivation: Happens as
a response to changes sensed in the system’s sur-
rounding environment. Context activation and de-
activation, make available or unavailable all be-
havioural variations associated with a context. This
is done by allowing the dynamic composition or
withdrawal of behavioural variations with or from
the system’s application logic.

The abstractions introduced by COP languages
for the definition of contexts and behavioural vari-
ations, allow programmers to reduce the tangling
and scattering of adaptation logic with the ap-
plication logic, as opposed to claims about inter-
nal adaptation engines [20, 52]. Moreover, the
adaptation logic is transparently reusable because
adaptation composition is not specific to a partic-
ular application or set of adaptations, but rather
all applications compose adaptations in the same
fashion. Furthermore, the declaration of contexts
and their associated behavioural variations could
be reused for different systems, assuming they are
in accordance with the purpose of those other sys-
tems [8]. Finally, we claim that using COP to
build self-adaptive software systems can prove ben-
eficial for system evolution (given that upgrades to
the application logic can be introduced dynamically
as new behavioural variations), and maintainabil-
ity (as both adaptation and application logic are
cleanly modularised) [47].

2.2. Case Study
As a case study of a dynamically adaptive appli-

cation, we consider a smart city guide [38, 11], a

2In the COP literature, the technical term layer is also
used to refer to contexts.

real-world mobile application that enables tourists
visiting a city to navigate through its Points of In-
terest (POIs). The application provides the possi-
bility to create and customise city tours and nav-
igate through them based on a selection of POIs.
These features can be enhanced further according
to the surrounding environment or user preferences.

The smart city guide application constitutes a
large case study for context-aware self-adaptive sys-
tems. Figure 1 depicts the behavioural variations
and the contexts used in the definition of such an
application, represented in terms of feature dia-
grams, following a feature-based context-oriented
model [17]. These features are elaborated upon in
the following functional requirements:

Tour Creation & Selection: Users can create and
select city tours based on a list of available POIs.
A tour can be followed in two modes: if the device
has a GPSAntenna, the application offers a Guided-
Tour mode which guides users throughout the city
according to predefined Itineraries of POIs. The
TimeOfDay can affect the order in which these POIs
are visited, to take into account their visiting hours,
or to display different images depending on the time
of day when the application is used. For example,
during the Day only daytime images of buildings
and statues are shown, so that they can be recog-
nised easily by users. In FreeTour mode, users can
walk freely around the city and receive directions to
nearby POIs. Similarly to the previous case, direc-
tion to, and information about POIs can be tailored
to Day or Night time.

City Navigation: Provides the possibility to navi-
gate between POIs using either detailed Directions
or by following a Map using a Compass. For example,
in FreeTour mode, where no GPSAntenna is avail-
able, the Compass will be used. Upon arrival at a
POI, a POIDescription containing its information
is displayed to the user. If a Wifi connection is
available, the application can allow users to fetch
additional multimedia information about the POI.

POI Display & Information: A POI’s description
can be customised according to various UserPref-
erences (e.g., UserLanguage or Age). The User-
Language context enables the application to adapt
its displayed information to a particular language,
such as English or French. The language to use is
determined either by the geographical position of
the user (e.g., UK or France), or is preselected by
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Figure 1: Excerpt of the context and feature model of the smart city guide application

the user in the application preferences. We restrict
the application to offer only one language at a time.

The left-hand side of Figure 1 shows the principal
contexts declared for the application, based on the
usage situations in which specialised behaviour is
required. There are 22 contexts specialising the be-
haviour of the four main features. For example, the
functionality for POIDisplay is specialised to use
audiovisual descriptions for POIs, whenever there
is Wifi connectivity; or to adapt the complexity of
the displayed information to the Age category of the
user, e.g., Child or Adult.

3. Extending Programming Languages to
Support Self-Adaptation

COP provides language abstractions that enable
the development of self-adaptive systems, in which
the adaptation engine is internal to the system.
This means that the logic to adapt a program at
run time is intertwined with the programming lan-
guage, and is accessible to applications by means of
a dedicated API.

We have explored different programming lan-
guage approaches to enable dynamic adaptation of
software systems’ behaviour with respect to the sur-
rounding environment [23, 25, 49, 26]. In the follow-
ing, we present the underlying development tech-
niques we have explored to build COP languages.

3.1. Context Definition
To enable adaptations, we first need to define

contexts. Contexts are first-class entities of the
language, defined (through syntactic sugar) as ob-
jects in the underlying host language. For example,

in Subjective-C (a COP language implemented on
top of Objective-C), contexts are defined using the
@context(Wifi) abstraction, yielding a new context
object named Wifi, as shown in Snippet 1.

SCContext* wifi = [[SCContext alloc]
initWithName:@"wifi"];

Snippet 1: Definition of context objects in Subjective-C

This definition is merely syntactic sugar for the
context definition above, where SCContext is a regu-
lar Objective-C object. Each context object defines
a set of all possible behavioralVariations associated
with that context. Every time a (new) behavioural
variation is associated with this context, it is added
to this set.

Dynamic behavioural variations can be charac-
terised by their run-time composition, selection and
scoping mechanisms.

3.2. Dynamic Behaviour Composition
Dynamic behaviour composition is the ability of

COP languages to dynamically introduce or with-
draw behavioural variations. That is, whenever a
context is sensed in the surrounding environment,
the system must know which behavioural variations
are associated to that context. Whenever a con-
text becomes active, its associated behavioural vari-
ations get added to the system; whenever the con-
text is no longer present in the surrounding envi-
ronment, its associated behavioural variations are
withdrawn from the system.

We have explored three main techniques to en-
able the dynamic composition of behavioural vari-
ations in different COP languages: (1) contex-
t-dependent method dispatch, in Ambience [23],
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(2) method replacement, in Subjective-C [25], and
(3) fine-grained composition, in Context Traits [26].
These techniques explore different implementation
strategies, taking advantage of particular features
provided by the host programming language. Fur-
ther techniques to define adaptations at the lan-
guage level are discussed in Section 5.

3.2.1. Context-dependent method dispatch
When adapting the system’s behaviour to its sur-

rounding execution environment, the system should
choose the behavioural variation that is most ap-
propriate to the current context. This choice can
be made during method dispatch, by appending the
context information to every method call.

Multiple dispatch has been explored as a partic-
ular implementation technique to enable dynamic
adaptation in COP languages (notably in Con-
textL [13] and Ambience [24]). Specifically, we fo-
cus on the implementation of Ambience, a Lisp-like
COP language. With single dispatch, methods are
looked up dynamically, based on the type of the re-
ceiver of a message. Multiple dispatch mechanisms
can use multiple message arguments to choose the
concrete method implementation to call. Consider
for example the implementation of our smart city
guide using Common Lisp, as shown in Snippet 2,
where calls to display-poi-info are dispatched to
the most appropriate method definition depending
on the actual types of its three arguments user,
conn, and day-time.

(defmethod display-poi-info ((user Adult) (conn
Wifi) (day-time Night))

;;full night-time info with elaborate content
;;for adult users
)

(defmethod display-poi-info ((user Child) (conn
Wifi) (day-time Night))

;;full night-time info
;;with simplified content for children
)

(defmethod display-poi-info ((user Child) (conn
Edge) (day-time Day))

;;brief day-time info due to lower bandwidth
;;with simplified content for children
)

Snippet 2: Example of multiple dispatch

From our experience in developing COP lan-
guages and the expected behaviour of context-
aware systems, we have observed three proper-
ties that ease building dynamic adaptations using

a context-dependent method dispatch technique:
(1) The behaviour most appropriate to the cur-
rent situation should be chosen based on the sur-
rounding execution context [15]. (2) When looking
up which method implementation to use, priority
should be given to the context of execution over
other arguments (to ensure the system behaviour
is driven by the context). (3) Relations between
context objects are needed to reduce the amount of
arguments that need to be passed as arguments to
a message.

A natural way of using multiple dispatch to en-
able dynamic adaptation, is to introduce context
objects as additional method arguments, and dis-
patch to the most appropriate method taking into
account all arguments. Behavioural variations for a
given context will be selected only when the context
argument in the message call matches that partic-
ular context. This approach requires the implicit
and dynamic modification of all message calls, to
introduce contexts as additional hidden arguments.

Messages are intercepted at the meta-level in
Ambience’s amos::send method, shown in Snip-
pet 3. This method modifies a message to include
contexts as its first argument, by in-lining the new
argument directly in the method object, using the
prepend-slot function (Lines 4 and 8-11).

1 ;;Message interception
2 (defmethod amos::send (selector arguments)
3 (declare (inline send-message))
4 (prepend-slot arguments (invoker-activation))
5 (send-message selector arguments))

7 ;;Add context object as the first parameter
8 (defun prepend-slot (object value)
9 (declare (inline add-slot))

10 (add-slot object :value value :index 0)
11 object)

Snippet 3: Metalevel insertion of contexts as message
arguments for dynamic dispatch

Different situations or contexts can be sensed si-
multaneously in the surrounding execution environ-
ment, all of which should be taken into account in
messages’ context argument(s). To cater for all pos-
sible contexts, it would be necessary to define be-
havioural variations with different argument spec-
ifications for all possible combinations of contexts,
which does not scale.

Instead, Ambience introduces the notion of the
current context as a structured graph containing
the information of all known contexts. In particu-
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lar, this structure provides a representation of all
active contexts in the system. This current context
graph is added as first argument to each method
call (Line 10 in Snippet 3).

Figure 2 shows an example of the current con-
text graph for the smart city guide application with
three active contexts: @wifi, @night and @adult.
In the figure, all active contexts are represented in
black. Other contexts defined in the system, but
not currently active are shown in gray. To the
right of the graph we have the contexts defined
by users to represent situations in which special-
ized, i.e., adaptive, behaviour should be present.
To the left we see context objects internally gener-
ated and managed by the system, for example, to
represent the composition of active contexts. The
current context graph is built using delegation asso-
ciations (the edges between the nodes in Figure 2)
between the defined contexts in two ways: (1) com-
posed contexts implicitly delegate to each of their
constituents, and (2) explicit delegation links can
be defined between context objects, according to
the abstraction level in which they are defined. For
example, a @connectivity context abstracts the
@wifi context, so the latter context delegates to the
former using the (add-delegation @wifi @connec-
tivity) language construct. Following the context
delegation graph from active user-defined contexts
up the delegation associations, yields the current
context (left-most node in Figure 2), as the compo-
sition of all active contexts. The particular context
graph in Figure 2 is used to provide adaptations to
the display-poi-info method.

The method lookup mechanism finds the correct
method implementation for a given method call
according to its arguments. In Ambience’s mul-
tiple dispatch model, method lookup is based on
rank vectors [55]. Let us use the display-poi-info
method definitions from Snippet 2 to explain the
way rank-vectors work. Suppose we have the fol-
lowing objects for each of the prototypes: nico-
las an Adult, home-wifi a Wifi connection, and
evening a Night time of day. The rank vectors are
calculated according to the distance, in the dele-
gation graph, between the concrete objects to the
prototypes for the method definitions in Snippet 2.
As such, for the first method definition in Snip-
pet 2 we get a rank vector (1, 1, 1) given that the
distance in the delegation graph from the concrete
object nicolas to its prototype Adult is 1 (all ob-
jects delegate directly to their prototype); similarly
the distances from home-wifi to Wifi, and from

evening to Night are 1 too, as each of these con-
crete objects delegate directly to the defined proto-
types. For the second and third method definitions,
the rank vectors are (2, 1, 1), and (2, 2, 2), respec-
tively. Here, the concrete objects do not delegate
directly to the prototype used in the method defi-
nition, requiring to find the closest common proto-
type (i.e., the meet) instead. For example, nico-
las is an Adult but the prototype mentioned in the
method definition is a Child so there is no direct
match. But both Adult and Child delegate to a
common prototype User, so the distance for nico-
las (to the closest meet User is 2). Using a similar
reasoning we can find that the distance for home-
wifi to Edge is 2 (distance to the closest meet Con-
nectivity), and that the distance for evening to
Day is 2 (closest meet is TimeOfDay). When looking
for a method implementation, the selected method
is the one with the smallest distance, in lexicograph-
ical order, to the message call. In our example, that
would be the first implementation of display-poi-
info, since (1, 1, 1) < (2, 1, 1) < (2, 2, 2). Given
that the current context graph is the first (implicit)
argument in all methods, this method lookup mech-
anism ensures that methods are always chosen ac-
cording to the most appropriate context.

Host languages providing capabilities to cap-
ture and dispatch method calls at run-time (e.g.,
Objective-C, Common Lisp, Java3) are appropriate
to implement self-adaptation via context-dependent
method dispatch techniques. Context-dependent
method dispatch mechanisms have been used too
for the implementation of other COP languages.
ContextL [13] uses a multiple dispatch mechanism
to enable dynamic adaptations, while predicate dis-
patch is used in Lambic [62] and Flute [6]. More
recently, dynamic invocation of methods has been
used to implement the Congolo language [45].

3.2.2. Method replacement
An alternative technique to enable dynamic com-

position of behavioural variations is that of method
replacement. The method replacement technique
reflectively identifies all behavioural variations for a
particular method at run time, whenever a context
change is detected, and then replaces the current
method behaviour by a more specialised one.

In order to implement the method replacement
technique, it is necessary to access and modify a

3through InvokeDynamic or AOP method interception.
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Figure 2: Current context graph in Ambience.

software system’s information at run time. This can
be done by taking advantage of the host language’s
metaobject protocol (MOP). A full MOP [60, 44,
39] enables introspection to inspect the structure
of the system and the internal state of its objects.
It enables self-modification if it is possible to mod-
ify the structure of the system. It enables invoca-
tion if is possible to call base-level operations (e.g.,
method calls, or field assignment) reflectively. Host
programming languages whose MOP offer at least
introspection and self-modification (e.g., Objective-
C, CLOS, Smalltalk) are amenable to implement a
method replacement technique for self-adaptation.
As an example of this technique, we use our COP
extension to Objective-C, named Subjective-C [25].

Objective-C objects have a variable called isa of
type Class providing access to the class that the
object is an instance of. This class can then be ma-
nipulated reflectively, for example to know if a given
object understands a specific method, we can invoke
the metalevel method respondsToSelector: on the
object’s class. Such reflective methods are provided
by the metaclass Class, part of Objective-C’s MOP.
Self-modification of Objective-C applications can
also be achieved reflectively through method swiz-
zling, a technique offered by Objective-C’s run-time
to exchange the implementation of a given selector,
by changing how selectors are mapped to underly-
ing functions in a class’ dispatch table.4

4A full description of method swizzling can be

In the case of Subjective-C, we use method
swizzling as a technique to replace method imple-
mentations when contexts get activated or deacti-
vated. Method replacement in Subjective-C con-
sists of two stages, as shown by the updateDispatch
method in Snippet 4 (Line 14). First, we identify
all behavioural variations for a particular method
of the application. All methods in a Subjective-
C application are defined as Subjective-C meth-
ods, SCMethod. Each SCMethod consists of its sig-
nature (SEL), structure (Method), and a list of all
applicable behavioural variations (contextMethods)
of the method. Behavioural variations are created
as instances of SCContextMethod, which are com-
posed of their method signature, implementation,
and a reference to the original method they refine.
Searching for the applicable behavioural variations
that can replace a method (getApplicableMethods in
Snippet 4) requires us to traverse the list of be-
havioural variations (SCContextMethods), and select
those behavioural variations for which their asso-
ciated context is currently active (Lines 3-10). As
many different contexts may be active, several of
which may provide a different specialization for that
method, an applicability order must be provided
(Line 5). The exact order in which behavioural vari-
ations are applied is defined by the system’s scop-

found in Objective-C’s run-time reference: https:
//developer.apple.com/library/ios/documentation/Cocoa/
Reference/ObjCRuntimeRef

8

https://developer.apple.com/library/ios/documentation/Cocoa/Reference/ObjCRuntimeRef
https://developer.apple.com/library/ios/documentation/Cocoa/Reference/ObjCRuntimeRef
https://developer.apple.com/library/ios/documentation/Cocoa/Reference/ObjCRuntimeRef


ing rules (discussed later in Section 3.3.2). Once
all applicable methods have been found, the sec-
ond stage of the method replacement technique
uses a reflective call to method_setImplementation
(Line 20), changing the original method’s imple-
mentation with that of the most appropriate be-
havioural variation. Upon context deactivation,
a similar process is used, swizzling the original
method saved in the SCContextMethod back to the be-
havioural variation currently stored in the SCMethod.

1 NS_INLINE NSMutableArray *getApplicableMethods(
NSArray *arrayOfContextMethods) {

2 NSMutableArray *equalMethods = [NSMutableArray
init];

3 for (SCContextMethod *contextMethod in
arrayOfContextMethods) {

4 if ([aContextMethod isCandidate]) {
5 if ([compareMethod: contextMethod->

specificity with: firstActiveMethod]){
6 firstActiveMethod = contextMethod->

specificity;
7 }
8 [equalMethods addObject:contextMethod];
9 }

10 }
11 return equalMethods;
12 }

14 NS_INLINE void updateDispatch(SCMethod *meth){
15 // Search for all applicable behavioural
16 // variations for the given method meth
17 SCContextMethod *newMethodForContexts = [[

SCMethodDispatcher sharedMethodDispatcher]
getApplicableMethods:meth];

18 Method newImp = newMethodForContexts->method;
19 //Replace current IMP. with the appropriate

context method IMP
20 method_setImplementation(meth->methodStructure,

method_getImplementation(newImp));
21 }

Snippet 4: Objective-C implementation of method
replacement for Subjective-C.

The method replacement process is shown in
Snippet 4. Each new behavioural variation,
SCContextMethod keeps a reference to the currently
executing method SCMethod it refines, and a copy of
the method implementation Method that it refines.
Before the context is activated, an SCContextMethod
contains its own implementation to be swizzled
with the one to be refined, as depicted in Fig-
ure 3a. Whenever a context is activated, the
original method implementation (Method) stored

in the Subjective-C method (SCMethod) gets re-
placed by the new implementation of the context
(SCContextMethod). The SCContextMethod itself saves
a copy of the original method implementation and
keeps a reference to the SCMethod it refines in its
refinedMethod attribute, as shown in step 1 of
Figure 3b. When another context gets activated
(the blue context) refining the same SCMethod, the
method implementation stored in the SCMethod now
becomes the Method implementation provided by the
new context, and the refinedMethod of the new con-
text is set to refer to the previous context activated,
as shown in step 2 in Figure 3c.

SCMethod

- SEL selector
- Method originalImplementation
- Class relatedClass
- NSMutableArray contextMethods
- NSUInteger numberOfArguments
- NSMethodSignature methodSignature  
- NSMutableSet contextsSet
- BOOL instanceMethod
- SCArgProcessor argsProcessors

SCContextMethod

- SEL selector
- Method newImplementation1
- NSSet relatedContexts 
- SCMethod refinedMethod
- NSInteger priority

(a)
SCMethod

- SEL selector
- Method newImplementation1
- Class relatedClass
- NSMutableArray contextMethods
- NSUInteger numberOfArguments
- NSMethodSignature methodSignature  
- NSMutableSet contextsSet
- BOOL instanceMethod
- SCArgProcessor argsProcessors

SCContextMethod

- SEL selector
- Method originalImplementation
- NSSet relatedContexts 
- SCMethod refinedMethod
- NSInteger priority

1

(b)
SCMethod

- SEL selector
- Method newImplementation2
- Class relatedClass
- NSMutableArray contextMethods
- NSUInteger numberOfArguments
- NSMethodSignature methodSignature  
- NSMutableSet contextsSet
- BOOL instanceMethod
- SCArgProcessor argsProcessors

SCContextMethod

- SEL selector
- Method originalImplementation
- NSSet relatedContexts 
- SCMethod refinedMethod
- NSInteger priority

SCContextMethod

- SEL selector
- Method newImplementation1
- NSSet relatedContexts 
- SCMethod refinedMethod
- NSInteger priority

2

1

(c)

Figure 3: Method replacement and propagation

A similar method replacement technique is used
in Phenomenal Gems [49] by exploiting the possi-
bility of adapting Ruby’s method tables at run time
to replace a method pointer by another one. Ruby-
COP, a feature-based context-oriented extension to
Ruby [18], implements method replacement not by
changing the method table but by explicitly chang-
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ing a method instance to a more appropriate one.

3.2.3. Fine-grained Composition
Context-oriented self-adaptive systems have two

types of modules, regular modules containing the
main application logic, and adaptation modules
containing the behavioural variations associated to
particular contexts. As context-specific situations
are sensed in the environment, a new variant of the
application is generated, where behavioural vari-
ations associated with the new contexts are com-
posed with the base objects or classes they adapt.
Using such an incremental composition technique
requires the host language to provide a way to mod-
ify objects or classes’ structure at run-time. Exam-
ples of such incremental modification mechanisms
include open classes [22], mixins [59], and traits [16].
All of these mechanisms share two commonalities:
(1) sparse definition of modules —that is, methods
in a module can be defined at different times and
locations in the system, and (2) a mechanism to re-
solve conflicts between matching behaviour defined
multiple times. These characteristics are key to en-
able self-adaptivity of a software system through
the run-time composition of different application
modules. In this vision, program entities can be
seen as aggregations of adaptations at run-time,
whose behaviour can be overwritten or refined via a
conflict resolution mechanism. As an example im-
plementation of such an fine-grained composition
technique, we take the trait-based approach used
in Context Traits [26], a COP extension of EC-
MAScript, composing methods and fields to form
full fletched adaptations.

Traits are the core abstraction used in Context
Traits to enable run-time adaptations. Before going
further, we present traits’ key characteristics [16].
Trait objects can be defined sparsely, describing a
set of methods they require (i.e., methods without a
concrete implementation) and a set of methods they
provide (i.e., methods with a concrete implementa-
tion). As traits are composed, required methods
by one trait should be provided by another trait to
complete an object. If two traits provide a same
method, then a conflict resolution strategy (e.g.,
linearization [16]) is used to specify which of the
two methods will be used or applied first. Objects
are said to be complete, if they have no required
methods left after trait composition.

Context Traits realises behavioural variations as
traits, that can be composed dynamically with EC-
MAScript objects (internally represented as traits)

to yield adaptations. As a consequence, at any
moment in time, every application object can be
expressed as a composition of traits. Behavioural
variations can override, extend, or reify behaviour
specified by any of the application’s objects, by
introducing new trait method implementations.
In Context Traits, behavioural variations are de-
fined as methods in a Trait object,5 while con-
texts are defined as standalone first-class objects.
Each context object is aware of its associated be-
havioural variations, and each adaptation has a
reference to its associated context, the object it
adapts, and its behavioural variations, as shown
in Figure 4a. Such associations between contexts
and adaptations is achieved through the Context.
adapt(Object, Trait) construct, specifying that a
Trait object adapts Object whenever Context is
sensed active.

Context

- behavioralAdaptations
- name
- manager

Adaptation

- context
- object
- trait

BaseObject
<<Object>>

- attributes

- methods

0..*

1

BehavioralAdaptation
<<Trait>>

- adaptiveMethods

1
1

(a) Internal entities specifying adaptations.

Trait_WiFi
- description

Trait_Language
- description

POI_base
- description
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 o
bj
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t

co
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po
se

d 
ad

ap
ta

tio
ns

Trait_Time
- image

(b) Trait composition.

Figure 4: Dynamic adaptation through component compo-
sition with Context Traits

The dynamic composition mechanism of be-
havioural variations and objects consists of two ele-
ments in Context Traits: a collection of traits (i.e.,
adaptation components), and a composition policy
(i.e., conflict resolution mechanism between com-
ponents). Whenever a context is activated or deac-
tivated, the behavioural variations (traits) associ-
ated with such context are composed with the base

5Context Traits uses traits.js, an implementation of traits
for ECMAScript [63].
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object they adapt. Snippet 5 shows the compo-
sition process after a context activation; the pro-
cess in the case of context deactivation is simi-
lar. Context activation and management is arbi-
trated by a context manager (cop.Manager). The
context manager keeps an up-to-date list of be-
havioural variations associated with the currently
active contexts (Line 3). To adapt base objects,
we take into account only those behavioural varia-
tions adapting the same base object the new varia-
tion adapts (Lines 4-6). Finally, these behavioural
variations are ordered using the conflict resolution
policy defined for the involved contexts (e.g., giv-
ing priority to the adaptations activated the latest),
extending the original base object with the most
relevant behavioural variation (Line 11). Figure 4b
shows an example of multiple traits composed with
a base POI object in the smart city guide appli-
cation. Take two active contexts WiFi, and Time,
which respectively adapt the POI base object with
the Trait_WiFi and Trait_Time behavioural varia-
tions. If we activate the Language context, adapt-
ing POI with Trait_Language, the resulting compo-
sition of POI will be POI = POI_base . Trait_WiFi .
Trait_Time . Trait_Language.

1 //Context manager: adaptation composition
2 deployAdaptation = function(adaptation) {
3 this.bAdaptations.push(adaptation);
4 relevantAdaptations = this.bAdaptations.

filter(adap => {
5 return adap.object === adaptation.object;
6 });
7 if(relevantAdaptations.length == 0)
8 throw new Error(’No adaptations found for $

{object}’);
9 this.policy.order(relevantAdaptations);

10 var adap = relevantAdaptations[0];
11 us.extend(adap.object, Object.create({},

adapt.trait));
12 }

Snippet 5: Adaptation composition implementation for
Context Traits.

Note that multiple behavioural variations may
provide an implementation for the same behaviour.
This yields a composition conflict, where it is un-
known which of the implementations should be used
in the final composed object. In Figure 4b, the
description method is provided by two behavioural
variations, creating a composition conflict. As with
traits, a conflict resolution policy can be defined be-
tween behavioural variations to dictate which of the

conflicting methods will be used at run time (Line 9
in Snippet 5). A composition policy can be seen as
a function that, given a set of behavioural variations
(traits), provides a linear ordering of them. In Con-
text Traits, the default resolution strategy is to use
the activation age of contexts, which gives prece-
dence to behavioural variations associated with the
contexts activated most recently. This means that
in a situation where two contexts offer a behavioural
variation for a same method, the variation used will
be that defined by the context activated last. Other
composition policies can be defined as required us-
ing the cop.Manager.addObjectPolicy(Obj, Ctx,
ordering) abstraction.
ContextL is strongly based on the multiple dis-

patch mechanism of CommonLisp, as discussed be-
fore. However, this approach also introduces con-
cepts of mixins to compose adaptations at run
time [14]. SCROLL [42] uses a similar composition
technique to the one presented here, as a means
to enable dynamic adaptation of application be-
haviour. The implementation of SCROLL relies on
traits (as a dynamic composition mechanism), and
their own dispatching mechanism to direct method
calls according to the active roles.

3.3. Adaptation Selection and Scoping

Up to this point we discussed how to dynamically
adapt a software system’s behaviour upon changes
to its execution context. Two additional aspects
important to achieve self-adaptation are: when to
select the adaptations to be applied and what is the
scope of applicability of these adaptations.

3.3.1. Selection
Adaptation selection refers to when adaptations

are available to the system. There are two key mo-
ments during self-adaptive systems’ execution to se-
lect adaptations: (1) whenever a call to the adapted
behaviour is made, or (2) whenever its context gets
activated.

Selection of adaptations during method dispatch
(1), requires the system to select the most appropri-
ate behaviour from all available behavioural varia-
tions in the system, upon every method call. Given
that this selection mechanism relies on method
dispatch, it is most suitable for COP languages
implementing a context-dependent method dispatch
mechanism. Whenever a message is sent, the con-
crete method implementation to call is selected
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among the available behavioural variations (i.e., as-
sociated to active contexts). This resembles the
multiple dispatch mechanism (Section 3.2.1).

Figure 5a shows the selection of the behavioural
variation available when the contexts @user, @wifi,
and @night are active. The other variations are not
chosen, as not all of their contexts are active. If
there are multiple behavioural variations to choose
from, as shown in Figure 5b, the behavioural vari-
ation selected corresponds to the one deemed most
appropriate by the method lookup mechanism. Fig-
ure 5b, represents a situation where the @child con-
text is active, the selected adaptation is the one
with the @child, @wifi and @night contexts as the
@child context is more specific than @user, follow-
ing the solid line arrow.

Different policies can be defined to implement
the lookup mechanism, ordering behavioural vari-
ations according to their appropriateness. A com-
mon method used for lookup is the specificity of
methods’ arguments, as shown in our example.
The selected method is the one whose arguments
are most specific with respect to the parameters
in the message call. Other methods to select be-
havioural variations follow the delegation links for
each of the method’s arguments. Other policies
used in the implementation of COP languages to se-
lect behavioural variations include priorities defined
in context objects (e.g., ContextL, Subjective-C),
and context activation timestamps (e.g., Ambience,
Context Traits).

Selection of adaptations at context activation
time (2), implies that all behavioural variations as-
sociated to a context are made available to the sys-
tem as soon as there is a change in a context’s
state (i.e., active ↔ inactive). COP languages
implemented using a method replacement or fine-
grained composition mechanisms are more suited
for selection at context activation time. This is
because, to implement this selection mechanism,
there should be an independent entity (a context
manager [25, 26, 46]) that orchestrates context ac-
tivation and deactivation requests, that responds to
such requests, assuring the system behaviour gets
adapted appropriately.

The context activation time selection mechanism
is implemented by connecting the context sens-
ing component (which obtains sensor information
signaling context activation or deactivation), and
the adaptations in the system, through the context
manager. The context manager contains a reference
to all adaptations defined in the system (i.e., ac-

@child
@wifi
@night

@user
@wifi
@night

@child
@edge
@day

display-poi-info

(a)

display-poi-info

@child
@wifi
@night

@user
@wifi
@night

@child
@edge
@day

(b)

Figure 5: Adaptation selection during method dispatch

tive and inactive contexts with their associated be-
havioural variations). Context activation requests
are processed by making all behavioural variations
associated to that context available in the system.
Context deactivations are treated similarly by mak-
ing unavailable all behavioural variations associated
with that context. For example, using a method
replacement mechanism, like in Subjective-C, be-
havioural variations are made available by replacing
method implementations for the behavioural varia-
tions associated to the context as shown in Snip-
pet 6. Methods are selected using the function
updateDispatchedMethod, which implements method
swizzling as shown on Lines 14-21 in Snippet 4.

1 -(void) processActivationOfContext: (SCContext *)
context {

2 [contextMethodFinder
updateWithContextActivation: context];

3 NSSet *originalMethods = [
originalMethodsByContext objectForKey:
context->name];

4 for (SCMethod *orgMethod in originalMethods) {
5 updateDispatch(orgMethod);
6 }
7 [context activate];
8 }

Snippet 6: Selection of adaptations at context activation
time in Subjective-C.
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Using a context activation time selection tech-
nique, all behavioural variations associated to a
context are installed as soon as the context gets
activated, therefore, these will be the behaviour of
the system selected on subsequent method calls.

3.3.2. Scoping
Scoping of adaptations is closely related to con-

text activation, managing the parts of the system
that are affected by a context activation, and the
scope of applicability of their behavioural variations
in the system. Adaptations can be scoped (1) glob-
ally to all entities of the system, or (2) locally, to a
specific system entity (or process).

So far, we have considered adaptations as tak-
ing place globally. Whenever contexts are acti-
vated, their associated behavioural variations be-
come available to all system entities. When-
ever contexts are deactivated their associated be-
havioural variations are no longer available to any
of the system entities.

Nonetheless, adaptations can be scoped locally to
specific system entities such as: execution threads,
object instances, or the dynamic scope of execution
blocks. Locally scoped techniques (regardless of the
specific entity affected by adaptations) are imple-
mented using the dynamic characteristic of the lan-
guage for dispatching the system’s behaviour. In
this case, the system must maintain an oracle (e.g.,
context manager) managing the references to the
local entities to be adapted.

As an example implementation of locally scoped
contexts we use Subjective-C, which allows adapta-
tions to take effect on specific execution threads. To
manage local activations to a thread, the context
manager maintains a dictionary for each thread,
containing all context activations and deactivations
for each specific thread. Local adaptations are trig-
gered by a special construct specifying a context
to activate/deactivate, and an execution thread to
adapt, @activate(ctx in thread) and @deactivate(
ctx in thread), respectively. This is processed by
the context manager as shown in Snippet 7. Since
different threads may request to modify a context’s
state (i.e., active or inactive) concurrently, activa-
tions and deactivations are organized using a syn-
chronous queue system for each thread, processing
the requests one by one. The first step of the activa-
tion process is to generate the activation action for
the context (Lines 3-5). The second step is to re-
trieve the activation queue in order to add the new
activation to it (Lines 6-12). Finally, the activation

action created in the first step is added to the queue
(Line 15), and the behaviour is updated with the
new behavioural variations, using the context ac-
tivation time selection technique, and the method
swizzling replacement mechanism.

1 -(void) activateContext:(SCContext *) context
forThread:(NSThread *) thread {

2 SCMutableQueue *activationQueue;
3 static const ActionBlock SCActivationAction = ^(

SCContext *context) {
4 [context activate];
5 };
6 @synchronized (thread) {
7 activationQueue = [[thread threadDictionary]

objectForKey:SCThreadActivationQueue];
8 if (!activationQueue) {
9 activationQueue = [[SCMutableQueue alloc]

init];
10 [[thread threadDictionary] setObject:

activationQueue forKey:
SCThreadActivationQueue];

11 }
12 }
13 @synchronized (activationQueue) {
14 SCAction *activation = [[SCAction alloc]

initWithObject:aContext actionBlock:
actionBlock];

15 [activationQueue addObject:activation];
16 prepareOriginalMethodsForContext(context);
17 }
18 }

Snippet 7: Thread specific adaptations in Objective-C.

Similar to the local scoping of adaptations to ex-
ecution threads, other COP languages scope adap-
tations to the lexical scope of the execution blocks
in which contexts are activated (e.g., ContextL), or
to particular object instances (e.g., EventCJ [33],
ContextJS [43], and Context Traits).

4. Evaluation

Section 3.2 presents three different dynamic be-
haviour composition mechanisms for the implemen-
tation of internal adaptation engines from a COP
language perspective. Additionally, in Section 3.3
we discussed some trade-offs regarding the adapta-
tion selection mechanism depending on the chosen
composition mechanism.

This section presents a thorough evaluation of
the different implementation mechanisms to assess
their applicability as a viable alternative to fos-
ter self-adaptive systems. The proposed evaluation
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analyses the expressiveness, modularity, and perfor-
mance of COP approaches versus the use of more
direct implementation techniques to realise adap-
tations using internal adaptation engines in self-
adaptive systems. Expressiveness is evaluated by
comparing the implementations, provided by the
authors, of the smart city guide case study us-
ing the three COP languages representatives of the
techniques discussed in Section 3, and correspond-
ing implementations using the strategy design pat-
tern in each base language, as exemplars of internal
adaptation engines. For each of these implementa-
tions we compare the overall system size measuring
the Lines of Code (LOC), as well as the percent-
age of code corresponding to the application logic,
adaptation logic, and adaptation management con-
cerns as a measure of developer effort in develop-
ing each of the concerns. Additionally, we evaluate
the modularity of the implementations (i.e., how
independent or scattered is the adaptation logic
from the application logic) to observe if COP im-
plementations do indeed satisfy the desired char-
acteristics of self-adaptive systems. Performance is
evaluated using a mini-benchmark to compare each
of our COP and native implementations. First we
evaluate the performance of each COP implementa-
tion against a more direct implementation of a self-
adaptive system (using if-statements or the strategy
design pattern). Second, we compare the perfor-
mance of the different adaptation selection mech-
anisms offered by the COP language implementa-
tions. The purpose of this evaluation is to observe if
COP approaches can scale to the size of real-world
self-adaptive applications (e.g., smart city applica-
tions), and to evaluate the trade-offs for the appli-
cability of the different techniques.

All experiments were performed on a machine
with a 2.8 GHz Intel Core i7 quad processor,
16GB RAM, running on OSX10. The COP lan-
guages used for the evaluation were taken from
our prior experience in developing self-adaptive sys-
tems, and are representative of existing COP lan-
guages and techniques (cf., Section 5). Ambi-
ence [23] is used as a language featuring context-
dependent method dispatch, Subjective-C [25] is
representative for the method replacement mech-
anism, and Context Traits [26] exemplifies fine-
grained composition mechanisms. The host lan-
guages for each of these representative languages
are, respectively: Common Lisp, Objective-C and
ECMAScript.

4.1. Expressiveness and Modularity
The purpose of evaluating the expressiveness

of internal adaptation engines is to support our
claim that, when appropriately designed and imple-
mented, these approaches are modular, concise,
fine-grained, and understandable. We can dis-
tinguish three main concerns in the development of
self-adaptive systems: application logic (n), adap-
tation logic (n), and adaptation management (n).
Application logic refers to all code required to im-
plement the system’s main functionality. Adapta-
tion logic refers to the functionality to define adap-
tations in the system –that is, behavioural varia-
tions and their associated contexts. Finally, the
adaptation management concern refers to the func-
tionality needed to orchestrate adaptations as they
are introduced to, or withdrawn from the system.
Our hypothesis is that COP languages limit the
amount of adaptation management needed, and
that they better separate the application logic from
the adaptation logic, reducing the effort required to
introduce adaptations in a software system.

In this section we compare the expressiveness
of self-adaptive systems with internal adaptation
engines implemented using the chosen COP lan-
guages, and those implemented natively in the host
languages using a common OOP pattern like the
strategy design pattern that enables the modifica-
tion of behaviour at run time. In the evaluation we
focus on the conciseness and granularity of adap-
tations measuring the effort required to implement
the smart city guide case study as the LOC used
for each concern. We compare the two versions of
the case study, for each of the languages and their
underlying implementation techniques.6 Addition-
ally, we measure the modularity and understand-
ability of the case study taking into account how
cleanly separated are the application, adaptation,
and management concerns.

For each of the chosen languages, code snippets
8-13 show each of the three concerns in the im-
plementation of the English context for the smart
city guide, and the associated behavioural varia-
tion of the name functionality for POI objects. The
dotted lines in each snippet correspond to different
modules in which the desired functionality is imple-
mented.

From these snippets we observe how the three
concerns in the implementations based on the strat-

6All implemented versions of this case study are available
at: https://github.com/ncardozo/SmartCityGuide
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(defclass @poi ()
(name))

(defun base-name-strategy ((poi @poi))
(error ’language-error :text "A language needs to be defined to

get the name"))
-------------------------------------------------------------
(defun english-name-strategy ((poi @poi))
(sql-select :columns (list "name")

:tables (list "Poi")
:where (sql-binary-operator :name ’= :left (sql-identifier
:name "langauge")

:right (sql-identifier :name "EN"))))
-------------------------------------------------------------
(defun base-set-language-strategy ((cm @contextManager) (lang))
(setf currentLanguage lang)
(update-language cm))

(defun base-update-language-strategy ((cm @contextManager))
(cond ((eq ’currentLanguage "EN") (setf *lang-context* "english

-"))))

Snippet 8: Strategy-pattern adaptation in Common Lisp

(defproto @poi (clone @object))
(add-slot @poi ’name "")
(defmethod name ((poi @poi))

(error ’language-error :text "Language definition needed
to get the name"))

-------------------------------------------------------------
(with-context (@english)
(defmethod name ((poi @poi))
(sql-select :columns (list "name")

:tables (list "Poi")
:where (sql-binary-operator :name ’= :left (sql-identifier
:name "language")

:right (sql-identifier :name "EN"))))
-------------------------------------------------------------
(defcontext @english)
-------------------------------------------------------------
(defmethod update-language ((cm @contextManager))
(cond ((eq ’currentLanguage "EN") (activate @english)))

Snippet 9: Language adaptation in Ambience
var PoiStrategy = function(nid) {
this.id = nid;

};
PoiStrategy.prototype.getName = function() {
throw new Error("Language strategy needed to get the language

name");
};
-------------------------------------------------------------
var Poi = function(name, strategy) {

this.strategy = strategy;
this.strategy

.setName(name);
};
Poi.prototype.setStrategy = function(strategy) {

this.strategy = strategy;
};
Poi.prototype.name = function() {
return this.strategy

.getName();
};
-------------------------------------------------------------
var EnglishPoiStrategy = function(){};
EnglishPoiStrategy.prototype = Object.create(PoiStrategy.

prototype);
EnglishPoiStrategy.prototype.getName = function() {
var res = db.runQuery(’SELECT name FROM Poi WITH language = %@

AND id_poi = %d’, ’EN’, this.id);
return res[0];

};
-------------------------------------------------------------
ContextManager.prototype.updateLanguage = function() {
if(this.currentLanguage == "EN")
POI.Poi.setStrategy(new POI.EnglishPoiStrategy());

};

Snippet 10: Strategy-pattern adaptation in ECMAScript

TPoiOperations = Trait({
getName: function() {
throw new Error("Language definition needed to get the name");
},

});
function TPoi(name) {
return Trait.compose(TPoiOperations,Trait({ name: name }));

}
function Poi(name) {
return Object.create(Object.prototype, TPoi(name));

}
-------------------------------------------------------------
TEnglishPoiOperations = Trait({
englishName: "",
getName: function() {
var res = db.runQuery(’SELECT name FROM Poi WITH language = %
@ AND id_poi = %d’, ’EN’, this.id);

return res[0];
},

});
-------------------------------------------------------------
English = new cop.Context({ name: "English"});
English.adapt(POI.TPoiOperations, POI.TPoiEnglishOperations)
-------------------------------------------------------------
ContextManager.prototype.updateLanguage = function() {
if(this.currentLanguage == "EN")
English.activate();

};

Snippet 11: Language adaptation in Context Traits
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@interface BasePoi : NSObject {}
@interface PoiEN : BasePoi
-(NSString *) name;
@end
@interface Poi : BasePoi { ... }
@implementation Poi
NSString *name;
id strategy;

-(NSString*) name {
return [NSString stringWithFormat:@"INIT_ERROR-%@", @"name"];

}
+(void) setStrategy:(id)_strategy {
self.strategy = _strategy;

}
+(id) getStrategy {
return self.strategy;

}
@end
-------------------------------------------------------------
@implementation PoiEN
-(NSString *) name {
NSString *query = [NSString stringWithFormat:@"SELECT name

FROM Poi WITH language = %@ AND id_poi = %d", @"en", [self
poiId]];

NSArray *res = [[NSArray alloc] initWithArray:[[self dbManager]
loadDataFromDB:query]];

return [res objectAtIndex:0];
}
@end
-------------------------------------------------------------
@LanguageViewController
-(void) updateLanguage {
[POI setStrategy:[[NSClassFromString([NSString stringWithFormat

:@"Poi%@", newLanguage]) alloc] init]];
}
@end

Snippet 12: Strategy-pattern adaptation in Objective-C

@implementation Poi
NSString *name;
-(NSString*) name {
return [NSString stringWithFormat:@"INIT_ERROR-%@", @"name"];

}
@end
-------------------------------------------------------------
@implementation Poi (Poi_EN)
@contexts English
-(NSString *) name {
NSString *query = [NSString stringWithFormat:@"SELECT name FROM

Poi WITH language = %@ AND id_poi = %d", @"en", [self poiId
]];

NSArray *res = [[NSArray alloc] initWithArray:[[self dbManager]
|loadDataFromDB:query]];

return [res objectAtIndex:0];
}
@end
@end
-------------------------------------------------------------
@implementation ContextManager
@context(English);
@end
-------------------------------------------------------------
self.currentLanguage = "EN";
@LanguageViewController
-(void) updateLanguage {
@activate(currentLanguage); //new language contains the

current language e.g., EN
}
@end

Snippet 13: Language adaptation in Subjective-C

egy design pattern (Snippets 8, 10, 12) are more
scattered across the different modules, than in
the case for their corresponding COP counterparts
(Snippets 9, 11, 13), which respect module bound-
aries more strictly. This gives a first indication that
the COP implementations are more modular and
maintainable.7

The COP implementations highlight three prop-
erties that evidence the expressiveness, understand-
ability, evolvability and maintainability of COP-
based adaptation engines: (1) The signatures of
behavioural variations are the same as for the def-
initions of the base behaviour (e.g., name()). That
is, it is not required to introduce additional infras-
tructure for the definition of behavioural variations,
which we remark as a particular advantage of ex-
pressing adaptations using COP; (2) The definition
of the English adaptation does not involve the di-
rect modification of any application logic. Rather,

7The term scattering stems from Aspect-oriented Pro-
gramming [40], and refers to the implementation of con-
cerns of which the code is spread out over multiple mod-
ules. Such concerns affect the implementation of multiple
modules, which is bad for modularity.

it is implemented as an independent module. This
opens up the system to dynamic behaviour adapta-
tion, as new or updated functionality can be in-
troduced as independent context-specific adapta-
tions/modules. This improves system maintainabil-
ity, as maintenance tasks are local, not requiring
modification of the adaptation or application logic
across already existing modules. (3) The modu-
lar approach to define adaptations (i.e., declaring
them in independent implementation modules from
the application logic) induces a better separation of
concerns between the base and adaptation logic.

Additionally, comparing implementations we
note that the COP-based implementations are of-
ten more concise (less LOC), more modular and
finer-grained than those using pattern-based im-
plementations. This can be explained by two phe-
nomena. (1) First, the difference between the
two implementation approaches comes from adap-
tations’ modularity. In the strategy pattern im-
plementations, the variation associated to the En-
glish context is defined by a new system module,
PoiEN, extending the original Poi object through a
hierarchical relation (i.e., in Objective-C the inher-
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itance relation to the BasePoi object). The defini-
tion of the contexts associated to behavioural vari-
ations are global and do not require the definition
of any additional objects. All contexts are defined
in the same module. As no additional base objects
are required in the definition of adaptations using
COP languages, the adaptations themselves are in-
troduced at a finer level of granularity (i.e., meth-
ods). (2) Second, using a pattern-based internal
adaptation engine, the management of adaptations
requires the definition of an additional module to
relate all adaptations with the base object. Addi-
tionally, adapted objects’ application logic is pol-
luted, adding properties and behaviour not inher-
ent to them. In contrast, COP languages manage
adaptations internally, hiding the intrinsic details
of adaptation interactions to developers. The sys-
tem logic only requires to use the context activa-
tion and deactivation API offered by the language.
Such characteristics make these approaches for in-
ternal adaptation more modular and understand-
able, as all (and only those) concerns related to an
object’s behaviour are encapsulated within the ob-
ject itself, while all adaptation concerns are encap-
sulated in context objects, behavioural variations,
and the adaptation manager (in different modules).
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Figure 6: LOC percentage dedicated to each concern in the
smart city guide application

Figure 6 shows the percentage of LOC for the
application logic, adaptation logic, and adaptation
management concerns for each of the six implemen-
tations of the smart city guide. The figures exhibit
the development effort required to implement each

of these three concerns of self-adaptive systems.8

Figure 6 (6a, 6b, 6c) shows a clear reduction in
the percentage of code related to the adaptation
management concerns across all languages. In the
case of Subjective-C, in Figure 6c, the improve-
ment of the adaptation management logic is less
pronounced as this language uses additional defini-
tions for context dependency relations, not present
in the other languages. This increases the amount
of adaptation management required. Nonetheless,
context dependency relations are defined through a
DSL [25], and therefore the effort for developers is
reduced. Note, however, that the code of the DSL
is not taken into account in the LOC measurement,
we only take into account the final Subjective-C
code. The figure also indicates an increase in the
percentage of application logic and a decrease in the
percentage of adaptation logic when using COP-
based approaches. This is due to the increased
modularity and reduced tangling of application and
adaptation logic, the implementation of the adap-
tation logic gets much more concise, thus increas-
ing the overall percentage of application logic cor-
respondingly. This suggests that the use of well-
designed internal adaptation engines, improves the
development of self-adaptive systems by reducing
the size of the adaptation logic and delegating the
complexity of managing adaptations to the adap-
tation engine. This helps developers to focus on
the main application logic. For both Ambience and
Context Traits, we observe and improvement be-
tween 8% to 17% in the code base dedicated to the
application logic together with its related adapta-
tions. In the case of Context Traits, we note a large
reduction in the adaptation management code, with
a slight increase in the percentage of adaptation
logic. Such increase is due to the underlying in-
frastructure (i.e., traits) used to define behavioural
variations.

A final observation from Figure 6 is that, apart
from the case of Ambience (6% increase with re-
spect to CLOS), the total LOC of the system de-
creases by more than 10% for the COP implemen-
tations, pointing to a more concise implementa-
tion that is easier to understand, maintain, and

8The percentage of application logic is significantly higher
for the Objective-C and Subjective-C implementations, as
these implementations include the full user interface, to dis-
play the application on a mobile phone. This code was sim-
plified in the other implementations by using a text-based
interface to interact with users.
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evolve (especially taking into account that the im-
plementation becomes more modular and contains
less adaptation management code).

With the evaluation of the expressiveness of COP
approaches, we can conclude these approaches are
beneficial to realise self-adaptive systems, that are
concise and maintainable, as opposed to common
beliefs about these approaches.

Figure 7 shows our evaluation of the modularity
between the different self-adaptive implementations
of the smart city guide case-study. The figure indi-
cates the amount of tangling in the definition of the
applications between our pattern-based and COP-
based implementations. Here we show the number
of classes in which each adaptation concern is tan-
gled. The more adaptations a class is intertwined
with, the less modular the code is. In the case of
Objective-C, 5 classes implement a single adapta-
tion, but there are also classes tangled with 5 or 6
different adaptations. Similar things happen for the
amount of tangling that can be observed for both
Common Lisp and ECMAScript where only a few
adaptations are not tangled over multiple classes,
but several are tangled over multiple classes. In all
implementations, we identify 1 class tangled with 12
different adaptations. This class corresponds to the
context manager, where all contexts and the con-
ditions for their activation are defined. In general
however, the corresponding COP implementations
present less tangling. In the case of Subjective-C
and Context Traits in particular, there is a sig-
nificant increase in the number of modules with
only one adaptation, showing that in these cases
we achieve near-perfect modularity as nearly all of
the adaptations are contained in an independent
module.

We can thus conclude that COP-based internal
adaptation engines do improve the system modu-
larity and reusability.

4.2. Internal Adaptation Engines Performance
We now turn our attention to a performance eval-

uation of each of the language implementations,
based on two criteria. First, we compare the over-
all performance of each of the COP-based internal
adaptation engine implementations against adap-
tations implemented directly within the host pro-
gramming language. Our objective is to evaluate
that COP-based implementations do not deterio-
rate performance at scale. Second, we compare the
performance of the different selection mechanisms
for behavioural variations. The objective of that

evaluation is to present the performance overhead of
the different approaches to select behavioural vari-
ations so that the most appropriate one can be cho-
sen for a particular type of self-adaptive system.

4.2.1. COP vs Native Adaptation Implementations
To compare the performance of COP approaches

and internal adaptation engines we use a mini
benchmark [25]. The purpose of the benchmark
is to evaluate the impact of using behaviour vari-
ations with the different adaptation strategies and
selection mechanisms. The benchmark consists of
calling a test method repeatedly within different
contexts (all specializing the same test method),
as specified in Snippet 14.

The benchmark measures the time it takes to ac-
tivate one out of a set of possible contexts, call the
test method 100 times for each context activation
and then deactivate that context. The performance
of these method calls is measured for context sets of
ten different sizes (i.e., 10, 50, 100, 500, 1000, 2500,
5000, 10000, 25000, and 50000 contexts). Each
instance of the benchmark (i.e., calling the test
method for a number of contexts) is executed 10
times.9

-(double) methodCallBenchmark {
NSDate *start = [NSDate date];
for(int i = 0; i < 1000; i++) {
int num = 1 + arc4random_uniform(

NUM_OF_CONTEXTS);
@activate([NSString stringWithFormat:@"

Context%d", num]);
for(int j=1; j<=100; j++)

[self test];
@deactivate([NSString stringWithFormat:@"

Context%d", num]);
}
NSTimeInterval timeInterval = fabs([start

timeIntervalSinceNow]);
return timeInterval*1000;

}

Snippet 14: behavioural variations mini-benchmark in
Subjective-C.

Figure 8 shows the results for our three COP
language implementations (i.e., Ambience, Context
Traits, and Subjective-C). We compare the bench-
mark results for each of these COP implementations
(s) with a native implementation that specialises

9All benchmarks results are available at: https://github.
com/ncardozo/CopPerformanceEvaluation
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Figure 7: Density of tangled adaptation concerns per class.

behaviour directly by means of if-statements (n),
and an implementation that makes use of the strat-
egy design pattern (l).

The results in Figure 8 show the average time (in
logarithmic scale) over 10 benchmark runs. Note
that each graph shows the largest context set size
for which at least one implementation terminates
successfully. The if-case implementation yields an
error in Objective-C and Common Lisp when run-
ning 10000 if-cases, while it took ECMAScript
5000 if-cases to run into an exception. The strat-
egy implementation throws an error in CLOS with
25000 strategies. The COP implementation throws
an error in Ambience with 5000 contexts. The
Subjective-C implementation is the only implemen-
tation to finish all cases.

Figure 8 illustrates the performance cost of using
(many) adaptations. This cost is due to the ad-
ditional step for the introduction and withdrawal
of adaptations required in such approaches. In all
cases, for a small number of adaptations, the if-
case implementation is the most performant. How-
ever, as the number of adaptations increases if-cases
get outperformed by the strategy and COP imple-
mentations (except for the case of Ambience), as
the number of required conditional checks increases.
We also observe that the strategy-based implemen-
tation eventually performs best for all three imple-
mentations. This occurs because of the unique com-
bination between fixed dependencies and dynamic
method forwarding used in this pattern. At the be-
ginning of a run using the strategy design pattern
all dependencies between objects are known and
available to the system (similar to the dependen-
cies generated with if-cases). At run time, only one
of these dependencies is used, changing the strat-

egy globally in the application, which gives direct
access to the behavioural variations implemented
in such a strategy (similar to the global selection
mechanism in COP). In contrast, if-cases need to
be re-checked for all possibilities for every method
call which explains why these implementations have
a higher run-time performance overhead.

From all COP implementations, Context Traits
offers the best performance, albeit a factor 10 slower
than its corresponding strategy pattern-based im-
plementation, while still providing the added value
of being more flexible and modular regarding the
definition and introduction of adaptations. More-
over, we note from our implementations that both
the Context Traits and Subjective-C implementa-
tions are able to finish the benchmark, while the
other internal adaptation engine implementations
are not always able to complete the benchmark.
There is a significant performance impact of COP
approaches. While this approaches are still able to
work properly in scenarios that excede the number
of adaptations in real-world self-adaptive, more re-
search in improving their performance is required.

4.2.2. Selection Mechanisms’ Performance
From our simple benchmark we can observe that

the type and domain of self-adaptive systems may
influence the decision of what implementation tech-
nique or language best to use. In particular, this
benchmark evaluates a scenario where method calls
occur more frequently than context changes. As
such, it favours COP approaches implementing a
context activation time selection mechanism, like
the one in Context Traits or Subjective-C. With
such a mechanism, all behavioural variations are
enacted as soon as there is a context change that
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Figure 8: Performance comparison between all COP-based
implementations

triggers them, making these behavioural variations
readily available as soon as they are called, with no
additional dispatching. Domains in which the con-
text changes are more frequent than the operations
within, benefit of a method call selection mecha-
nism, like the one in Ambience, in which the be-

havioural variation is chosen only when they are
needed.

4.3. Discussion of the results
We now discuss the results of the different COP

approaches and their underlying techniques, as ex-
plored in this paper. This section puts into per-
spective the analysis of the appropriateness of these
approaches as a means to implement effective in-
ternal adaptation engines for self-adaptive systems
discussed in Section 4.4.

With respect to the modularity evaluation,
we observe that the approaches with a better
separation of concerns are those of Ambience
(context-dependent method dispatch) and Context
Traits (fine-grained composition), while Subjective-
C (method replacement) still presents some cross-
cutting concerns. When evaluating the expres-
siveness of these two approaches, we observe, that
there is no conclusive winner, and both approaches
present a similar improvement with respect to the
non-COP-based implementations. The context-
dependent method dispatch mechanism requires
more attention to context activation and deactiva-
tion, as well as the focus on the adaptation logic,
while the impact of these aspects for the fine-
grained composition method is a bit lower.

Adaptations can be realised by coupling the
adaptation logic with the main application logic,
for example, through if-cases or the use of soft-
ware design patterns. Nonetheless, the performance
evaluation in Section 4.2.1, shows how the design
pattern-based implementations outperformed the
other two implementations. The if-case implemen-
tations were the most problematic in most cases, as
their performance decreases rapidly across all lan-
guages, not being able to complete the benchmark
execution due to memory overflows. The perfor-
mance of COP languages also decreases rapidly in
the case of Ambience (context-dependent method
dispatch) and Subjective-C (method replacement).
Such poor performance may be due to the under-
lying structures and algorithms used for each lan-
guage. Ambience relies in the C3 algorithm to re-
solve the method called taking into account the
contexts. As the amount of contexts increases, the
time to execute the context change does as well. As
similar phenomenon occurs in Subjective-C, as the
number contexts increases, the time to activate and
deactivate the context does so as well, as it is neces-
sary to go through all contexts to detect the method
to execute. The case of Context Traits (fine-grained
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composition), however, does not exhibit a signifi-
cant performance decline as the composition of the
adapted method is executed directly on the acti-
vated traits, therefore the number of contexts in
the system is not relevant. When managing a small
set of contexts, is better to opt for a method re-
placement or context-dependent method dispatch
approach. If the number of contexts in the sys-
tem increases, a fine-grained composition method
should be preferred.

In addition to the aforementioned characteristics,
we can also consider the type of system to imple-
ment in order to choose the most appropriate ap-
proach. As mentioned in Section 4.2.1, if adapta-
tions are expected to take place more frequently
than method calls, then a method dispatch selec-
tion mechanism may be preferable. If the oppo-
site is the case, an adaptation time selection mech-
anism should be preferred. The advantage of inter-
nal adaptation engines, as conceived by COP lan-
guages, is that both methods could be combined
into a single adaptation engine [43, 10, 34].

4.4. COP as an Implementation of Self-adaptive
Systems

We now analyse the self-adaptive properties that
COP-based internal adaptation engines exhibit,
and discuss how these properties are supported by
the results from our evaluation.

Adaptation engines render software systems
smart, open, and customizable by enabling dy-
namic introduction and withdrawal of behavioural
variations in response to changes in a system’s inter-
nal state or surrounding environment. This paper
advocates internal adaptation engines by presenting
COP approaches implemented using different tech-
niques that offer better software engineering charac-
teristics (e.g., modularity, granularity, conciseness,
and understandability) in the design and implemen-
tation of adaptive systems, over other traditional
internal adaptation engine implementations. The
appropriateness COP-powered internal adaptation
engines is illustrated through the multiple imple-
mentations of our smart city guide case study.

From the expressiveness evaluation in Sec-
tion 4.1, we observed that COP-based language im-
plementations provide bettermodularity than the
implementation based on design patterns, as they
reduce the scattering and tangling of adaptations
across modules, without the additional architec-
tural footprint.

COP also renders self-adaptive systems more
concise and understandable by hiding the com-
plexity of defining and managing adaptions inside
the internals of the adaptation engine (i.e., the
programming language). The decoupled definition
of adaptations (in contexts and behavioural vari-
ations) also enables the definition of very fine-
grained adaptations (up to the level of individual
methods), as opposed to the component-level adap-
tation normally used in self-adaptive systems.

Three properties of self-adaptive systems are not
explicit in our evaluation as they do not pertain the
implementation of COP languages, but are intrinsic
properties COP languages provide. The extensi-
bility provided by internal adaptation engines can
be considered an extension of the basic adaptation
process. COP-based adaptation engines have been
used to extend systems’ functionality through adap-
tations, which render them (1) highly-available,
as the system does not need to be stoped to incorpo-
rate new features or bug-fixes, and (2) resilient, as
COP languages, independent from their implemen-
tation, can manage the interaction between adap-
tations to avoid undesired behavior [8].

As a consequence, COP-based language imple-
mentation techniques for internal adaptation en-
gines are proven flexible, modular, and reusable
for developing a wide range of self-adaptive systems.

4.5. Threats to Validity
In this section we discuss the threats to the va-

lidity of our evaluation.
Threats to external validity refer to the gener-

alization of the results from our evaluation. We
explore the expressiveness, modularity, and perfor-
mance aspects for the studied implementation tech-
niques to realize COP languages. The evaluation of
these aspects offers a clear view about the differ-
ences and similarities of the different implementa-
tion techniques. Such evaluation can be used to
assess the appropriateness of the implementation
techniques for a given base language or application
domain. Note, however, that the evaluated aspects
focus on the implementation issues of representa-
tive COP languages. Other characteristics of the
languages could be used to assess the appropriate-
ness of a COP language for a given domain [19].
Such characteristics could be used to complement
our evaluation and offer more informed decisions on
the implementation of COP languages.
Threats to construct validity refer to the cases in

which the evaluation is not exhaustive or selective
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enough. In our case, we evaluate the expressiveness
and modularity of the system using the implemen-
tation of a large case study. The system imple-
mentations were performed by the paper authors,
who have experience in building context-aware sys-
tems with the languages presented in the paper. A
broader empirical study with different types of de-
velopers implementing case studies from different
application domains, could confirm our results or
make the difference between the language imple-
mentations more clear.

Additionally, our benchmark evaluation for both
the scale of COP performance with its internal
adaptation engine counterparts, and the COP se-
lection mechanisms lets us observe the behavior of
COP as an internal adaptation engine at a large
scale. Even though the presented benchmarks are
simple, they scale the amount of available adapta-
tions and behavioral variations well over known self-
adaptive systems exemplars.10 While more com-
plex benchmarks could be executed, our initial eval-
uation, does support our hypothesis about the use-
fulness of internal adaptation engines. Moreover,
it posits COP approaches as a viable candidate to
realise self-adaptive systems.

5. Related Work

Aside from the techniques to implement internal
adaptation engines presented in this paper, there
are other implementation mechanisms using dedi-
cated languages or compiler extensions, to enable
dynamic adaptation. Nonetheless, the implemen-
tation of these internal engines follow similar pat-
terns as the ones described in Section 3. Below,
we provide a comprehensive list of different tech-
niques used to implement COP languages, giving
pointers to their specific implementations for inter-
ested readers. This section follows the structure of
Table 1, where we discuss first techniques most re-
lated to COP languages that fit completely (marked
as in the table) within the categories given in
Section 3, or use a combination of the techniques
described in Section 3 with other techniques out-
side the ones explained in this paper (marked as

in the table), and other possible approaches
(named in the last column of the table) The second
section of Table 1, and of this discussion, presents

10https://www.hpi.uni-potsdam.de/giese/public/
selfadapt/exemplars/

other approaches that can be used to realise in-
ternal adaptation engines using programming lan-
guage approaches other than COP.

Aspect-oriented Programming (AOP)
introduces a dynamic code augmentation technique
that can be used to achieve run-time adaptations
to the surrounding environment [50]. AOP enables
the augmentation of an application’s base code
by associating new behaviour (i.e., advices) with
specific program points (i.e., join points). AOP can
be used to dynamically introduce new behaviour
into a system, similar to the way the method
replacement mechanism works. That is, at run
time, the behaviour to execute depends on which
advices can be applied to join points in the base
code. Advices typically get woven into the system
at aspect-weaving time (before execution), but
some AOP compilers can enable the introduction
of advices at run time, hence affecting the system’s
behaviour dynamically [56, 64].

To implement a COP-based internal adaptation en-
gine with AOP two things are required: a transla-
tion of COP concepts to an aspect language (to
augment the code), and a manager to dispatch the
behaviour to the correct implementation. In this
process, specialized adaptation abstractions, con-
text declarations, and transition rules are trans-
lated to advices, pointcuts, classes, and methods
in the aspect language. Behaviour variations can
be made available to the system by introducing ad-
vices dynamically, using dynamic aspect languages
such as CaesarJ [5]; or by implementing alterna-
tive method dispatch mechanisms as a technique
to drive adaptations [12] (similar to the one pre-
sented in Section 3.2.1). The most prominent im-
plementations of COP languages using AOP as an
underlying thechnique are: JCop (an extension of
ContextJ) [3, 4], and ServalCJ (formerly known
as EventCJ) [35, 33, 36]. Both of these imple-
mentations extend the abc compiler [1] with their
own dispatch mechanism. Other implementations,
like the one in ContextS [29], extends Squeak/S-
malltalk based on the use of metaclasses in AspectS.
In particular this last approach offers a mixture of
the context-dependent method dispatching and the
method replacement techniques.

Predicate dispatch is an alternative to the
context-dependent dispatch mechanism presented
in Section 3.2.1. Predicate dispatch relies on the
idea that behavioural variations are associated with
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Table 1: Summary of COP approaches and how they fit into the described techniques

Approach Context-
dependent
method
dispatch

Method re-
placement

Fine-grained
composition

Other

ContextL [13]
Lambic [62]
Flute [6]
Congolo [45]
Phenomenal Gems [49]
RubyCOP [18] FOP
ContextS [29] AOP
JCop [3] AOP
ServalCJ [35] AOP
ContextErlang [21] Structure modification

rbFeatures [27] FOP
SCROLL [42] ROP
Object Teams [28] ROP
LyRT [61] ROP
Java Adaptor [51] Software updates
SmallTalk [66] Software updates
DuST’M [48] Software updates

a predicate expressing conditions about the inter-
nals of the system or its surrounding environment
(similar to their association with contexts, as ex-
plained before). Whenever a method is called, all
predicates of all behavioural variations matching
the method signature are evaluated, and the be-
haviour selected is that corresponding to valid pred-
icates. If multiple predicates are valid at the same
time, they are executed in some order, for example
by specificity of the method arguments. Predicate
dispatch mechanisms have been explored in COP
languages for the adaptation of group behaviour in
distributed systems in Lambic [62], and the adap-
tation of reactive systems in Flute [6].

Structure modification Adaptation of a sys-
tem’s behaviour can also be achieved by modifying
the internal structure of the system itself. In pro-
gramming languages like Erlang, an application’s
behaviour is structured as a supervision tree con-
sisting of workers (the tree leaves) monitored by a
set of supervisors (internal nodes). Adaptations are
realized by dynamically binding new behaviour to
the supervision tree (as new tree leaves; the struc-

ture of supervisors does not change at run time).
This dynamic binding process is supported by an
additional context ADT structure managing inter-
actions between adaptations. Specifically, when
two adaptations for a same behaviour are bound to
the system, these are ordered hierarchically in the
context ADT. The behaviour observed in the ap-
plication is given by the selection of the adaptation
most specific in the context ADT. This approach
has been used for concurrent systems, supported by
the ContextErlang language [21, 53].

Other approaches have been suggested for the
implementation of dynamic adaptations from a pro-
gramming language perspective. Similar to Flute,
other approaches to enable reactive adaptation to
the context have been proposed [37, 32, 41]. Be-
haviour modifications in these models follow those
described in this paper (the current implementa-
tions are based on AOP solutions), with the addi-
tional feature of reacting promptly to context acti-
vation, through the use of signals.

The role-object model [7] introduces a new mod-
ularization strategy for developing software sys-
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tems. In this model, objects are defined and aug-
mented according to the different roles they play
during the system’s lifespan. At run time, objects
change roles dynamically, adapting their state and
behaviour with respect to their new role. Adap-
tation of objects via roles can be achieved through
internal adaptation engines integrated within a pro-
gramming language. Similarly to the approaches
described in Section 3, the specific mechanisms to
realise Role-oriented Programming (ROP) depend
on the characteristics provided by the underlying
language, ranging from dynamic binding of new be-
haviour as in LyRT [61], run-time composition of
objects as in Object Teams [28], or method dispatch
techniques as in SCROLL [42].

Advances in Feature-oriented Programming (FOP)
also enable the implementation of internal adap-
tation engines to dynamically introduce features.
In this paradigm, adaptations are defined as fea-
tures that can be loaded and unloaded at run time.
The inclusion/exclusion of a feature in the system is
achieved through method replacement mechanisms
as described in Section 3.2.2. Such mechanisms are
implemented as part of rbFeatures in Ruby [27],
Phenomenal Gems [49], and RubyCOP, feature-
based context-oriented extensions to Ruby [18].

Congolo [45] presents an approach very similar to
method swizzling, exploiting the invokedynamic fea-
ture of Java. In Congolo, adaptive behaviour is
incorporated into the running system by dynamic
loading modules into the JVM.

Finally, the domain of hot software upgrades also
enables the adaptation of system behaviour at run
time by changing objects’ or components’ definition
in the virtual machine. Usually, these approaches
imply the complete replacement of an object or
component by an equivalent one with an adapted
behaviour. Many different mechanisms exist for dy-
namically upgrading components according to the
implementation language or technique used. Exam-
ples include compiler extensions of the JVM as in
Java Adaptor [51], using contexts in SmallTalk [66],
or using Software Transactional Memory (STM) in
Java [48].

The first COP approaches discussed in this sec-
tion are directly related to those presented in Sec-
tion 3, as AOP can be considered as a (reflec-
tive) method replacement mechanism, and predi-
cate dispatch is a context-dependent method dis-
patch mechanism. Other approaches use different

mechanisms, but can also be regarded as a kind
of method replacement mechanism. Several of the
properties highlighted in our approaches may also
be applicable to these alternative mechanisms. A
more detailed comparative evaluation (e.g., Car-
dozo et al. [9] or Elyasaf and Sturm [19]) of these
approaches would be required to fully assess the
subset of self-adaptive systems properties they sat-
isfy.

6. Conclusion

This paper advocates the use of internal adap-
tation engines as a viable option for the devel-
opment of context-oriented self-adaptive systems.
More specifically, we analyse the use of COP lan-
guages as a means of implementing software sys-
tems that can adapt their behaviour at run time;
yielding adaptive software systems that are: smart,
open, resilient, extensible, highly available, cus-
tomizable, modular, fine-grained, concise, and un-
derstandable. COP languages abstract away the
adaptation logic and management from develop-
ers by keeping it internal to the programming lan-
guage, with the advantage, contrary to common
belief, that adaptation and application logic re-
main cleanly separated. To achieve this, COP
languages provide language-level abstractions for
the definition of adaptations, in the form of con-
texts and their associated behavioural variations,
that can be dynamically composed with, or with-
drawn from, the running system in response to in-
put from the surrounding environment. We demon-
strate how to attain the aforementioned proper-
ties in internal adaptation engines by showcasing
their implementation in COP languages, through
different programming language-level mechanisms.
The presented implementations are representative
of a wide range of available implementation possi-
bilities to enable run-time adaptation according to
the facilities offered by the host language: context-
dependent method dispatch, method replacement,
or fine-grained composition. We evaluate the prop-
erties of these COP-based internal adaptation en-
gines in two ways. (1) First, we conducted an em-
pirical evaluation of the feasibility and applicability
of internal adaptation engines at the programming
language level by showcasing their use in the de-
velopment of a real-world self-adaptive system, a
smart city guide. We posit the expressiveness and
modularity of COP-based adaptation engines, in
contrast to a more straightforward implementation

24



in terms of the strategy design pattern. This eval-
uation highlights the benefits of COP with respect
to increasing the expressiveness and readability of
adaptations and their management, and reducing
the dependencies between adaptations, as well as
their scattering across and tangling with the appli-
cation logic. (2) Second, we present a quantitative
evaluation using a mini-benchmark to show the ef-
fectiveness of various COP-based adaptation engine
implementations by comparing their run-time exe-
cution performance with that of more straightfor-
ward implementations in the host language. Our
evaluation shows that, while managing to keep the
adaptation and application logic cleanly separated,
COP-based internal adaptation engines still per-
form quite well in highly dynamic environments,
putting them in a favorable position to realise self-
adaptive systems.
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