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List of symbols

Latin Letters
A Cross-section

[
m2]

a Speed of sound or advection speed (only section 3.6)
[
m
]

c Generic coefficient
cp Specific heat at constant pressure

[
J/kg/K

]
cv Specific heat at constant volume

[
J/kg/K

]
D Diameter

[
m
]

d Euclidean distance
[
m
]

e Specific internal energy or error function (chapter 3)
[
J/kg

]
F Force per unit length

[
N/m

]
f Friction coefficient or function (dynamical system)

[
−
]

F Flux vector
g Closure function
h Specific enthalpy or observation operator

[
J/kg

]
J Cost function
k Turbulent kinetic energy

[
m2/s2]

L Lagrangian cost function
L Length

[
m
]

l Perimeter
[
m
]

lmix Turbulent length scale
[
m
]

ṁ Mass flow rate
[
kg/s

]
Ma Mach number

[
−
]

M Momentum flux
[
N
]

N Numerator
n Normal coordinate or number of elements

[
m
]

p Pressure
[
Pa
]
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Pr Prandle number
[
−
]

p Parameter vector
Q Energy exchange per unit length

[
W/m

]
q Generic quantity
Q Discretely orthogonal Chebyshev basis
R Radius

[
m
]

r Radial coordinate
[
m
]

Re Reynolds number
[
−
]

Rgas Gas constant
[
m
]

R Orthogonalisation matrix for Q

R Real numbers
R Residual
S Reference temperature in Sutherland’s law

[
K
]

s Specific entropy
[
J/kg/K

]
S Source vector
T Temperature

[
K
]

t time
[
s
]

TI Turbulence intensity
[
−
]

u Axial velocity
[
m/s

]
U State vector [ρ, ρu, ρet]

u Generic state vector
v Radial velocity

[
m/s

]
v Velocity vector

[
m/s

]
w Weight vector
x Axial coordinate

[
m
]

y+ Dimensionless wall distance
[
−
]

z Vector of observations
Greek Letters
α Angle

[
rad
]

β Compound choking indicator
[
m2]

∆ Difference
δ Uncertainty
ε Aspect ratio R/L

[
−
]

η Isentropic or mixing efficiency
[
−
]

γ Ratio of specific heats
[
−
]

λ Adjoint state vector
µ Dynamic viscosity

[
Pa s

]
ν Prandtl-Meyer angle

[
rad
]
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ϕ Entrainment ratio or basis function
[
−
]

Πbp Ratio of back pressure to primary pressure
[
−
]

Πsp Ratio of inlet pressures
[
−
]

Π Euler number
[
−
]

Φ Feature matrix
ρ Density

[
kg/m3]

σ Shape factor (RBF) or activation function (ANN)
τ Reynolds stress

[
Pa
]

θ Angle of the dividing streamline
[
rad
]

ω Specific turbulence dissipation rate
[
1/s
]

Superscripts
∗ Critical point, sonic point or star state (chapter 5)
0 Breakdown point
˜ Reference data or Favre-average
¯ Initial state or Reynolds-average
ˆ Scaled quantity
(n) Discrete index for time or space
Subscripts
0 Initial guess (w) or inlet coordinate (x)
b Back
c Collocation point or convective (Mach)
d Dividing (streamline)
e f f Effective or Eddy viscosity
eq Equivalent
i Inlet or placeholder for p or s
L Left
R Right
m Mixing pipe
o Outlet
p Primary
ps Interface primary-secondary stream (shear)
re f Reference
s Secondary
sh Shock
t Total / stagnation
τ Frictional
th Throat
θ Tangential direction
w Wall
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1
Introduction

1.1 Context

1.1.1 Ejector operation

Ejectors are passive devices for mixing, compression or vacuum creation.
Their operating principle is based on expanding a high-pressure flow into
a mixing chamber such that shear and pressure effects entrain a secondary
flow as shown schematically in figure 1.1. Having no moving parts, ejec-
tors need little maintenance and have low operational costs, no restriction
on the working fluids, and a long service life [1]. They can be used to de-
crease the electricity-driven compression work and reduce throttling losses
in refrigeration systems [2], recover low-grade waste heat [3], minimize jet
noise and increase thrust in an aircraft [4]. The reader is referred to [5]
for a comprehensive overview. Their performance is typically quantified
in terms of the entrainment ratio ϕ = ṁs/ṁp, defined as the ratio of sec-
ondary to primary mass flow rate, in terms of the compression ratio be-
tween the static back pressure pb and the total pressure pt,s at the secondary
inlet (figure 1.2. Their operational conditions further depend on the total
pressure at the primary inlet, and the total temperatures Tt,i at both inlets.
The subscripts i ∈ [p, s] are used throughout this document to indicate the
primary and secondary streams respectively.

The evolution of the entrainment ratio in function of the back pressure

| 1



Fig. 1.1 Schematic representation of an ejector. A primary flow with a
high stagnation pressure pt,p expands through a nozzle, creating a low
pressure region at the inlet of the mixing pipe and consequently entraining
a secondary flow with a lower stagnation pressure pt,s. The flows mix and
reach an intermediate static pressure pb at the outlet.

is shown schematically in figure 1.2. The maximal flow rate is achieved in
the choked on-design regime at sufficiently low back pressure. The entrain-
ment decreases with the back pressure in the off-design regime, eventually
reaching flow reversal beyond the so-called break-down point. The latter
regime is normally considered as a malfunction mode. The choked regime
is usually the most relevant because it determines the maximum achiev-
able entrainment of the secondary flow for a given set of inlet conditions.
Ejectors are usually designed to operate under choked conditions to max-
imise entrainment efficiency, prevent flow reversal, and ensure stable and
robust performance against fluctuations in back pressure.

The seemingly simple operating principle at the global scale hides a
complex interplay of fluid dynamical phenomena at the local scale [3],
including the choking of parallel streams, a spatially developing turbu-
lent shear layer and the corresponding mixing, oblique shock trains due to
over- or under-expansion of the primary jet and boundary layer separation
in the diffuser. Their interaction makes it difficult to discern their individ-
ual impact on the local flow field and the resulting global performance of
the ejector.

1.1.2 Modelling options

These flows can be studied experimentally, simulated numerically with
high-fidelity CFD simulations and modelled at lower fidelity with lumped
parameters. Figure 1.3 shows the hierarchy of these modelling options,
which are always based and validated on experimental evidence. Reynolds-
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Fig. 1.2 Schematic representation of the operating curve of an ejector.
The mixed flow is choked in on-design operation, reaching the maximal
flow rate in the ejector for given inlet conditions. The entrainment de-
creases with increasing back pressure in off-design operation, eventually
reversing the secondary flow direction at the breakdown point.

Averaged Navier Stokes (RANS) simulations remain the workhorse in in-
dustry and academics due to the high computational cost of Large Eddy
Simulations (LES). This cost is a consequence of the high speeds in ejec-
tors, often reaching Mach 2, and of the high Reynolds number of these
flows due to the high pressure of the primary stream, of the order of 5 bar.
This explains the relatively few studies in LES [6–8] compared to those em-
ploying RANS simulations [9–28].

Modelling-wise, four categories can be distinguished based on the treat-
ment of the mixing pipe, as depicted in figure 1.4. By far the most common
are the 0D models, which employ integral balances of mass, momentum
and energy between key sections such as the primary throat and the con-
stant area section in the mixing pipe (see figure 1.4a). These were pio-
neered by Keenan et al. in 1942 [29], with a long lineage of developments
up to recent years (see [5] for a review). More recent variants of these mod-
els include the formulation of empirical or semi-empirical laws to model
losses [30], the shock patterns during the mixing [31] and off-design oper-
ation [32].

While these models are valuable design tools due to their low compu-
tational cost, they rely on closure parameters (e.g., isentropic or mixing
efficiencies; see [3, 33]) and are inherently zero-dimensional. As a result,
they cannot capture the effects of nozzle position, mixing chamber geome-

| 3



Fig. 1.3 Hierarchy of ejector studies, with increasingly detailed data to-
wards the bottom. Which option is most effective depends on the applica-
tion, e.g., CFD simulations are generally too costly at the application level,
but are excellent tools for detailed design optimisation. This work focuses
mostly on one-dimensional modelling.

try, or the downstream evolution of velocity, pressure, and Mach number.
Moreover, these models must be calibrated using numerical or experimen-
tal data [34]. The resulting coefficients are not universal but instead depend
on the specific geometry and operating conditions.

One-dimensional models are relatively scarce compared to their 0D
counterparts, although they present many advantages. Ejectors are slen-
der devices and have a clear principle axis, so axial distributions of av-
eraged quantities are quite representative of the local state of the flow.
These can be averaged over the entire cross-section or over the separate
streams as in figures 1.4b and 1.4c. The former is developed for the first
time in the framework of this thesis (see chapter 5 for more details). More-
over, these predictions come at a similar computational cost compared to
0D models; both run on a laptop in the order of a few seconds up to a
minute. In contrast to the 0D models, the one-dimensional predictions pro-
vide more information, depend on the length of the ejector and generally
require less calibration parameters. However, they do not capture impor-
tant two-dimensional effects such as shocks and recirculation zones, which
are essential to minimise losses during the design phase. One-dimensional
models are therefore primarily investigative tools for improving the un-
derstanding of the physics underlying choking in ejectors. The models by
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Clark [35], Papamoschou [36] and Grazzini et al. [15] are of the double-
stream type (see figure 1.4c). They assume uniform static pressure pro-
files at a given axial position and consider no mass exchange between the
streams. They include momentum and energy exchange, using friction
forces at the wall and between the streams. An alternative approach in-
cluding mass transfer was proposed by Banasiak and Hafner [37], who
also considered phase change. Their hybrid 0D-1D model lets the static
pressures equalise across a 0D control volume between the primary nozzle
and the inlet of the constant-area section. None of these one-dimensional
models tackle on-design operation and the related choking process.

Finally, quasi-2D models constrain the radial velocity profiles in the
mixing pipe to a prescribed functional shape, e.g., a cosine in the mix-
ing layer to smoothly transition from the constant values in the primary
and the secondary free-streams [25, 38, 39] (see figure 1.4d). The spatial
development of the shear layer is thus tracked in these models, using cor-
relations for its growth as proposed by Papamoschou [40]. Furthermore,
these models use the same one-dimensional conservation equations as the
models described above, also complemented with exchange terms, with
the difference that the relevant fluxes are integrated analytically from the
known radial profiles and the shear between the streams can be computed
from the radial derivative of the local velocity profile. The model presented
by del Valle et al. [41] is based on a one-dimensional primary mean flow
that is perturbed in the axial and radial directions, and a one-dimensional
secondary stream. The dividing streamline is found at the exit of the pri-
mary nozzle using Prandtl-Meyer expansion theory and downstream by
imposing identical static pressures at either side. The two-dimensional per-
turbation is found using potential flow theory, hence limiting the model to
isentropic conditions. It assumes choking occurs in the Fabri sense [42] and
predicts the flow field only up to the sonic point of the secondary stream.

1.1.3 Open questions

Despite the plethora of options for modelling and simulating ejector flows,
many phenomena remain only partially understood due to their complex
interaction. Even LES, while resolving most turbulent exchanges between
the streams, still overestimates global entrainment by about 4 % [28], a
level similar to RANS. The source of this discrepancy is difficult to identify;
it could stem from the exchanges, but also from the wall treatment (e.g.
adiabatic or constant temperature), two-phase or real gas effects, or from
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(a) 0D models

(b) 1D models, single stream

(c) 1D models, double stream (continued below)

the choking mechanism. The latter in particular is difficult to interpret
from two- or three-dimensional flow fields, since the two existing theories
for choking in ejectors are based on one-dimensional formulations.

The Fabri choking theory, introduced in the seminal work by Fabri and
Siestrunck [42], considers the sonic conditions of the primary and sec-
ondary streams as independent. According to this theory, an ejector is
choked when both streams individually reach unitary Mach at their respec-
tive throats, accounting for the expansion of the primary stream within the
mixing section. In contrast, the compound choking theory, originally pro-
posed by Pearson [43], later refined by Hoge [44] and Bernstein [45], and
firstly adopted in ejector modelling by Lamberts et al. [19] and Metsue et
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(d) Quasi-2D models

Fig. 1.4 Schematic representation of the lumped parameter modelling
options from figure 1.3. Vertical lines indicate positions where the aver-
aged flow is calculated (with arbitrary axial resolution in 1D and 2D).

al. [46], defines choking as a compound sonic condition in which the two
streams are dynamically coupled. Under this framework, choking may
occur even if one of the streams remains subsonic throughout the mixing
chamber. A key assumption of this model is that the static pressure remains
uniform across both streams during mixing, which implies that travelling
pressure waves are planar and that information propagates at the same ve-
locity in both streams. One of the main strengths of the compound choking
theory is that, unlike the Fabri theory, it offers a predictive framework that
can be used to estimate the critical back pressure and associated flow con-
ditions.

To date, neither theory has been definitively proven superior or more
general than the other. Computational fluid dynamics (CFD) has made it
possible to reproduce the mass-flow limitations observed in ejectors [9,11],
but these simulations have not provided conclusive evidence in favor of
one choking mechanism over the other. In fact, both types of behavior
have been reported in the literature: Lamberts et al. documented cases
consistent with Fabri choking [17] as well as cases exhibiting compound
choking [19]. The sonic line clearly penetrates the core of the secondary
stream in the first case, while it stays within the shear layer between the
streams in the latter case.

Both numerical [28] and experimental [44] works show that higher ra-
tios of primary to secondary total pressures tend to favor Fabri choking. A
possible explanation is the increasingly under-expanded nature of the pri-
mary stream, which results in stronger expansion within the mixing cham-
ber and thus a restriction of the secondary stream akin to the throat of
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a converging–diverging nozzle. On the other hand, lower inlet pressure
ratios tend to produce over-expanded primary flows, which contract in
the mixing channel and hence leave more space for the secondary stream,
which then remains subsonic throughout. Wall friction has also been shown
to play an important role: Kracik and Dvorak [26] numerically showed
that smooth walls led to Fabri choking, while rough walls resulted in com-
pound choking under the same operating conditions. However, the mech-
anism behind this switch remains poorly understood.

Historically, the Fabri condition has been the most widely used in in-
tegral 0D models (see [29, 32, 42, 47], to name but a few). In contrast, the
compound flow theory has only gained attention more recently [23,46,48].
Notably, Croquer et al. [23] reported a reduction in prediction error from
17% with the Fabri theory to 5% using the compound theory. While this
might suggest a superiority of the compound theory, it is important to note
that 0D models rely heavily on the calibration of efficiency coefficients.

A comprehensive analysis of the choking mechanism requires at least
one-dimensional models to capture the underlying wave propagation phe-
nomena. Indeed, the sonic point occurs at the point where pressure waves
no longer manage to propagate upstream and hence further reductions in
downstream pressure no longer affect the flow rate. The different defini-
tions of the sonic point in the Fabri and compound choking theory ulti-
mately stem from a different pressure wave: the Fabri theory considers a
separate wave in the secondary stream, whereas the compound wave is
subject to the constraint of uniform static pressure and thus propagates at
the same velocity in both streams. It is interesting to note that the presented
one-dimensional models do not tackle on-design operation in either sense
and that the quasi-2D models by del Valle et al. [41] and Chen [39] con-
sider choking in the Fabri sense. Compound choking thus remains under-
explored in the framework of 1D and quasi-2D ejector models.

1.2 Research objectives

Existing ejector models have been categorised in the natural hierarchy pre-
sented in figure 1.3 based on the amount of detail in their predictions. The
first objective of this thesis is to answer the following question:

How far can data-driven calibration push zero-, one-, and quasi-two-
dimensional models toward maximal accuracy and detail?

This question aims to identify the inherent limitions of physical models by
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ruling out further improvement through closure modelling. Conversely,
from the perspective of CFD simulations, it compels the reduction of com-
plex, higher-dimensional flow interactions into lower-dimensional repre-
sentations—or their omission altogether. Such exercises in simplification
promote a deeper understanding of ejector physics, leading to the second
central research question:

To what extent can these models, despite their previously identified
limits, contribute to unveiling and understanding the physical mech-
anisms driving ejector operation?

Three axes of research have been put forward to address these questions.
Firstly, this thesis aims to develop one-dimensional models that pro-

vide the additional local information compared to 0D models at a similar
cost, as mentioned in section 1.1, and that operate in both on- and off-
design conditions. Both the single and double stream configurations from
figures 1.4b and 1.4c are developed, calibrated and analysed. In particular,
the compound and Fabri choking mechanisms are implemented and com-
pared in the double stream configuration, to assess the impact of the chok-
ing mechanism on the model predictions. As such, the predictive models
are used as analysis tools to better understand the physical mechanisms at
play in ejectors.

Secondly, the analysis above requires calibration tools that are tailored
to the ejector models. A general framework is proposed to discover re-
lations between the closure coefficients and the physical quantities in dy-
namical systems, by combining the adjoint method with conventional re-
gression techniques from machine learning.

Finally, a numerical and experimental database is built to validate the
developed models and to analyse their performance.

The combination of these three aspects ultimatly aims to reconcile en-
gineering models with experiments and simulations.

1.3 Structure of the manuscript

The rest of the manuscript is organised as follows.

Chapter 2: Experimental and numerical data

The ejector models developed in this thesis are validated against experi-
mental and high-fidelity numerical data introduced here.

| 9



The chapter begins with a description of the numerical setup in Open-
FOAM, which is verified against the earlier results of Mazzelli [13]. The as-
sociated post-processing tools are then presented, including normalisation
of mass flow rates and cross-stream averaging of the RANS simulations
to obtain one-dimensional reference distributions. Next, two datasets are
presented: one from an ejector installed at the von Karman Institute (VKI)
and another at the Université Catholique de Louvain (UCLouvain).

The VKI ejector is an adapted version of the device used in the Ejemod
project 1 2 [27, 49–51], modified to feature a converging-diverging primary
nozzle instead of the original converging design. This configuration was
first analysed in the master theses of Angiero [52] and Venezia [53], and
later extended through additional experimental and numerical campaigns
to form the present database.

The UCLouvain ejector is a more classic ejector with a longer primary
nozzle. It has been studied numerically in ANSYS Fluent 2022-R2 (student
version release [54]) by Baguet and Querinjean [55] and experimentally by
Brosteaux and Doucet [56].

For this chapter, many thanks are in place for Tani and Biagio, who have
completed their master thesis under my supervision,

T. Angiero, “Numerical and experimental comparison between a con-
vergent and a convergent-divergent primary nozzle for a supersonic
axisymmetric ejector,” master thesis, Politecnico di Torino, 2023.

B. M. Venezia, “Numerical characterization of a supersonic ejector
through rans simulations,” master thesis, Politecnico di Torino, 2025.

and to Nicolas, Guillaume, Loric and Quentin, who have numerically and
experimentally studied the ejector at UCLouvain in their master thesis:

N. Baguet and G. Querinjean, “Experimental and numerical charac-
terization of an axisymmetric supersonic ejector,” master thesis, Ecole
polytechnique de Louvain, Université Catholique de Louvain, 2023.

L. Brosteaux and Q. Doucet, “Experimental characterization of an ax-
isymmetric supersonic air ejector,” master thesis, Ecole polytechnique
de Louvain, Université Catholique de Louvain, 2024.

1https://cordis.europa.eu/project/id/101008100
2https://cleansky-ejemod.eu/
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Chapter 3: Data-driven methods for calibration

The third chapter is dedicated to the general calibration and regression
tools used throughout the following chapters. It introduces two approaches
for identifying closure relations in physical systems governed by differ-
ential equations: a physics-separated and a physics-integrated approach.
In the first, the model is not involved during calibration; instead, refer-
ence closure parameters are extracted from a sufficiently rich dataset, and
the closure relation is learnt offline in a classic supervised fashion. In the
physics-integrated approach, the model is included in the loop, allowing to
penalise errors on any of the predicted quantities, but requiring knowledge
of the model’s sensitivity with respect to its closure coefficients.

To address this, the adjoint method is presented for first-order differen-
tial equations—the foundation of all models in this thesis—as an efficient
way to compute derivatives of the cost function without explicitly evalu-
ating these sensitivities. This method was used extensively in chapter 8
to assimilate velocity profiles in the mixing pipe. In the present chapter,
it is combined with an artificial neural network in an academic test case
to uncover the hidden dynamics of a Burgers-like equation with unknown
advection speed.

Finally, both calibration approaches are applied on an early version of
the double stream ejector model in chapter 7, illustrating their advantages
and limitations in a more practical context. It is noteworthy to mention
that the models in chapters 5 and 7 were ultimately calibrated with the
physics-integrated method due to their low computational cost and small
number of closure coefficients. The latter stems from the inclusion of ex-
tensive prior physical knowledge, particularly through the use of classical
friction coefficients and existing correlations.

This chapter is largely based on the following conference paper:

J. Van den Berghe, J. B. Vemula, Y. Bartosiewicz, and M. A. Mendez,
“A machine learning-based calibration of a 1D ejector model from
CFD,” in Proceedings of ECOS 2023 - the 36th international confer-
ence on efficiency, cost, optimization, simulation and environmental
impact of energy systems, pp. 424–435, June 2023.

Chapter 4: Governing equations

To bridge the gap between RANS simulations and 0D lumped-parameter
models (cf. figure 1.3), the RANS equations are progressively simplified in
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this chapter. A leading-order analysis identifies the boundary layer equa-
tions as a reduced description of the physics in the mixing pipe, paving
the way for the quasi-two-dimensional modelling presented in chapter 8.
Integrating these equations over the radial coordinate yields the govern-
ing equations of the one-dimensional models, either over the entire cross-
section (single-stream, chapter 5) or over the primary and secondary mass
flow tubes (double-stream, chapters 6 and 7).

Chapter 5: Single stream one-dimensional model

The model based on the single stream configuration in figure 1.4b is pre-
sented in this chapter. It is largely inspired by pipe networks, where the
primary inlet, secondary inlet and the mixing pipe are connected through a
junction model. The resulting model solves the unsteady one-dimensional
gas dynamics in these three domains, allowing to simulate transient oper-
ation and to capture the characteristic response time of ejectors (around 30
milliseconds). The model naturally captures choking in the mixing pipe in
a compound sense, with an averaged Mach number over the entire cross-
section equal to unity. The predictions are limited to global quantities in
space and time, such as the local mass flow rate, but these are in excellent
agreement with unsteady RANS simulations. This chapter is largely based
on the following paper:

J. Van den Berghe, B. R. Dias, Y. Bartosiewicz, and M. A. Mendez,
“A 1D model for the unsteady gas dynamics of ejectors,” Energy, vol.
267, p. 126551, 2023.

Chapter 6: Extension of the compound flow theory

From the previous chapter, it is concluded that the response time of ejec-
tors is fast enough to consider it as a quasi-steady process when placed
in a system. Therefore, steady state operation is considered in the re-
mainder of this thesis. The analysis shifts to the double stream configu-
ration in figure 1.4c, in order to reveal the separate primary and secondary
streams, which remained hidden under the averaging operation over the
entire cross-section as in the previous chapter. This allows to predict and
to analyse the axial distributions of relevant variables in both streams and
to include exchanges between them. The compound flow theory proves a
useful tool for this purpose and has been extended in this thesis with mo-
mentum exchange between the streams and at the wall. This leads to an
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interesting mechanism that displaces the compound-sonic section up- or
downstream depending of the balance between wall and inter-stream fric-
tion terms. Choking of parallel streams in a convergent section had been
observed earlier by Lamberts et al. [19], but the underlying mechanism had
not been discovered before. This observation inspired the following paper,
on which this chapter is based, and forms an essential tool in the model
described in the next chapter:

J. Van den Berghe, M. A. Mendez, and Y. Bartosiewicz, “An exten-
sion of the compound flow theory with friction between the streams
and at the wall,” Journal of Fluid Mechanics, vol. 1000, p. A85,
2024.

Chapter 7: Double stream one-dimensional model

This chapter presents the one-dimensional model in the double stream con-
figuration from figure 1.4c, and compares its performance using a com-
pound or a Fabri sonic condition. The advantages and limitations of both
theories are analysed. The compound theory provides a predictive frame-
work, allowing to compute the dividing streamline, but overly constrains
the static pressures and therefore suffers lower accuracy if the primary
stream is under-expanded. The Fabri mechanism yields more accurate re-
sults, but either requires the dividing streamline from an external source
(the RANS simulations from chapter 3 in this work) or from a dedicated
model. Moreover, the integration proves highly sensitive to errors on the
dividing streamline and the closure modelling, especially near the sonic
point. A hybridisation seems a promising avenue for future developments.
This chapter is largely based on the following paper:

J. Van den Berghe, M. A. Mendez, and Y. Bartosiewicz, “On the chok-
ing mechanism in supersonic ejectors: a one-dimensional analysis of
RANS simulations,” submitted to Journal of Fluid Mechanics, 2025.

Chapter 8: Exploring quasi-two-dimensional modelling: early develop-
ments and perspectives

The one-dimensional formulations, in both single- and double-stream form,
have been examined in the previous chapters, highlighting the limitations
of cross-stream averaging. As the shear layer thickens and mixing intensi-
fies, the averaged quantities become less representative of the true radial
profiles (cf. schematic 1.4d). Explicit representation of these profiles could
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enhance 1D models by embedding two-dimensional information into the
averaged terms and by defining more accurate inter-stream exchange at
their boundaries. Alternatively, quasi-2D models offer a path toward Re-
duced Order Models (ROMs) that approximate RANS behaviour at a frac-
tion of the computational cost.

This chapter investigates both directions. Starting from a common the-
oretical basis, the compressible RANS equations are scaled and reduced
to their leading-order form, which is verified a posteriori using the RANS
data from chapter 2. The route toward improved 1D models is outlined
only at a conceptual level, whereas the quasi-2D ROM development is sup-
ported by an initial numerical framework, enabling low-cost solution and
calibration of a simplified linear system. Preliminary results are encourag-
ing: despite its linearity, the model reproduces the shear-layer evolution
with surprising accuracy.

Appendices

The appendices contain a practical table for the explicit ODEs of the rele-
vant flow variables in the spirit of the book by Shapiro [57], which can be
derived from the one-dimensional conservation equations for mass, mo-
mentum and energy. Next, the approximations of the static pressure gradi-
ents in and near the sonic point of a single and compound stream are listed.
These allow to build Taylor expansions near the sonic point and to avoid
numerical difficulties due to division by zero. An attempt at a compound
shock model is also presented, which did not prove sufficiently represen-
tative of the flow downstream of the shock train in the diffuser, so did not
end up in the model with the double stream configuration (see chapter 6
and [58]). Finally, the adjoint counterparts of the compound flow equations
are presented. These have not been used in the calibration of the inter-
stream friction due to the low number of tunable parameters (two) and the
fast predictions, allowing to apply brute force finite differences or Nelder-
Mead. A simple correction of the existing correlation by Papamoschou [40]
proved sufficient, so no heavy-duty regression tools like neural networks
were required. These equations may still prove helpful in future develop-
ments.
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2
Experimental and numerical

data

2.1 Introduction

This chapter presents the experimental and numerical reference data used
throughout the following chapters to calibrate and validate the various
ejector models. Section 2.2 presents the settings for the RANS simula-
tions carried out in OpenFOAM and the postprocessing tools to convert the
two-dimensional flow fields to axial distributions of averaged quantities.
Sections 2.3 and 2.4 are dedicated to the specific ejectors installed at the
von Karman Institute (VKI) and at the Université Catholique de Louvain
(UCLouvain) respectively. The experiments and simulations of the former
have been carried out in the framework of this thesis in direct supervi-
sion of Tani Angiero and Biagio Venezia [52, 53]. These simulations have
been carried out with the tools from section 2.2. The ejector at UCLou-
vain has been studied in the master theses of Baguet & Querinjean [55]
and Brosteaux & Doucet [56]. Their simulations have been carried out in
ANSYS Fluent 2022-R2 [54], but the same post-processing tools have been
used to obtain the one-dimensional reference data.
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2.2 Reynolds-Averaged Navier Stokes simulations

2.2.1 Solver settings

The numerical simulations in this work include both planar and axisym-
metric Reynolds-Averaged Navier–Stokes (RANS) computations. While
Large Eddy Simulations (LES) become feasible for specific test cases [7, 8],
their high computational cost precludes simulations of a wide range of
operating conditions. The RANS simulations use the k-ω SST turbulence
model of Menter [59] which is well-established for ejectors [9]. The simu-
lations of the ejector at VKI employed an adapted version of the transient,
compressible solver rhoCentralFoam from OpenFOAM v9 1 (see section 2.3).
The adapted solver does not solve for the tangential component of the ve-
locity in the axisymmetric simulations, which is set to zero (no swirl).

The meshes were generated using Gmsh 2, coupled to Python to allow
full control of the number of elements and of the refinement near the walls.
The simulations are generally wall-resolved with y+ ≈ 1, unless stated
otherwise. This is not the case in the primary nozzle where this condition
leads to excessive refinement and consequently to severe limitations of the
time step. OpenFOAM requires three-dimensional meshes, so the mesh is
extruded with a single cell to perform two-dimensional simulations. This
extrusion matches the width of the channel in planar geometries and con-
sists of a wedge of 5 degrees in axisymmetric simulations. The resulting
mass flow rates are multiplied by 72 in the axisymmetric case to be repre-
sentative of the complete geometry.

Table 2.1 collects the kind of applied boundary conditions. The total
pressure, the total temperature, the turbulence intensity (TI) and the turbu-
lent length scale lmix are imposed at the inlets, with zero gradient for the ve-
locity. The mass flow rates are thus a result from the calculation. The turbu-
lence intensity is assumed to equal 5 %, which corresponds to a fully devel-
oped pipe flow [9,11]. The turbulent mixing length was set equal to 7 % of
the hydraulic diameter, as recommended by Versteeg [60]. Zero gradients
are imposed at the outlet except for the pressure. The wave transmissive
condition is used here to prevent excessive reflections. The walls have no
slip and are adiabatic. For k and ω, the ‘kLowReWallFunction’ [61] and the
‘omegaWallFunction’ [62] are used, which despite their naming automati-
cally adapt to low- or high-Reynolds number conditions, i.e., wall-resolved

1https://openfoam.org/version/9/
2https://gmsh.info/
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or wall-modelled approaches. The functions switch between the two for-
mulations based on the locally computed y+ value. The side walls receive
the ‘empty’ condition in a planar geometry and the ‘wedge’ condition in an
axisymmetric geometry to inform OpenFOAM of the two-dimensional na-
ture of the simulations. The numerical values of the boundary conditions
are presented where needed in sections dedicated to specific geometries
and operating conditions.

The working fluid is air in all simulations, which is assumed to behave
as an ideal gas with a gas constant Rgas = 287 J/kg/K and a ratio of specific
heats γ = 1.4. The law of Sutherland is used for the viscosity [63]:

µ = µre f

(
T

Tre f

)3/2
Tre f + S
T + S

, (2.1)

with a reference viscosity µre f of 1.716 10−5 Pa s at Tre f = 273.2 K, and
S = 110.4 K. The turbulent Prandtl number is assumed to be equal to 0.85.

Table 2.1 Boundary conditions used for the 2D CFD. The values for the
pressure and temperature follow from the operating conditions.

primary secondary outlet walls
inlet inlet

p pt,p pt,s transmissive ∂n p = 0
T Tt,p Tt,s ∂nT = 0 ∂nT = 0
v ∂nv = 0 ∂nv = 0 ∂nv = 0 0
k TI TI ∂nk = 0 wall function
ω lmix lmix ∂nω = 0 wall function

2.2.2 Post-processing

The two-dimensional data from the RANS simulations are post-processed
by extracting the dividing streamline and by averaging over the resulting
cross-sections [16, 64]. The radial position rd of the dividing streamline is
found at any point x by integrating the axial mass flux:

ṁp(x) =
∫ rd(x)

0
ρ(x, r)u(x, r) 2πr dr , (2.2)

where u denotes the axial component of the velocity vector and the factor
2πr is replaced by the width of the channel in planar configurations. The
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primary mass flow rate is known from its inlet. The second step consists of
averaging the relevant flow variables across the ejector’s section, i.e.

ρ̂i(x) =
1
Ai

∫
Ai

ρ dAi , ûi(x) =
1

ρ̂i Ai

∫
Ai

ρu dAi ,

and êt,i(x) =
1

ρ̂i Ai

∫
Ai

ρet dAi , (2.3)

for i ∈ [p, s], where et = cvT + u2/2 denotes the total specific internal en-
ergy and cv is the specific heat at constant volume. The density-averaged
velocity and internal energy ensure that the 1D mass flow rate and internal
energy match their integrated 2D counterpart. The averaged static temper-
ature, static pressure and Mach number follow from (2.3) and the specific
gas constant Rgas:

T̂i =
1
cv

(
êt,i −

1
2

û2
i

)
, p̂i = ρ̂iRgasT̂i , and M̂ai =

ûi√
γRgasT̂i

.

(2.4)
The reported mass flow rates are normalised with the following reference
flow rates:

ṁp,re f = pt,p Ath

√
γ

RgasTt,p

(
γ + 1

2

)− 1
2

γ+1
γ−1

, (2.5)

ṁs,re f = pt,s(Am − Ath)

√
γ

RgasTt,s

(
γ + 1

2

)− 1
2

γ+1
γ−1

. (2.6)

These correspond to sonic flows with the stagnation conditions (pt,i, Tt,i)

through cross-sections based on the primary throat Ath and the constant-
area section Am in the mixing pipe. These estimates form an upper limit
for the mass flow rates: they disregard losses, and the secondary cross-
section used in the equation above is generally larger than the one where
the secondary stream actually reaches Mach one. The normalised mass
flow rates are thus bounded between zero and one [65]. They are denoted
as follows:

ˆ̇mi = ṁi/ṁi,re f . (2.7)
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2.3 The ejector facility at VKI

An ejector testing facility has been designed at the von Karman Institute
in the framework of the Ejemod project 3. The ejector has been studied
experimentally and numerically in order to provide reference data for the
development of 0D and 1D models [27, 49–51]. These test campaigns have
been extended later, replacing the original convergent primary nozzle with
a convergent-divergent nozzle [52, 53].

The geometry of the ejectors with the different primary inlets are shown
in figure 2.1. The ejectors are cylindrical, so the RANS simulations are ax-
isymmetric. The outer shroud is identical in both cases, allowing to keep
the same instrumentation. The total length of the ejector equals 0.740 m.
The origin of the axes used in this work is located at the inlet of the con-
stant area section, which has a length L = 375 mm. This length is used as
reference for non-dimensionalising the axial coordinate x, so the diffuser
starts at x/L = 1. The throat has a radius of 14 mm in both cases to keep
the primary mass flow rate identical across the geometries with the same
inlet conditions. The outlet of the converging-diverging nozzle has a ra-
dius of 15 mm. The diffuser has a half-angle of 2.5 degrees and connects
the constant-area section with a radius of 25 mm to the outlet with a radius
of 37 mm.

The wider converging-diverging nozzle narrows the passage for the
secondary stream by 1 mm, but allows the primary flow to expand fur-
ther, potentially entraining more fluid into the low pressure region. A
detailed numerical comparison [52] showed that the narrowed flow pas-
sage is dominant over the increased suction, leading to a reduction of the
entrainment. In the remainder of this thesis, the results on the converging-
diverging geometry are used since this situation is more common for ejec-
tors. The interested reader is referred to [27, 49–52] for an analysis of the
converging geometry. The RANS simulations have been carried out with
the settings outlined in section 2.2.1; additional details can be found in [53].

Figure 2.2 shows a sketch of the experimental facility. Compressed air
is supplied on the top left. The inlet pressures are then regulated indepen-
dently, allowing to set inlet pressure ratios Πsp = pt,s/pt,p between 0.2 and
1, with a maximal primary pressure of 5 bar. A manual valve at the diffuser
exit allows to manipulate the back pressure. A 150 kW heater can heat one
of the inlets up to a temperature of 200 °C. The flow settles through 2.5

3https://cleansky-ejemod.eu/
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0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7

0 0
Fig. 2.1 The convergent (top) and convergent-divergent (bottom) config-
urations of the primary nozzle are tested in the same outer casing. The
geometry is axisymmetric and the origin is located at the outlet of the pri-
mary nozzle. Dimensions are in millimeters.

m long straight pipes before passing through two vortex mass flow me-
ters. The maximal total achievable flow rate of the facility is 0.7 kg/s. Two
flexible tubes allow to connect the heated inlet either to the primary or the
secondary inlet of the ejector, which is located on the far right. Both inlets
and the outlet are instrumented with four thermocouples and a pressure
transducer connected to four pressure taps. With the measured mass flow
rates and the known cross-sections, these static quantities are converted to
their total counterparts to serve as boundary conditions in the numerical
model. The propagation of the uncertainties can be found in appendix D.

The experimental data are organised in campaigns number from 1 to
19 as listed in table 2.2. Only the campaigns with a numerical counterpart
through RANS simulations have bee listed. Not all experimental tests have
been simulated, since the shown tests already cover a wide range of con-
ditions through classic operating curves. The lowest back pressures were
obtained by fully opening the manual valve at the outlet of the facility; a
compression ratio below unity is not desirable in practical applications.

The secondary mass flow rates are normalised through equation (2.7),
and are compared in figure 2.3 for campaigns 3, 8, 9 and 14. Other cam-
paigns have been left out due to their low inlet pressure ratio. This in-
duces a strongly over-expanded primary stream, which is not desired for
efficient ejector operation. The secondary mass flow rates are consistently
overestimated, as often observed in literature [11, 28]. The predicted oper-
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Fig. 2.2 Schematic overview of the experimental facility [49] with indi-
vidual inlet pressure regulators, one heated line, vortex mass flow meters
and pressure and temperature sensors at the ejector inlets and outlet.

Table 2.2 Overview of the inlet pressures of the experimental campaigns.
The inlet temperatures are the ambient temperature (no heating). The lines
indicated in bold have a numerical counterpart.

Campaign Πps =
pt,p
pt,s

[-] Πbs =
pb
pt,s

[-]
3 3.46 0.85 - 1.61
8 4.53 0.68 - 2.13
9 4.19 0.81 - 1.95

14 2.78 0.48 - 1.51
15 2.14 0.57 - 1.31
16 1.73 0.62 - 1.22
18 1.36 0.67 - 1.06

ating curves are shifted towards the top right corner, leading to an error in
on-design operation of the order of 5-10 % and a strongly overestimated
entrainment in off-design operation. In particular, some off-design operat-
ing points are predicted as on-design conditions in the RANS simulations,
for example the point at pb/pt,s ≈ 1.2 for campaign 14. The reason for
this poor agreement remains an open question. A comparison of experi-
ments, RANS and LES simulations by Debroeyer et al. suggests inaccu-
rate modelling of the exchanges between the streams as the most proba-
ble cause [28]. These exchanges indeed directly affect the pressure recov-
ery in the mixing pipe and hence the critical back pressure. The overes-
timated flow rate in on-design operation is directly linked to the choking
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(a) Campaign 3, pt,p/pt,s = 3.46.
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(b) Campaign 8, pt,p/pt,s = 4.53.
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(c) Campaign 9, pt,p/pt,s = 4.19.
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(d) Campaign 14, pt,p/pt,s = 2.78.

Fig. 2.3 Non-dimensional secondary mass flow rate from the experi-
ments and RANS simulations on the VKI ejector. The wall pressure dis-
tributions of the circled points are shown in figure 2.4.

mechanism, which is also under debate and is further analysed in chapter
7. On the other hand, the possibility of inaccuracies in the experimental
data should not be dismissed. Sensors may exhibit bias, and the measured
quantities may be nonstationary.

The mismatch in entrainment is reflected in the wall pressure distri-
butions, as shown in figure 2.4 for the circled test points of campaign 14
in figure 2.3. The overlapping curves of tests 1 and 4 indicate choking.
The shock in the diffuser moves upstream with increasing back pressure
until it reaches the sonic section, at which point communication is estab-
lished from the outlet to the secondary inlet. In the resulting off-design
regime, the static pressure increases axially due to momentum exchange
in compound-subsonic conditions (see chapter 6 for a more detailed anal-
ysis). This allows to compress the secondary flow beyond its stagnation
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pressure at the inlet (p/pt,s > 1).
The critical point is encountered between tests 4 and 5 in the experi-

ments. In contrast, the RANS simulation of test 5 still predicts on-design
operation, as evidenced by the overlap with the curves at lower back pres-
sure. The error on the critical back pressure is also visible in the off-design
distributions: for example, the experimental distribution of test 5 and the
numerical distribution of test 6 show good agreement despite the differ-
ent back pressure. The reason is the similar mass flow rate of these points
(the points with ṁs/ṁs,re f ≈ 0.75 in figure 2.3d). The simulations thus
predict a higher compression rate for the same entrainment ratio, which
indicates an unknown pressure loss in reality that is not captured in the
RANS framework. Investigating the source of this error is an interesting
research question, but out of the scope of this thesis. Instead, both data
sources are used as reference data to calibrate the models developed in the
following chapters.
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Fig. 2.4 Distributions of the wall pressure for campaign 14. The constant-
area section extends from x/L = 0 to x/L = 1. The RANS simulations
underestimate the static pressure since they overestimate the secondary
flow rate, see figure 2.3.

2.4 The ejector facility at UCLouvain

Figure 2.5 shows the geometry of the ejector installed at UCLouvain. It has
a more classical design with rounded corners and a primary nozzle with an
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aspect ratio of the order of 13, as opposed to 3 in the VKI case. The experi-
mental setup is displayed in figure 2.6. Air is supplied to the primary inlet
from a compressor and its pressure is controlled by a pressure regulator
(up to 10 bar). The secondary inlet is open to atmosphere and controlled
by a manual valve, allowing to create a vacuum as the valve is progres-
sively closed. These conditions have not been included in this work, so
the secondary stagnation pressure corresponds to ambient pressure in all
presented data points. The flows settle through pipes outside of view in
figure 2.6, and their flow rate is measured using orifice plates. The sec-
ondary flow settles in a large plenum chamber, where its stagnation pres-
sure is measured. The stagnation temperatures consist of the surrounding
temperature since no heater is installed. The outer shroud of the ejector is
covered with 64 pressure taps. Finally, the pressures and temperatures are
measured at the inlets and outlets of the ejector.

The RANS simulations were carried out in ANSYS Fluent 2022-R2 [54],
which has a dedicated implicit solver for steady compressible flows, allow-
ing faster simulations compared to those with the explicit solver in Open-
FOAM. Further, the settings were similar: the flow was assumed to be
axisymmetric, the same type of boundary conditions were imposed and
the k − ω SST turbulence model was used. The mesh is wall-resolving ex-
cept in the primary inlet with y+ values between 5 and 16. The same type
of data is thus available as in the VKI case; the most important difference
being the axial resolution of the experimental pressure taps (64 vs. 16).

Figure 2.7 shows the obtained operating curves from the experiments
and the RANS simulations. They showcase the same shortcomings as the
simulations of the VKI ejector (see figure 2.3): the on-design entrainment
and the critical back pressure are overestimated. They serve as reference
data for the double-stream model in chapter 7, in which the results are
analysed in detail.

It is noteworthy to observe that the corner in the operating curve be-
comes sharper for higher inlet pressure ratios pt,p/pt,s. This is believed to
be related to the Fabri- and compound-choking mechanisms [28,44,55,56].
The sharp corner corresponds to the Fabri pattern, which constitutes a
clear ‘on-off’ switch at the individual sonic point of the secondary stream.
This pattern is promoted in case of an under-expanded primary stream,
which forms a narrowing passage for the secondary stream analogous to a
converging-diverging nozzle. For sufficiently low back pressures, the sec-
ondary flow thus reaches a unitary Mach number at the throat of this chan-
nel, which is commonly referred to as the aerodynamic or hypothetical
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Fig. 2.5 The ejector at UCLouvain has a more classical design, in partic-
ular with a longer primary nozzle. Figure from [55].

Fig. 2.6 The experimental setup at UCLouvain includes measurements
of the pressure and temperature measurements at the inlets and outlets,
the mass flow rates and 64 local wall pressures. Figure adapted from [56].

throat, critical section or effective area [66]. The compound-sonic section
is more difficult to locate precisely, since the fundamental assumption of
uniform static pressure is generally not met in reality (see chapter 7). This
could explain the smoother transition in cases with lower inlet pressure ra-
tios, although it remains an open question, especially when observing that
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the sharp corner does not appear in the experimental data.

Fig. 2.7 Experimental and numerical operating curves from the ejector at
UCLouvain in terms of the entrainment ratio. Figure from [56]. The total
pressure is denoted here as p0, with subscripts 1, 2 for the primary and
secondary streams.

Figures 2.8–2.10 show the wall-pressure distributions for inlet pressure
ratios 4, 5 and 6. For each operating curve of figure 2.7, five operating
points were selected for static-pressure measurements, as reading the pres-
sure taps with a scanning valve is time-intensive. These points correspond
to two on-design conditions, the point closest to the critical point, and two
off-design conditions (see Brosteaux and Doucet [56]).

The horizontal lines indicate the static pressures corresponding to the
Fabri-sonic (dashed) and compound-sonic (dotted) conditions under the
assumption of isentropic flow, conserving the inlet total pressures. The
Fabri-sonic pressure ratio to achieve Mas = 1 is:

p∗F
pt,s

=

(
γ + 1

2

)− γ
γ−1

≈ 0.528 (air) . (2.8)

This ratio depends only on the gas properties. The compound-sonic pres-
sure follows from the inlet total pressures and the cross-sections of the pri-
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mary throat (th) and the mixing pipe (m) via the system

Ma2
i =

( pt,i

p∗c

) γ−1
γ

− 1

 2
γ − 1

, (2.9)

Ap = Ath

(
γ + 1

2

)− 1
2

γ+1
γ−1 1

Map

(
1 +

γ − 1
2

Ma2
p

) 1
2

γ+1
γ−1

, (2.10)

As = Am − Ap , (2.11)

β = Ap
1 − Ma2

p

γMap
+ As

1 − Ma2
s

γMas
= 0 . (2.12)

Here, the expression for Ap follows from mass conservation between the
primary throat and the compound-sonic section under isentropic condi-
tions. The static pressure p∗c is found iteratively: a guessed value de-
termines β, which must vanish at the sonic point (chapter 6). Because
β decreases monotonically with p∗c , the root is obtained in a few itera-
tions. As p∗c → pt,s, β → +∞ (with Mas → 0), whereas compound-
supersonic solutions produce β < 0. The Fabri-sonic point is always at
least compound-sonic, since β ≤ 0 for Mas = 1 and Map ≥ 1. Crucially,
the Fabri-sonic pressure is always lower than the compound-sonic pres-
sure unless the stagnation pressures are equal, in which case both criteria
coincide (Map = Mas = 1). This supports the broader applicability of
compound-flow theory, discussed in chapter 7.

Across all three inlet-pressure ratios, the off-design distributions show
similar behaviour: an acceleration up to the inlet of the constant-area sec-
tion at x/L = 0, followed by a rise in static pressure as momentum is trans-
ferred from the primary to the secondary flow, eventually recovering the
back pressure in the diffuser (x/L ≥ 1). The accuracy of the RANS predic-
tions for these profiles depends directly on the secondary mass-flow rate.
For instance, for pt,p/pt,s = 5 (figure 2.9), the prediction is better for the
point at pb/pt,s = 1.85 than for 1.80, reflecting the larger overestimation of
the secondary mass flow at the latter (see figure 2.7). Lower predicted wall
pressures are consistent with a higher entrained flow rate.

A similar trend appears in on-design operation: RANS consistently un-
derestimates the static pressure relative to the experiments. The pressure
level also depends on the inlet pressure ratio. For pt,p/pt,s = 4 (figure 2.8),
the measurements remain well above both sonic pressure ratios, whereas
for pt,p/pt,s = 5 (figure 2.9) the compound-sonic line accurately matches
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the minimum pressure near x/L = 0. For pt,p/pt,s = 6 (figure 2.10), a
Fabri-sonic pocket forms, followed downstream by a normal shock (the
classical Y-pattern [17, 28, 55, 56]). Increasing inlet pressure ratio therefore
favours the Fabri pattern, most likely due to the stronger under-expansion
of the primary jet, which tightens the secondary passage. Note, however,
that the flow remains compound-sonic; the compound-sonic point lies far-
ther upstream.

The discrepancies near the critical point are more challenging to inter-
pret. The flow field at the entrance of the mixing pipe is highly complex:
as back pressure increases, the diffuser shock train moves upstream and
begins interacting with the shock system attached to the primary nozzle,
itself sensitive to the degree of under- or over-expansion. Small changes
in back pressure can thus produce large differences in the flow topology,
as seen for pb/pt,s = 2.00 and 2.05 in the pt,p/pt,s = 6 case (figure 2.10).
In addition, (de-)choking dynamics play a role, and these combined effects
are difficult to isolate. This region also represents a particular challenge for
one-dimensional modelling, which likewise exhibits high sensitivity near
the sonic point (chapter 7).

28 |



−0.25 0.00 0.25 0.50 0.75 1.00 1.25
x/L [-]

0.4

0.6

0.8

1.0

1.2

1.4

1.6

p/
p t
,s

[-
]

pb/pt,s

1.11

1.30

1.48

1.60

1.70

−0.25 0.00 0.25 0.50 0.75 1.00 1.25
x/L [-]

0.0

0.1

r/
L

[-
]

Fig. 2.8 Wall pressure distributions from experiments and RANS sim-
ulations on the ejector at UCLouvain, for pt,p/pt,s = 4. The dotted and
dashed lines indicate the isentropic compound- and Fabri-sonic pressure
ratios. Neither is reached experimentally.
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Fig. 2.9 Wall pressure distributions from experiments and RANS simula-
tions on the ejector at UCLouvain, for pt,p/pt,s = 5. The dotted and dashed
lines indicate the isentropic compound- and Fabri-sonic pressure ratios.
The compound theory seems most adequate here since the minimum of
the pressure distribution at the critical point pb/pt,s = 1.75 roughly corre-
sponds to the compound line (see chapter 7).
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Fig. 2.10 Wall pressure distributions from experiments and RANS sim-
ulations on the ejector at UCLouvain, for pt,p/pt,s = 6. The dotted and
dashed lines indicate the isentropic compound- and Fabri-sonic pressure
ratios. A Fabri-sonic pocket is present in the secondary stream, which
appears in the two-dimensional flow fields as a Y-shock (see for example
Lamberts et al. [17]).
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3
Data-driven methods for

calibration

3.1 Introduction

This chapter presents a general framework for machine learning-based cal-
ibration of systems governed by differential equations. The objective is to
establish a relation between closure parameters (e.g., friction coefficients)
and the system state (e.g., Reynolds number).

Two training methods are considered: a physics-separated and a physics-
integrated approach, following the classification by Chang and Dinh [67].
In the first case, the model is not involved during calibration and the clo-
sure relations are identified in a classic supervised fashion; this requires to
construct a database with relevant physical quantities as inputs and refer-
ence closure coefficients as outputs. While the setup is relatively straight-
forward, extracting reliable reference coefficients is often non-trivial, es-
pecially from sparse experimental data. Moreover, the decoupling of the
model during training does not guarantee physically consistent or numer-
ically stable predictions once deployed.

In contrast, the physics-integrated approach includes the model dur-
ing training, thereby overcoming the aforementioned limitations, though
at the cost of increased complexity. In particular, the gradients of the model
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predictions with respect to the closure coefficients are generally difficult to
compute, especially in dynamical systems governed by ODEs or PDEs.

The adjoint method is an efficient tool to avoid computing these deriva-
tives explicitly (see for example [68] in reinforcement twinning or [69, 70]
among many others for state-of-the-art turbulence modelling). Presented
here for IVPs, this mehtod provides a relatively simple expression for the
gradient of the cost function with respect to the closure parameters through
the backward integration of an adjoint system of equations. This allows
gradient-based regression tools to exploit the sensitivity of model predici-
tons with respect to closure parameters. A key advantage is that the com-
putational cost is independent of the number of parameters (unlike ap-
proaches based on finite difference or forward sensitivities), making the
method well-suited for parametric regression methods, such as Radial Ba-
sis Function (RBF) regression or Artificial Neural Networks (ANNs). To
this end, a primer on these methods and on uncertainty quantification is
also included in this chapter. In particular, it is shown that ANNs have
strong potential as a convenient and efficient means of constructing surro-
gate models for ejectors.

Finally, the developed tools are demonstrated on two test cases. The
first is an academic study in which a non-linear closure relation is learned
for the advection speed in a one-dimensional Burgers-like setting. The sec-
ond is a practical application on closure modelling for ejectors, where the
friction forces in the mixing pipe are calibrated by sequentially applying
the physics-separated and the physics-integrated approach [71].

3.2 General framework

We consider a physical problem stated as a Boundary Value Problem (BVP)
in the state variables u ∈ Rnu and a set of parameters p ∈ Rnp to be linked
to the state variables. In this work, we focus on boundary value problems
in x ∈ [0, L], and denote the sought-after closure relation as p = g(u, x).
Thus the closure problem can be written as

f
(

u,
du

dx
,

d2u

dx2 , ..., x, p = g(u, x)
)
= 0 , (3.1)

with boundary conditions u(0) = u0 and u(L) = uL. This framework
is general enough to encompass many physical systems, from turbulence
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modelling [69, 70, 72, 73] to general inverse modelling [74]. The PDEs en-
countered in chapter 8 on quasi-two dimensional modelling also fit in this
framework after projection on a basis along the radial coordinate r. In
that case, the ODEs govern the axial dynamics of the coefficients related
to the basis functions. This thesis presents the first implementation of this
framework for the closure of ejector models. The problem of finding the
unknown function is generally a difficult variational problem. Machine
learning offers an alternative approach by approximating the unknown
function using a parametric model which depends on a finite set of weights
w ∈ Rnw :

p = g(u, x; w) . (3.2)

This could range from a simple linear relation to ANNs, and the range
of possible functions that the given model can represent defines the ’hy-
pothesis set’ in the machine learning formalism [75]. Following [67], the
identification of the weights w can be carried out using physics-separated
and physics-integrated approaches (see also [76], and [69, 70, 72–74]).

The physics-separated approach is a classic supervised learning formu-
lation which assumes that a set of instances (ũi, xi) and the associated pa-
rameters p̃i are available. Therefore, the optimal set of weights is the one
that minimises a cost function J(w) such as, for example:

J1(w) = ∑
i

∑
r

(
p̃i,r − gr(ui, xi; w)

)2

p̃2
i,r

, (3.3)

where i is the index spanning the instances p̃i at coordinates xi and r is the
index spanning the entries in each vector of parameters (i.e. the closure
coefficients that make up p). The relative error is preferred here due to the
composite nature of common state vectors (e.g., coefficients for friction or
heat exchange). Note that the chosen formulation is but a single option;
different normalisations or weighted sums are also viable options.

This regression problem is shown schematically in block II of figure 3.1
and starts with an initial guess w0. The notation dba denotes the derivative,
gradient or Jacobian of a with respect to b, where either can be a scalar or
a vector (see also table 3.1). The gradient of the cost function dw J only re-
quires the gradient of the parametric function dwg; this is easily available
for usual machine learning models (e.g. using backpropagation in ANNs),
hence classic gradient-base optimisers such as the BFGS algorithm can be
implemented efficiently. However, this approach requires that both the pa-
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rameters p̃i and the full states ũi can be extracted from a sufficiently rich
dataset with sufficient accuracy (cf. block I in figure 3.1). This is rarely pos-
sible from experimental data. Moreover, the trained model g is unaware
of the underlying physical problem in (3.1) since the model is never called
during training.

The physics-integrated approach includes the physical problem in (3.1)
during the learning process (cf. block III in figure 3.1). Note that both
approaches are self-standing, but can be applied successively. The extrac-
tion of the model parameters from data is not required, and the training is
based on some observation of the states and the prediction that the model
f can achieve for a given set of weights w. Considering the simplest case
of full observation of the states ũi and denoting the solution of (3.1) as
ui(g(ui, xi; w)) when the closure is achieved with the weights w, the opti-
mal set of weights minimises a cost function of the form

J2(w) = ∑
i

∑
r

(
ũi,r − ui,r(g(ui, xi; w))

)2

ũ2
i,r

(3.4)

where i is the index spanning the instances ũi at coordinates xi and r is the
index spanning the entries in each state vector (i.e. the variables considered
for the cost function definition).

Using the chain rule, it is easy to see that in this formulation, the gradi-
ent of the cost function dw J requires the gradient of the problem solution
with respect to the parameters and the gradient of the parameters with re-
spect to the weights, i.e. dw J(u(g(w))) = du J dpu dwg. Computing this
gradient symbolically is challenging and generally requires adjoint dif-
ferentiation (cf. [69, 70, 72–74]). Besides avoiding the need for extracting
the parameters p̃ from data, this approach has the main merit of pairing
the closure with the solver with which it is later deployed. On the other
hand, the model sensitivity to the parameters (dpu) strongly influences the
cost function gradient and may suffer from vanishing gradients in regions
where the sensitivity is small [77].

A combination of the two approaches is feasible if the dataset is suffi-
ciently rich, whereby the solution of a physics-separated approach is used
as a starting point for a physics-integrated approach (hence successively
following blocks I to III in figure 3.1). This offers an excellent balance be-
tween accuracy, robustness and computational cost.
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Fig. 3.1 Schematic overview of the physics-separated and the physics-
integrated approach for calibrating a physical model f through a closure
relation g, given data ũ. The physics-separated approach consists of (I)
extracting the reference parameters p̃ from data and (II) applying a clas-
sic supervised machine learning technique for regressing p. The physics-
integrated approach (III) includes the physical model in the training pro-
cess and thus requires the sensitivity of the model with respect to its pa-
rameters dpu. Both methods are self-standing, but can be applied succes-
sively (I-III) as indicated in red.

3.3 The adjoint method

3.3.1 Definitions

In this section, the adjoint equations are derived for first order IVPs (the
interested reader is referred to [78] for a complete tutorial). The practical
equations in chapters 6, 7 and 8 of the general BVP formulation (3.1) are
solved with a shooting method from a guessed state u0 at a given position
to the outlet of the domain, delimited here without loss of generality be-
tween x = 0 and x = L. The adjoint equations are therefore derived here
as an IVP. Note that the shooting method is not required for the adjoint
solution, only the final solution is required. The system dynamics are gov-
erned by a function f , which returns the first derivative of the state in the
continuous setting or the state at the next grid point in the discrete setting:{

du
dx = fc(u, x, p)

p = gc(u, x; w)
or

{
u(n+1) = fd(u

(n), x(n), p(n))

p(n) = gd(u
(n), x(n); w)

, (3.5)

where u ∈ Rnu denotes the state vector, x denotes the axial coordinate,
p ∈ Rnp is a vector of closure parameters that depends on the state, the
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coordinate x and tunable weights w ∈ Rnw through the function g. This
function is for example embodied by an artificial neural network or radial
basis functions as defined in section 3.4.

The goal is to minimise the discrepancy between the predicted state u

and observations z̃ = h(ũ) of the reference state. These are potentially
different quantities or the state may not be fully observable. The error is
quantified through a cost function J that returns a scalar value as in equa-
tion (3.4). Vectors are denoted here as rows. Table 3.1 lists the dimensions
of all the required derivatives in the sections below.

Table 3.1 Dimensions of the gradients and the Jacobians. Gradients are
defined as row vectors. Rows in the Jacobians represent the gradient of a
single component.

gradient sensitivity of the ... with respect to the ... dimensions
dw J cost weights nw
dwu state weights nu × nw
dw f dynamics weights nu × nw
dwp parameters weights np × nw
dwg parameters weights np × nw
dz J cost observations nz
duz observations state nz × nu
du f dynamics state nu × nu
dup parameters state np × nu
dp f dynamics parameters nu × np

3.3.2 The continuous adjoint method for IVPs

We consider the continuous system of equations in (3.5). The cost function
J penalises the prediction error between the ‘numerical’ observation z =

h(u) and the reference z̃ through a function e. A classic choice consists of
the summed squared error, where the indicator function indicates at which
points the system is observed (e.g. the positions of sensors):

J(w) =
∫ L

0
e(z, z̃)dx =

∫ L

0
1Z(x)

∣∣∣∣h((u(x)
)
− z̃(x)

∣∣∣∣2
2 dx . (3.6)

The gradient with respect to the weights is given by the following equation:

dJ
dw

=
∫ L

0

de
dz

dz

du

du

dw
dx = 2

∫ L

0
1Z(z − z̃)

dz

du

du

dw
dx , (3.7)
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omitting the explicit dependence on x. The dimensions of each term can be
found in table 3.1. Their product matches the dimensions of the gradient,
which is a vector with nw components. The gradient of the state u with
respect to the weights w is difficult to compute, since the state carries a
history which was also affected by the weights. For example, the state at
x = L has been affected by the weights at all points during the integration
from x = 0. We therefore introduce the adjoint variable λ(x) ∈ Rnu in the
form of a Lagrangian multiplier:

L(w) = J(w) +
∫ L

0
λ(x)

[
du

dx
− f (u, x, p)

]
dx . (3.8)

The added term always equals zero by definition. This implies that the
Lagrangian in the equation above, and its gradient (!), are identical to the
original cost function for any adjoint variable λ(x). A clever choice of λ al-
lows to eliminate the problematic derivative of the state with respect to the
weights, which forms the backbone of the adjoint method. We first derive
the Lagrangian above with respect to the weights and omit the arguments
of the functions for conciseness:

dL
dw

=
dJ
dw

+
∫ L

0
λ

d2u

dxdw
dx −

∫ L

0
λ

[(
∂ f
∂u

+
∂ f
∂p

∂p

∂u

)
du

dw
+

∂ f
∂p

∂p

∂w

]
dx .

(3.9)
Integrating by parts and reshuffling leads to the following equation:

dL
dw

=
∫ L

0

[
de
dz

dz

du
− dλ

dx
− λ

( ∂ f
∂u

+
∂ f
∂p

∂p

∂u

)] du

dw
dx

+ λ(L)
du

dw
(L)− λ(0)

du

dw
(0)−

∫ L

0
λ

∂ f
∂p

∂p

∂w
dx . (3.10)

The terms including the problematic derivative have been grouped and are
eliminated if the adjoint variable λ respects the following equation:

dλ

dx
=

de
dz

dz

du
− λ

(
∂ f
∂u

+
∂ f
∂p

∂p

∂u

)
. (3.11)

with a boundary condition at the point x = L:

λ(L) = 0 . (3.12)
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Note that the derivative du/dw at x = 0 equals zero in this setting since the
initial condition is specified in the physical problem. The final expression
for the gradient becomes:

dJ
dw

=
dL
dw

= −
∫ L

0
λ

∂ f
∂p

∂p

∂w
dx . (3.13)

Generally, observations are available at distinct points and not as contin-
uous functions, as illustrated in the proposed cost function with the use
of the indicator function. This function leaves a set of dirac pulses at the
observation points and generates a sudden jump in the adjoint variable λ

during the integration. It is important to note that the integration is carried
out backwards in space, so the integral of the dirac pulse equals -1. Prac-
tically, one should subtract dze duz from the adjoint variables λ at each
observation point. The main advantage of the continuous adjoint method
lies in its independence of the numerical method used to integrate the sys-
tem of equations.

3.3.3 The discrete adjoint method for IVPs

The derivation of adjoint system in the discrete setting of (3.5) follows the
same steps. The integral in the cost function is replaced by a summation:

L(w) =
1
2

nx

∑
n=0

1Z(n)
∣∣∣∣zn − z̃n∣∣∣∣2

2 +
nx−1

∑
n=0

λn(un+1 − fd(u
n, xn, pn)) , (3.14)

where zn = h(un) denotes the numerical observation at the discrete grid
point n and the sum is carried over nx + 1 grid points. The gradient reads:

dL
dw

=
nx

∑
n=0

1Z(n) (zn − z̃n)
dzn

dun
dun

dw
+

nx−1

∑
n=0

λn dun+1

dw
(3.15)

−
nx−1

∑
n=0

λn
((

∂ fd
∂un +

∂ fd
∂pn

∂pn

∂un

)
dun

dw
+

∂ fd
∂pn

∂pn

∂w

)
(3.16)

Similarly as before, the term dun/dw is burdensome since it carries the
history of the numerical integration. It is eliminate here as well by group-
ing these terms and by formulating an adjoint system of equations. The
integration by parts is replaced by a change of indices in the second term,
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eventually revealing the following adjoint system:

λn−1 = λn
(

∂ fd
∂un +

∂ fd
∂pn

∂pn

∂un

)
− 1Z(n)(zn − z̃n)

dzn

dun , (3.17)

with the following boundary condition:

λnx−1 = −1Z(nx)(z
nx − z̃nx )

dznx

dunx
. (3.18)

Note that the condition above corresponds to the source term from the full
equation at the final grid point. The remaining equation for the gradient is
given by:

dw J = −
nx−1

∑
n=0

λn ∂ fd
∂pn

∂pn

∂w
. (3.19)

3.4 Regression tools

3.4.1 Radial Basis Functions

Regression with Radial Basis Functions (RBFs) is a linear method [79], the
closure relation g being linear with respect to the parameters w. Consid-
ering the case of a single input and single output, the prediction y ∈ RNp

for Np inputs x ∈ RNp consists of a weighted sum of Nw basis functions,
which can be written as the following matrix multiplication:

y = f̃ (x; w) =

 | | | |
ϕ1(x) ϕ2(x) . . . ϕN(x)

| | | |




w1
w2

...
wN

 = Φ(x)w (3.20)

where Φ(x) ∈ RNp×Nw is the feature matrix for the basis functions ϕi eval-
uated at the points x. The prediction is thus a linear combination of the
columns of Φ(x∗∗), which acts as a basis. In the case of RBF regressions,
the basis functions are radial, in the sense that they solely depend on the
distance from the points in which they are collocated. For example, Gaus-
sian RBFs are defined as

ϕk(x; xc,k, σk) = exp
(
−σ2

k ||x − xc,k||2
)

, (3.21)
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where x ∈ RNx is the coordinate vector in an Nx-dimensional input space,
xc,k is the k-th collocation point and σk the shape parameter of the basis,
defining its width. An example of a RBF with compact support is the fol-
lowing C4-continuous function:

ϕk(x; xc,k, σk) =


(

1 +
dk
σk

)5 (
1 − dk

σk

)5
if dk ≤ σk ,

0 otherwise ,
(3.22)

where dk denotes the distance with respect to the kth collocation point:

dk = ||x − xc,k|| . (3.23)

The definition of the basis therefore requires defining the matrix Xc ∈
RNw×Nx collecting the collocation points of all bases and the vector σ ∈
RNw collecting their shape factors.

Linearity makes the training of these models particularly simple. In the
case of classic quadratic cost functions such as the mean squared error or
its l2 penalised version (Ridge regression), an analytic solution for the op-
timal set of parameters can be derived. Otherwise, numerical optimisation
of the weights w takes the form of a gradient-based approach since the
gradient of the model prediction with respect to the parameters is simply
the feature matrix itself dw f̃ (x) = Φ(x). These methods should always
be prioritised in relatively low dimensional problems and when a careful
craft of the basis feasible. Nonlinear methods, such as neural networks,
can have a larger model capacity (i.e. be able to represent more complex
functions) while requiring less engineering in the model formulation, but
are generally far more difficult to train.

3.4.2 Artificial Neural Networks

Definition

Artificial Neural Networks (ANNs) are tools to encode a mapping y =

f (x), with x ∈ Rnx and y ∈ Rny using a dataset {x∗, y∗} for training and
a dataset {x∗∗, y∗∗} for validation.

The encoding is done in the form of a parametric function which we de-
note as f̃ (x; w), where the parameters w must be tuned to find an optimal
mapping between inputs and outputs. This parametric function is built
as a distributed architecture consisting of many simply connected units
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(called neurons), organised in layers [80]. More specifically, the mapping
from input to output takes the following recursive form:

y = f̃ (x; w) = a(L) , with

a(l) = σ(l)
(

z(l)
)

,

z(l) = W (l−1)a(l−1) + b(l) ,
(l = 2, . . . L)

and a(1) = x . (3.24)

Here a(l), z(l), b(l) ∈ Rnl are the output vector, activation vector and the
bias vector of layer l, composed of nl neurons, σ(l) is the activation func-
tion in each layer, W (l−1) ∈ Rnl×nl−1 is the matrix containing the weights
connecting layer l − 1 with layer l, and L is the number of layers. The
input x is considered as the output a(1) of the first layer, which therefore
has no corresponding bias vector. The parameter vector w ∈ Rnw col-
lects all the weights and biases across the network, hence nw = (nLnL−1 +

nL−2nL−3 + . . . n2n1) + (nL + nL−1 + . . . n2). The activation functions are
nonlinear functions such as hyperbolic tangents. The zoology of activation
functions counts dozens of possibilities and the reader is referred to [80]
for a concise introduction.

Uncertainty calculation via Ensemble Networks

The uncertainty of any surrogate model can be split into two categories:
the aleatory uncertainty and the model (epistemic) uncertainty [81]. The
aleatory is due to unpredictable (random) noise in the data and can not be
reduced by introducing more data or increasing the model complexity. On
the other hand, the epistemic uncertainty is systematic: it exists because
the model is not capturing some physical process or conditions.

For neural networks, an essential source of model uncertainty is due to
the stochastic computation of its parameters. These are uncertain because
multiple minima exist [82] in the minimisation of the cost function and
because of the stochastic training algorithm. As a result, training the same
network twice leads to different final weights and predictions.

In this work we use an ensemble learning approach (see also [83] and
[84]) to compute the epistemic uncertainties due to the parameters. This
approach consist in training an ensemble of nE versions of the same ANN.
Then, interrogating the full ensemble gives, for each input, a distribution
of outputs with a mean and a standard deviation:
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µE(x) = EE { fi(x; wi)} , (3.25)

σ2
e (x) = EE

{
( fi(x; wi)− µE(x))

2
}

. (3.26)

where EE denotes the expectation operator on the ensemble of networks,
and fi(x; wi) denotes the prediction of the ith ANN, receiving an input vec-
tor x and depending on its own set of weights wi. The aleatory uncertainty
is assumed to be uniformly distributed over the inputs and is estimated
from the ensemble mean of the Root Mean Square Error (RMSE):

σa = EE {RMSEi} . (3.27)

Finally, assuming the aleatory and epistemic uncertainties are indepen-
dent, the total uncertainty can be estimated as follows:

σE(x) =
√

σ2
e (x) + σ2

a . (3.28)

3.5 ANNs as surrogate models for ejectors

In the context of the Ejemod project1, a robust and computationally inex-
pensive global ejector model was required for system-scale simulations.
Zero-dimensional ejector models [32, 46, 47] satisfy these constraints, but
their validity range is limited and they rely on the calibration of multi-
ple engineering parameters (e.g., isentropic efficiencies). These challenges
have driven recent developments in surrogate modelling, including poly-
nomial regression [85] and Gaussian processes [24].

In this work, the following regression task is addressed using artificial
neural networks (ANNs):

ˆ̇ms = fs

(
pb

pt,p
,

pt,s

pt,p
,

Ath
Am

)
, (3.29)

i.e., the ANN predicts the normalised secondary mass flow rate (see equa-
tion (2.7)) as a function of two pressure ratios and the area ratio between
the primary throat and the mixing pipe. Although this is a low-dimensional
problem that could in principle be approximated without ANNs, the data

1https://cleansky-ejemod.eu/
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exhibit distinct operating regimes (cf. figure 1.2 from chapter 1): a constant
entrainment at low back pressure and a sharp corner at the critical point.
ANN activation functions capture such piecewise behaviour efficiently,
whereas for example RBF models may struggle to represent constant re-
gions due to their local nature. The aim is not to outperform physics-based
formulations in accuracy, but to build a more robust surrogate. ANN eval-
uation requires only evaluating a differentiable function: no numerical in-
tegration or regime-dependent branching (if/else logic) is required.

This work focuses on providing a proof of concept for the ANN ejector
model, and the training dataset was generated using the 0D model from
Metsue et al. [46]. A total of 10,000 operating points were computed, fix-
ing the mixing-pipe diameter to Dm = 52 mm and varying the primary-
nozzle diameter between 0.5 Dm and 0.8 Dm. Operating conditions were
sampled from uniform distributions within the ranges defined in the Eje-
mod proposal. The following efficiencies were assumed in all simulations:
ηp = 0.97, ηpy = 0.93, ηs = 0.85, ηm = 0.95 and ηd = 0.97. Although these
values may vary across ejector designs and operating regimes, their effect
is implicitly captured during training. This does not limit the generality
of the approach, as the surrogate model is intended to represent a specific
ejector configuration.

The ANN consists of three hidden layers with 16 neurons each. These
hyperparameters were selected to balance prediction accuracy and net-
work complexity [65]. The network is implemented in Tensorflow [86],
employing SELU activations and LeCun-normal weight initialisation. The
loss function is the root mean squared error, optimised using Nadam with
a batch size of 32. The learning rate starts at 0.001 and is reduced by a
factor of two when improvements stagnate (patience of 100 epochs, mini-
mum delta of 0.001). The dataset is split into 80 % for training and 20 % for
validation, and early stopping is applied with a patience of 100 epochs.

An ensemble of 65 independently trained networks was constructed
following Section 3.4.2. The resulting ensemble mean prediction and 95 %
confidence interval are shown in figure 3.2. Owing to the ensemble averag-
ing, the predictive spread is low, with a mean uncertainty of approximately
3.5%, suggesting that the regression problem is well-posed. The function
has indeed been reduced and normalised to a maximum extent, including
as much prior physical knowledge as possible. This considerably reduces
the workload for the ANN.

The relatively small network (nL = 3 layers, nl = 16 neurons each)
predicts the normalised secondary mass flow rate with an average uncer-
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Fig. 3.2 Ensemble prediction of the secondary mass flow rate with 95 %
confidence interval.

tainty of only 3.5 % over the operating domain relevant to Ejemod. Given
its accuracy, robustness, and differentiability, the ANN surrogate provides
a valuable tool for design optimisation and system-level integration.

Although the present work focuses on conventional operating regimes
(where physics-based models are available), the same methodology could
be extended to more complex scenarios (e.g., reverse flow or two-phase
regimes) where traditional models face difficulties. In such cases, data-
driven surrogates may provide an attractive alternative.

3.6 Practical application of the methods

The tools from the sections above are applied on two test cases: a one-
dimensional advection equation where the closure relation for the advec-
tion speed is learnt using the adjoint method and a neural network; and
the calibration of the friction forces in the mixing pipe of an ejector using
the framework of section 3.2.
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3.6.1 A non-linear advection equation

The test case consists of the following non-linear advection equation:{
∂tu + a∂xu = 0 ,

a = g(u; w) ,
(3.30)

on the domain (x, t) ∈ [0, 1]× [0, 0.5], with periodic boundary conditions
and with the following initial state:

u0(x) = 0.6 + 0.3 sin(2πx) . (3.31)

The space derivative is discretised using a first order upwind scheme on a
uniform grid with 50 points. The PDE above has thus been semi-discretised
into a system of 50 ODEs. As such, it fits in the general framework pre-
sented in section 3.3. The advection speed a is prescribed by a neural net-
work with input u and weights w. The neural network contains two hid-
den layers with ten nodes and ELU activation functions [87]. The output
node has a sigmoid activation function to normalise the output between
zero and one, hence avoiding stability issues during training with a refer-
ence speed of 1 and a CFL number of 0.8.

The reference solution for the advection speed is given by the following
equation:

are f = 0.5 + 0.4 sin(2πu) . (3.32)

This is deliberately bounded between 0.1 and 0.9, allowing the neural net-
work to approximate this function with its normalised output. This entails
no loss of generalisation, since different problems can be normalised with
appropriate scaling. The reference solution ũ ∈ R50 in the discrete grid
points is found by integrating the system of equations above with the cho-
sen discretisation, from time t = 0 to t = 0.5 using an explicit first order
scheme and a CFL number of 0.8. The cost function penalises the error on
the solution u at the final time t = 0.5:

J(w) =
1
2
||u − ũ||22 . (3.33)

The neural network is therefore not trained in the classic supervised fash-
ion with a database of inputs u and outputs a, as in the physics-separated
approach (cf. section 3.2), but from observations of the physical variable
u linked to the network through a system of ODEs. The modest model
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describe above already contains 141 weights, illustrating why the adjoint
method is the tool of choice for this type of problem. The network is ini-
tialised randomly and trained with the BFGS algorithm [88], available in
the SciPy minimize package [89]. In particular, the gradient is computed
using the discrete adjoint method from section 3.3.3 and provided to the
optimiser through the ‘jac’ argument of SciPy’s minimize function.

Figure 3.3 shows the solution at the final time step (left) and the closure
relation predicted by the neural network (right) as the training progresses.
After ten iterations the neural network learnt to lower the advection speeds
at high values of u. The main contribution to the cost at the initial time is
indeed an overshoot of the peak between x = 0.1 and x = 0.5. The al-
gorithm converged after 141 iterations, yielding a solution that is indistin-
guishable from the reference. This outcome is consistent with expectations,
given the relatively simple test case and the absence of noise. Neverthe-
less, it is worth emphasising that the neural network was not provided
with the reference closure relation during training; instead, it successfully
inferred a suitable functional representation solely by observing the physi-
cal state during the integration of the system of ODEs. Similar to standard
neural networks, it performs poorly when extrapolating: since values of u
below 0.3 never occurred during training, the network did not learn any
behaviour in this region.

This simple test case provided a first proof of concept of the adjoint-
based regression tool to infer closure relations in IVPs from observations
of the system’s physical state. This scenario is particularly relevant for
the one-dimensional and quasi-two dimensional modelling of ejectors (see
chapters 6, 7 and 8), which are mathematically similar and rely on clo-
sure relations for friction coefficients or for the eddy viscosity. For the one-
dimensional models, existing correlations significantly reduced the need
for data-driven closure, which was initially not foreseen at the start of this
thesis. Nevertheless, these tools play a crucial role in the quasi-two dimen-
sional model discussed in chapter 8.

3.6.2 Friction in the mixing pipe

The model calibration framework introduced in section 3.2 is applied to the
modelling of a supersonic ejector using a 1D formulation with two streams
(cf. figure 1.4c). The calibration is based on data from a 2D axisymmetric
RANS simulation of the VKI ejector (see section 2.3) with the convergent
primary nozzle [27,51]. These results were presented in [71] and stem from
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(a) Solution at iteration 0 (b) Advection speed at iteration 0

(c) Solution at iteration 10 (d) Advection speed at iteration 10

(e) Solution at iteration 141 (f) Advection speed at iteration 141

Fig. 3.3 Training history (top-bottom) of a non-linear advection equation
where the speed (right) is prescribed by a neural network (cf. equation
(3.30)). The error on the solution at the final time step (left) is penalised
through a cost function, which is minimised with an adjoint method for
the enhanced physical system. The network manages to learn a sinusoidal
function indirectly through the physical system.
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an early version of the ejector model presented in chapter 7.

The CFD Dataset
We consider a single operating point with inlet pressures pt,p = 5 bar,
pt,s = 1 bar and back pressure pb = 2.2 bar. The total temperatures equal
Tt,p = Tt,s = 293K. The numerical domain and a contour of the Mach num-
ber field are shown in figure 3.4. The primary jet is under-expanded due
to the large pressure difference between the inlets, which leads to a shock
train in the mixing pipe. This is evidenced by the dividing streamline as in-
dicated by the full red line in figure 3.4. The ejector operates in off-design
conditions, so the maximal flow rate is not reached, and the mixed flow
remains subsonic. Consequently, no shock train is present in the diffuser
as would be the case in on-design conditions [9]. Interested readers are
referred to [27, 51] for further numerical details and the validation against
experiments.

Fig. 3.4 Mirrored Mach number field of an ejector operating in off-design
conditions, obtained through an axisymmetric RANS simulation [27, 51].
The red line indicates the dividing streamline.

The data assimilation in this work focuses on the mixing pipe since
the primary and secondary inlets can be accurately described with classic
quasi-1D flow theory. The mixing pipe features complex flow phenomena,
such as the shear layer and shock trains. This portion of the ejector is the
one where closure relations are required the most.

The data are averaged over the two streams as reported in detail in
section 2.2.2. The final dataset consists of the cross-sections Ai, and the
cross-stream averaged static pressures pi, total pressures pt,i and total tem-
peratures Tt,i at 1530 spatial coordinates x of the single CFD simulation
shown in figure 3.4. Hence, the available data is locally rich, but limited
to a single geometry and a single operating condition. Therefore, the re-
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sulting calibration can not be expected to generalise to different operating
conditions.

Model definition

The mixing pipe is modelled as a 1D domain with two streams that ex-
change momentum through shear and with the wall. The division of the
complete section between the two streams introduces a degree of freedom,
e.g., the same primary mass flow rate can pass through a narrow or a
wide flow passage, with the secondary cross-section adapting accordingly.
Therefore, the static pressure is assumed to be equal in both streams as an
additional constraint. This set of equations is known as the compound flow
theory, originally proposed by Bernstein [45] and adopted later in ejector
modelling [19,23,35,46]. The set of ODEs consists of the following govern-
ing equations:

1
pt,i

dpt,i

dx
=

Fi
Ai p

, and
1

Tt,i

dTt,i

dx
= 0 , for i ∈ [p, s] ,

dx p
p

=
1
β

dA
dx

+ ∑
i∈[p,s]

[
1 + (γ − 1)Ma2

i

γMa2
i

]
Fi
p

 , (3.34)

where

β = Ap
1 − Ma2

p

γMa2
p

+ As
1 − Ma2

s

γMa2
s

. (3.35)

The forces Fi consist of inter-stream friction Fps and wall friction Fw:

Fp = −Fps , and Fs = Fps − Fw , (3.36)

which are defined as follows in this section:

Fw =
1
2

fwγpMa2
s lw , and Fps =

1
2

fpsγp
(

Ma2
p − Ma2

s

)
lps , (3.37)

where lw and lps respectively denote the perimeters of the wall and the
primary cross-section. The single equation for the static pressure implies
that it is equal on the primary and secondary sides, i.e. pp = ps = p.
Note that the inter-stream friction was defined in this early version of the
model [71] through the difference of squared Mach numbers, instead of
velocities in the final model presented in chapters 6 and 7.

The two closure parameters to be identified in a data-driven model cal-
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ibration are the inter-stream friction coefficient fps and the wall friction
coefficient fw. Therefore, in the formalism of section 3.2, these variables
constitute the model parameters p = [ fps, fw] to be provided by the closure
function g, while the state variables are u = [p, ptp, pts, Ttp, Tts, Ap, As].

It is worth stressing that the assumption of equal static pressure is prob-
lematic at the inlet of the mixing pipe because the primary flow is generally
under-expanded (see figure 3.4). Therefore, the proposed model cannot be
used from the exit of the primary nozzle (x = 0) unless a pressure equali-
sation mechanism is introduced in the model (see chapter 7 for a detailed
analysis). Alternatively, the areas for the primary and secondary flows
must be provided at the inlet of the mixing channel: in this case, the pres-
sures naturally equalise within a short distance from the inlet; this is akin
to what happens through the shock cells in the CFD simulation. The first
approach is developed in chapter 7. In this section, the dividing streamline
identified from the CFD is imposed up to the point where the pressures
equalise, and downstream, we use the compound equations (3.34). Practi-
cally, the governing equations are integrated with space marching from the
known ‘initial’ condition at the inlet of the mixing pipe. This is possible in
the current setting due to the available reference data. A shooting method
is applied in the predictive setting of chapters 6 and 7 to enforce the static
back pressure as a boundary condition. The procedure in this section thus
allows for errors on the back pressure as the error accumulates progres-
sively during the integration.

The research question addressed in this section is the feasibility of de-
riving the spatial distribution of friction coefficients that makes the 1D
model comply with the post-processed CFD data. We do not link the clo-
sure parameters to the state, which is a more complex task and should be
studied across a wide range of operating conditions. A broader analysis is
carried out in chapter 7. We focus on the parameters’ spatial distributions
and their derivation by implementing the physics-separated and physics-
integrated approaches.

Calibration

Following the framework in figure 3.1, the physics-separated approach
consists of calculating the closure coefficients from the processed CFD data.
To this end, the equations for the total pressure were used to compute the
friction coefficients fps and fw by extracting all the other terms from data
via appropriate processing. These two equations give:
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fps = − 2Ap

γ
(

Ma2
p − Ma2

s

)
lps

dx ptp

ptp
, (3.38)

fw =
2

γpMa2
s lw

(
Fps − pAs

dx pts

pts

)
. (3.39)

Both definitions rely on the differentiation of the total pressure evolu-
tion, computed using finite differences on a smoothed version of the sig-
nal. The derivation was carried out with a second-order centred scheme,
while the smoothing was carried out with a Savitzy-Golay filter with a
second-order polynomial. The resulting closure coefficients are, therefore,
functions of the spatial coordinate x and could be linked to the local value
of the state variables u, or local values of dimensionless numbers such as
Reynolds and Mach numbers in each stream, or pressure and temperature
ratios. However, this regression has a high risk of overfitting because the
flow field (and thus the closure coefficients) can change drastically with the
operating conditions. This section focuses on a single off-design operating
point, with regression as a function of the axial coordinate x. Practically, we
minimise the cost function (3.3) separately for the shear and the wall fric-
tion coefficient with a parametric function g heuristically constructed after
analysing the data. The specific choice is provided further below. Note
that we can split the regression in two smaller problems because the pre-
dicted closure coefficients p can be evaluated independently against their
references p̃.

The closure coefficients derived in the previous section are those that
minimise the error in the definitions (3.38) and (3.39), but this does not
guarantee that the model prediction is the most accurate. The complex
interplay of these parameters with the governing equations in the model
introduces additional sensitivities to the model prediction. The physics-
integrated approach seeks to account for all of these using the cost func-
tion (3.4) to penalise model prediction (that indirectly depends also on the
parameters). In the investigated calibration problem, the observed quan-
tities included in the cost function are the pressures ptp and pts and the
cross-sections Ap and As. The static pressure p is not included because the
shock trains make pp and ps oscillate. Since the 1D model can only repro-
duce the mean trends due to the assumption of equal static pressures, this
oscillation could unfairly penalise the model prediction and produce local
minima in the cost function landscape. Moreover, the total temperature is
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excluded because it is assumed to be constant in the mixing pipe and thus
does not contribute to accentuating the cost function gradient distribution
along the spatial coordinate. Finally, an additional term is added at the exit
(x = L) to penalise the potential error on the back pressure. This penali-
sation helps enforce the boundary condition of the model. Therefore, the
cost function (3.4) for this approach becomes

J2(w) = ∑
i

[(
p̃tp,i − ptp,i(g)

)2(
p̃tp,i

)2 +

(
p̃ts,i − pts,i(g)

)2(
p̃ts,i
)2 +

(
Ãp,i − Ap,i(g)

)2(
Ãp,i

)2

+

(
Ãs,i − As,i(g)

)2(
Ãs,i
)2

]
+

(
p̃(L)− p(g, L)

)2(
p̃(L)

)2 . (3.40)

where the summation is carried out over the available instances (e.g. grid
points in x), the functional dependency on g denotes the model prediction
based on the closure g and the summation over the index r is made explicit
over the four variables involved. We recall that the closure function de-
pends on weights w, i.e. g := g(x; w). For a given guess of the weights,
hence a given closure law p = g(x; w), the cost function J2(w) in (3.40) is
computed by first solving numerically the set of governing equations.

Results

Figure 3.5 shows the original and filtered 1D distributions of the total pres-
sure in both streams from the post-processed CFD, near the exit of the pri-
mary nozzle at x/L = 0. The primary total pressure undergoes a sharp
drop at x/L = 0.025, which corresponds to the Mach disk in figure 3.4.
This is a 2D effect which can not be reproduced by the 1D model and is
thus better filtered out before the data is used for calibration. The filtered
signal thus ‘averages’ the shock train for the computation of the closure co-
efficients. The window length of the Savitzky-Golay filter has been tuned
to this end.

The friction coefficients computed with equations (3.38) and (3.39) are
shown in figure 3.6. The unfiltered coefficients show a sharp peak at the
position of the Mach disk, as the primary total pressure changes suddenly
at this point. This artefact is avoided through filtering. Still, both results in-
dicate large coefficients at the inlet of the mixing pipe, especially in the wall
friction fw, which reaches an extreme value of 25 (with values expected to
be of the order 0.01). A possible explanation could be the separation region
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Fig. 3.5 Filtering of the 1D total pressure field obtained through post-
processing the CFD simulation in figure 3.4. The total pressures tend to-
wards a common value as the primary and secondary streams exchange
momentum. The shock train at the inlet of the mixing pipe strongly af-
fects the primary total pressure, which is therefore filtered with a Savitzky-
Golay filter before being differentiated (cf. equations (3.38) and (3.39)). The
filtered secondary total pressure coincides with its raw counterpart since it
is already quite smooth.

behind the wall between the exit of the primary nozzle and the secondary
inlet. This trailing edge is not sharp, so it is followed by a region of sepa-
rated flow which slows down both the primary and the secondary stream
through shear. This effect is locally quite strong for the primary flow due
to a momentum deficit between the sonic flow and the stagnant flow in the
bubble, hence a large value of the shear coefficient fps. However, this force
is applied equally but with an opposite sign on the secondary flow, which
therefore tends to accelerate rather than decelerate. In turn, a high wall fric-
tion coefficient is thus needed to overcome this numerical acceleration and
still represent the actual friction forces on the secondary stream.

The peak at the inlet of the mixing domain shows an exponential decay,
so an exponential function is chosen in the parametric closure function g
for the calibration. Downstream, the evolution is rather flat, except for the
oscillations induced by the shock train. Therefore, the closure function g is
parametrised with a linear trend downstream. This leads to the following
parametric function with 5 weights:
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{
y = w1 + w2 exp(−w3x) if x ≤ w0

y = w1 + w2 exp(−w3w0) + w4x if x > w0
(3.41)

This function is used for both closure coefficients, bringing the num-
ber of weights to 10. The mismatch with the post-processed coefficients
is minimised using the summed squared error as a cost function and with
the BFGS algorithm available in SciPy [89]. The gradient computation is
performed with finite differences, which is affordable due to the low cost
of the function to be called and the low number of weights. The resulting
regression is shown alongside the raw and the filtered signals in figure 3.6.

Next, we use the regressed closure relation to predict the flow field of
the ejector with the 1D model. The resulting flow field compares well to the
post-processed CFD in figure 3.7. Upstream, the cross-section is imposed
by the CFD, leading to a close match. Downstream, the unique pressure
deviates from the values in the CFD due to the shock train (the primary
stream is particularly affected). Nevertheless, the 1D model captures the
global rising trend. This pressure recovery arises from the momentum ex-
change between the two streams of the compound flow, as predicted by the
static pressure equation if β > 0. The pressure rises more strongly in the
diffuser from x/L = 0.23 and reaches a constant value where the streams
reach the same total pressure. The constant total temperature in the model
matches the post-processed CFD within 3 K. The deviation is attributed to
the low enthalpy in the separation bubble at the exit of the primary nozzle,
which influences the total temperature field downstream near the dividing
streamline. The constant total temperature remains a good approximation
for the bulk of the streams.

Despite the indirect penalisation on the closure coefficients, an excellent
match is obtained. The assumption of equal static pressure in both streams
proves to be an acceptable assumption to close the system of equations (see
chapter 7 for a detailed analysis). The match of the cross-sections between
the 1D model and the CFD best validates the model. However, the 1D
model shows a mismatch in back pressure (2.3 bar in the model and 2.2 bar
in the CFD). Therefore, we apply the physics-integrated method below to
improve the prediction in the flow quantities both in the internal domain
and the boundary condition for the static pressure.

The closure relation from the section above serves as an initial guess for
the physics-integrated approach, where the prediction error on the physi-
cal quantities is minimised (including the back pressure as a boundary con-
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(a) Inter-stream friction fps (b) Wall friction fw

Fig. 3.6 Inter-stream and wall friction coefficient calculated from the
raw and filtered total pressure field from figure 3.5 with equations (3.38)
and (3.39). The exponential decay at the inlet is attributed to a separa-
tion bubble at the exit of the primary nozzle. The calculation on the raw
signal suffers from sharp gradients in the shock train and the Mach disk
(x/L = 0.025). The physics-separated regression is carried out with equa-
tion (3.41) on the filtered coefficients.

dition, cf. equation (3.40)). The resulting evolution of the shear and friction
coefficients is shown in figure 3.8. The wall friction coefficient increased
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(a) Static pressure p (b) Total pressure pt

(c) Cross-section A (d) Total temperature Tt

Fig. 3.7 Model predictions with the regressed closure relation from the
physics-separated approach (cf. figure 3.6). All variables match the post-
processed 1D data quite well (the cost function (3.40) equals 0.0044). How-
ever, the boundary condition of the static pressure at the outlet is not met
due to the indirect regression on the post-processed closure coefficients in-
stead of on the physical quantities (cf. equations (3.3) and (3.40)).

significantly, resulting in lower static pressure and a satisfied boundary
condition (cf. figure 3.9a). An increased shear coefficient compensates for
the corresponding loss in secondary total pressure. Finally, we note that
the exponential decay between the inlet and x/L = 0.01 from figures 3.6a
and 3.6b has sharpened, which results in a flat plateau in the coefficients
in figure 3.8. This indicates the extreme values found with the physics-
separated approach were not necessary.

The physics-integrated approach has decreased the value of the cost
function (equation (3.40)) from 0.0044 with the initial guess from the physics-
separated approach to 0.0036. This significant improvement can be appre-
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ciated visually by comparing figures 3.7 and 3.9. However, the integrated
approach is less straightforward a priori; one does not know which type
of parametric function allows a close match. Additionally, initialising the
weights is also non-trivial. For example, an excessive wall friction coef-
ficient could decrease the static pressure enough to choke the flow and
lead to problems in the integration of the system of ODEs (which becomes
singular if β = 0, see chapter 6). Therefore, the initialisation through
the physics-separated approach followed by fine-tuning with the physics-
integrated proved an effective strategy for the model calibration, profiting
from their complementary advantages.

(a) Shear coefficient fps (b) Wall friction coefficient fw

Fig. 3.8 Comparison of the regressed closure relations of the physics-
separated and the physics-integrated approach. The first serves as ini-
tial guess for the latter method and is optimised to minimise cost func-
tion (3.40) (final value of 0.0036). A significant increase of the wall friction
coefficient has allowed to decrease the static pressure in the mixing duct,
leading to a satisfied boundary condition (cf. figure 3.9a).

3.7 Conclusion

This chapter proposed a general machine learning framework for calibrat-
ing physical models governed by differential equations through two ap-
proaches. The physics-separated approach consists of calculating the clo-
sure coefficients from higher resolution data (CFD) and then regressing the
post-processed coefficients; alternatively, the physics-integrated approach
calls the model during the optimisation phase to minimise the prediction
error on the observed physical quantities. Both approaches have been ap-
plied successfully on a 1D ejector model to find the shear and wall fric-
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(a) Static pressure p (b) Total pressure pt

(c) Cross-section A (d) Total temperature Tt

Fig. 3.9 Model predictions with the regressed closure relation from the
physics-integrated approach (cf. figure 3.8). The agreement improved
compared to the physics-separated approach in figure 3.7 (the cost func-
tion (3.40) equals 0.0036). Moreover, the boundary condition of the static
pressure at the outlet is now respected.

tion coefficients as a function of the spatial coordinate. In particular, the
physics-integrated approach can naturally be combined with the adjoint
method and parametric regression techniques such as RBFs or ANNs. A
first test case proved the successful combination of these tools.

The results on the ejector model above show that a successive appli-
cation of both approaches proves to be a convenient and robust method
to calibrate the 1D model. The physics-separated approach guides the
choice of the parametric function and provides a valid initial guess for the
physics-integrated approach,. This then acts as a refinement tool to further
minimise the prediction error by directly penalising mispredictions in the
state variables.
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The proposed methodology is robust and flexible: it is compatible with
state-of-the-art optimisers and leaves a free choice of the regressor. Any
parametric tool fits the framework, ranging from linear regression to ar-
tificial neural networks. Furthermore, the method brings physical insight
through closure relations for low-order but highly interpretable models.
Finally, the framework can be categorised as physics-constrained, as op-
posed to physics-informed, machine learning since the conservation equa-
tions are always respected. From a more global perspective, splitting the
problem in a set of physical equations f and closure relations g allows the
continued use of dedicated solvers for the physical problem f , which are
conservative and efficient, and simplifies the machine learning task by re-
stricting its scope to the closure problem g. In this sense, the framework
is an extension of neural ODEs, which solve the combined problem of f
and g with neural networks without including prior physical knowledge.
Consequently, less complex regressors may suffice for solving the problem,
reducing the amount of required data or improving the performance on a
fixed dataset.

The adjoint-based regression tool enabled efficient data-driven calibra-
tion of the quasi-two dimensional surrogate model for the mixing pipe pre-
sented in section 8.2. Although this model is still in an early stage of devel-
opment, the numerical optimisation tool demonstrates clear potential for
calibrating more complex versions in the near future.
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4
Governing equations

4.1 Introduction

This chapter derives the governing equations of the 1D and quasi 2D mod-
els in the following chapters. These stem from the compressible RANS
equations, simplified through a leading-order analysis in section 4.2 and
then integrated over the relevant cross-sections in section 4.4. The reduced
two-dimensional equations correspond to the compressible boundary layer
equations, which are shown to provide an accurate first order approxima-
tion in section 4.3 by computing the respective residuals from a RANS sim-
ulation on the UCLouvain ejector (see chapter 2).

4.2 Scaling analysis

4.2.1 Scaling of the conservation equations

The starting point of the present work consists of the steady, compressible,
Reynolds–Averaged Navier–Stokes (RANS) equations in axisymmetric co-
ordinates without swirl. In the context of high-speed or high-Reynolds-
number flows, the density field may exhibit significant spatial variations
and thus the classical Reynolds decomposition is replaced by the Favre
(density–weighted) averaging procedure. For any generic flow quantity ϕ,
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the Reynolds and Favre decompositions read

ϕ = ϕ̄ + ϕ′, ϕ = ϕ̃ + ϕ′′, ϕ̃ =
ρϕ

ρ̄
, (4.1)

where ϕ̄ represents the Reynolds averaged value, ϕ̃ the Favre averaged
value, and ϕ′ and ϕ′′ their corresponding fluctuations. Throughout this
work, the overbar (·̄) denotes a Reynolds average and the tilde (̃·) a Favre
average. The Reynolds stresses and turbulent heat fluxes are modelled
using eddy-viscosity and gradient–diffusion approaches. Under these as-
sumptions, the Favre-averaged compressible RANS equations in axisym-
metric coordinates without swirl are recalled below for completeness:

∂(ρ̄ũ)
∂x

+
1
r

∂(r ρ̄ṽ)
∂r

= 0 , (4.2)

ρ̄ũ
∂ũ
∂x

+ ρ̄ṽ
∂ũ
∂r

= −∂ p̄
∂x

+
∂τxx

∂x
+

1
r

∂

∂r
(r τrx) , (4.3)

ρ̄ũ
∂ṽ
∂x

+ ρ̄ṽ
∂ṽ
∂r

= −∂ p̄
∂r

+
∂τxr

∂x
+

1
r

∂

∂r
(r τrr)−

τθθ

r
, (4.4)

ρ̄ũ
∂h̃t

∂x
+ ρ̄ṽ

∂h̃t

∂r
=

∂

∂x

(
τxxũ + τxr ṽ − qx

)
+

1
r

∂

∂r

(
r(τrxũ + τrr ṽ − qr)

)
,

(4.5)

where ũ and ṽ denote the Favre averaged velocity components. The total
enthalpy is defined as

h̃t = cvT̃ +
1
2
(ũ2 + ṽ2) +

p̄
ρ̄
= cpT̃t. (4.6)

The viscous stresses follow the Stokes hypothesis and read

τxx = 2µeff
∂ũ
∂x

− 2
3

µeff

(
∂ũ
∂x

+
1
r

∂rṽ
∂r

)
, (4.7)

τrr = 2µeff
∂ṽ
∂r

− 2
3

µeff

(
∂ũ
∂x

+
1
r

∂rṽ
∂r

)
, (4.8)

τθθ = 2µeff
ṽ
r
− 2

3
µeff

(
∂ũ
∂x

+
1
r

∂rṽ
∂r

)
, (4.9)

τxr = τrx = µeff

(
∂ũ
∂r

+
∂ṽ
∂x

)
, (4.10)
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and Fourier’s law provides the heat fluxes

qx = −keff
∂T̃
∂x

, qr = −keff
∂T̃
∂r

. (4.11)

Both the viscosity µeff and thermal conductivity keff include molecular and
turbulent contributions through an eddy-viscosity closure.

Finally, assuming a calorically perfect gas, the equation of state is

p̄ = ρ̄RgasT̃, h̃t = cpT̃t. (4.12)

The averaging operation has no direct impact on the scaling analysis, so
the explicit overbars are omitted in the remainder of this section. The coor-
dinates are normalised with the length L of the constant-area section and
its radius R, which differ at least by an order of magnitude:

x̂ =
x
L
= O(1) , r̂ =

r
R

= O(1) , ⇒ ε =
R
L
<< 1 . (4.13)

In the ejectors considered in this work, the ratio ε if of the order of 0.04.
The slenderness plays a crucial role in the derivation of the leading-order
equations further below. The non-dimensional counterparts to the physical
variables appearing in the equations above are denoted with a hat:

ρ̂ =
ρ

[ρ]
, û =

u
[u]

, v̂ =
v
[v]

, p̂ =
p
[p]

, T̂ =
T
[T]

, T̂t =
Tt

[T]
,

τ̂ij =
τij

[τ]
, ĥt =

ht

[ht]
, q̂i =

qi
[q]

, µ̂eff =
µeff
[µ]

, k̂eff =
k
[k]

. (4.14)

Scaling the continuity equation reveals two dimensional terms which should
be of the same order of magnitude:

[ρ][u]
L

∂(ρ̂û)
∂x̂

+
[ρ][v]

R
1
r̂

∂(r̂ρ̂v̂)
∂r̂

= 0 . (4.15)

Consequently, the scale of the radial velocity is of the order ε relative to the
axial velocity:

[v]
[u]

=
R
L
= ε . (4.16)

The scales for the density, the velocity, the viscosity and the thermal con-
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ductivity are left independent. The other scales are defined as follows:

[p] = [ρ]Rgas[T] , [T] =
[u]2

cp
, [τ] =

[µ][u]
L

, [ht] = [u]2 , [q] =
[k][T]

L
.

(4.17)

The normalised ideal gas law and total temperature become:

p̂ = ρ̂T̂ and T̂t = T̂ +
1
2
(û)2 . (4.18)

The ratio ε appears in the non-dimensional shear stresses and heat conduc-
tion terms due to the combination of axial and radial derivatives:

τ̂xx = 2µ̂eff
∂û
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− 2
3

µ̂eff

(
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, (4.19)
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, (4.20)

τ̂θθ = 2µ̂eff
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, (4.21)

τ̂xr = τ̂rx = µ̂eff

(
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∂û
∂r̂

+ ε
∂ṽ
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)
, (4.22)

q̂x = −k̂eff
∂T̂
∂x̂

, q̂r = −1
ε

k̂eff
∂T̂
∂r̂

. (4.23)

The scaled conservation equations become:
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, (4.27)
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where the Reynolds number, Prandtl number and Euler number appear:

Re =
[ρ]UL
[µ]

, Pr =
[µ]Cp

[k]
, Π =

[ρ]U2

[p]
=

γ

γ − 1
. (4.28)

The Euler number is fixed by an expression of the ratio of specific heats γ

due to the thermodynamic scaling of the static pressure through the ideal
gas law.

4.2.2 Leading-order analysis

The non-dimensional equations derived above are reduced here to their
leading-order form. Taking the averaged flow variables at the outlet of the
primary nozzle as reference values, the Reynolds number is of the order of
107, the Prandtl number equals 0.71 (air) and Π = 3.5 since the working
fluid is air, and the aspect ratio ε equals 0.04. The coordinates are of or-
der unity through their separate scaling, and the variations of the physical
quantities are assumed to be of the same order. This implies that variables
vary more sharply over r than over x in physical coordinates (which makes
sense in ejector flows), and that they evolve at a similar rate in the non-
dimensional coordinates. Practically, this implies that the spatial deriva-
tives in non-dimensional space do not alter the order of the derived term.

The continuity equation has already yielded the scale difference of ε in
the reference velocities. The viscous stress τ̂xr can be simplified at leading
order:

τ̂xr = τ̂rx = µ̂eff

(
1
ε

∂û
∂r̂

+ ε
∂v̂
∂x̂

)
≈ 1

ε
µ̂eff

∂û
∂r̂

. (4.29)

Consequently, the off-diagonal component τ̂xr appears at the order 1/ε

with respect to the diagonal terms in the stress tensor (see equations (4.19)-
(4.22)).

The advection terms in the axial momentum equation (4.25) and the
axial pressure gradient appear as first order terms. The axial diffusion is of
order ε2 compared to the radial diffusion, so is assumed to be negligible.
Despite the division by the large Reynolds number, the diffusion term can
not be neglected due to strong gradients in the boundary and shear layers.
The boundary layer thickness is indeed small with respect to the radius R.
The leading-order axial momentum equation becomes:

ρ̂û
∂û
∂x̂

+ ρ̂v̂
∂û
∂r̂

= − 1
Π

∂ p̂
∂x̂

+
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ε2Re
1
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∂

∂r̂

(
r̂µ̂eff

∂û
∂r̂

)
. (4.30)
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The leading-order term in the radial momentum equation (4.26) is the
radial pressure gradient, which appears at O(1/ε), whereas the advection
terms are of order O(ε) and the viscous terms are divided by the Reynolds
number. The leading-order approximation therefore yields a uniform static
pressure across r̂, which complies with the compound flow theory from
chapter 6 and is also a clone result of boundary layer theory.

The advection terms in the energy equation are of the order unity. The
leading-order viscous work term is the one containing τ̂rxû, which appears
at O(1/(ε2Re)). The other viscous terms are smaller by ε2. Similarly, the
radial heat conduction is dominant over the axial conduction, leading to
the following equation for the total energy:
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∂
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∂T̂
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)
. (4.31)

The viscous dissipation is expected to be important in the boundary layer,
where the velocity varies over a local length scale δ << R. The shear
work and heat transfer terms are active at the boundaries of the shear and
boundary layer, where the second derivatives of the velocity and tempera-
ture reach their maximum. In the present configurations, these two effects
are expected to partially compensate each other due to the identical total
temperatures imposed at the inlets: the primary stream exhibits a higher
velocity but a lower static temperature than the secondary stream, leading
to radial gradients of opposite sign. With this consideration, the energy
equation can be expressed in an alternative form as follows:
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∂ĥt

∂x̂
+ ρ̂v̂

∂ĥt
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. (4.32)

After introducing the total temperature, the equation becomes:

ρ̂û
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. (4.33)

At leading order, the Reynolds analogy implies that the effective ther-
mal and momentum diffusivities are of the same order, that is: O(k̂eff) =

O(µ̂eff). Using this simplification, the radial diffusion term in the energy
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equation can be compactly expressed through the total temperature:

ρ̂ û
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)
. (4.34)

As a stronger simplification, the right-hand side is therefore negligible con-
sidering the uniform total temperature profile at the inlet and the term
ε2Re >> 1. A pure advection equation remains for the total enthalpy,
which from a uniform inlet profile amounts to a uniform total enthalpy
field:

ĥt (x̂, r̂) = ĥt,0 . (4.35)

Two reduced energy equations ((4.31) and (4.35)) have thus been obtained,
with the viscous dissipation in the boundary layer as the main expected
difference. The final set of equations corresponds to the axisymmetric com-
pressible boundary layer equations [15]:
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. (4.39)

In the next section, the terms in the equation above are evaluated using
a RANS simulation of the UCLouvain ejector to verify whether the terms
retained in the asymptotic analysis are indeed dominant.

4.2.3 An explicit equation for the axial velocity

Akin to the explicit one-dimensional equations derived below in section 4.4
(see also appendix A), we seek an explicit differential equation for ∂û/∂x̂
in this section. Here, the sharp variation in the radial direction motivates
introducing a concise notation for the terms containing radial derivatives,
which dominate over the smooth variation along the axial direction x̂. As-
suming a uniform total temperature, these terms are collected as α̂1, α̂2, and
α̂3 for the contributions of radial advection and diffusion in the continuity
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equation (4.36) and axial momentum equation (4.37). They act as source
terms in the resulting system for the long-wave variation along the axial
direction x̂:

ρ̂
∂û
∂x̂

+ û
∂ρ̂

∂x̂
+ α̂1 = 0 , (4.40)

ρ̂û
∂û
∂x̂

+ α̂2 = − 1
Π

∂ p̂
∂x̂

+ α̂3 , (4.41)

∂T̂t

∂x̂
= 0 =

∂T̂
∂x̂

+ û
∂û
∂x̂

, (4.42)

∂ p̂
∂x̂

= T̂
∂ρ̂

∂x̂
+ ρ̂

∂T̂
∂x̂

, (4.43)

The strong simplification of uniform total energy is adapted here (equa-
tion (4.35)), and the contribution of the squared radial velocity to the total
temperature has been neglected in equation (4.42), as it scales with ε2 with
respect to the axial component. The axial derivative of the static temper-
ature is eliminated from the system by combining the ideal gas law (4.43)
and the energy equation (4.42):

∂ p̂
∂x̂

= T̂
∂ρ̂

∂x̂
− ρ̂û

∂û
∂x̂

. (4.44)

Introducing the continuity equation, this becomes:

∂ p̂
∂x̂

= − T̂
û

(
α̂1 + ρ̂

∂û
∂x̂

)
− ρ̂û

∂û
∂x̂

. (4.45)

Substituting the pressure gradient in the axial momentum equation (4.41)
leads to the following explicit equation for the axial velocity:

p̂
Π

(
(û)2

(γ − 1)T̂
− 1
)

∂û
∂x̂

=
T̂
Π

α̂1 + ûα̂3 − ûα̂2 . (4.46)

The term between the brackets gives rise to the Mach number, which is
defined as follows in terms of the non-dimensional quantities:

Ma2
x =

u2

γRgasT
=

(û)2

T̂
[u]2

γRgas[T]
=

(û)2

(γ − 1)T̂
, (4.47)
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where the subscript x highlights its derivation from the axial velocity. Rein-
troducing the terms α̂i, the full equation reads:(

Ma2
x − 1

) ∂û
∂x̂

=
1
r̂ρ̂

∂(r̂ρ̂v̂)
∂r̂

+
Π

ε2Re
û
p̂

1
r̂

∂

∂r̂

(
r̂µ̂eff

∂û
∂r̂

)
− γMaxMar

∂û
∂r̂

.

(4.48)

The term with the Mach number is reminiscent of the single-stream one-
dimensional equations (see for example chapter 8 of Shapiro [57]), and
could eventually become the denominator of the right-hand side for a prac-
tical quasi-2D model. This would introduce a singularity for the axial
derivative of the velocity, which is local since the velocity still depends
on the radial coordinate. The implications on the integration of the equa-
tions and on potential choking presently remain open questions for future
research (see chapter 8).

Explicit expressions can be derived for the static pressure from equa-
tion (4.45) and for the static temperature from the conservation of energy,
equation (4.42). It is worth emphasizing that the assumption of uniform
pressure is not inherently enforced by equation (4.45) for the static pressure
since it depends on the radial profiles of the velocity and the temperature.
This practical challenge will likely arise in quasi-2D models and depends
on the parametrisation of the radial profiles.

The system of equations (4.42), (4.45) and (4.48) still presents significant
challenges for practical ejector modelling.

Mainly, the equations are still PDEs. Two classical pathways exist to
obtain a practical low-cost quasi-2D model: (a) impose tailored paramet-
ric radial profiles of the relevant quantities or (b) represent the radial pro-
files as an expansion of prescribed basis functions, for example Chebyshev
polynomials or a data-driven basis such as POD modes. The first is a more
ad-hoc solution and likely the most parameter-efficient (e.g. 5 coefficients,
including 2 free-stream velocities and three radial coordinates to fix the
self-similar profiles in space). The equations governing the axial dynamics
of the coefficients that determine the radial profiles are obtained by inte-
grating the two-dimensional equations in the radial direction, for example
over the primary and secondary stream (see section 4.4). The latter is po-
tentially more general, as the functional form is less restrictive. This quasi-
2D approach is explored in chapter 8. If the assumption of uniform total
temperature is deemed sufficiently accurate, only the radial profile of the
axial velocity must be prescribed, since the static temperature follows from
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the uniform total temperature through equation (4.42). The density follows
from the uniform static pressure profile and the static temperature.

Furthermore, the radial velocity poses a challenge as its functional form
is a priori less clear. It follows from integration of the continuity equation
along r̂, which involves the axial derivatives of the density and the velocity,
which in turn contain the radial velocity (see equation (4.48)). An iterative
procedure might be required at the inlet of the domain, for example initial-
ising the radial velocity at zero, computing the axial derivatives of û and ρ̂,
integrating the continuity to update the radial velocity and iterating.

4.3 Off-line analysis using RANS simulations

The chosen test case is the on-design operating point of the UCLouvain
ejector, with pt,p/pt,s = 5 and pb/pt,s = 1.2. The normalised static pres-
sure, axial velocity and total temperature fields are displayed in figure 4.1
(scaled through equations (4.14) and (4.17)). The static pressure field fea-
tures structures resulting from the shock train in the primary stream. Aside
from these shocks, the uniform static pressure in r̂ seems a reasonable ap-
proximation. The axial velocity shows the growing shear layer and bound-
ary layer, which start interacting approximately halfway in the mixing pipe
(x̂ ≈ 0.4). It reaches values larger than unity, indicating that the primary
stream has expanded in the mixing pipe from the reference velocity at the
outlet of the primary nozzle. The total temperature is not uniform in the
shear layer and boundary layer. The uniform regions mark the potential
cores of the primary and secondary streams, which penetrate beyond the
constant-area section and halfway the constant-area section respectively.
The lowest value of total temperature is reached in the boundary layer. The
assumption of uniform total temperature is overly strong in the boundary
layer (reaching a minimum T̂t = 1.41), yet, the values in the shear layer
are compromised between 1.47 and 1.50. It may therefore still serve as a
simplifying assumption for a low order quasi-2D model, in the same spirit
as the one-dimensional double stream model.

The continuity equation has not been reduced with respect to the orig-
inal RANS equations, so its residual is not analysed here. The residual on
the radial momentum is shown in figure 4.2 and equals the radial pres-
sure gradient, therefore highlighting the shock train (compressed in x̂ due
to the different length scales). These are suppressed in the leading-order
equations, which therefore implies that a pressure equalisation mechanism
will equally be required in an eventual quasi-2D model.
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Fig. 4.1 Non-dimensional fields of the static pressure, the axial velocity
and the total temperature (cf. equations (4.14) and (4.17)). The static pres-
sure gradient is mainly oriented along x̂, except in the shock train. The
velocity and the total temperature outline the shear layer and the bound-
ary layer, across which both variables vary, albeit on a smaller range for T̂t.

Fig. 4.2 The residual on the radial momentum equation (4.38) corre-
sponds to the radial pressure gradient, which is strong in the shock train.

The leading-order equations (4.37) and (4.39) for the axial momentum
and the total energy contain viscous terms, which in the context of RANS
are defined through the eddy viscosity. However, neither of the turbulent
quantities (νt, k or ω) were stored from the simulations, so a priori only the
laminar viscosity was available through Sutherland’s law and the static
temperature.

Therefore, the eddy viscosity was induced from the density, pressure
and velocity fields through field inversion; treating the unknown eddy vis-
cosity as the correction parameter [76]. The advection terms and the static
pressure gradient of the axial momentum equation (4.37) were computed
with second order finite differences and are displayed in figure 4.3. The
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pressure gradient induced by the shock train is compensated by the axial
advection, as the shocks also induce a strong local disturbance of the ve-
locity. The axial advection term is locally strong in the top left corner, indi-
cating an accelerating secondary flow, which occurs due to the converging
secondary channel and the entrainment by the primary stream.

The residual Rexcl,di f f considering only the advection terms and the
pressure gradient is shown at the top left of figure 4.4. This field is at lead-
ing order attributed purely to the radial diffusion, which is plausible con-
sidering it is most active in regions with large second derivatives of the
velocity, hence at the edges of the shear layer and the boundary layer. The
objective here is to identify the eddy viscosity µ̂data that reproduces the re-
quired diffusion term. The unknown term is governed by the following
equation:

∂

∂r̂

(
r̂µ̂data

∂û
∂r̂

)
= r̂ε2ReRexcl,di f f . (4.49)

Identifying µ̂data is mathematically equivalent to the field inversion step
of the procedure proposed by Parish and Duraisamy [76], by consider-
ing it as a ‘corrective’ term in the original equations. The inversion pro-
cedure presently involves integration the equation above along r̂. The field
r̂µ̂data∂û/∂r̂ has been obtained by integration from r̂ = 0 to each radial co-
ordinate r̂, considering that it equals zero at r̂ = 0, and is displayed at the
top center of figure 4.4. The negative residual Rexcl,di f f in the bottom half
of the domain induces negative values of the integrated field, which is con-
sistent with the negative velocity gradient. It is compensated by the posi-
tive portion of the residual to reach near-zero in the core of the secondary
stream. Finally, the integrated field is divided by the radial coordinate and
the radial derivative of the axial velocity to obtain the eddy viscosity µ̂data.
Numerical issues were avoided in this procedure by masking the points
where the derivative ∂û/∂r̂ was smaller than 0.1, a value that was empiri-
cally found to mask the cores of the primary and secondary streams.

The resulting eddy viscosity is shown in figure 4.4, which clearly cor-
responds to the shear layer. Interestingly, it reduces to low values in the
laminar sublayer due to the strong velocity gradient. This is expected from
boundary layer theory, but it is not trivial that the current procedure has
captured this effect by integrating numerically differentiated flow fields.
The radial diffusion term and the total residual were recomputed using
the identified eddy viscosity, yielding the fields at the bottom of figure 4.4.
Provided with the correct eddy viscosity, the leading-order equation (4.37)
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therefore accurately describes the axial momentum balance in the mixing
pipe of axisymmetric ejectors with respect to RANS simulations, although
these naturally have their own intrinsics shortcomings [28].

Fig. 4.3 Terms of the axial momentum equation computed from the
RANS simulation with finite differences, excluding radial diffusion. The
strong pressure gradient in the shocks is compensated by the axial advec-
tion and the radial advection plays a smaller role in the shear layer.

Fig. 4.4 Field inversion for the unknown eddy viscosity µ̂data. The initial
residual excludes radial diffusion (summing the three fields in figure 4.3)
and is integrated along r̂ (top center) to ultimately obtain the eddy viscos-
ity. The resulting radial diffusion accurately matches the initial residual
and thus minimises the final residual on the leading-order equation (4.37).

| 75



The identified eddy viscosity in figure 4.4 allows to compute the vis-
cous terms in the energy equation taking into account the turbulence. The
resulting terms and the residual are shown in figure 4.5. The radial con-
duction, viscous dissipation and the radial viscous work are most apparent
(with the highest dissipation in the boundary layer). These three terms al-
most cancel each other, supporting the simplified form of the energy equa-
tion in section 4.2.2, where they were combined in a single radial derivative
of the total temperature under strong assumptions. The assumption of uni-
form total temperature thus seems further justified, provided the temper-
atures at the inlets are identical. In any case, the full leading-order equa-
tion (4.39) is an accurate simplification of the full RANS equation. The
analysis in this section leads to the fascinating conclusion that the flow
in the mixing pipe of ejector can be quite accurately represented by, in
essence, the boundary layer equations. This observation anchors the one-
dimensional formulation of the ejector models in chapters 5-7, which as-
sume a cross-stream uniform static pressure profile as in the compound
flow formulation. The two-dimensional boundary layer equations derived
here further provide a natural middle ground between these cross-stream
averaged representations and RANS simulations (see chapter 8).

4.4 Cross-stream averaged equations

Derivation

Integrating the reduced equations (4.36)-(4.39) from section 4.2 in the radial
direction yields the conservation equations required for the one-dimensional
models introduced in figure 1.4 and developed in chapters 5, 6 and 7.
These averaged equations are the interface between high-fidelity physics
and low-order models. All subsequent models in this thesis are closures
of this system. The equations are first integrated over arbitrary surfaces
delimited by r̂i(x̂) and r̂o(x̂). The axisymmetry is taken into account by
multiplying the integrand by 2πr̂. The continuity equation yields:

r̂o∫
r̂i

∂(ρ̂û)
∂x̂

2πr̂dr̂ +
r̂o∫

r̂i

∂(r̂ρ̂v̂)
∂r̂

2πdr̂ = 0 . (4.50)
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Fig. 4.5 Terms and residual of the leading-order total energy equa-
tion (4.39), using the identified turbulent viscosity from figure 4.4. The
heat produced by viscous dissipation and the work done by radial shear
stress is radially conducted. The advection terms are relatively small due
to the relatively uniform total temperature (cf. figure 4.1.

Leibniz rule for integration yields:

2π
∂

∂x̂

 r̂o∫
r̂i

ρ̂ûr̂dr̂

+ 2πr̂o ρ̂o

(
v̂o − ûo

dr̂o

dx̂

)
− 2πr̂i ρ̂i

(
v̂i − ûi

dr̂i
dx̂

)
= 0 ,

(4.51)
where the subscripts i and o indicate that the respective variables are eval-
uated at the corresponding boundary. If these are streamlines, only the first
term remains, since the flow is parallel to the boundary:

v̂
û
=

1
ε

v
u
=

1
ε

dr
dx

=
dr̂
dx̂

. (4.52)

In practice, this holds for all radial boundaries in the proposed models,
as the flow is parallel to the wall, the centerline (by axisymmetry), and
the dividing streamline between the primary and secondary domains (see
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chapter 6). The averaged flow quantities are denoted as follows:

⟨q̂⟩ =

r̂o∫̂
ri

q̂ 2πr̂ dr̂

r̂o∫̂
ri

2πr̂ dr̂

=
1
Â

r̂o∫
r̂i

q̂ 2πr̂ dr̂ . (4.53)

The conservation equations reduce to:

d
dx̂
(
⟨ρ̂û⟩ Â

)
= 0 , (4.54)

d
dx̂

(〈
ρ̂(û)2

〉
Â
)
= − 1

Π
Â

dp̂
dx̂

+ F̂o − F̂i , (4.55)

d
dx̂

(〈
ρ̂ûĥt

〉
Â
)
= Q̂o − Q̂i , (4.56)

taking into account the uniform static pressure along r̂ at leading order,
and where the momentum and energy exchange terms were introduced:

F̂o,i =
1

ε2Re
2πr̂o,i µ̂eff,o,i

∂û
∂r̂

∣∣∣∣
o,i

, (4.57)

Q̂o,i =
1

ε2Re
2πr̂o,i

(
1
Pr

k̂eff,o,i
∂T̂
∂r̂

∣∣∣∣
o,i
+ ûo,iµ̂eff,o,i

∂û
∂r̂

∣∣∣∣
o,i

)
. (4.58)

The terms F̂o, i and Q̂o, i represent friction, heat transfer, and mechanical
work. They vanish at the centerline by axisymmetry; at the wall, only fric-
tion remains owing to the assumption of adiabatic walls and the no-slip
condition.

For the single-stream configuration (chapter 5, figure 1.4b), integra-
tion over the full cross-section leaves only wall friction and no energy ex-
change. In the double-stream configurations (chapters 6 and 7, figure 1.4c),
all exchange terms are in principle present at the internal interface. En-
ergy exchange is nevertheless neglected, as inlet total temperatures are
identical in the considered RANS dataset (section 2.4) and the associated
contributions through Qi are two orders of magnitude smaller than the
cross-sectional gradient and force terms. This is consistent with the LES re-
sults of [8], which show only a short, localised exchange of total enthalpy
in the converging section of the mixing pipe. The net effect is further
reduced by compensation between kinetic-energy transfer and opposite
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heat transfer due to the low temperature of the expanded primary stream
(cf. (4.32)). Accordingly, Qi = 0 is assumed, implying uniform total tem-
perature from (4.35). Energy-exchange closures for unequal inlet total tem-
peratures are left for future work.

The ODEs (4.54) are not yet suitable for 1D modelling, as they involve
averaging operators acting on multiple variables and exchange terms de-
fined through radial derivatives. Closure relations based on averaged flow
quantities are therefore introduced in the following chapters for the specific
models. Equations expressed in terms of separately averaged variables are
obtained by prescribing parametrised radial profiles. In this work, these
profiles are assumed piece-wise uniform (and thus uniform in the single-
stream configuration), thereby avoiding the introduction of shape factors
accounting for nonlinear interactions within the averaging operator, such
as the parameters α and β proposed by Grazzini et al. [15]:

⟨ρ̂û⟩ = ⟨ρ̂⟩ ⟨û⟩ , β =

〈
(û)2〉
⟨û⟩2 , and α =

〈
(û)3〉
⟨û⟩3 , (4.59)

leading to the following equations:

d ˆ̇m
dx̂

= 0 , (4.60)

ˆ̇m
d

dx̂

(
α ⟨û⟩

)
= − 1

Π
Â

dp̂
dx̂

+ F̂o − F̂i , (4.61)

ˆ̇m
d

dx̂

(
1
2

β ⟨û⟩2 +
〈

T̂
〉 )

= Q̂o − Q̂i , (4.62)

where ˆ̇m = ⟨ρ̂⟩ ⟨û⟩ Â is the non-dimensional mass flow rate. Piece-wise
uniform profiles imply α = β = 1 for both the single- and double-stream
configurations presented in the following chapters.

Final dimensional equations

The one-dimensional models in the following chapters have been constructed
with dimensional equations. Omitting the explicit averaging operators and
returning to dimensional quantities, the unsteady, quasi-1D conservation
equations read:

A
∂

∂t
(ρ) +

∂

∂x
(ρAu) = 0 , (4.63)
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A
∂

∂t
(ρu) +

∂

∂x
(ρAu2) = −A

∂p
∂x

+ F , (4.64)

A
∂

∂t
(ρet) +

∂

∂x
(ρAuht) = Q , (4.65)

where F and Q collect all forces and energy exchanges at the boundaries
of the domain. The equations above can be applied over the entire cross-
section of the mixing pipe as in chapter 5, or over the separate streams as
in chapters 6 and 7. In the latter case, the temporal derivatives are not
considered since the developed model is based on the dividing streamline
between both streams, which can only be defined in steady state. More
details are presented in the derivation of the corresponding equations in
chapter 6. In steady state, The conservation equations above can be con-
verted to explicit ODEs for any flow variable [57]. The equation for the
static pressure reads as follows:

1
p

dp
dx

=
γMa2

1 − Ma2
1
A

dA
dx

+
1 + (γ − 1)Ma2

1 − Ma2
F

Ap
− γMa2

1 − Ma2
Q

ρAucpT
, (4.66)

having introduced the ratio of specific heats γ and the Mach numbers Ma:

Ma = u/a , and a =
√

γRgasT , (4.67)

where Rgas denotes the specific gas constant. Notably, the equation (4.66)
becomes singular at the sonic point Ma = 1. This observation is crucial,
since the equation above is the first point in the derivation from the full
RANS equations where choking naturally appears. The series of simpli-
fications above has preserved a formal description of choking and has al-
lowed to discern it from other flow phenomena at play in ejectors, for ex-
ample shock trains and turbulent mixing. The one-dimensional descrip-
tion of choking is discussed in more details in chapters 6 and 7. The sin-
gularity at the sonic point is paired with a compatibility constraint on the
geometry and the exchange terms, which appears by transferring the com-
mon denominator 1 − Ma2 to the left hand side and considering Ma = 1:

γMa2 1
A

dA
dx

+
[
1 + (γ − 1)Ma2

] F
Ap

− γMa2 Q
ρAucpT

= 0 . (4.68)

The sum of these terms should equal zero to obtain a finite (and physical)
pressure gradient. Choking is discussed in further details in chapters 6
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and 7. The following equations for the stagnation pressure and stagnation
temperature close the system, since three variables suffice to define the full
state:

1
pt

dpt

dx
=

F
Ap

− γMa2

2
(

1 + γ−1
2 Ma2

) Q
ρAucpT

, (4.69)

1
Tt

dTt

dx
=

1

1 + γ−1
2 Ma2

Q
ρAucpT

, (4.70)

These equations never become singular and are further particularly prac-
tical since the stagnation conditions are typical boundary conditions at the
inlets (see chapter 1). A comprehensive list of the explicit ODEs for all
relevant quantities is presented in appendix A (in line with chapter 8 of
Shapiro [57]).
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5
Single stream

one-dimensional model

5.1 Introduction

The model developed in this chapter is based on the single-stream frame-
work introduced in chapter 1 (see figure 1.4b). In this formulation, the flow
variables in the mixing section are averaged across the entire cross-section,
and the ejector is represented as a pipeline network with two inlets and
one outlet. The governing equations consist of integral conservation laws
in both space and time, following classic unsteady pipeline-network for-
mulations [90–92]. The domains are coupled by a junction model inspired
by Lang and Mindt [92].

Several ejector applications involve inherently unsteady operating con-
ditions. Examples include pulsed solar refrigeration [93], pulsed thrust
augmentation [94–98], pulsed mixing for combustion or compactness [99,
100], and pulse detonation engines [101]. The characteristic time scales
in these systems range from a few seconds down to milliseconds, giv-
ing rise either to sequences of quasi-steady states or to traveling pressure
waves [99, 100, 102, 103]. These disturbances primarily propagate in the
streamwise direction, owing to the slender geometry of ejectors, and their
dynamics are analogous to those studied in pipeline networks [90–92].
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Against this backdrop, the single-stream formulation provides a com-
pact yet flexible description of ejector operation that extends naturally to
unsteady conditions. It allows the imposition of time-varying boundary
inputs, such as sudden pressure rises or valve closures, and can track the
resulting pressure waves and flow reversals. In this way, the model pre-
serves the low computational cost of reduced-order methods while avoid-
ing the quasi-steady assumptions of earlier approaches.

We first validate the model against steady experimental data for en-
trainment ratios from Besagni et al. [12] and Mazzelli et al. [13]. We then use
the 1D framework to investigate the choking mechanism predicted by the
integral formulation, and finally benchmark the model against 2D RANS
simulations under both steady and transient conditions.

The chapter is structured as follows: section 5.2 introduces the model
derivation. Section 5.3 details the numerical implementation, while sec-
tion 5.4 outlines calibration procedures based on local and global quanti-
ties. Section 5.5 reviews the CFD setup. Section 5.6 presents experimental
and numerical validation, and section 5.7 concludes with key findings and
future directions. These sections are largely based on the journal paper in
which the model has been presented [104].

5.2 Definition

In what follows, we assume that the operating fluid is an ideal gas and the
flow is adiabatic. We restrict our model to conditions at which the primary
flow is choked and the two streams are parallel when entering the mixing
region. We then picture the ejector as a pipeline network consisting of two
inlets (for the primary and the secondary flows) and one outlet. Each of
these pipes is modeled as a 1D domain, as shown in Figure 5.1.

Naturally, the physics of the mixing process in a supersonic ejector dif-
fer significantly from that occurring in the junction of a pipe network. Nev-
ertheless, considering that we focus on integral quantities and not on the
detailed flow field, this is not a limit. On the contrary, the results in this
work show that the approximation is appropriate.

We denote the stream-wise coordinate as x in the three domains. Within
each of these, we describe the flow using the quasi-1D Euler equations
developed in chapter 4, considering the cross-sectional area variation A(x),
adiabatic walls and friction losses:
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Fig. 5.1 Definitions of ‘initial’ and ‘star’ states in the 1D ejector model
pictured as three 1D domains joined through a junction model.

∂t

 ρ

ρu
ρet

+ ∂x

 ρu
ρu2 + p

ρuht

 = −∂x A
A

 ρu
ρu2

ρuht

− 1
2

f
lw
A

 0
ρ |u| u

0


where ρ is the density, u the (average) velocity, et = CV T + 0.5u2 the total
specific internal energy, p the pressure, ht = et + p/ρ the total specific
enthalpy, f a friction factor, lw is the cross-section’s perimeter and A is the
cross-section’s area.

These equations are typically used in nozzle flows [105]. All variables
depend on the stream-wise coordinate x, except for the friction factor f
which is computed with a correlation inspired by Blasius’ formula [106]:

f = c (ReD)
−0.25 , (5.1)

with the Reynolds number ReD based on the local hydraulic diameter. The
value for c is 0.0791 for turbulent flow in smooth pipes, but in this work this
coefficient is considered as a model parameter that needs to be calibrated
(see chapter 3). We allow this coefficient to differ between the primary,
secondary and mixing sections and use the subscripts p, s, m respectively
(thus we have cp, cs and cm). This allows for tuning the losses in each line
separately, hence accounting for different local losses such as, e.g., bends
or valves. Although the current model can not localize these losses, this
term allows to distribute their impact over the whole domain.

The quasi 1-D equation can be more concisely written in terms of state
vector U = [ρ, ρu, ρet]T and appropriate flux function F (U ) and source
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function S(U ):

∂tU + ∂xF (U ) = S (U ) . (5.2)

All the relevant variables can be computed from the state vector.

(a) Normal operation (b) Secondary backflow

Fig. 5.2 Schematic of wave structures at the junction in normal (top) and
backflow (bottom) operation with a supersonic primary flow and subsonic
secondary and mixed flow. Solid lines represent pressure waves, dashed
lines represent contact lines. The secondary and mixing boundary lie in-
side a star region.

The solution of (5.2) is coupled with a mixing model inspired by the
junction model by Lang and Mindt [92]. This treats the junction as a gen-
eralized Riemann problem, which reduces to the classic shock tube prob-
lem [107] if two pipes are considered. The extension to an arbitrary num-
ber of pipes is carried out by imposing a pressure wave in each pipe and
a contact discontinuity in the outlet pipes. Figure 5.2a illustrates the wave
structure in the normal operating conditions of an ejector: the character-
istic lines of the primary supersonic flow are directed downstream; the
subsonic secondary and mixed flow admit one characteristic line directed
upstream. Figure 5.2b shows the same schematic in the case of backflow in
the secondary inlet.

The definition of the (time dependent) boundary conditions for the
three domains is computed by solving a Riemann problem for each pipe.
These are characterized by ‘star’ states U ∗

i linked to the initial states Ūi by
the Rankine-Hugoniot relations [107]. In both cases, we have i = p, s, m.

Following [92], the jump relations are
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u∗ (p∗, Ū ) =ū − (p∗ − p̄)

√
1 − µ2

ρ̄ (p∗ + µ2 p̄)
(5.3)

ρ̄∗ (p∗, Ū ) =ρ̄

(
p∗ + µ2 p̄
µ2 p∗ + p̄

)
(5.4)

in case of a compression, i.e. p∗ > p̄, and

u∗ (p∗, Ū ) =ū − 2ā
γ − 1

( p∗

p̄

) γ−1
2γ

− 1

 (5.5)

ρ̄∗ (p∗, Ū ) =ρ̄

(
p∗

p̄

) 1
γ

(5.6)

in case of an expansion, i.e. p∗ < p̄. In these relations, µ = (γ− 1)/(γ+ 1).
A contact discontinuity splits the star region of the outlet pipes (cf. figure
5.2) into left (U ∗

L ) and right (U ∗
R) states. These have equal velocity and

pressure but differ in the density by an (unknown) jump ∆ρ, i.e. ρ∗L =

ρ∗R + ∆ρ.
These conditions must be combined with coupling conditions ensuring

conservation of mass, momentum and energy. To simplify the problem, the
formulation in [92] assumes equal total enthalpy for all inlets and outlets.
In this work, we release this assumption and consider the complete balance
equations. In normal operating conditions, these read

0 = ṁp + ṁs + ṁm (5.7)

0 = ηm
(
ṁpup + Ap pp + ṁsus + As ps

)
− ṁmum − Am pm (5.8)

0 = ṁpht,p + ṁsht,s + ṁmht,m (5.9)

where all variables refer to ‘star’ conditions but the stars are omitted for
conciseness. In the momentum balance, the mixing efficiency ηm has been
introduced to account for momentum losses due to, e.g., force exchanges
with solid walls. In case of backflow, the energy equation is simplified as
ht,p = ht,s = ht,m since the junction is supplied by one single line.

The lack of an unsteady term in the conservation of mass implies that
the mixing is inertia-less and no mass accumulation occurs in the junction.
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Moreover, variables in the outlet pipe are to be interpreted as ‘averaged’
quantities, not implying the complete mixing between the two streams.
Finally, the momentum equation focuses on the stream-wise coordinate
because of the parallel streams assumption while the total enthalpy con-
servation stems from the adiabatic assumption.

5.3 Numerical methods

5.3.1 0D initialisation

The 1D model described in the previous section can be easily reduced to a
0D model in steady and frictionless conditions. In this case, the flow field is
fully determined by the coupling equations and the boundary conditions.
The 1D steady Euler equations in each pipe ensure the conservation of to-
tal pressure and total enthalpy. Moreover, in steady conditions, the Mach
number can be computed in the whole domain using the classic area-Mach
relation [105] if it is known in only one section:

(
A1

A2

)2
=

Ma2
2

Ma2
1


(

1 + γ−1
2 Ma2

1

)
(

1 + γ−1
2 Ma2

2

)


γ+1
γ−1

(5.10)

where the indices 1, 2 indicate two arbitrary cross-sections between which
the flow is isentropic.

The resulting 0D model allows for initializing the 1D (unsteady) com-
putations with a solution that respects the junction conditions, hence avoid-
ing numerical instabilities and speeding up convergence to steady state
conditions.

All variables related to the primary flow can be easily computed from
the choked throat using equation (5.10) and the inlet conditions. The com-
putation in the other domains depends on the operating conditions of the
ejector.

For a given ejector (A =
[
Ap, As, Am

]T) and operating conditions (c =[
pt,p, Tt,p, pt,s, Tt,s, pb

]T), the identification of the operating regime can be
carried out given the critical point (at back pressure p∗b ) and the breakdown
point (at back pressure p0

b). Therefore, these conditions are calculated first.
The critical operating point is characterized by the maximum pressure

for which the mixing pipe is choked. This choking is to be interpreted in the
compound choking formalism (see chapter 6). Therefore, the Mach num-
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ber Mam(x) can be calculated in the same way as for the primary nozzle.
In the critical point, the flow reaches Mam(x) = 1 in the mixing pipe and is
subsonic in the diffuser. The associated secondary Mach number Mas can
be found with an iterative procedure, as the solution of an equation of the
kind R(Mas) = 0. For given Mas and stagnation states at the secondary
inlet, one can compute all flow variables related to the secondary flow at
the junction. Conservation of mass (5.7) and energy (5.9) then provide ṁm
and ht,m since both inlet states are now known. Then, these variables can
be introduced in the momentum equation (5.8): the function R(Mas) is the
residual in this equation. It is worth noting that the mixing efficiency ηm
influences the solution of the 0D model.

The breakdown point is characterized by no secondary flow, so the sec-
ondary pipe has zero velocity and uniform total pressure and total temper-
ature. The mass flow rate and total enthalpy are identical in the primary
and mixing pipes, leaving the Mach number Mam as the only unknown.
This is found with a similar iterative procedure as for the critical point,
leading to the breakdown pressure p0

b.
Given p∗b and p0

b, the computation of the remaining variables depends
on the operating regime and is described in what follows.

Critical regime: pb < p∗b
In the critical regime, the flow is choked but the static pressure is lower
than the one in isentropic conditions. Consequently, the flow is supersonic
in the diffuser and expands further: shocks must occur in the diffuser to
let the pressure reach the prescribed back pressure. These appear as a se-
quence of oblique shocks in a real ejector [9], but the proposed 1D formu-
lation pictures them as a single normal shock. This is a classic assumption
in the LPM of ejectors [30, 32, 46].

In these conditions, all variables of interest depend on the position of
this fictitious normal shock. We herein denote as xsh its distance from the
diffuser inlet. For a given xsh, the geometry of the diffuser prescribes the
cross-sectional area Ash at which this occurs, while the area-Mach equation
(5.10) prescribes the Mach number Maup upstream of the shock. The nor-
mal shock equations then provide the Mach number Madown and pressure
pdown downstream of the shock:

Ma2
down =

1 + γ−1
2 Ma2

up

γMa2
up − γ−1

2

(5.11)
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pdown
pup

= 1 +
2γ

γ + 1

(
Ma2

up − 1
)

. (5.12)

Downstream the shock, the subsonic flow decelerates isentropically to
a Mach number Mab at the diffuser exit (cf. equation 5.10). The static pres-
sure pb follows from the conservation of total pressure after the shock. One
can thus iterate on xsh until the resulting back pressure is equal to the im-
posed one.

Sub-critical regime: p∗b < pb < p0
b

In the sub-critical regime the flow is subsonic in both the secondary and the
mixing pipes. Therefore, on must iterate on both Mach numbers Mas and
Mam. These are identified by ensuring the compliance with the momentum
equation and the matching with the back pressure.

Backflow regime: p0
b < pb

In this work, we restrict the modeling to the backflow in the secondary
pipe (cf. the characteristic lines in figure 5.2). In principle, the flow can re-
verse in any section at sufficiently high back pressure, but this might con-
flict with the assumption of choked primary flow. The (unknown) Mach
numbers Mas and Mam are below unity, so they are iterated upon as in the
normal sub-critical regime. The reversed secondary flow has two conse-
quences on the calculation procedure: (1) the energy conservation equation
in the junction changes to equality of total enthalpy in all pipes (cf. section
5.2) and (2) the stagnation pressure pt,s at the inlet is now the static dis-
charge pressure of the reversed secondary flow. The mass flow rate ṁs can
be calculated from the guessed Mach number Mas, the total temperature
Tt,s = Tt,p and the static discharge pressure pt,s with gas dynamic relations.
The remaining calculation is similar to the sub-critical regime: the conser-
vation of mass provides ṁm, which allows calculating the residual on the
momentum equation, and the static back pressure from the guessed Mach
number Mam and the known total temperature Tt,m = Tt,p.

5.3.2 Unsteady computations

In the numerical implementation of the model, every time step requires
the solution of equations (5.3)-(5.9) for the unknown p∗s , p∗m and ∆ρm. An
additional jump in density ∆ρs for the secondary line appears in the case of
backflow, bringing the total number of unknowns to 4. In these conditions,
we simplify the energy conservation equation by imposing more restric-
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tive equality of total enthalpy as in [92]. The resulting star states U∗ are
then provided as boundary conditions to advance the numerical integra-
tion of (5.2). This system of equations is solved using a classic finite vol-
ume approach. The source term is treated explicitly and the time marching
is carried out with a first order Euler scheme (cf. chapter 15 of [107]):

U n+1
i = U n

i − ∆t
∆x

(
F n

i+ 1
2
− F n

i− 1
2

)
+ ∆tSn

i , (5.13)

where the subscript i denotes the cell index in space and n denotes the
index in time. The fluxes are calculated with a first order Roe scheme:

Fi+ 1
2
=

1
2
(Fi + Fi+1)−

1
2

3

∑
k=1

α̃k
∣∣λ̃k
∣∣ K̃k , (5.14)

where α̃k denotes the wave strength and λ̃k and K̃k denote the eigenvalues
and eigenvectors of the system. The interested reader is referred to chapter
11 of [107] for more details. Boundary conditions are handled with ghost
cells as proposed in chapter 7 of [108] (cf. figure 5.1). The boundary fluxes
can thus be calculated with the internal scheme, which requires the states
at both sides of the interface.

The junction model only provides boundary conditions and does not
impose any requirements on the numerical scheme. The first order Roe
scheme was chosen in this work for its low diffusion and its relative sim-
plicity.

5.4 Calibration

The current model can be tuned with 4 coefficients (cf. section 5.2) which
we group into a single vector for conciseness: w =

[
ηm, cp, cs, cm

]T . These
coefficients must be adjusted to match the model prediction with experi-
mental or numerical data. Depending on the available data, the calibration
might be based on global quantities (e.g. the entrainment ratio) or locally
averaged quantities (e.g. the downstream evolution of the momentum).

To the authors’ knowledge, no experimental data is available in the lit-
erature concerning locally averaged quantities. Most of the available ex-
perimental works provide data on entrainment ratio ϕ as a function of var-
ious operating conditions, while only a few authors give both mass flow
rates. On the other hand, 2D or 3D simulations can easily provide data for
the local validation of the proposed model.
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Regardless of the approach, the calibration procedure is a regression
problem in which a cost function J(w) must be minimized. In a global
approach, this cost function might take the form

J (w) =

∑
np
j=1

(
ṁp,j − ṁd

p,j

)2
+
(

ṁs,j − ṁd
s,j

)2
if available

∑
np
j=1

(
ϕj − ϕd

j

)2
otherwise

(5.15)

where np is the number of available data points, the superscript d refers to
available data and the j-th prediction is provided by the model at all the
conditions at which the data was measured:

ṁp,j, ṁs,j = f
(
Aj, cj; w

)
. (5.16)

Likewise, in a local approach the cost function could be

J (w) = ∑
i=p,s,m

nt

∑
n=1

(
α1

∣∣∣∣∣∣ṁi,n − ṁd
i,n

∣∣∣∣∣∣2
2
+ α2

∣∣∣∣∣∣Mi,n −Md
i,n

∣∣∣∣∣∣2
2

+ α3

∣∣∣∣∣∣(ṁht)i,n − (ṁht)
d
i,n

∣∣∣∣∣∣2
2

)
(5.17)

where || • ||2 denotes the l2 norm of a vector, the coefficients α1, α2, α3 can be
used to define different weights and the variables ṁi,n, Mi,n and (ṁht)i,n
denote the vectors of mass, momentum and enthalpy flow rates in all cells
of domain i at time step n. These quantities are defined by integrating over
the cross stream section as follows

ṁ(x) =
∫

A
ρudA (5.18)

M(x) =
∫

A
(ρu2 + p)dA (5.19)

ṁht(x) =
∫

A
ρuhtdA (5.20)

Of course many other cost functionals can be defined and one might not
necessarily restrict to single objective optimization. Similarly, one might
set up the closure problem in terms of more complex friction losses (e.g.
nonuniform friction coefficients or closure parameters depending on the
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operating conditions) but none of these extensions fall within the scope of
this work.

In both global and local calibrations, the minimization of the cost func-
tions was carried out using a the L-BFGS-B algorithm [109], as implemented
in the Python package SCIPY, with the following bounds for the closure pa-
rameters: cp, cs, cm ∈ [0, 0.5] and ηm ∈ [0.85, 1.05]. It is worth noting that a
value ηm > 1 can occur if Am > Ap + As due to, e.g., the finite thickness of
the surfaces separating the primary from the secondary flows.

5.5 2D CFD benchmark

2D URANS computations were performed in both steady and unsteady
conditions, to benchmark the proposed 1D model. The ejector geometry
and the computational domain is adapted from Lamberts et al. [16] and is
shown in figure 5.3. The mesh is mostly structured, except near the exit
of the primary nozzle. It is resolving the boundary layer with y+ < 1.
The simulations were carried out with the settings from section 2.2.1. The
numerical values of the pressures and temperatures imposed at the bound-
aries are reported in section 5.6. For all simulations, the mixing length for
computing the turbulence dissipation ω and the turbulence intensity are
the same as in Lamberts [16], that is lmix = 0.0044 m and TI = 5 %. The
wave transmissive condition is used with a relaxation length scale of 10−4

m. The mesh is resolving the boundary layer with y+ < 1.

Fig. 5.3 Geometry and mesh used in the axisymmetric RANS simulations
to verify the unsteady 1D model. The geometry is planar and has a width
of 48.8 mm. The 2D mesh is mostly structured and contains 338164 cells. A
symmetry boundary condition is imposed on the bottom plane.
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5.6 Results

The model is validated globally against experimental data from Mazzelli
[13] and Besagni [12] in section 5.6.1. The results from this 0D validation
are further analyzed to reveal the choking mechanism according to the pro-
posed model in section 5.6.2. Sections 5.6.3 and 5.6.4 report on the bench-
marking in steady and transient conditions.

5.6.1 Global validation

We begin with the model calibration and testing using the experimental
data by Mazzelli et al. [13] concerning a planar and supersonic ejector. The
dimensions of the key sections are reported in Table 5.1; the reader is re-
ferred to the original publication for more details.

domain inlet outlet length
primary 110.25 8.00 422

secondary 2 × 62.14 2 × 12.72 430
mixing 27.06 130.14 1019

Table 5.1 Height and length of the inlet and outlet sections for the exper-
iments reported by Mazzelli [13]. The geometry is planar with a uniform
depth of 48.8 mm. The primary throat is 5.98 mm high. The secondary sec-
tion is counted twice to account for both inlets. All dimensions are in mm.

The experiments were conducted keeping the secondary port open to
the atmosphere and inlet pressure for the primary nozzle varying in the
range 2-5 bar. The back pressure varies to cover a primary-to-back pressure
ratio pb/pt,p in the range 0.3 − 0.7. Figure 5.4 compares experimental data
and model for various pressures in the primary flow. The global calibration
(see chapter 3) was carried out including the entire data set (that is the four
operating curves) and the resulting coefficients are ηm = 0.85, cp = 0,
cs = 0.5 and cm = 0.

The large friction factor in the secondary inlet indicates high losses in
the secondary flow. This is in line with the comparatively low isentropic
efficiency (ηs = 0.75, versus ηp = 0.977 in the primary) used by Metsue
et al. [46] in the calibration of their model in the same data. The different
losses in the two lines might be justified by the fact that the experimental
set-up features a 90-degree bend downstream of the secondary pressure
measurement.
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Fig. 5.4 Comparison of experimental data (in [13], Fig. 4) with the
converged unsteady solver for different primary pressures. The different
curves are obtained keeping the same pressure in the primary nozzle. Stars
are used for the experimental data and circular markers for the model pre-
diction. The model calibration yields ηm = 0.85, cp = 0, cs = 0.50 and
cm = 0 (cf. section 5.2 and chapter 3).

After calibration, the matching with experimental data is satisfactory.
Better matching could be obtained by independently repeating the calibra-
tion for each operating curve. This allows for different coefficients for each
operating curve and the derivation of a link between coefficients and oper-
ating conditions. This extension of the model calibration will be addressed
in a future contribution.

As a second test case, we consider the experimental data by Besagni
et al. [12] on a planar and sonic ejector. The relevant geometrical parame-
ters are collected in Table 5.3. The comparison between model and exper-
imental data on the four available points is summarized in Table 5.3. The
relative errors are below 6 % with the model coefficients set to ηm = 1,
cp = cs = cm = 0.

The higher mixing efficiency in this test case might be due to a better
design of the mixing area and the different locations chosen to define the
mixing section. This was taken at the start of the constant area section in the
geometry by Mazzelli et al. [13] and right after the primary nozzle exit for
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the geometry by Besagni et al. [12]. The much larger hydraulic diameters
in all sections of the ejector could also justify the negligible friction losses
in the geometry by Besagni et al. [12].

domain inlet outlet length
primary 21.7 3.1 75.0

secondary 44.5 44.5 75.0
mixing 47.6 47.6 304.8

Table 5.2 Height and length of the inlet and outlet sections for the exper-
iments reported by Besagni [12]. The geometry is planar with a width of
203.2 mm. The primary throat is convergent, hence its area corresponds to
the outlet section. All dimensions are in mm.

pp ps Tp Ts pm ϕexp ϕmod error
[bar] [bar] [K] [K] [bar] [-] [-] [%]
2.47 1.02 361 304 0.997 3.91 3.87 1.1
2.47 1.02 359 302 0.981 4.17 4.11 1.4
2.46 1.02 358 306 0.927 4.66 4.69 0.7
2.46 1.01 367 304 0.927 5.01 4.73 5.5

Table 5.3 Operating conditions and experimental and numerical entrain-
ment ratio on the sonic ejector by Besagni et al. [12]. The mixing efficiency
and the friction factors were calibrated as constants on all four points:
ηm = 1, cp = 0, cs = 0 and cm = 0.

5.6.2 A note on the choking mechanism

We now consider the operating points at pt,p = 3 bar from the dataset by
Mazzelli et al. [13] (see Figure 5.4) and we analyze the 1D distribution of
the (local) Mach number for all the available back pressures. The results are
shown in Figure 5.5 for the primary, the secondary and the mixing lines,
together with the corresponding area distributions. These were obtained
by a quadratic fit of the originally piece-wise linear contours to avoid dif-
ferentiability problems.

Since the primary flow is choked, the local Mach distribution is inde-
pendent of the back pressure and reaches M = 1.61 as expected by the
isentropic condition (given that cp = 0). The range of back pressures cov-
ers the entire set of regimes. At pb = 1.5 bar, the model is in the back-flow
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regime, and the Mach number is slightly negative in the secondary line. As
visible from figure 5.4, this is due to a slight miss-match between the model
and the experimental data. The assumption of constant cs = 0.5 over the
entire range of investigated conditions is too restrictive for this operating
point, which is close to the break-down point (hence no secondary flow).
Nevertheless, the matching in all other conditions is excellent, and Figure
5.5 shows that the secondary flow is far from being choked even when the
ejector reaches the critical regime and the mixed flow is choked. This is
the essence of the compound choking theory: the mixture of two streams
of compressible flows can choke in a channel even if one of the two is sub-
sonic. This mechanism was recently proposed by Lamberts et al [19] and
explicitly embedded in a 0D model by Metsue et al. [46].

Finally, the flow reaches supersonic conditions in the mixing line for
the cases with back pressure of 1.1 bar and 1.2 bar. As also described in the
model by Banasiak and Hafner [37], this results in an initial expansion in
the diffuser (in this case, starting at x/L = 0.2), followed by a normal shock
to match the back pressure. The shock moves downstream as the back
pressure decreases further. It is worth stressing that this normal shock is
a common modeling simplification of the actual pattern of oblique shocks
encountered in a supersonic ejector [9,10], and the present model naturally
adjusts its location and strength.

5.6.3 Steady state benchmark

We compare the performances of the proposed 1D model with the 2D CFD
simulations in one of the operating points in the experiments by Mazzelli
[13]. The use of a 2D formulation (see section 5.5) for the selected geome-
try is questionable because it does not allow for capturing important 3D
effects (e.g. friction on the side walls). This results in over prediction
of the secondary flow and an erroneous computation of the critical point
(see Figure 9 in [13]). Nevertheless, our interest in this benchmark was
to compare the prediction of stream-wise evolution of important variables
such as mass, momentum and energy fluxes with the prediction from CFD.
The proposed 1D model can easily compensate for the difference with re-
spect to the experiments by tuning the model coefficients (as proven by the
global validation in section 5.6.1).

We thus consider an operating condition with pt,p = 5.00 bar, pt,s =

0.974 bar, pb = 1.20 bar and Tt,p = Tt,s = 300 K This is taken from Table
A.1 in [13] and corresponds to an on-design condition with large pt,p/pb
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(a) Secondary line

(b) Mixing line

Fig. 5.5 Mach number in the secondary inlet and in the mixing pipe for
different back pressures, as in figure 5.4 (pt,p = 3 bar). The primary nozzle
is choked and therefore not shown. In the critical regime, the secondary
flow is subsonic, while a shock is formed in the diffuser.

ratio. Strong shocks are thus expected in the diffuser, as confirmed by the
CFD investigation in [13].

Figure 5.6 shows a contour of the Mach number obtained in our CFD
simulation, together with a comparison of the 1D distribution of mass flow
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Fig. 5.6 Local Mach number from the steady CFD simulation (top) and
the comparison of the mass, momentum and energy flow rates with the
1D model (bottom). The 2D simulation reveals expansion waves in the
mixing duct (Z1) and a strong shock train in the diffuser (Z2). The coupling
equations (5.7)-(5.9) impose the conservation of the shown quantities at
the junction (x = 0). The computational domain has been mirrored for
visualisation purposes.

rates, momentum and total enthalpy flow rates according to the proposed
1D model.

The well-known oblique shock pattern appears at the nozzle exit (zoom
region Z1) and at the diffuser’s inlet (zoom region Z2). These are strong
enough to trigger boundary layer separation (also reported in [9] in sim-
ilar conditions). The proposed model naturally places vertical shocks in
these locations, and the comparison in the integral quantities is in excel-
lent agreement. The model calibration was here carried out locally (see
chapter 3) on the CFD data and yields ηm = 1.04, cp = 0.062, cs = 0.391
and cm = 0.148.
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Finally, it is worth stressing that the integral quantities in the mixing
line are to be considered as ‘compound’ averages. The thermodynamic
state of the mixture is defined regardless of whether the two streams have
actually mixed (as opposed to the 1D models in [37,41]). While the integra-
tion/averaging of CFD results works well for extensive quantities such as
the illustrated mass, momentum and energy rates, no similar averaging is
naturally possible for intensive quantities such as pressure or Mach num-
bers. While the link between the local intensive quantities and the com-
pound averages in the proposed 1D model is out of the scope of this work,
the accuracy in the prediction of valuable integral quantities is proven.

5.6.4 Transient benchmark

We here consider the transient between two operating conditions for the
same ejector as in the previous section. The initial operating point is the
previously investigated one (pt,p = 5.00 bar, pt,s = 0.974 bar, pb = 1.20 and
Tt,p = Tt,s = 300 K) while the final one is obtained by suddenly increasing
the back pressure to pb = 1.8 bar while keeping everything else equal. The
previous section’s solution serves as the initial condition for both the CFD
and 1D models.

Figure 5.7 shows the static pressure contours from the 2D CFD sim-
ulation at six time steps, together with the mass flow rate predictions in
both the CFD and the 1D model. The sudden increase in the back pres-
sure triggers a strong pressure wave travelling upstream. In the 1D model,
this takes the form of a normal shock while in the 2D CFD this has a curved
wavefront. This is primarily due to the lower velocity near the walls. Inter-
estingly, the velocity in the 1D model is close to the average wave velocity,
and the dynamic of the back-ward travelling wave is well captured (see
snapshot 5.7b at time t = 1ms). This result is remarkable if one considers
the compound averaging mechanism underpinning the definition of the
mixture flow quantities in the 1D model: the wave propagation speed de-
pends on the local ‘global’ Mach number, whose interpretation is obscure
as the two streams are not completely mixed.

When the pressure wave reaches the junction, the coupling conditions
require a change in the secondary flow but not in the primary one, which
is assumed to be choked. Figure 5.7d shows that the 1D model correctly
captures the wave passage while, at the same time, the flow in the mixing
pipe recovers from the sudden change and returns positive. The wave
then reflects at the constant total pressure inlet and re-enters the domain as
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a much faster upstream travelling wave (cf. Figure 5.7e at time 7ms). This
results in several oscillations before the ejector settles into the new steady
state (cf. Figure 5.7e at time 32.4ms).

This test case proves that the proposed model can handle transitions
between operating regimes, correctly describing traveling waves and the
characteristic response time of the ejectors. Furthermore, the numerical
implementation and the junction model proved sufficiently robust to han-
dle sudden variations in the flow variables and flow reversal.

5.7 Conclusion

We have presented a new one-dimensional transient model for ejectors,
formulated through a pipeline-network analogy. The model combines the
unsteady 1D Euler equations with a junction model, enabling the study
of ejector performance at a fraction of the computational cost of CFD. In
the mixing section, the gas dynamics are expressed in terms of compound-
averaged states, describing the streamwise evolution of integral quantities
(such as mean velocity and momentum flux) together with the thermody-
namic conditions of the mixture (pressure, Mach number). This formula-
tion overcomes the traditional quasi-steady assumption.

To the best of the authors’ knowledge, this is the first reduced-order
model capable of simulating transient ejector operation without resort-
ing to CFD. The model has been validated and benchmarked under both
steady and transient conditions. In steady operation, it reproduces en-
trainment ratios with good accuracy across the range of experimental data
available in the literature. In transients, it captures traveling pressure waves
in the mixing and secondary sections, as well as flow reversal triggered by
sudden changes in boundary conditions.

It should also be noted that the averaging operator in the mixing pipe
conceals a complex interplay of flow phenomena. These are resolved in
the models presented in the following two chapters, which assign sepa-
rate numerical domains to the primary and secondary streams. This raises
fundamental questions on how to partition the mixing pipe into parallel
domains, how to model stream interaction, and how to capture choking
effects. Chapter 6 introduces an extension of compound theory with fric-
tional effects and focuses specifically on the mixing section, while chap-
ter 7 presents the complete ejector model, including a detailed analysis of
choking mechanisms and a comparison of model predictions with the ex-
perimental and numerical data of chapter 2.
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(a) t = 0 ms

(b) t = 1.0 ms

(c) t = 2.4 ms

(d) t = 4.4 ms
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(e) t = 7.0 ms

(f) t = 32.4 ms

Fig. 5.7 Sequence of snapshots in the transient test case, showing the
evolution of the pressure field in the CFD simulation together with the
mass flow rates distribution from the CFD and the proposed 1D model. A
sudden increase in back pressure from the steady state in Figure 5.6 creates
a shock wave traveling upstream. This makes the temporarily reverse. The
shock wave is reflected at the secondary inlet, leading to oscillations that
die out in approximately 30 ms, after which the ejector reaches the new
steady state. The 1D model captures the transient in mass flow rate and
smoothly switches between the ejector’s operating modes. The scale of
the static pressure is limited to 2 bar for better visualisation. A similar
match is obtained for the momentum and total enthalpy flow rates (not
shown for conciseness). An animation of these snapshots is included in
the supplementary material of the original publication [104].
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6
Extension of the compound

flow theory

6.1 Introduction

The previous chapter concluded that distinguishing between the primary
and the secondary streams in a one-dimensional model raises fundamen-
tal questions regarding (1) how to partition the mixing pipe into parallel
domains, (2) how to capture choking, and (3) how to model stream interac-
tion. The existing isentropic compound theory [43, 45] provides a practical
framework that addresses the first two of these challenges; an extension
was required here to incorporate friction forces between the streams and at
the wall. This relatively straightforward modification not only improved
predictive accuracy but, more importantly, offered new insights into the
displacement of the sonic section—an effect that had previously remained
only partially understood.

The first clear observation of such a displacement was made by Lam-
berts et al. [19], who reported that compound flows could choke upstream
of the geometrical throat, in contrast to the classic downstream shift of the
sonic section associated with friction. Kracik and Dvorak [26] later demon-
strated numerically that increased wall roughness can produce the same
upstream displacement. While Lamberts et al. [19] attributed the effect to
non-isentropic phenomena, its fundamental cause remained unresolved.
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Both works approached the problem through axisymmetric RANS simula-
tions, but, to the best of the authors’ knowledge, no theoretical analysis of
the sonic section displacement has yet been provided.

The first theoretical treatment of compound flows was proposed by
Pearson et al. [43]. These authors introduced the idea of splitting the do-
main into parallel 1D streams bounded by dividing streamlines and walls.
The position of these streamlines can be identified by solving mass, mo-
mentum and energy conservation in each stream, together with a force
balance at the dividing streamlines. The authors assumed adiabatic and
isentropic conditions for the compound flow. Hence, only a pressure force
is exerted between the streams, and the force balance requires equal static
pressure for the entire cross-section. This formulation leads to a closed sys-
tem of equations linking the evolution of mass, momentum and energy in
each stream to the evolution of the respective cross-sections and stream-
wise pressure distribution. Pearson et al. [43] state that the assumption
of equal pressure is reasonable if the curvature of the streamlines remains
limited.

Through some manipulations of the conservation equations, Bernstein,
Heiser & Hevenor [45] showed that a single equation can be obtained for
the uniform static pressure. Similarly to a single 1D stream (see, for exam-
ple, [57]), this equation is singular with a division of zero by zero if the flow
is choked. The major result of the study by Pearson et al. [43] lies in the fact
that a compound flow can be choked with a combination of subsonic and
supersonic streams. They showed that information cannot travel upstream
in the subsonic streams due to the assumption of uniform static pressure.
The derivation by Bernstein et al. [45] confirms the findings of Pearson et
al. [43] identifying the compound choking from the singularity of the pres-
sure equation. The same compound choking condition was found by Hoge
& Segars [44] by minimising the impulse function defined in chapter 4 of
Shapiro [57]. An alternative approach by Agnone [110] identifies the com-
pound choking from the singularity of the governing equations, written in
a matrix form, while Fage [111] defines it through the so-called ‘elasticity
of the fluid boundary’ between the streams. Bernstein et al. [45] gave the
name ‘compound flow theory’, which we also adopt. These works did not
consider exchanges between the streams; hence, the flow remained isen-
tropic.

Later work investigated the effect of forces on the compound flow. Hoge
& Segars [44] explored the effects of friction between the streams and the
walls, assuming isentropic and adiabatic conditions but without deriving
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an explicit model to account for their impact on the flow. These authors
postulated that the exchange of momentum between the streams would
have a minimal impact on the compound choking mechanism. A more ex-
plicit approach is presented by Clark [35], Papamoschou [36] and Grazz-
ini, Mazzelli & Milazzo [15], who used the correlation proposed by Pa-
pamoschou [112] to compute the shear stress between the streams. The
authors used the resulting compound flow equations with momentum ex-
change in a 1D ejector model but did not investigate the choking mecha-
nism. Earlier work by Otis [113] treats the mixing and choking of a com-
pound flow for constant-area ducts. An important conclusion of that work
is that additional effects such as forces or heat exchange do not affect the
choking condition as derived in the original compound theory. To the best
of the author’s knowledge, a general treatment of compound choking with
momentum exchange in variable area ducts has not yet been proposed in
the literature.

Such an extension is presented in this chapter, specifically by investigat-
ing the effect of friction between the streams and the walls on the choking
mechanism. It is analytically shown that the sonic section moves upstream
or downstream depending on the relative magnitude of the inter-stream
and wall friction. The analysis is similar to ‘generalised 1D flow’ [57,
chapter 8], which describes quasi-1D compressible flow of a single stream
with any combination of area change, friction, heat exchange and/or mass
injection. Similarly, the isentropic compound flow theory, which only in-
cludes area change, is generalised in this work by including momentum
exchanges. Our contribution is both theoretical and numerical: (1) we pro-
pose a simple theoretical model that captures the position of the sonic sec-
tion, and (2) we propose a quasi-third-order approximation of the pressure
gradient in the vicinity of the sonic section to circumvent the numerical
issues near the singular sonic point.

The governing equations are derived in section 6.2 and converted into
an explicit system of Ordinary Differential Equations (ODEs). Section 6.3
goes into more detail on the singularity of the equation for the static pres-
sure at the sonic section. The numerical solution of the model is discussed
in section 6.4. Numerical test cases are presented in section 6.5, to compare
the results with the 1D predictions in section 6.6. Section 6.7 closes the pa-
per with conclusions and perspectives. This chapter is largely based on the
journal paper in which the extension has been presented [64].
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6.2 Model definition

The governing equations are derived in their general form in section 6.2.1.
Section 6.2.2 introduces the treatment of the friction forces in the equation
governing the streamwise pressure gradient. The corresponding choking
mechanism is analysed in section 6.2.3.

6.2.1 Governing equations

Consider an internal flow consisting of two parallel streams (cf. figure
6.1) of the same ideal gas. The theory can be extended to any number
of streams, but this generalisation is left for future work. The streams are
modelled as uniform 1D streams, i.e., in terms of cross-stream averaged
quantities. The main assumption for compound-compressible flows is that
the static pressure is uniform in all cross-sections, hence:

pp(x) = ps(x) = p(x) , (6.1)

where p denotes the static pressure, x is the axial coordinate and the sub-
scripts p and s refer to the primary and secondary stream. The distribution
of the cross-sections Ai(x), with i ∈ [p, s], is initially unknown and should
be calculated. These are subject to a geometrical constraint imposed by the
cross-section of the channel A(x):

∑
i∈[p,s]

Ai(x) = A(x) . (6.2)

The governing equations consist of the conservation of mass, momentum
and energy in each stream. For a steady, quasi-1D flow without energy
exchange, these read as follows (cf. chapter 4):

d
dx

(ρi Aiui) = 0 , (6.3)

d
dx

(ρi Aiu2
i ) = −Ai

dpi
dx

+ Fi , (6.4)

d
dx

(ρi Aiuiht,i) = 0 , (6.5)

where ρ denotes the density, u denotes the axial velocity, Fi is the net force
per unit length exerted on stream i and ht denotes the total enthalpy. The
force Fi accounts for the friction between the streams and at the wall, and
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is defined in section 6.2.2. The equations imply that the streams do not ex-
change mass and that the separating line between the streams is the divid-
ing streamline. Heat exchange is not considered as discussed in chapter 4.
This system of equations can be converted to an explicit system of ODEs for
numerical integration, see also appendix A. The derivation can be found in
classic textbooks; for example in chapter 8 of Shapiro [57]. The equations
in terms of the static pressure p, the total pressure pt and the total temper-
ature Tt read as follows (cf. chapter 4):

1
pi

dpi
dx

=

[
1 + (γ − 1)Ma2

i

1 − Ma2
i

]
Fi

Ai pi
+

[
γMa2

i

1 − Ma2
i

]
1
Ai

dAi
dx

, (6.6)

1
pt,i

dpt,i

dx
=

Fi
Ai pi

, (6.7)

1
Tt,i

dTt,i

dx
= 0 , (6.8)

having introduced the ratio of specific heats γ and the Mach numbers Mai:

Mai = ui/ai , and ai =
√

γRgasTi , (6.9)

where Rgas denotes the specific gas constant. Equations (6.6)-(6.8) do not
form a closed system of equations because the cross-sections Ai(x) are
unknown (as opposed to a single stream where Ai = A). Nonetheless,
their sum should equal the known channel’s cross-section A(x) (6.2). The
derivative dA/dx can be computed from the channel’s profile, so the un-
known terms dAi/dx can be eliminated from the system by summing over
the streams i. The gradient of the cross-section Ai is first isolated from
equation (6.6):

dAi
dx

=

[
Ai

1 − Ma2
i

γMa2
i

]
1
p

dp
dx

−
[

1 + (γ − 1)Ma2
i

γMa2
i

]
Fi
p

, (6.10)

where the index for the pressure is omitted because of (6.1). Note that
(6.10) can be integrated to compute the cross-section of a single stream if
the pressure gradient is known. Summing over the streams i gives:

dA
dx

= ∑
i∈[p,s]

[
Ai

1 − Ma2
i

γMa2
i

]
1
p

dp
dx

− ∑
i∈[p,s]

[
1 + (γ − 1)Ma2

i

γMa2
i

]
Fi
p

. (6.11)
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The pressure gradient is the only remaining unknown, for which an ex-
plicit equation is obtained from (6.11):

1
p

dp
dx

=
1
β

dA
dx

+ ∑
i∈[p,s]

[
1 + (γ − 1)Ma2

i

γMa2
i

]
Fi
p

 , (6.12)

where β denotes the compound choking indicator:

β = ∑
i∈[p,s]

Ai
1 − Ma2

i

γMa2
i

. (6.13)

Bernstein et al. [45] showed that β > 0 corresponds to a compound-
subsonic flow, β = 0 to a compound-sonic flow and β < 0 to a compound-
supersonic flow. As a result, the pressure gradient and the area gradient
of a compound-subsonic flow share the same sign in the absence of forces,
leading to an expansion in a convergent channel and a compression in a
divergent channel. Recently, Metsue et al. [46] extended the compound
choking condition to real gases and showed that the condition β = 0 cor-
responds to the maximal combined mass flow rate.

A convenient variable to identify the compound flow regime is the
so-called equivalent Mach number Maeq, introduced by Hedges and Hill
[114]:

Maeq =

(
γ

β

A
+ 1
)− 1

2
. (6.14)

This equals one for a compound choked flow. Section 6.2.3 analyses
choking in more detail. It is important to note that the forces do not af-
fect β and hence the compound choking criterion, as pointed out by Otis
[113]. Moreover, as shown by Bernstein et al. [45], compound waves can
no longer travel upstream a location x if β(x) ≤ 0, which constitutes the
fundamental principle of choking as in the case of a single stream.

Equations (6.7), (6.8), (6.10) and (6.12) form a closed system for the (uni-
form) static pressure p and the total pressure pt,i, the total temperature Tt,i
and the cross-section Ai in each stream. These variables fully define the
state of the flow and other variables can easily be calculated from them
using classic gas dynamic relations. The explicit nature of the equations
facilitates numerical integration with a shooting method. More details on
the numerical solution are provided in section 6.4.
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Fig. 6.1 The considered axisymmetric nozzle has a contour A(x) and
contains two streams, which have the same total temperature Tt, but can
have a different total pressure pt. They exchange momentum through a
friction force Fps at the dividing streamline and a wall friction force Fw.
The static pressure p is assumed to be uniform in each cross-section. The
solution consists of the streamwise distribution of the flow variables p, pt,p,
pt,s, Tt,p, Tt,s and the individual cross-sections Ap and As.

6.2.2 Model closure

The compound flow is assumed to be axisymmetric, with the primary
stream surrounded by the secondary stream. Planar flows are left as tech-
nical extensions for future studies. Hence, wall friction acts only on the
secondary stream. A friction coefficient fw is defined such that the friction
force per unit length Fw equals:

Fw =
1
2

fwρsu2
s lw =

1
2

fwγpMa2
s lw , (6.15)

where lw denotes the wetted perimeter of the cross-section. In a circular
duct, lw is related to the cross-section A as follows:

lw = 2πrw = 2
√

πA , (6.16)

where r denotes the radius of the total cross-section A. Similarly, the fric-
tion between the streams is defined as in the model of Papamoschou [112]:

Fps =
1
2

fps
ρp + ρs

2
(
up − us

) ∣∣up − us
∣∣ lps , (6.17)

where fps denotes a friction coefficient and lps denotes the perimeter of the
primary stream:

lps = 2πrp = 2
√

πAp . (6.18)

| 111



The friction force between the streams opposes the stream with the
highest velocity and is defined to be positive by (6.17) if up > us. Therefore,
Fps opposes the primary stream, while the secondary stream is entrained
by the inter-stream friction and decelerated by the wall friction:

Fp = −Fps , and Fs = Fps − Fw . (6.19)

Two approaches were used in this work for both coefficients fw and fps
and tested to the RANS simulations in Section 6.6.1.

The first approach was to leverage known correlations for similar flow
configurations. Van Driest’s [115] formula for the local wall friction coeffi-
cient fw under a turbulent boundary layer in a compressible flow gives:

0.242√
fw

√
1 − λ2 arcsin(λ)

λ
=0.41 + log10 ( fwRex) +

log10

(
(1 − λ2)

(
1 − θλ2

1 + θ

))
, (6.20)

where

1 − λ2 =

(
1 +

γ − 1
2

Ma2
s

)−1
, Rex =

ρsusx
µs

, and θ =
S
Ts

, (6.21)

with the dynamic viscosity µ computed with Sutherland’s [63] law, a ref-
erence viscosity µre f of 1.716 10−5 Pa s at Tre f = 273.2 K, and S = 110.4 K.
For the inter-stream friction coefficient fps, Papamoschou’s [112] formula
gives

fps = 0.013
(1 + us/up)(1 +

√
ρs/ρp)

1 + (us/up)
√

ρs/ρp

(
0.25 + 0.75 exp(−3Ma2

c )
)

, (6.22)

with all quantities evaluated locally and the local convective Mach number
Mac is defined as follows:

Mac =
up − us

ap + as
. (6.23)

The second approach was to infer these coefficients from the RANS re-
sults using an inverse method. In this setting, both coefficients fw and
fps are assumed to be constant and are determined by an optimizer which
seeks to minimize the l2 norm of the discrepancy between the proposed
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model and the results of RANS simulations. This approach is expected to
be more accurate due to the calibration, provided that the assumption of
constant coefficient is adequate. On the other hand, these coefficients are
not expected to generalize well outside the reference data, while the corre-
lations (6.20) and (6.22) make the model self-sufficient and closed.

6.2.3 Choking mechanism

Substituting the forces Fp and Fs as defined in the section above in equation
(6.12) leads to a rational equation for the static pressure gradient:

1
p

dp
dx

=
N
β

, (6.24)

with β defined in (6.13) and the numerator:

N =
dA
dx

+ Nps + Nw , (6.25)

where

Nps =
fpslps

2

Ma2
p − Ma2

s

γMa2
pMa2

s

ρp + ρs

2
(
up − us

) ∣∣up − us
∣∣ 1

p
, (6.26)

Nw = − fwlw
2

(
1 + (γ − 1)Ma2

s

)
. (6.27)

The term Nw stems from wall friction ( fw) and is negative by definition.
The term Nps is due to friction between the streams and it is positive unless
the terms Ma2

p − Ma2
s and up − us have a different sign. In the natural

case up > us, this is possible only if Tp/Ts ≥ u2
p/u2

s . This scenario is not
encountered in the works of Lamberts et al. [19] and of Kracik and Dvorak
[26], and thus not discussed further. Therefore, the inter-stream friction
has a positive contribution to the numerator N in (6.24) in the considered
conditions and the wall friction has a negative contribution. This leads to
some fundamental implications.

A compound-subsonic flow (β > 0) expands in a convergent section
(dA/dx < 0) and under the action of wall friction (as in a classic Fanno
flow). Conversely, it recovers pressure in a divergent section and under
the action of inter-stream friction. This force opposes the stream with the
highest velocity, seeking to equalize velocities between streams. Conse-
quently, momentum exchange between the streams promotes flow unifor-
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mity and results in a net increase in static pressure. The opposite is true for
a compound-supersonic flow.

Equation (6.24) is singular in the sonic section (β = 0), similarly to a
single stream where the denominator equals 1 − Ma2 (cf. [57, 116]). Nev-
ertheless, classic nozzle flows and compound flows expand continuously
through the sonic section, meaning that their pressure gradient is finite at
β = 0. This is possible according to equation (6.24) only if both the numer-
ator N and the denominator β tend to zero, leading to an indeterminate
form with a finite value. This observation is corroborated by (6.11), which
simplifies to N = 0 if β = 0. In isentropic conditions ( fps = fw = 0),
a compound flow becomes sonic at the throat (dA/dx = 0), as shown by
Bernstein et al. [45]. In non-isentropic conditions, the relative magnitudes
of Nps and Nw in (6.25) determine the position of the sonic section.

Wall friction has a negative contribution to the numerator. Therefore, in
the absence of inter-stream friction ( fps = 0), one must have dA/dx > 0 to
respect N = 0. This implies that the sonic section is located in a divergent
section, hence downstream of the throat. The wall friction has the same
effect on a nozzle flow with a single stream [57, 116, 117]. Likewise, in the
absence of wall friction ( fw = 0), one must have dA/dx < 0 to respect
N = 0. This implies that the inter-stream friction pushes the sonic section
upstream of the throat. This analysis offers a plausible explanation for the
observed displacement of the sonic section by [19] and [26]. The interplay
between both forces is investigated further in section 6.6.

The indeterminate pressure gradient can be computed by applying de
l’Hôpital’s rule on equation (6.24) (cf. [45, 116]):(

1
p

dp
dx

)∗
=

N∗

β∗ =
0
0
=

(dN/dx)∗

(dβ/dx)∗
, (6.28)

where the superscript ∗ refers to the sonic section. The derivatives dN/dx
and dβ/dx give rise to the derivatives of Mach numbers Mai, cross-sections
Ai, forces Fi and the static pressure p (see (6.25) and (6.13)), and these can
be all related to the local pressure gradient. The relevant equations are
presented in appendix B.

For example, the gradient of β is given by:

dβ

dx
= ∑

i∈[p,s]

(
dAi
dx

1 − Ma2
i

γMa2
i

− Ai

γMa4
i

dMa2
i

dx

)
. (6.29)
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Writing the Mach numbers Mai as a function of the total and the static
pressure:

Ma2
i =

2
γ − 1

( pt,i

p

) γ−1
γ

− 1

 , (6.30)

the derivatives dMa2
i /dx in (6.29) can be substituted by the gradients of

the static and total pressures. The resulting expression for the gradient of
β thus contains first derivatives of the static pressure, the cross-sections Ai
and the total pressures pt,i. The latter two can be substituted using (6.7) and
(6.10), which contain the static pressure gradient. The resulting expression
for the gradient of β is linear with respect to the static pressure gradient,
with non-linear coefficients depending on the Mach numbers, forces and
static pressure:

dβ

dx
= cβ0(Map, Mas)

(
1
p

dp
dx

)
+ cβ1(Map, Mas, Fp, Fs, p) . (6.31)

The analytical expressions of cβ0 and cβ1 are given by (B.102) and (B.103).
The same approach leads to a similar linear equation for the derivative of
the numerator (see (B.98)). These equations are derived for constant fric-
tion coefficients, i.e., the correlations (6.20) and (6.22) are not explicitly dif-
ferentiated for simplicity. The result is an implicit equation for the static
pressure gradient in the sonic section:

(
1
p

dp
dx

)∗
=

c∗N0

(
1
p

dp
dx

)∗
+ c∗N1

c∗β0

(
1
p

dp
dx

)∗
+ c∗β1

. (6.32)

Rearranging the equation above leads to a quadratic equation for the
static pressure gradient (see appendix B). The two roots correspond to
the subsonic and the supersonic solution downstream of the sonic point
(cf. [57]). For an isentropic compound flow, the derivative of the numer-
ator corresponds to the second derivative of the cross-section d2 A/dx2

( fps = fw = 0), leading to the tractable expression reported by Bernstein
et al. [45]. The additional terms introduced by the friction forces preclude
such a concise expression, which is why the coefficients and their analyti-
cal expressions are reported in the appendix B. Note, however, that these
equations are exact and analytical.
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6.3 Circumventing the singularity at the sonic section

The pressure gradient can be computed in any section using (6.32) if the
flow is compound-sonic or by using (6.24) otherwise. However, equation
(6.24) is numerically ill-conditioned near the sonic section. Therefore, ap-
proximations of the pressure gradient near the sonic section help stabil-
ising the numerical integration. In this section, such approximations are
developed analytically.

De l’Hôpital’s rule used in section 6.2.3 arises from a Taylor series ex-
pansion of the numerator and the denominator around the sonic section
x∗, which is then evaluated at the sonic section x∗ itself. More generally,
these expansions lead to the following equation in x, which is still exact:

1
p

dp
dx

=
N
β

=
N∗ + (x − x∗) dN

dx
∗
+ 1

2 (x − x∗)2 d2 N
dx2

∗
+ 1

6 (x − x∗)3 d3 N
dx3

∗
+ ...

β∗ + (x − x∗) dβ
dx

∗
+ 1

2 (x − x∗)2 d2β

dx2

∗
+ 1

6 (x − x∗)3 d3β

dx3

∗
+ ...

.

(6.33)
Since N∗ = β∗ = 0, the equation above simplifies to the following

expression:

1
p

dp
dx

=
N
β

=
dN
dx

∗
+ 1

2 (x − x∗) d2 N
dx2

∗
+ 1

6 (x − x∗)2 d3 N
dx3

∗
+ ...

dβ
dx

∗
+ 1

2 (x − x∗) d2β

dx2

∗
+ 1

6 (x − x∗)2 d3β

dx3

∗
+ ...

. (6.34)

Truncating the Taylor series leads to approximations of arbitrary order
in space. The first order approximation only retains the first derivatives,
which are constant since they are evaluated at the sonic section. Hence,
the pressure gradient in the vicinity of the sonic section is approximated as
a constant, equal to its value in the sonic section. Note that the resulting
expression is identical to (6.28) and thus leads to the quadratic (6.32) in
section 6.2.3.

Higher accuracy is obtained by retaining higher order derivatives. The
analytical expressions for the second derivatives are given by (B.127) and
(B.134). The derivation could continue up to the third derivative, but to
avoid overly cumbersome expressions, this work proceeds with a third
order approximation by numerically differentiating the analytical second
derivatives.

Numerically, one has to decide when to switch from the direct equation
(6.24) to the approximation (6.34). This can be achieved by imposing a tol-
erance on β (or Maeq), e.g., using the approximation when −ϵ < β < ϵ,
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(a) First order (b) First order (zoom)

(c) Second order (d) Second order (zoom)

(e) Quasi-third order (f) Quasi-third order (zoom)

Fig. 6.2 The pressure gradient computed directly with (6.24), with the
approximation (6.34) (truncated after the first, second and third deriva-
tives) and with the blended function (6.36). The shaded region indicates
the truncation error estimated by (6.35), which is unavailable for the quasi-
third order approximation.
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with ϵ an arbitrary small positive number (cf. [116]). An alternative con-
dition is based on an estimate of the truncation error in the Taylor series,
which can be estimated as the magnitude of the first term after the trunca-
tion. The resulting truncation errors on the numerator and the denomina-
tor, denoted by δN and δβ, can be propagated to the pressure gradient as
follows:

δ

(
1
p

dp
dx

)
=

√(
1
β

)2

(δN)2 +

(
− N

β2

)2

(δβ)2 . (6.35)

Equation (6.35) is analytically available for the first order approximation
using the second derivatives for δN and δβ (cf. appendix B). The second
order approximation requires third derivatives to estimate its error, which
can be computed with finite differences (as in the quasi-third order approx-
imation). The switch from the direct equation (6.24) to the approximation
(6.34) is based on the relative error on the static pressure gradient:

1
p

dp
dx

=


equation (6.34) if

δ
(

1
p

dp
dx

)
(

1
p

dp
dx

) ≤ 5% ,

equation (6.24) otherwise.

(6.36)

Examples of the distribution of the pressure gradient using the approx-
imations of increasing order are shown in figure 6.2. The higher order ap-
proximations are more accurate in a wider region around the sonic sec-
tion. The estimated truncation error for the quasi-third order approxima-
tion is not shown. The compound equations have been integrated using
the blended equation (6.36) for the pressure. More details on the numeri-
cal integration are provided in section 6.4.

The blended function (6.36) matches the direct equation (6.24) at the
inlet and switches to the approximation (6.34) as the truncation error, com-
puted with (6.35), drops below 5 %. The flow then passes through the sonic
section using the approximation (6.34), effectively avoiding the indetermi-
nate form (6.28) of the direct equation. Downstream, the direct equation is
integrated when the threshold on the truncation error is exceeded again.

In this study, the quasi-third order approximation is used with a back-
ward second order finite difference formula, with a threshold of 5 % on the
second order approximation, since the fourth derivatives needed for the
truncation error are not available.
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6.4 Numerical solution

The governing equations (6.7), (6.8), (6.10), (6.24), with the approximation
(6.34) near the sonic point, form a system of ODEs in function of the ax-
ial coordinate x, which can thus be integrated in space. The fourth order
Runge-Kutta method is used in this study, which is readily available in
Python with the ‘solve_ivp’ function in SciPy1. In this study, the mesh con-
sists of 100 equally distributed points, which has been found sufficient to
accurately respect the conservation equations.

The boundary conditions consist of the total pressures pt,p, pt,s, total
temperatures Tt,p, Tt,s and the cross-sections Ap, As at the inlet (x = 0) and
of the static pressure pb at the outlet (x = L), as indicated in figure 6.1.
The distribution of the channel’s cross-section A(x) is prescribed. Integrat-
ing the system of ODEs requires an ‘initial’ condition at the inlet or at any
point from which the integration proceeds forward in x. In a single stream
computation, the sonic condition N∗ = 0 is used to identify the sonic sec-
tion and split the integration for the Mach number from the inlet to the
sonic section and from the sonic section to the outlet (as proposed by [117]
and [116]).

This is not a viable option for compound flows since the sonic state is
not uniquely defined (as Ma = 1), but can consist of various combinations
of cross-sections Ai and Mach numbers Mai. The system state is avail-
able at the inlet except for the static pressure p(0). This was found with a
shooting method until the boundary condition at the outlet was respected.
Firstly, bounds for the inlet pressure are established, considering that p(0)
can not exceed the total pressure of any stream by definition, that is the
upper bound of p(0) is

pmax = min
(

pt,p(0), pt,s(0)
)

. (6.37)

The compound flow is assumed to be subsonic at the inlet (as in a classic
nozzle flow), so the second limiting condition is a sonic flow at the inlet
(β(0) = 0). Using (6.13) and (6.30), the sonic condition at the inlet leads to
the lower bound pmin for the static pressure at the inlet:

β(0) = 0 = ∑
i∈[p,s]

Ai
γ


 2

γ − 1

( pt,i(0)
pmin

) γ−1
γ

− 1

−1

− 1

 , (6.38)

1https://docs.scipy.org/doc/scipy/reference/generated/scipy.integrate.solve_ivp.html
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where pmin can be found iteratively. The bounds [pmin, pmax] allow to find
the correct inlet pressure p(0) with a bisection method, which iteratively
restricts the bounds of the interval as depicted in figure 6.3. In each itera-
tion, the governing equations are integrated using the mean of the current
interval, after which either its bottom or top half is used in the next itera-
tion. This update depends on whether the computed flow is choked.

In the subsonic case, the inlet pressure p(0) and the computed outlet
pressure p(L) are positively correlated: a lower inlet pressure leads to a
lower outlet pressure. If the computed back pressure is too low with re-
spect to the boundary condition (p(L) < pb), the inlet pressure should
increase and the average pressure p(0) becomes the new lower bound of
the bracket in the next iteration. The opposite is true if p(L) < pb. If the
pressures p(L) and pb match, the solution has been found and the flow is
compound-subsonic.

If the computed flow becomes sonic (β(x) = 0), the integration stops lo-
cally at the sonic point and the numerator N is computed with (6.25). If the
condition N = 0 is not respected (see (6.28)), the inlet pressure p(0) must
be updated. A negative numerator indicates that a subsonic flow tends to
expand. If this occurs in the sonic section, the sonic point is reached too
far upstream, and hence the inlet pressure should be increased. Consid-
ering, for example, an isentropic compound flow ( fps = fw = 0), where
the numerator N is reduced to the gradient dA/dx, it is known that the
flow becomes sonic at the throat (dA/dx = 0). The case N = dA/dx < 0
at the sonic section implies that the sonic point is reached in a convergent
section; hence, the inlet pressure should be increased to avoid having a
non-physical mass flow rate exceeding the choked one. The same argu-
ment holds for a non-isentropic flow.

If N = 0, the flow is sonic in the correct section, and the approximation
(6.36) can be computed with the desired order of accuracy. This slightly
modifies the governing equations, so the choked solution also changes.
Therefore, the procedure to find the inlet pressure p(0) is repeated, replac-
ing (6.24) with (6.36).

The resulting choked solution is available from the inlet to the sonic
section (β(x) = 0). The governing equations are then integrated up to the
outlet, using the positive root (dp/dx)∗ of (6.32) to obtain the subsonic so-
lution. The complete solution is thus subsonic throughout, except at the
sonic point. This limiting case corresponds to the highest back pressure
which chokes the flow, which is commonly referred to as the critical back
pressure p∗b in ejector modelling. The final step checks whether the choked
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solution respects the boundary condition pb. The flow remains choked if
the imposed back pressure pb is lower than the critical value p∗b . Other-
wise, the static pressure at the inlet should increase, leading to a subsonic
solution.

The supersonic solution can be obtained with the negative root (dp/dx)∗

of (6.32). If the back pressure pb lies between the pressures corresponding
to the two continuous choked solutions, a shock appears in the diffuser
as in the case of a nozzle flow with a single stream. The shock position
can be found iteratively by imposing the computed back pressure p(L) to
match pb (see, for example, [116]). However, to the authors’ knowledge, a
compound shock model has not been presented in the literature.

6.5 Validation test cases with axisymmetric simulations

The predictions of the 1D theoretical model are compared to post-processed
axisymmetric RANS simulations of a compound nozzle in section 6.6. The
numerical set-up of these 2D simulations is detailed in section 6.5.1, and
the test cases are described in section 6.5.2.

6.5.1 Numerical set-up for the RANS validation

The computational domain is shown in figure 6.4. It consists of an ax-
isymmetric convergent-divergent nozzle with two distinct inlets. The sim-
ulation was carried out with a wedge-shaped domain of 5 degrees and a
single cell in the tangential direction. The contour of the upper wall was
defined as a cosine between π/2 and 2π with appropriate scaling to reach
the dimensions shown in figure 6.4:

r(x) =
Ro + Rth

2
+

Ro − Rth
2

cos
(

3π

2
x
L
+

π

2

)
(6.39)

Hence, the radius at the inlet (x = 0) follows from the outlet radius Ro,
the throat radius Rth and the length L. The throat is located at one-third of
the domain. The analysis of the sonic section displacement was focused on
a test case with nozzle lengths of 187.5 mm, outlet radius Ro =10 mm, inlet
radius Ri = 9.5 mm, throat radios Rth = 9 mm and Rp = 0.5Ri. For the
model validation, several other geometries were considered as reported in
more details in section 6.5.2. The simulations have been carried out and
post-processed with the tools presented in section 2.2.
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Fig. 6.3 Flowchart of the numerical procedure to solve the compound
nozzle flow. The static pressure p(0) at the inlet is found with a bisection
method. A subsonic solution is accepted if the computed back pressure
p(L) matches the boundary condition pb. A choked flow requires both β
and the numerator N to equal zero (see (6.28)). The approximation (6.34)
is computed after convergence of the choked procedure, which is then re-
peated, replacing (6.24) by (6.36).
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Fig. 6.4 The computational domain consists of an axisymmetric
convergent-divergent nozzle with two distinct inlets. The primary stream
(index p) is surrounded by the secondary stream (index s). The reference
geometry is defined by L = 187.5 mm, Ri = 9.5 mm, Rth = 9.0 mm, Ro = 10
mm and Rp = 0.5Ri. The model validation considered various throat Rth
and the primary inlet Rp radii, as described in section 6.5.2, while keeping
the same resolution at the wall. The coarse mesh is displayed for visibility.

6.5.2 Selected Test Cases

Three simulations were carried out where the wall and inter-stream friction
forces were numerically (de)-activated. The boundary conditions are listed
in table 6.1. At both inlets, the turbulent mixing length was set equal to
7 % of the hydraulic diameter, as recommended by [60]. The turbulence
intensity was set to 1 %, as this value proved to best match the friction
coefficients predicted by (6.22).

The first simulation is inviscid and thus serves as a reference for the
original compound flow theory without momentum exchange. The sec-
ond simulation is viscous with a slip condition at the wall: only friction
forces between the streams are thus active in this case. Finally, wall friction
is included in the third case by imposing a no-slip condition along the up-
per boundary. A mesh convergence study was carried out on the viscous
simulation with the no-slip condition. The number of cells was doubled in
each direction, leading to meshes with 400 × 25, 800 × 52 and 1600 × 106
cells. The resulting distributions of y+ near the wall and the Mach number
at the centerline are shown for the three meshes in figure 6.5. The medium
and fine meshes show good agreement and are both wall-resolved. The
wall friction Reynolds number Reτ = ρuτ Dh/µ equals 1.9 · 104 at the inlet
and 5.3 · 103 at the outlet in case 3. The results on the fine mesh are used in
the next section to profit from its higher resolution.
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Table 6.1 Boundary conditions of the simulations presented in section
6.6. The inlet conditions are identical in the three cases: pt,p = 3 bar,
pp = 1.21 bar, pt,s = 1.5 bar and Tt,p = Tt,s = 300 K. The primary inlet
is supersonic with Map = 1.22. They respectively cover (1) an isentropic
case, (2) a case with friction between the streams but without wall friction
and (3) a case with both forces.

Case TI [%] lmix [m] Wall Comments

1 n/a n/a slip inviscid
2 1 6.65 · 10−4 slip viscous
3 1 6.65 · 10−4 no-slip viscous

(a) y+ of the first cell near the wall. (b) Mach number at the centerline.

Fig. 6.5 The coarse, medium and fine mesh contain 400 × 25, 800 × 52
and 1600 × 106 elements respectively. The medium and fine meshes lead
to a wall-resolved simulation and to good agreement for the Mach number
at the centerline. The fine mesh is retained for the other simulations and
the post-processing.
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A parametric study was carried out to validate the model in a wider
range of conditions. The reference case is the viscous simulation with the
no-slip condition at the wall (case 3 in table 6.1), as it is the most represen-
tative for practical applications. Three parameters were varied indepen-
dently: (1) the total pressure at the secondary inlet between pt,s = 0.5 and
3 bar, (2) the radius of the throat between Rth/Ro = 0.6 and 0.9 and (3) the
radius of the primary inlet between Rp/Ri = 0.3 and 0.7 (see figure 6.4).
The correlations (6.20) and (6.22) were used in all cases, so the model was
not tuned further.

The resulting distributions of the static pressure and the Mach numbers
depend on the geometry and the inlet conditions, so the static pressure im-
posed at the supersonic primary inlet changes too. However, the static
pressure at the inlet corresponding to a choked flow without a shock train
is initially unknown. The 1D model proved to be a useful tool to com-
pute this pressure, as it provides a cross-stream averaged description of a
choked flow with a uniform static pressure profile. The 1D model was thus
run first, to provide the boundary conditions for the RANS simulations af-
terwards (see table 6.2). The primary stream is supersonic in most cases,
except if pt,s ≥ 2 bar. In that case, only the total pressure and total temper-
ature were imposed. The other boundary conditions remained identical to
those in table 6.1.

6.6 Results

The two approaches to close the model from section 6.2.2 are compared in
section 6.6.1, followed by a validation of the model in various operating
conditions and geometries in section 6.6.2. The effect of the friction forces
on compound choking is illustrated in section 6.6.3. Compound choking is
shown to be a plausibly more general flow blockage mechanism than in-
dividual streams reaching a unitary Mach number in section 6.6.4. This is
demonstrated through a choked compound flow with a fully subsonic sec-
ondary stream, both with the 1D model and with an axisymmetric RANS
simulation.

6.6.1 Model closure

Before proceeding with the analysis of the investigated test cases, figure 6.6
showcases the impact of the friction coefficients at the wall and at the di-
viding streamline for the test case 3. Figures 6.6a and 6.6b show the stream-
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pt,s [bar] Rth/Ro [-] Rp/Ri [-] pp [bar] Comments

1.5 0.9 0.5 1.21 reference case
0.5 0.9 0.5 0.40
1.0 0.9 0.5 0.81
2.0 0.9 0.5 n/a subsonic primary inlet
2.5 0.9 0.5 n/a subsonic primary inlet
3.0 0.9 0.5 n/a subsonic primary inlet
1.5 0.6 0.5 1.45
1.5 0.7 0.5 1.40
1.5 0.8 0.5 1.32
1.5 0.9 0.3 1.16
1.5 0.9 0.4 1.18
1.5 0.9 0.6 1.25
1.5 0.9 0.7 1.30

Table 6.2 Boundary conditions for the parametric study. The primary
static pressure pp was computed a priori with the 1D model and served a
posteriori as a boundary condition for the RANS simulations. The primary
stream is subsonic at the inlet for pt,s ≥ 2 bar, so the static pressure is not
imposed.

wise evolution of the friction coefficients (1) obtained with the correlations
(6.20) and (6.22), (2) identified as constants by the inverse method as de-
scribed in section 6.2.2 and (3) extracted from the viscous RANS simula-
tions as reference. The correlation (6.20) for the wall friction is adequate
and follows the correct trend. The calibrated constant matches the refer-
ence on average. The friction between the streams is mostly underpre-
dicted by correlation (6.22), as also observed by [15]. This was found to be
sensitive to the turbulent intensity at the inlets, which directly impacts the
turbulent viscosity and hence the friction between the streams. Analysing
this effect in further details is beyond the scope of the current work.

More importantly, the distribution of the static pressure is predicted
accurately by the 1D model in both cases, as shown in figures 6.6c and 6.6d.
The averaged static pressure is computed from the RANS simulations with
equations (2.2) - (2.4) and is displayed with diamonds as the reference. For
plotting purposes, the spacing in the markers is much larger than the mesh
resolution.

It is worth noticing that the static pressure in the two streams oscillates
near the inlet due to a weak shock train. This effect is not captured in the
1D model because of the assumption of uniform static pressure. The agree-
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(a) Wall friction coefficient fw. (b) Inter-stream friction coefficient fps.

(c) Prediction of the static pressure
with the correlations.

(d) Prediction of the static pressure
with calibrated constants.

Fig. 6.6 Comparison of the two approaches for determining the friction
coefficients (see section 6.2.2). The model predicts the static pressure accu-
rately with the correlations (6.20) and (6.22), and with the calibrated con-
stants ( fw = 0.00377, fps = 0.0355).

ment between the model and the RANS simulations shows that the corre-
lations (6.20) and (6.22) are adequate for the purposes of this work. More-
over, the agreement between predictions with both constant and varying
coefficients indicates a weak sensitivity to these parameters, justifying the
exclusion of their derivatives in the approximation in section 6.3. All the
results presented for the 1D model in the remaining of this section were
obtained with the correlations. This approach has the advantage of not re-
quiring calibration since the model is fully closed when using (6.20) and
(6.22).
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6.6.2 Model validation

Figure 6.7 illustrates the distribution of the Mach numbers and the dividing
streamlines for the different secondary inlet pressures (see table 6.2). The
primary Mach number decreases significantly with increasing total pres-
sure pt,s, due to an increased static pressure at the inlet. Similarly, the sec-
ondary Mach number increases with increasing pt,s, but is less sensitive.
When the total pressures are equal (uniform flow), the Mach numbers are
equal in each stream at the inlet. Downstream, the secondary Mach num-
ber decreases relative to the primary due to wall friction, which is not fully
counteracted by the weak shear force from the quasi-uniform flow.

The model agreement with RANS simulations worsens as the inlet pres-
sure difference grows. Notably, in these cases, the primary Mach number
and dividing streamline oscillate near the inlet, due to the formation of a
mild shock train. The resulting oblique shocks introduce pressure losses
that are not captured by the 1D model, which assumes a uniform static
pressure across the streams. Additionally, the maximal relative error of the
model amounts to 10 %, which is comparable to the scatter of the data on
which the correlation (6.22) is based (see [112]). Despite this, the overall
agreement is satisfactory, especially considering that the model was not
specifically calibrated for these conditions.

The throat radius Rth was varied between 60 % and 90 % of the outlet
radius Ro, while maintaining the same total pressures as in case of table 6.1.
A narrower throat induces a stronger expansion, resulting in lower Mach
numbers upstream and higher Mach numbers downstream of the sonic
section (see figure 6.8). The agreement between the model and the RANS
simulations is excellent, with discrepancies below 10 %. The overpredicted
Mach numbers at the outlet are attributed to underpredicted friction coef-
ficients by (6.20) and (6.22) with respect to the RANS simulations, as also
observed in figures 6.6a and 6.6b. It is worth noticing that the radius of
the wall at the inlet changes with the throat due to the cosine-shaped pro-
file between π/2 and 2π, as defined by (6.39). The primary inlet changes
accordingly and extends halfway to the total inlet in each configuration.

Finally, the radius of the primary inlet is varied between 30 and 70 %
of the total radius at the inlet, while keeping the same profile of the wall
and the same total pressures as the reference case. Figure 6.9 shows that
both Mach numbers decrease with an increasing radius of the primary in-
let. This is due to a higher average total pressure at the inlet (a larger por-
tion with pt,p = 3 bar instead of pt,s = 1.5 bar), which in turn leads to a
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(a) Mach numbers.

(b) Dividing streamlines.

Fig. 6.7 Comparison of the model predictions and the post-processed
RANS simulations with varying total pressure pt,s at the secondary inlet
and constant total pressure pt,p = 3 bar at the primary inlet. The reference
case is highlighted in bold. The geometry is identical to the reference case
in section 6.5.1. The primary Mach number decreases with increasing pt,s
due to a higher static pressure at the inlet and eventually becomes sub-
sonic. The agreement degrades with a larger difference in inlet pressures.
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(a) Mach numbers.

(b) Dividing streamlines.

Fig. 6.8 Comparison of the model predictions and the post-processed
RANS simulations with varying radius of the throat. The reference case
is highlighted in bold. The total pressures at the inlet are identical to the
reference case 3 in table 6.1. The Mach numbers decrease at the inlet and
increase at the outlet with a narrowing throat. The curvature becomes im-
portant for the smallest throat, inducing 2D effects and reducing the accu-
racy of a 1D formulation.
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higher static pressure of the choked flow. Despite the lower Mach num-
bers in both streams, the equivalent Mach number is comparable. This
surprising effect is possible through the non-linear relation between the
Mach numbers and the cross-sections in the terms of β in (6.13). Clearly,
the Mach numbers alone do not suffice to conclude on the state of the flow
and should be complemented with information on the cross-sections. The
1D model captures these trends accurately, although the Mach numbers
are overpredicted near the outlet as observed earlier in figure 6.8.

6.6.3 The effect of friction on compound choking

Figure 6.10 shows the Mach number fields of the three simulations in table
6.1, along with the dividing streamline in white and the sonic line in black.
The shear layer in the inviscid case is only due to numerical diffusion, so
the two streams remain clearly distinct across the dividing streamline. The
sonic line ends on the wall downstream of the geometrical throat (indicated
by the arrows). The primary stream is thus supersonic at the throat and
the secondary stream is still subsonic. The secondary stream is accelerated
through shear in the viscous simulations, causing the sonic line to move
radially outwards. The sonic line no longer reaches the wall when a no-
slip condition is imposed. The development of the boundary layer tends
to slow down the flow, leading to a lower maximal Mach number.

The averaged Mach numbers extracted from the RANS simulations are
displayed with diamonds in figure 6.11 as the reference. The predictions
of the proposed model are shown in full lines. It is worth noticing that the
static pressure at the inlet for the 1D model prediction is not imposed to
be equal to the one from the RANS simulations, but rather results from the
iterative procedure laid out in section 6.3. The only difference in the three
cases is the friction coefficients, which are used to obtain the 1D predic-
tions. In the inviscid case, both naturally equal 0. The friction coefficients
are computed with (6.20) and (6.22) for the viscous simulations.

The key finding in these results is the displacement of the sonic section,
which is highlighted by the vertical dashed line and commented below.
The sonic section is located in the geometrical throat (indicated by the red
triangle) in the inviscid case, as predicted by the original compound flow
theory (see, for example, [45]). The viscous simulation, without wall fric-
tion but with shear forces between the streams, shows an upstream shift
towards the convergent section, as expected in the analysis of section 6.2.3.
Conversely, wall friction is dominant in the final simulation, overcoming
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(a) Mach numbers.

(b) Dividing streamlines.

Fig. 6.9 Comparison of the model predictions and the post-processed
RANS simulations with varying radius of the primary inlet. The reference
case is highlighted in bold. The total pressures at the inlet are identical to
the reference case 3 in table 6.1. A larger primary cross-section at the in-
let increases the average total pressure at the inlet and hence increases the
static pressure required for choking. Consequently, both Mach numbers
decrease with an increasing radius of the primary inlet.
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Fig. 6.10 Mach number contours of the three simulations (cf. table 6.1).
The black line indicates the sonic line and tends towards the wall as the
compound flow becomes supersonic. The dividing streamline is indicated
in white. The arrows indicate the geometrical throat. The numerical do-
main depicted in figure 6.4 has been mirrored for visibility.

the effects of the shear force and ultimately pushing the sonic section in the
divergent portion of the nozzle.

Note that the primary Mach number is slightly overestimated in all
cases. This is attributed to the weak shock train at the inlet (see figures 6.6c,
6.6d and 6.10), which introduces a pressure loss in the primary stream.

The 1D predictions allow for computing each term in the equation for
the static pressure gradient (cf. equation (6.24)) separately. The evolution
of the components in the numerator is shown in figure 6.12 for the slip and
no-slip cases. The inviscid case is trivial since the gradient of the cross-
section is the only remaining term. The terms are normalised with the
maximal gradient of the cross-section, as this is a fixed quantity for the
three simulations. The evolution of the two friction terms supports the
theoretical considerations in section 6.2.3, the first (inter-stream friction)
always being positive and the second (wall friction) being negative. As a
result, the zero-crossing of the numerator moves up or downstream. The
gradient of the cross-section balances the effect of the forces in either direc-
tion by moving the sonic section in the convergent or the divergent section.
Note that the inter-stream friction tends to decrease from left to right as the
difference in Mach number decreases, while friction tends to increase as the
flow accelerates through the nozzle.
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(a) Case 1, sonic at x/L = 0.333.

(b) Case 2, sonic at x/L = 0.323 (continued below).
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(c) Case 3, sonic at x/L = 0.359.

Fig. 6.11 Mach numbers computed with the 1D model and from the
RANS simulations. The sonic section (dotted line) coincides with the throat
(red triangle) in the inviscid case 1. Inter-stream friction pushes the sonic
section upstream (case 2), while wall friction pushes it downstream in case
3 (see (6.25)). The used friction coefficients are given by (6.20) and (6.22).

(a) Slip, sonic at x/L = 0.323. (b) No slip, sonic at x/L = 0.359.

Fig. 6.12 Normalised components of the numerator in equation (6.24).
The positive inter-stream friction term pushes the zero-crossing of the sum
upstream, while the negative wall friction term pushes it downstream.
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6.6.4 Flow blockage mechanism

As observed in figure 6.11, the secondary Mach number is below unity in
the compound-sonic section if the primary stream is supersonic. It reaches
unity further downstream, where the compound flow continues to expand
in the diverging section of the nozzle. It can thus be stated that the com-
pound flow is sonic in the first section and that the secondary stream is sonic,
separately, in a section further downstream. Both sonic sections are plau-
sible explanations for the blockage of the secondary mass flow rate, e.g., in
ejectors, these choking mechanisms are referred to as ‘compound choking’
and ‘Fabri choking’ (see [19]). There is currently no consensus on which of
these mechanisms limits the secondary mass flow rate.

The excellent match between the RANS simulations and the 1D pre-
dictions suggests that the compound choking condition is the more gen-
eral mechanism. Furthermore, the secondary Mach number reaches unity
necessarily downstream of the compound-sonic section since a combination
of a sonic and a supersonic stream is necessarily compound-supersonic
(cf. equation (6.13)). This suggests that cases identified as ‘Fabri choking’
also feature compound choking further upstream (see [44]). Moreover, [19]
and [26] showed that the static pressure required to reach compound chok-
ing is higher than the one required to reach Mas = 1. This implies that the
compound condition is less restrictive (the flow needs to expand less to
reach the compound condition), but still sufficient to choke the flow. As
a definitive proof of the generality of the compound choking condition to
explain the mass flow limitation (compared to Fabri choking), a compound
choked flow is demonstrated with a fully subsonic secondary stream.

To lower the secondary Mach number below unity, the divergent sec-
tion of the nozzle presented in section 6.5 is replaced by a constant cross-
section having the same diameter as the throat. The first simulation was
carried out on a nozzle of the same length, while the second is cut shorter
at x/L = 0.4 (so downstream of the throat at x/L = 0.333). The settings for
the mesh, the boundary conditions and the numerical solver remain iden-
tical to the previous simulations. The absence of a divergent section would
severely impact the viscous case with the no-slip condition at the wall since
the compound sonic section is located in the divergent section. The result-
ing flow field forms a Fanno flow, which becomes nearly sonic at the outlet
of the constant-area pipe. Therefore, the viscous case with a slip condition
at the wall is retained, which becomes compound-sonic upstream of the
throat regardless of the geometry downstream.
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(a) Case 2, convergent-constant config-
uration.

(b) Case 2, cut configuration.

Fig. 6.13 Evolution of the Mach number for the convergent-constant and
cut nozzle with friction between the streams and a slip condition at the wall
(see figure 6.11b). The results coincide in the convergent section as the flow
is choked in all cases. The secondary Mach number does not reach unity
in the shorter nozzle.

Figure 6.13 shows the evolution of the post-processed Mach number
of the convergent-constant and cut (still convergent-constant) configura-
tions. The compound choking condition is reached at x/L = 0.323 in
both cases, and the secondary mass flow rates are identical to 0.0622 kg/s
(since the geometry and the boundary conditions at the inlet are also iden-
tical). The flow expands less in the constant area section compared to the
convergent-divergent case, but the secondary Mach number still reaches
unity at x/L = 0.56. However, the secondary cross-section does not reach
a minimum in this section, suggesting that the secondary stream does not
choke separately. This is confirmed by the simulation with the shorter noz-
zle, which coincides with the results of the complete nozzle. Despite the
low pressure imposed as a boundary condition at the outlet, the secondary
flow does not accelerate beyond Mas = 0.97 (both in the RANS simulation
and in the 1D model). Hence, no larger secondary mass flow rate can be ob-
tained, and the compound flow is choked with a fully subsonic secondary
stream. These results suggest that compound choking is the more general
choking condition in ejectors and, more generally, for parallel compressible
streams with different stagnation pressures.
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6.7 Conclusion

The isentropic compound flow theory has been extended with friction forces
between the streams and at the wall. The resulting 1D model captures
the upstream and downstream displacement of the sonic section observed
by [19] and [26]. Moreover, the 1D predictions have been validated numer-
ically to 2D axisymmetric RANS simulations with appropriate boundary
conditions to include or eliminate the effect of friction and a parametric
study has demonstrated that the model generalises well across different
operating conditions and different geometries. An extension of this work
to the modelling of ejectors is foreseen in the future.

To the authors’ knowledge, our work is the first to propose an expla-
nation for choking of a compound flow upstream of the geometrical throat.
The Taylor expansion of the equation for the static pressure gradient allows
for circumventing its singularity, avoiding numerical instabilities and in-
creasing the accuracy of the numerical predictions. Analytical expressions
have been presented for all required derivatives for a second-order approx-
imation, with a quasi-third-order approximation obtained with finite dif-
ferences. These expressions and the governing equations have first been
derived in a general way in terms of a force Fi, facilitating future develop-
ments such as a compound flow with more than two streams or a planar
geometry instead of the axisymmetrical one considered in this work. An-
other open path includes heat exchange and different total temperatures at
the inlet, which may affect the shifting mechanism due to friction between
the streams, as discussed in section 6.2.3. In particular, a high primary inlet
temperature may invert the effect of inter-stream friction.

The developed model not only provides more insight into the choking
of compound flows but also opens perspectives in the one-dimensional
modelling of ejectors, as presented in the following chapter.
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7
Double stream

one-dimensional model

7.1 Introduction

The previous chapter introduced the extension of the compound theory
with friction forces and their effect on the sonic section. The analysis iso-
lated the mixing pipe to simplify the analysis of choking and to comply
with the constraint of uniform static pressure. This chapter builds upon
this earlier work, extending the analysis and the modelling to the full ge-
ometry of the ejector, thereby confronting under- and over-expanded pri-
mary streams in the mixing pipe. Furthermore, both the compound- and
the Fabri-sonic conditions are implemented and evaluated on a common
one-dimensional framework. This allows to evaluate the impact of the
choking model on the one-dimensional predictions.

This work presents four configurations of a one-dimensional model,
aimed at assessing the range of validity of both choking mechanisms. The
first two configurations are based on the recent extension of the compound
choking theory by Van den Berghe et al. [64], which accounts for wall fric-
tion effects at the sonic section and provides a practical framework for in-
tegrating the governing equations through the singular sonic point. In the
first case, the friction forces are prescribed using calibrated correlations,
yielding the only fully predictive model considered here. In the second,
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the friction forces are directly imposed from axisymmetric RANS simula-
tions, thereby removing uncertainties associated with empirical closures
and isolating the influence of the choking mechanism itself. The remain-
ing two configurations implement the Fabri choking condition, which re-
quires an external specification of the dividing streamline. This input is
provided either from RANS data or from the compound model. The lat-
ter case establishes a direct comparison between the two theories under
otherwise identical conditions, allowing us to explore possible overlap or
convergence between the Fabri and compound frameworks.

The common base of the model and both choking mechanisms are for-
mally introduced in section 7.2. Practical considerations for implementing
the model are presented in section 7.3. Section 7.4 explains the solution
procedure of the governing equations. The calibration of the first model
is discussed in section 7.5. The resulting predictions of the four models in
on-design operation are compared and analysed in section 7.6. Finally, the
predictive model is evaluated on a broader range of operating conditions
on the UCLouvain ejector in section 7.7, including off-design operation.

7.2 Definition

Section 7.2.1 introduces the general one-dimensional governing equations.
These leave one degree of freedom associated with the dividing stream-
line in the mixing pipe. Closure proceeds along two alternative routes: (i)
enforcing equal static pressure across the streams, yielding the compound-
choking formulation; or (ii) prescribing the streamwise evolution of the
cross-sectional partition, yielding the Fabri-choking formulation. Further
closure is required to account for the exchange terms between the two
streams. This is addressed either by (a) employing friction coefficients
and predictive correlations; or (b) imposing the exchanges extracted from
an external source–—specifically, the RANS simulations presented in sec-
tion 2.4. These choices yield four distinct model configurations, which are
introduced in section 7.2.2.

7.2.1 General equations

The 1D modelling approach considered in this work treats the primary and
secondary streams as two parallel quasi-1D domains along the axial co-
ordinate x, in an axisymmetric geometry with radial coordinate as shown
schematically in figure 7.1. The domains span the full ejector: single-stream
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inlets merge at x = 0 and continue as a coupled, double quasi-1D mixing
pipe.

Cross-sections Ai(x), with i ∈ [p, s], vary smoothly along x and reveal
a local discontinuity for the secondary at x = 0, where inlet inclination and
finite primary-nozzle thickness are treated as in section 7.3.2. The govern-
ing equations are the conservation laws of mass, momentum, and energy
in variable-area ducts, with ideal-gas behavior and no inter-stream mass
transfer—hence the interface in figure 7.1 is a dividing streamline. The
explicit relations (6.6)–(6.8) from the previous chapter apply both in the
separate inlets and in the mixing pipe with the practical difference that the
definitions of the momentum exchanges Fi depend on the domain. For ex-
ample, wall friction acts where a stream is in contact with a wall, whereas
inter-stream shear appears only in the mixing pipe; details are given in
section 7.3. Energy-exchange terms are set to zero in the present study as
discussed in chapter 4. Energy-exchange closures may be required when
inlet total temperatures differ significantly but this is left for future work.

The radial position rd(x) of the dividing streamline determines the lo-
cal cross-sections of both domains and is defined implicitly from the pri-
mary mass flow rate (see equation (2.2)) so that, at the exit of the primary
nozzle, the streamline originates at the nozzle lip (figure 7.1). The cross-
sectional areas Ai and their axial gradients are prescribed by geometry in
the inlet sections but remain unknown in the mixing region, where the
position of the dividing streamline must be determined. These unknown
areas satisfy the geometric constraint Ap(x) + As(x) = A(x), with A(x)
the total cross-section of the mixing duct, leaving a single degree of free-
dom. A unique solution can then be obtained by closing the system in one
of two ways: by enforcing equal static pressure in both streams—yielding
the compound-choking-based models (see chapter 6)—or by prescribing
the dividing streamline from an external source, which defines the Fabri-
choking-based models.

In this work, both approaches were implemented and evaluated, high-
lighting their respective advantages and limitations, as well as their poten-
tial common ground. Furthermore, two alternatives are considered for the
exchange terms in Equations (6.6)–(6.8): they were either defined through
correlations or extracted from the axisymmetric RANS simulations pre-
sented in section 2.4. The test cases in section 7.6 are organised according
to these two aspects and are introduced below.
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(a) Model 1: compound choking with calibrated closure

(b) Model 2: compound choking with closure from CFD

(c) Model 3: Fabri choking with closure from CFD

(d) Model 4: Fabri choking with closure from compound choking theory

Fig. 7.1 The ejector is modelled with two 1D domains that are coupled in
the mixing pipe. The geometry is assumed to be axisymmetric. The bound-
ary conditions consist of the total pressures pt,i and total temperatures Tt,i
at the inlets and the static back pressure pb. The dividing streamline, in-
dicated by the dotted line, is computed with the equation (6.10) from the
compound choking theory or imposed from the RANS simulations. Mo-
mentum exchange is accounted for through friction forces (see (6.19)) or
through imposed total pressure gradients from RANS.
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7.2.2 Selected models

The four model configurations investigated in this work combine two treat-
ments of momentum exchange with two choking mechanisms, as illus-
trated in figure 7.1. The compound-based models include a fully predictive
case using empirical friction correlations (Model 1, section 7.2.2) and a non-
predictive one where total pressure gradients are imposed from the RANS
simulations (Model 2, section 7.2.2). Comparing these two isolates the role
of the closure terms and reveals the intrinsic limitations of the compound
formulation.

The Fabri-based models follow the same logic: the dividing streamline
and forces are either imposed from RANS data (Model 3, section 7.2.2) or
taken from the compound model while retaining its closure correlations
(Model 4, section 7.2.2). These comparisons highlight how the choking
mechanism itself influences the predicted flow evolution and help identify
conditions where the Fabri and compound frameworks may converge.

Model 1: compound choking with calibrated closures
In the first model, the streams in mixing pipe are governed by the com-
pound equations developed in chapter 6. The friction forces are defined
through equations (6.19), using the correlations (6.20) and (6.22), yielding
a predictive model. The main difference with the test cases in chapter 6
lies in the addition of the inlet domains and consequently, the need for
a mechanism that handles non-uniform static pressure at the inlet of the
mixing pipe, which arises from a non-perfectly expanded primary stream.
These practical considerations are presented in section 7.3. This model is
also further analysed in off-design operation in section 7.7.

Model 2: compound choking with closure from CFD
In this configuration, the compound model from above is used without the
friction forces defined in equation (6.19). Instead, the forces are prescribed
from the reference RANS simulations. The model therefore serves as a di-
agnostic rather than a predictive tool. Rather than computing the forces Fi
directly from local shear stresses within the RANS data, the total pressure
gradients were extracted and imposed in the model, effectively replacing
equation (6.7) and being incorporated into equation (6.6) through the force
term. These gradients were obtained by filtering and differentiating the ax-
ial distributions of the cross-stream averaged total pressures. The pressure
distributions themselves were obtained using the post-processing tools de-
scribed in section 2.2.2. Practical details of the filtering and numerical dif-
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ferentiation procedures are provided in section 7.3.5.

Model 3: Fabri choking with closures from CFD
In the Fabri choking framework, the two streams are not constrained to
share the same static pressure, and the position of the dividing stream-
line must be prescribed externally. Consequently, equation (6.6) is inte-
grated independently in each stream, i ∈ [p, s]. Choking occurs when
the secondary stream reaches unit Mach number—the singular point of
equation (6.6)—while the primary stream, having expanded through its
converging–diverging nozzle, is already supersonic. Beyond this point, no
information can propagate upstream in either stream, marking the onset of
the Fabri choking regime.

In this third model, the dividing streamline is taken from the axisym-
metric RANS simulations described in section 2.4 and imposed on the one-
dimensional formulation. This configuration is therefore non-predictive
and serves instead to analyse the choking mechanism and assess the im-
pact of the simplifying assumptions inherent to one-dimensional models.
In particular, it isolates the effect of cross-stream averaging while avoiding
any assumptions on the pressure distribution, allowing a direct compari-
son with the compound-choking model that enforces equal pressures. The
implications for choking behavior are discussed in section 7.6.

On the other hand, the Fabri-based models proved highly sensitive to
the pressure evolution. Small deviations in the friction forces from the
RANS data disrupt the balance in equation (6.6), especially near the sonic
point, where the equation becomes stiff. Consequently, even minor inaccu-
racies in the closure terms can produce large discrepancies in the pressure
distribution or cause numerical failure. This sensitivity stems from the cou-
pled dependence of equation (6.6) on the dividing streamline and the force
term, through dAi/dx and Fi. As the secondary flow approaches Mach 1,
the denominator of equation (6.6) tends to zero, and maintaining a finite
pressure gradient requires the combined effect of the area gradient and the
force term to vanish simultaneously. Hence, a consistent relation between
the force closure and the dividing streamline is essential for numerical sta-
bility.

This limitation does not occur in compound-based models, where the
dividing streamline evolves under the equal-pressure constraint. Since
equation (6.12) already includes the closure terms, the streamline natu-
rally adapts to them, and the area and force gradients act coherently. In
contrast, the Fabri formulation retains an additional degree of freedom,
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which can lead to instability when the two effects are misaligned near the
sonic point. Practically, this means that the imposed forces must be consis-
tent with those determining the dividing streamline, as obtained from the
RANS simulations in this model configuration.

Model 4: Fabri choking with closure from compound choking theory
In this model, the predictive compound model from section 7.2.2 serves
as the external source for the dividing streamline, while keeping the Fabri-
sonic condition as the criterion for choking. The sensitivity discussed in the
previous section remains, so the correlations for the friction forces are used
in this configuration to be consistent with the dividing streamline model.
This approach implies that the governing equations are identical to those
of the predictive compound model. The only remaining difference lies in
the sonic condition, which determines the solution for the choked flow (see
section 7.4). Consequently, the corresponding analysis in section 7.6.4 is a
direct comparison of the choking mechanisms on a common basis, albeit on
an artificial dividing streamline to comply with the constraint of uniform
pressure.

7.3 Practical implementation

7.3.1 Treatment of the inlets

For all the models discussed in the previous section, the friction coefficients
in the inlets are taken using the empirical correlations in (6.19).

The boundary conditions specify the total pressure pt,i and total tem-
perature Tt,i at each inlet. The governing equations (6.6)–(6.8) form an ex-
plicit set of ODEs that are integrated axially from the inlets, where the total
quantities are known. A shooting method is used to adjust the inlet static
pressure until the target sonic condition is met (see section 7.4).

The same formulation applies to both streams. However, since the pri-
mary jet is choked in its converging–diverging nozzle, it can be solved in-
dependently. The secondary flow, on the other hand, depends on the back
pressure pb at the outlet of the diffuser and must therefore be solved in
conjunction with the mixing section, as discussed below.

7.3.2 Jump relations at the inlet of the mixing pipe

The full flow states are known at the outlets of the separate domains (x = 0)
after integrating the respective ODEs in the inlets. The dividing streamline
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originates at the bottom of the primary nozzle lip, so the primary cross-
sections and variables match between the inlet, denoted with the subscript
L, and in the mixing pipe, with subscript R (see figure 7.2). This is not the
case for the secondary stream due to its inclined inlet and a potential finite
thickness Aw of the nozzle. The secondary flow state on the right is found
through conservation of mass, momentum and energy. The control volume
is infinitesimally thin (∆x → 0 in figure 7.2). Since As,R + Ap,R = A(x = 0),
three unknowns remain (e.g., density, velocity and temperature). Two
forces intervene in the axial momentum balance: the force on the bottom
wall F̄w,b and the force on the nozzle lip F̄w,ps. It is assumed that friction
acting on these surfaces is negligible compared to the pressure force, which
has been confirmed during the post-processing of the RANS simulations in
this work. These forces are therefore orthogonal to the surfaces on which
they act. The inclinations of the bottom and top wall are generally differ-
ent and are denoted here with αb > 0 and αt > 0. The boundary of the
secondary inlet is defined as the line originating from the top wall at the
exit of the primary nozzle (x = 0), with a central angle αc = 0.5(αb + αt).
Projecting the momentum fluxes and the forces on the x-axis with their
respective angles leads to the following balance:

(ṁsus,L + ps,L As,L) cos αc + Fw,b sin αb + Fw,ps = ṁsus,R + ps,R As,R , (7.1)

where u denotes the average velocity as described in the 1D equations. The
magnitude of the forces Fw,b and Fw,ps need to be estimated from the aver-
aged quantities of the left and right states. The expansion of the secondary
stream from the inclined section on the left to x = 0 is generally small,
hence the force on the bottom wall is approximated as Fw,b = ps,L Aw,b,
where the area can be computed from the geometry. Similarly, the force on
the nozzle lip is defined as Fw,ps = ps,R Aw,ps, where the (unknown) static
pressure on the right side is applied since it is in direct contact with this
wall.

Conservation of energy implies that the total temperature is conserved,
since there is no source term and the walls are assumed to be adiabatic. The
remaining unknowns in equation (7.1) are the velocity us,R and the static
pressure ps,R. These are linked through the known mass flow rate ṁs, the
known total temperature Tt,s and the ideal gas law:

ṁs =
ps,R

RTs,R
As,Rus,R , and Ts,R = Tt,s,R −

u2
s,R

2cp
. (7.2)
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Fig. 7.2 The jump conditions from the inlets to the mixing pipe. The
primary cross-sections and flow states are identical on both sides. The sec-
ondary stream requires a force balance, where the momentum fluxes and
pressure forces are projected on the x-axis.

The two equations above allow to eliminate ps,R from the momentum
balance (7.1), leading to a non-linear equation in us,R, which can be solved
iteratively. The velocity us,L from the secondary inlet is a good initial guess.
The secondary flow state can then be computed from ṁs, Tt,s,R and us,R.

The resulting states generally have a different static pressure because
the primary stream is over- or under-expanded. A uniform static pres-
sure p(x) = pp(x) = ps(x) is required for the compound model (see sec-
tion 7.2.2), so first a pressure equalisation mechanism is defined below.
This is not required when using the Fabri-based model, where the static
pressures are left free in each stream.

7.3.3 Pressure equalisation mechanism for the compound theory

At the inlet of the mixing pipe, the primary stream is typically either under-
or over-expanded relative to the surrounding secondary stream, as ev-
idenced by the shock-train structures observed in numerical studies [9,
11]. This behavior directly conflicts with the core assumption of equal
static pressures in the compound flow theory and thus with model 1 (sec-
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tion 7.2.2) and model 2 (section 7.2.2). To address this limitation, the present
work introduces a pressure equalisation mechanism that brings the two streams
to a uniform static pressure over a finite distance downstream of the pri-
mary nozzle outlet, as illustrated schematically in figure 7.3a.

The proposed mechanism is inspired by the first cell of the shock train
and reproduces the local pressure-adjustment process up to the point where
the average static pressures of the two streams first become equal. The
analysis is local in nature and provides the orientation of the dividing
streamline as a function of the local static-pressure ratio, as shown in fig-
ure 7.3. Separate formulations are adopted for under-expanded and over-
expanded primary streams, though the underlying principle remains the
same.

For an under-expanded primary stream, further expansion is modelled
through a diverging cross-section computed using Prandtl–Meyer expan-
sion theory, following the approach of [41]. The process is assumed to be
isentropic, ensuring conservation of total pressure from the current state
(pp, Map) to a virtual state (ps, M̃ap) characterised by the same static pres-
sure as the secondary stream:

pt,p = ps

(
1 +

γ − 1
2

M̃a
2
p

) γ
γ−1

, (7.3)

from which the expanded Mach number M̃ap is determined. The deviation
angle θ is then defined as the difference between the Prandtl–Meyer angles
ν and ν̃ corresponding to the local and virtual primary Mach numbers Map

and M̃ap, respectively. For completeness, the Prandtl–Meyer angle is given
by [57]

ν(Ma) =

√
γ + 1
γ − 1

arctan

(√
γ − 1
γ + 1

(
Ma2 − 1

))
− arctan

(√
Ma2 − 1

)
.

(7.4)

If the primary and secondary static pressures were equal, the dividing
streamline would be tangent to the wall at the outlet of the primary nozzle
(without sudden change of angle). The computed deviation angle ν̃ − ν

should thus be added to the angle θp of the primary nozzle at its outlet to
obtain the angle of the dividing streamline:

θ = θp + (ν̃ − ν) . (7.5)
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An oblique shock is computed for the pressure ratio ps/pp and a primary
Mach number Map in case of an over-expanded primary stream. The shock
angle α can be computed from the following equation ( [57]):

ps

pp
= 1 +

2γ

γ + 1

(
Ma2

p sin2(α)− 1
)

. (7.6)

The deviation angle θ is directly related to the shock angle α and the Mach
number Map:

tan(θ) = −
2 cot(α)

(
Ma2

p sin2(α)− 1
)

Ma2
p (γ + cos(2α)) + 2

. (7.7)

Note the minus sign for the inward deviation of the primary flow. In the
axisymmetric geometry, the axial derivative of the primary cross-section
can be decomposed in terms of the deviation angle θ:

dAp

dx
= 2πrp

drp

dx
= 2

√
πAp tan(θ) . (7.8)

The axial derivative of the secondary cross-section follows from the ge-
ometry A(x) of the mixing pipe. These local gradients of the cross-sections
allow to integrate the governing Equations (6.6)-(6.8) (which remain valid
in the mixing pipe) to the next grid point, using the closure relations (6.19).
The overall process is not isentropic due to the friction forces; the isentropic
pressure equalisation mechanism is used only to determine the local angle
of the dividing streamline. The procedure above is repeated until the static
pressure difference drops below an arbitrary threshold (10 Pa in this work).

This approach reproduces only the first cell of the shock train and can-
not capture downstream behavior, as reflections of Mach lines on the cen-
terline and dividing streamline are inherently two-dimensional and thus
excluded from the present one-dimensional model. Nevertheless, the pro-
posed pressure equalisation mechanism offers two main advantages: (1)
its local formulation makes it directly compatible with standard ODE in-
tegrators, and (2) the pressure equalisation occurs over a short distance,
enabling the compound flow theory to be applied as far upstream as pos-
sible to accurately locate the sonic point.
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(a) Overview (b) Expansion (c) Oblique shock

Fig. 7.3 An under- or over-expanded primary stream is brought to a uni-
form static pressure over a finite distance using Prandtl-Meyer expansion
theory or oblique shocks respectively. The procedure results in the angle θ
of the dividing streamline, which suffices to complement the conservation
Equations (6.6)-(6.8).

7.3.4 Normal compound shocks

An oblique shock train typically forms in the diffuser under on-design
conditions, decelerating the flow to subsonic speed and reestablishing the
back pressure imposed by the boundary conditions [9, 11]. In simplified
models, this system is often represented as a normal shock in 0D formula-
tions [32,46,47], and it also emerges naturally in the unsteady single-stream
model of [104].

In the compound-flow framework of model 1 and model 2, however, a
normal-shock representation cannot be directly applied because the com-
pound supersonic region may include a subsonic component, rendering
standard shock relations invalid. Furthermore, shocks of unequal strength
would develop in the two streams due to their differing velocities, produc-
ing a downstream pressure imbalance and violating the assumption of uni-
form static pressure. The inherently two-dimensional nature of the oblique
shock train and its interaction with boundary layers further preclude an
accurate one-dimensional description under the constraint of pressure uni-
formity.

Since the 1D formulation cannot resolve the flow structure downstream
of the shock, the mixing between the two streams also becomes undefined.
To apply normal-shock relations in this context, it is therefore necessary to
define an equivalent single-stream state that represents the combined effect
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of the primary and secondary streams at the shock location. This equiva-
lent, or “fully mixed,” state is a notional construct used solely for the com-
putation of the normal shock and is defined to have the same total mass
flow rate, momentum, and energy as the actual double-stream configura-
tion. This approach leads to an artificial increase of the secondary total
pressure to the uniform value downstream (see figures 7.11-7.13), due to
the assumption of instantaneous mixing inherent to the definition of the
equivalent state. The normal-shock model is thus employed solely to re-
cover the correct back pressure, without physical interpretation of the local
shock train or mixing processes. The normal-shock relations are then ap-
plied between this equivalent upstream state, denoted by the subscript L,
and the downstream state, denoted by R. The properties of the equivalent
state upstream of the shock are obtained from the conservation of mass
and energy as

ṁL = ṁp + ṁs, and Tt,L =
ṁpTt,p + ṁsTt,s

ṁp + ṁs
. (7.9)

The mass flow rate and the momentum flux can be defined in terms of
the static pressure p, the total temperature Tt, the cross-section A and the
Mach number Ma:

ṁ = pAMa
√

γ

RgasTt

√
1 +

γ − 1
2

Ma2 , and ṁu+ pA = pA
(

1 + γMa2
)

.

(7.10)
The static pressure and the cross-section can be eliminated by taking the
ratio of the momentum flux and the mass flow rate, which becomes a func-
tion of the Mach number and the total temperature:

ṁu + pA
ṁ

=
1 + γMa2

Ma
√

1 + γ−1
2 Ma2

√
RgasTt

γ
. (7.11)

Hence, conservation of momentum between the double state and the equiv-
alent state L implies:

∑i∈[p,s] (ṁiui + pi Ai)

∑i∈[p,s] ṁi
=

 1 + γMa2
L

MaL

√
1 + γ−1

2 Ma2
L

√RgasTt,L

γ
, (7.12)

where the total temperature Tt,L is known from the equation (7.9). The
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term between the brackets is nonlinear in MaL and admits a subsonic and
a supersonic solution for a given ratio of momentum to mass flow rate. The
minimum corresponds to a sonic flow, indicating a minimal momentum for
a given mass flow rate (or a maximal mass flow rate for a given amount of
momentum). The supersonic solution is retained, followed by the normal
shock relations to compute the right state R (see for example [57]):

Ma2
R =

(γ − 1)Ma2
L + 2

2γMa2
L − (γ − 1)

,

pR
pL

=

(
1 +

2γ

γ + 1

(
Ma2

L − 1
))

, and
Tt,R

Tt,L
= 1 . (7.13)

The flow downstream is computed as an isentropic single stream, which
has an analytical solution considering that the total pressure and total tem-
perature are conserved and that the mass flow rate is known. The Mach
number Mam of the single stream respects the following (non-linear) equa-
tion in any point downstream of the shock:

ṁL = pt,R A(x)
√

γ

RgasTt,R
Mam(x)

[
1 +

γ − 1
2

Ma2
m(x)

]− 1
2

γ+1
γ−1

. (7.14)

7.3.5 Filtering, differentiation and interpolation

Imposing cross-section or total-pressure gradients from the RANS simula-
tions requires computing and interpolating these quantities so they can be
evaluated by the solver at any axial position x. The primary and secondary
cross-sections and total pressures are obtained directly from the geometry,
the dividing streamline, and the flow field. However, their derivatives in
equation (6.6), obtained by numerical differentiation, are sensitive to noise
due to interpolation and cross-stream averaging.

The distributions of the total pressures and the primary cross-section
are therefore first filtered before applying finite differences with Numpy’s
gradient function. The cross-section of the secondary stream and its deriva-
tives follow from the known geometry and the primary stream. The filter
used in this work is based on the filter of Chambolle [118] available in the
‘denoise tv chambolle’ function from Scikit-image [119]. The total variation
denoising formulation avoids spurious overshoot near sharp transitions,
but it is subject to boundary effects, which are problematic in the current
work because the dividing streamline originates from the lip of the pri-
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mary nozzle. Therefore, the signal used in the model is a combination of
the original and the filtered signal :

ũ[j] = w[j]u[j] + ŵ[j]û[j] , (7.15)

where ũ[j] denotes the jth entry of the final discrete signal, composed of the
original and the filtered signals u and û. These are blended via a partition
of unity that balances the unfiltered and the filtered signal such that the
sum of the weights equals one at each point:

w[j] =


0.5 + 0.5 cos

(
π i

60

)
if j ≤ 60 ,

0.5 − 0.5 cos
(

π
i−(N−61)

60

)
if j > N − 60 ,

0 otherwise.

(7.16)

and

ŵ[j] =


0.5 − 0.5 cos

(
π i

60

)
if j ≤ 60 ,

0.5 + 0.5 cos
(

π
i−(N−61)

60

)
if j > N − 60 ,

1 otherwise.

(7.17)

The original signal is thus kept near the boundaries, transitioning over 60
entries to the filtered signal which is kept elsewhere. The width of 60 en-
tries has been chosen arbitrarily as a compromise between filter intrusive-
ness near the boundary and noise tolerance.

Finally, since the full solver requires the evaluation of the governing
Equations (6.6)-(6.8) at any axial position x, an interpolation within the
filtered grid was applied. This is a cubic interpolation using Scipy’s ‘in-
terp1d’ function ( [89]).

7.4 Numerical solution

The governing equations presented in the section above yields a system of
ODEs in space, integrated with a shooting method to match the boundary
condition at the outlet. The integration was carried out with the explicit
Runge-Kutta 4 scheme using the SciPy.integrate library. The choked
flow in the primary nozzle is computed first, since this is independent from
the flow in the rest of the ejector. The flows in the secondary inlet and in
the mixing pipe are coupled and solved afterwards. This section presents
the solution procedure on the level of the complete ejector model and of its
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components.

Figure 7.4 shows the high-level procedure, starting with the choked
flow in the primary nozzle which can be solved independently. Next, the
critical point of the ejector is computed, which marks the division between
on- and off-design operation. It occurs at the maximal back pressure that
chokes the flow, i.e., the flow becomes compound sonic and becomes sub-
sonic immediately downstream. The supersonic solution is computed if
the computed critical back pressure pcrit is higher than the imposed bound-
ary condition pb, indicating on-design operation. A normal shock brings
the flow back to subsonic conditions as specified in the section above. Its
position is computed to match the back pressure pb from the boundary
condition. In the off-design case, the secondary mass flow rate is found
iteratively to match the back pressure. The model predictions therefore
respect the boundary conditions at the inlets and at the outlet in all operat-
ing conditions. The following sections go in more detail on the procedures
inside each block in figure 7.4.

Fig. 7.4 High-level flow chart of to the numerical solution. The primary
stream is assumed to be choked, so can be computed independently. The
critical point is calculated first, as in 0D models [46, 47], to decide on the
operating regime depending on the back pressure pb. A normal shock is
computed in the on-design operation to match the back pressure.
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Primary inlet

Given the inlet totals (pt,p, Tt,p), the primary mass flow is obtained by a
bracketed shooting on the inlet static pressure pp(x0) to enforce Map = 1 (and
Np = 0 in equation (7.20)). By definition the upper bound is pp(x0) ≤ pt,p
while the lower bound is the isentropic sonic pressure

psonic = pt,p

(
γ + 1

2

)−γ/(γ−1)
, (7.18)

since the flow is subsonic in the converging section. The search therefore
brackets pp(x0) ∈ [psonic, pt,p] and proceeds by bisection: at each iteration
a trial pp(x0) (the bracket midpoint) is used to integrate (6.6)–(6.8) from
x0 to either the point where Map = 1 or the nozzle exit. Reaching the exit
while still subsonic indicates pp(x0) is too high and hence the upper bound
is set to pp(x0). Otherwise the bracket is tightened around the Map = 1
solution. This monotone update exploits the fact that decreasing pp(x0)

increases the mass flow toward choking (see the flowchart in figure 7.5).

As the sonic condition is approached, the denominator in (6.6) tends
to zero. To obtain a finite ratio and allow the flow to continuously expand
to supersonic conditions, also the numerator must tend to zero (see [57]).
Isolating the common denominator and defining the numerator Np:

1
pp

dpp

dx
=

Np

1 − Ma2
p

, (7.19)

where

Np = γMa2
p

1
Ap

dAp

dx
+
(

1 + (γ − 1)Ma2
p

) Fp

Ap pp
, (7.20)

a finite pressure gradient is obtained if:

lim
(p,Map)→(p∗ ,1)

1
pp

dpp

dx
=

dNp/dx

−dMa2
p/dx

(7.21)

following de l’Hôpital’s rule. The derivative of the Mach number can be
analytically evaluated from the conservation equation (see equation (B.5)),
which introduces the derivative of the static pressure in the denominator.
This leads to the quadratic equation (B.24) for the static pressure gradient
in the sonic point, which is derived in appendix B (see also [57, 64]). The
static pressure gradient can thus be calculated in all admissible conditions.
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If the procedure in figure 7.5 runs into the sonic point, the numerator
Np is computed with the equation (7.20). If its absolute value drops below
an arbitrary threshold (10−6 in this work), the correct sonic condition is
found and the calculation proceeds. Otherwise, the bracket is adjusted. A
negative value of the numerator indicates that the flow would expand if it
is subsonic (dp/dx < 0 in (7.19)). This occurs for example in the conver-
gent section for an isentropic flow (see (7.20) with F = 0). The fact that the
flow already reached Map = 1 indicates that the flow rate is too high: the
Mach number should be lower, allowing the flow to expand further with-
out running into the singularity of equation (7.19). In the isentropic exam-
ple, the sonic point should be reached further downstream at the throat.
The guessed static pressure is thus too low if Np(x) < 0 and Map(x) = 1.
Therefore, the used average pressure p(x0) becomes the new lower bound
pmin. The inverse is true if Np > 0. The friction force Fp < 0 interferes
in the numerator Np, but it does not alter the mechanism discussed above.
Note that dA/dx must be positive to compensate the negative term con-
taining the force Fp in equation (7.20): the wall friction force pushes the
sonic section downstream in a divergent section of the nozzle. The algo-
rithm iterates until the tolerance on the numerator is reached or until the
bracket reaches the following relative tolerance:

pmax − pmin
0.5(pmin + pmax)

≤ 10−6 . (7.22)

The procedure above provides the solution up to the sonic point. At this
point, the static pressure gradient is undetermined as (6.6) approaches the
limit 0/0, so a second order approximation of the pressure gradient near
the sonic point is computed using Taylor expansions (see equation (B.26)
in appendix B if Map ≤ 1.01. Once the primary stream expands beyond
Map = 1.01, the pressure is computed from equation (7.19). The threshold
of 1.01 was found to provide a good compromise between accuracy and
smoothness of the transition from the approximation (B.26) to the govern-
ing equation (7.19). In practice, the approximation (B.26) is blended with
equation (7.19) in a single function that automatically switches between
both depending on the primary Mach number Map, as indicated in fig-
ure 7.5. The interested reader is referred to [64] for a more detailed de-
scription of this approach.
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Fig. 7.5 Flow chart for computing the choked flow in the primary noz-
zle. The static pressure at the inlet is found iteratively to satisfy the
sonic condition Map → 1, Np → 0 in equation (7.19). The approxima-
tions in appendix B allow to integrate the governing equations through
the sonic point without numerical issues related to division by zero (see
also [64, 116]).
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Critical point and on-design operation

The procedure for the critical operating point is similar to the one of the
primary nozzle, as shown in figure 7.6: the static pressure is guessed at the
secondary inlet, the governing equations are integrated to the compound-
or Fabri-sonic point (β = 0 in (6.12) or Mas = 1 in (6.6)) and the solution is
accepted if the numerator of equation (6.12) or (6.6) equals zero.

An approximation of the static pressure gradient is then computed near
the sonic point, either taking the positive or the negative pressure gradi-
ent at the sonic point to compress the flow to subsonic conditions (criti-
cal point) or to expand to supersonic conditions. The required derivatives
are listed in the appendix B. The blended equations are integrated to the
outlet, switching back to the direct equations once

∣∣Maeq − 1
∣∣ ≥ 0.01 or

|Mas − 1| ≥ 0.01. The axial position of the normal shock is found itera-
tively to respect the outlet condition in case the back pressure is lower than
the computed critical back pressure (on-design operation in figure 7.4).

The flow might become sonic in the secondary inlet, in which case the
guessed static pressure is increased to reduce the mass flow rate and reach
a sonic condition in the mixing pipe instead. For the geometry analysed
in this work, the sonic point is always located in the mixing pipe, which is
the most typical scenario. The analysis of the sign of the numerator in the
computed sonic point is identical to the one for the primary nozzle above
due to the similarity of Equations (6.6) and (6.12).

The critical point has already been computed in the previous step, so
the on-design solution has already been found up to the sonic point. To
match the back pressure, the fully supersonic solution is computed first.
This allows to apply the normal shock procedure from section 7.3.4 at any
position between the sonic point and the outlet. Its axial position is found
iteratively to respect the outlet condition.

Off-design operation

The main steps in the off-design regime are similar to the one in on-design
(see figure 7.7). In this case, the back pressure influences the secondary
mass flow rate since the flow remains compound-subsonic in the mixing
pipe. The static pressure ps,crit at the secondary inlet corresponding to the
critical point is already known at this stage (cf. figure 7.4), and serves as a
lower limit for the starting bracket. The upper limit consists of zero mass
flow rate (p = pt,s), as the model breaks down in case of back flow. The
governing equations are integrated to the outlet of the mixing pipe, pro-
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Fig. 7.6 The solution procedure iterates on the static pressure at the sec-
ondary inlet to find the correct compound- or Fabri-sonic point. A sonic
flow in the secondary inlet is not accepted as a valid solution since it is
atypical for ejectors. The procedure differs in the compound and Fabri
case through the sonic condition and the corresponding approximations of
the pressure gradient.
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Fig. 7.7 The numerical procedure for the off-design operation iterates on
the static pressure at the secondary inlet until the back pressure is matched.
The previously found critical point provides an upper limit for the sec-
ondary mass flow rate.

viding a computed back pressure. If the computed value is lower than
the boundary condition, the guessed static pressure at the secondary inlet
should increase and vice versa. The procedure stops if the error on the back
pressure drops below a predefined threshold (1 Pa in this work) or if the
relative tolerance on the bracket is reached (see equation (7.22)).

7.5 Calibration of model 1

7.5.1 Definition of the calibration parameters

The closure equations for model 1 in section 7.2.2 include two friction
forces, each represented by a friction coefficient. These have to be provided
by empirical correlations or by a model calibration. For the wall friction,
reliable correlations exist and this work used the correlation of [115]. For
inter-stream friction, however, the only available correlation in the liter-
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ature is that of [112]. This correlation is rooted in experimental studies of
compressible shear layers and expresses the friction in terms of free-stream
quantities. However, such free stream quantities are not readily available
from the present 1D model (as opposed to quasi-2D models such as [25]),
which relies on cross-stream averaged values. Moreover, the flow mixing
in the mixing pipe eventually leads to the vanishing of the free streams
once the shear layer reaches both the centerline and the wall boundary
layers. Therefore, an empirical law for the inter-stream coefficient was pro-
posed by correcting the (6.22) as follows

f ∗ps = w(x) fps =
(w1

2
tanh (30(x − w2)) +

w1

2
+ 1
)

fps , (7.23)

where w1 and w2 are calibration parameters that control the amplitude and
axial location of the correction. By construction, the factor tends to unity
near the pipe inlet, so the original correlation is retained there, while the
friction is increased further downstream (for w1 > 0). The constant 30 was
chosen to give a smooth step over the length of the constant-area section
(L = 0.5 m); it could also be included in the calibration but behaves simi-
larly to w2 and was therefore fixed.

7.5.2 Sensitivity analysis

Figure 7.8 shows the effect of the calibration parameters w1 and w2 on
the distributions of the weight w(x), on the total pressures, and on the
operating curve. The boundary conditions correspond to the case with
pt,p/pt,s = 5, pb/pt,s = 1.2 of the UCLouvain ejector (see section 2.4).
The total pressure is the most direct indicator for changes in the closure,
since it is solely affected by the force terms in equation (6.7). The step
induces a stronger inter-stream friction, which in turn leads to stronger
gradients of the total pressure. Consequently, the total pressures converge
more quickly towards a common value, indicating mixing. The discontinu-
ity near x/L = 1.2 is caused by the normal shock occurring for the leftmost
on-design point of the operating curves in figure 7.8c.

The global effect of w1 consists of increasing the critical back pressure
due to larger momentum exchange between the streams. The entrainment
in on-design operation is unaffected, since the sonic section is typically
located near the inlet of the mixing pipe at x/L = 0. The shown distribu-
tions of w(x) are all approximately equal to unity, so the portion upstream
of the sonic section is not affected by the calibration. Lower values of w2
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allow to adapt the inter-stream friction at the inlet of the mixing pipe, but
the short distance between the outlet of the primary nozzle and the sonic
section limits the amount of momentum that can be exchanged between
the streams, and hence its effect on the entrainment is small. This leads to
the important observation that choking and thus on-design performance
is mainly pressure-driven and that the inter-stream friction is mostly re-
sponsible for the pressure recovery downstream. The effects of w1 and w2
on the predicted critical back pressure are opposite: increasing w1 and/or
decreasing w2 tends to increase the total exchanged momentum and hence
to increase the critical back pressure. The effect of w2 is more pronounced
in the local distributions of the total pressure, shifting the inflection point
in the total pressure upstream or downstream. The combination of both
parameters gives the model the flexibility to predict a wide range of total
pressure distributions. It is noteworthy to mention that the two last points
of the operating curve (the two highest back pressures) can not be reached
by the model when using the original correlation (w1 = 0), as it would lead
to back flow. This illustrates the need for calibration, since no back flow is
encountered in the considered RANS simulations.

The horizontal shift of the operating curve implies that the model is
capable to match the critical back pressure of reference data through cali-
bration. This ensures that the model predicts the correct operating regime.
It is equally possible to calibrate the model in off-design operation based
on the entrainment: the predicted mass flow rate varies with w1 and w2 at
for example pb/pt,s = 1.8 in figure 7.8c. The insensitivity of the on-design
entrainment with respect to w1 and w2 precludes calibration to match this
quantity.

Note that the calibration of the inter-stream friction does not affect the
primary mass flow rate, since the primary stream is assumed to be choked
independently. This is effectively the case in all conditions considered in
this work, leading to errors on the primary mass flow rate of the order of
one percent.

7.5.3 Calibration strategy

The post-processed RANS simulations provide global reference data in the
form of mass flow rates and critical back pressures, and local data in terms
of cross-stream averaged quantities, e.g. pt,i(x). Experiments provide sim-
ilar global data and local wall pressure measurements. The internal flow
field changes considerably across the operating curve: from a supersonic
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Fig. 7.8 Effect of the calibration parameters w1 (left) and w2 (right) on
the weight function w(x) for the inter-stream friction (cf. (7.23)), on the
total pressure distribution of the on-design point pt,p/pt,s = 5, pb/pt,s =
1.2 and on the operating curve of the ejector. The parameter w1 regulates
the magnitude of the inter-stream friction downstream (w2 = 0.2). This is
reflected in the steeper gradients of the total pressure for higher values of
w1 and in the higher predicted critical back pressure. The parameter w2
displaces the inflection point in the total pressure distributions (w1 = 2).
The entrainment in on-design operation remains unaffected.
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flow with a shock in the diffuser to a compound-subsonic flow throughout.
The corresponding inter-stream friction changes accordingly, so the points
are calibrated separately.

The normal shock with instantaneous mixing adopted in the model is
a strong simplification which was introduced to match the back pressure,
but without the intention of representing the complex shock train (which
moreover often entails separation of the boundary layer). The prediction
downstream of the shock should therefore not be used for calibration. The
portion upstream is common to the fully supersonic solution (cf. section
7.4) and becomes smaller as the shock moves upstream with higher back
pressure. The maximal amount of information is therefore available in the
leftmost operating point with the lowest back pressure. The remaining on-
design points do not provide additional information since their flow fields
are identical up to the onset of the shock train. Therefore, the calibration in
on-design conditions is limited to the points with the lowest back pressure
for each available inlet pressure ratio. The cost function to be minimised
is the relative difference in the secondary total pressure with respect to the
RANS simulations up to the inlet of the diffuser (since the shock train is
downstream):

Jon(w1, w2) =

√√√√√√∑i

(
pt,s(xi)− p̃t,s(xi)

)2

∑i

(
p̃t,s(xi)

)2 , (7.24)

where the pt,s is an implicit function of the calibration parameters through
the closure relation (7.23) and the tilde indicates the averaged RANS data.
The summation is carried out over the grid points of the mesh up to the
inlet of the diffuser. The mass flow rates are not included since they are
insensitive to w1 and w2. The total pressure is chosen as it is solely affected
by the friction forces. The primary total pressure is excluded, as it is dom-
inated by inlet shock-train losses not captured by the model, leading to
overly optimistic predictions. The secondary stream, governed mainly by
wall and inter-stream friction, provides the most reliable diagnostic.

The total pressure is unavailable from experimental data, so for on-
design points, the model is calibrated based on the critical back pressure.
The resulting weights are kept identical for the operating points at lower
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back pressure. The corresponding cost function is given by:

Jcrit(w1, w2) =

∣∣pb,crit − p̃b,crit
∣∣

p̃b,crit
, (7.25)

where pb,crit stems from the procedure for the critical point (see section 7.4
and figure 7.6). The off-design points are calibrated similarly, but including
the secondary mass flow rate:

Jo f f (w1, w2) =
|ṁs − ˜̇ms|

˜̇ms
+

√√√√√√∑i

(
pt,s(xi)− p̃t,s(xi)

)2

∑i

(
p̃t,s(xi)

)2 , (7.26)

if the reference data stems from RANS simulations, and

Jo f f (w1, w2) =
|ṁs − ˜̇ms|

˜̇ms
+

√√√√√√∑i

(
ps(xi)− p̃wall(xi)

)2

∑i

(
p̃wall(xi)

)2 , (7.27)

for experimental data with the static pressure from the wall taps. The two
parameters provide enough flexibility to reduce the error on the mass flow
rate below 1 % in the off-design cases considered in this work, with rela-
tively small errors on the total pressure.

The cost functions outlined above all consider a single operating point.
A first calibration strategy therefore considers each point separately, lead-
ing to an erroneous operating curve as shown in figure 7.9a, with a non-
physical corner near the critical point. The mismatch stems from an over-
estimated secondary flow rate in on-design operation, on which the cali-
bration parameters have a minimal effect (see figure 7.8). The cause of this
overestimation is discussed in detail further below in section 7.6.1.

A second strategy instead aims to provide a physically consistent op-
erating curve. The points near the critical point in figure 7.9a should thus
shift towards the top right, introducing limited errors on the on-design en-
trainment and on the critical back pressure, as shown in figure 7.9b. This
trend is similar to the overestimated entrainment and critical back pressure
by RANS simulations with respect to experiments (see figure 2.7).

To obtain the operating curve in figure 7.9b, the points near the critical
point were no longer individually calibrated, since minimising the error
on the secondary flow rate yields the non-physical corner in figure 7.9a.
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Instead, the target for the critical back pressure in equation (7.25) is arbi-
trarily shifted towards the right with respect to the one from the reference
to obtain a satisfactory operating curve. The corresponding weights are
used for the predictions of all on-design points, except the left-most one,
and the points near the critical point. Most of the separately calibrated
off-design points are kept, presently the four points with the highest back
pressure in figure 7.9b.

The leftmost on-design point is an exception, since it has been cali-
brated separately using equation 7.24 to maximise the local accuracy on
the total pressure distributions, disregarding the critical point. It is note-
worthy to mention that this is a minor issue; the more important limitation
of the model is the overestimation of the flow rate in on-design operation
as discussed in section 7.6.1.

Each prediction of model 1 presented in sections 7.6 and 7.7 therefore
relies on a specific set of calibration weights, which limits the model’s ex-
trapolation capability outside the calibration envelope. This limitation is
not specific to the present framework: zero-dimensional models are sub-
ject to the same constraint, while typically relying on a larger number of
closure coefficients (four to five) and incorporating less detailed physical
mechanisms. The explicit inclusion of additional physics in the present
model is expected to improve robustness with respect to extrapolation;
nevertheless, predictions outside the calibrated range should be interpreted
with caution.

7.6 Influence of the choking model

In this section, the four models introduced in section 7.2.2 are evaluated
and compared in on-design operation with inlet pressure ratios pt,p/pt,s =

4, 5 and 6, on the UCLouvain ejector (see chapter 2). The model 1 is pre-
sented first, as it constitutes the only predictive framework. The remaining
configurations serve as diagnostic tools to interpret the RANS simulations
and to explore potential pathways for improving the predictive model.
Models 1 and 2 are based on compound-choking, while models 3 and 4
are based on Fabri-choking. However, their predictions need not be in-
terpreted strictly as such: all cases presented below are compound-sonic
(β = 0) but not necessarily Fabri-sonic (Mas < 1).
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(a) Matching ṁs point-by-point. (b) Arbitrarily fixing the critical point.

Fig. 7.9 Calibration strategy (pt,p/pt,s = 5): (a) one-by-one calibration
of all off-design points based on the secondary total pressure and the sec-
ondary mass flow rate; (b) the resulting non-physical corner in the curve
is avoided by arbitrarily displacing the predicted critical back pressure
(pb/pt,s = 1.805 instead of 1.785 from RANS). Introducing this small er-
ror yields a physically consistent operating curve, in which the separately
calibrated points at higher back pressures are retained (the four right-most
points in the shown case).

7.6.1 Model 1: Compound choking with calibrated closures

Predictions on the selected operating points

Table 7.1 compares the mass flow rates from the RANS simulations with
the predictions of the compound-based model, for the three considered
pressure ratios pt,p/pt,s. The weights w1 and w2 for the calibration of the
inter-stream coefficient (7.23) are also listed for completeness.

The predicted normalised primary mass flow rate equals 0.993 in all
three cases, overestimating the reference from the RANS simulations by
0.5 %. This indicates a slight underestimation of the wall friction. The nor-
malised secondary mass flow rate in on-design operation is further below
unity, since the used cross-section for the reference mass flow rate ṁs,re f
in equation (2.6) is generally larger than the actual cross-section where the
secondary stream reaches Mach one.

The compound-based model overestimates the secondary mass flow
rate, with the error increasing with the inlet pressure ratio pt,p/pt,s and
reaching up to 5.2 %. This overprediction adds to that of the RANS sim-
ulations, which already overestimate the entrainment measured in the ex-
periments of [56] by 3–5 %. The origin of the discrepancy between RANS
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Table 7.1 Overview of the mass flow rates predicted by the compound-
based model, the used calibration parameters w1 and w2, and the errors
with respect to the RANS simulations. The error increases with the inlet
pressure ratio pt,p/pt,s due to an underexpanded primary stream (cf. fig-
ure 7.14). Finally, it should be noted that the model error aggravates the
overestimation of the RANS simulations with respect to the experiments
of [55].

pt,p/pt,s pb/pt,s w1 w2 ṁs/ṁs,re f ṁs/ṁs,re f Error
[-] [-] [-] [-] (model) [-] (RANS) [-] [%]
4 1.10 1.287 0.188 0.830 0.827 0.4
5 1.20 1.098 0.180 0.783 0.772 1.4
6 1.55 0.616 0.108 0.739 0.703 5.2

and experiments remains unclear and is not further investigated here. The
cause of the model–simulation mismatch is discussed further below based
on the local axial distributions.

Figure 7.10 shows the distributions of the dividing streamline and the
cross-stream averaged static pressures near the inlet of the mixing pipe.
The predicted streamline consists of two regions: between the vertical dot-
ted lines, the pressure equalisation mechanism from section 7.3.3 is active;
beyond this region, equation (6.10) is integrated to obtain the cross-sections
and hence the dividing streamline.

The angle of the dividing streamline at the outlet of the primary noz-
zle reflects whether the primary stream is under- or over-expanded. It
is deflected inward in the over-expanded case (figure 7.10a), aligns with
the nozzle lip in the nearly perfectly expanded case (figure 7.10b), and ex-
pands outward in the under-expanded case (figure 7.10c). The predicted
streamlines match the reference well for under-expanded primary streams.
However, the pressure equalisation mechanism becomes less accurate in
the over-expanded regime. It enforces a contraction of the primary stream
(see equation (7.7)), whereas the RANS simulation still shows an outward
spread. In the RANS solution, this compression occurs through an oblique
shock, which cannot be captured by the 1D model. In the model, the
oblique shock is only used to compute the inward deflection angle and
to compress the supersonic primary stream through a converging cross-
section. While a similar inward deflection is present in the RANS solution,
it does not overcome the outward inclination imposed by the nozzle lip
(figure 7.10a).
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In reality, the pressures equalise over a much longer distance, as also
visible in figure 7.10. The proposed mechanism only mimics the first por-
tion of the shock train. This limitation of the compound-based model
is necessary to address pressure equalisation and choking separately. A
generalised compound choking theory with non-uniform static pressure
would render this mechanism redundant, but this has not been presented
in literature. The error on the dividing streamline has a direct consequence
on the static pressure distributions on the right of figure 7.10, which show
a superior agreement in the region of pressure equalisation (between the
vertical lines) for under-expanded primary streams. Note that the distance
between the nozzle exit and the predicted point of equal pressure is mini-
mal in the near-perfectly expanded case in figure 7.10b.

A sharp corner appears in the predicted dividing streamlines at the
point of equal static pressure, deviating from the reference in the under-
expanded cases. In reality, inertia carries the primary stream further out-
ward, causing it to overexpand and triggering a shock wave that sustains
the shock train. A different gradient of the dividing streamline is required
to enforce identical pressures. This local constraint makes the compound
theory oblivious to inertial effects from upstream, and thus permits sharp
corners. This limitation is an inherent consequence of capturing choking
within the compound framework, as no generalised compound theory for
non-uniform static pressure is currently available.

The predicted uniform static pressure is a reasonable ‘average’ of the
primary and secondary pressures in the almost perfectly expanded case
pt,p/pt,s = 5, as the identical static pressure is reached far upstream due
to the small initial difference. The flow in the RANS simulations expands
further than in the compound prediction in the stronger under-expanded
case pt,p/pt,s = 6, as evidenced by the stronger divergence of the dividing
streamline and the lower static pressures in figure 7.10c. A second sharp
corner appears in the compound predictions at the inlet of the constant-
area section (x/L = 0). This arises because the gradient dA/dx of the
total cross-section disappears from the numerator in equation (6.12) and
only the force terms remain. Upstream, the convergent geometry of the
mixing pipe (considered to start at the outlet of the primary nozzle at
x/L = −0.0372) thus dominates.

Figures 7.11-7.13 show the distributions of the Mach number, the static
pressure and the total pressure for the three investigated inlet pressure ra-
tios (see table 7.1). The total temperature remains uniform at Tt,p = Tt,s =

300 K with deviations below 1 % relative to the RANS simulations. All
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(a) pt,p/pt,s = 4, over-expanded primary stream.
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Fig. 7.10 The dividing streamline (left) and the cross-stream aver-
aged static pressure (right) from the RANS simulations, and from the
compound-based model for three inlet pressure ratios. The pressure equal-
isation acts between the vertical dotted lines and the compound theory pre-
dicts the uniform static pressure downstream. The model is most accurate
in the near-perfectly expanded case pt,p/pt,s = 5. However, it constrains
the dividing streamline regardless of inertial effects in the primary stream,
leading to sharp and non-physical corners.
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cases are characterised by a choked flow, as evidenced by a unitary equiv-
alent Mach number.

The model shows generally good agreement with the RANS simula-
tions. The main differences arise from substituting the two-dimensional
shock trains in the diffuser with normal shocks. These serve only to match
the outlet pressure; the instantly mixed state downstream does not reflect
the actual flow in the diffuser.

The compound-sonic point is predicted slightly upstream of the constant-
area inlet (x/L = 0). However, the sonic points in the RANS simulations
are consistently located downstream in the constant-area section. The ori-
gin of this discrepancy is unclear. It may arise from inaccuracies in the clo-
sure modelling, altering the balance of the force terms in equation (6.12),
or from the strong assumption of uniform static pressure in the compound
flow theory. Indeed, the static pressures at the compound-sonic points gen-
erally differ, as seen near x/L = 0 in figure 7.10.

The primary and the secondary total pressures converge from their
boundary conditions toward a unique value at the outlet of the diffuser.
This indicates mixing, since a uniform flow cannot be distinguished as
originating from a single reservoir or from two reservoirs as in ejectors.
This is also apparent from the modelled normal shock which involves in-
stant mixing. The inter-stream friction is strongest at the inlet of the mixing
pipe, where the velocity difference is largest. Consequently, the primary
total pressure decreases while the secondary total pressure increases, con-
sistent with the signs of the forces in equation (6.19). As the secondary
stream accelerates, the wall friction gains importance, ultimately leading
to a reduction in the secondary total pressure.

A small mismatch in primary total pressure appears between the RANS
and the model at the outlet of the primary nozzle (x/L = −0.0372) due to
underestimated friction. The overestimated primary total pressure is likely
due to losses in the shock train, which are not included in the momentum
balance and mainly affect the primary stream. The secondary total pres-
sure shows excellent agreement since its error has been minimised by cali-
brating the inter-stream friction (see equation (7.24)). In the present model,
wall friction constitutes the only net sink of momentum. In reality, ad-
ditional mechanical losses arise from turbulent dissipation and from the
presence of shock trains, which are not accounted for in the current formu-
lation.
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Fig. 7.11 Axial distributions of the Mach number, the static and the to-
tal pressure, and the dividing streamline from the RANS simulations and
from the compound-based model for the case pt,p/pt,s = 4. The shock re-
sulting from the over-expanded primary stream (see figure 7.10a) induces
a sharp decrease of the Mach number at the outlet of the primary nozzle.
The other distributions are similar to those in figure 7.12.
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Fig. 7.12 Axial distributions of the Mach number, the static and the to-
tal pressure, and the dividing streamline from the RANS simulations and
from the compound-based model for the case pt,p/pt,s = 5. Model 1 is
in excellent agreement with the reference data, which is partly due to the
near-perfectly expanded primary stream. The primary total pressure is
overestimated due to the losses in the shock train that are not included in
the model. The shock train in the diffuser is too complex to be captured by
a 1D model (see also appendix C).
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Fig. 7.13 Axial distributions of the Mach number, the static and the to-
tal pressure, and the dividing streamline from the RANS simulations and
from the compound-based model for the case pt,p/pt,s = 6. Model 1 un-
derestimates the expansion in the constant-area section, as the secondary
stream reaches its Fabri-sonic point farther upstream in the RANS simula-
tions (x/L ≈ 0.1) than in the model (x/L ≈ 0.2). The other distributions
are similar to those in figure 7.12.
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Overestimated entrainment using the compound theory
The compound model overestimates the entrainment in the under-expanded
case pt,p/pt,s = 6 (see table 7.1). To reach the same secondary mass flow
rate as in the RANS simulation, the model therefore predicts off-design op-
eration. This prediction is obtained here by imposing the averaged RANS
flow state as a boundary condition at the inlet of the mixing pipe and inte-
grating the governing equations downstream.

Figure 7.14 shows the resulting distributions of the Mach number and
the dividing streamline. The flow remains compound-subsonic and stops
expanding at the inlet of the constant area section (x/L = 0). The pre-
dicted dividing streamline departs from the reference curve with a rel-
atively sharp corner as in figure 7.10c due to the constraint of uniform
static pressure. Consequently, both streams miss the stronger expansion
in the constant area section, and the iterative procedure from section 7.4
incorrectly detects off-design operation. The secondary flow rate is then
increased until the sonic condition is reached, as shown in figure 7.13.

The overestimated flow rate in on-design operation is thus inherent to
the assumption of uniform static pressure in the mixing pipe, challenging
the foundations of the compound flow theory. This limitation is partic-
ularly noteworthy, since uniform static pressure in the mixing pipe is a
common assumption in 0D ( [46,47], among others) and 1D ejector models
(see [15, 35, 37]).

7.6.2 Model 2: Compound choking with closure from CFD

The closure model incorporating friction forces performs reasonably well
but tends to overestimate the primary total pressure due to unmodelled
pressure losses in the shock train. To assess potential improvements in
accuracy, the total pressure gradient extracted from the RANS simulations
is imposed within the mixing pipe (see section 7.2.2).

Globally, the error on the flow rate decreased only slightly (from 5.2 to
4.8 % in the case pt,p/pt,s = 6), indicating that further refinement of the
closure model yields negligible improvement in entrainment prediction.
This limited effect arises from the short distance between the outlet of the
primary nozzle and the sonic section, across which friction forces can in-
fluence the mass flow rate. Variations downstream affect the mixing, the
associated pressure recovery and ultimately the critical back pressure, but
not the flow rate itself.
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Fig. 7.14 The model predicts a compound-subsonic solution when using
the averaged states from the RANS simulations as boundary conditions at
the inlet of the mixing pipe (pt,p/pt,s = 6). The expansion of the primary
stream in the constant area section is not captured by the compound theory
since the gradients of the primary and the total cross-sections are directly
related through Equations (6.10) and (6.12). The missed expansion is a
consequence of the assumption of uniform static pressure and causes the
overestimated entrainment.

Figure 7.15 compares the distributions of the Mach number and the
total pressure with their RANS references and to the original predictions
using the friction forces. The improvement in total pressure is evident,
though unsurprising, since the model is no longer predictive but rather
used to interpret and diagnose the RANS results. The constant offset in
primary total pressure originates from the primary nozzle, where the wall
friction remained modelled through the correlation of [115]. An error per-
sists in the secondary Mach number due to the overestimated flow rate,
as the missed expansion mechanism remains active (see figure 7.14). The
static pressure continues to be equalised and constrained to uniformity, as
in the original compound model.

This analysis shows that the prediction error on the entrainment is fun-
damentally governed by the dividing streamline, and ultimately linked to
the constraint of uniform pressure. It can therefore not be substantially
reduced through improvements of closures modelling. In the following
section, the dividing streamlines from the RANS simulations are imposed
in the frame of the Fabri approach.
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Fig. 7.15 Axial distributions of the Mach number, the static and the to-
tal pressure, and the dividing streamline from the RANS simulations, and
from the compound-based model using the correlations (model 1) or the
imposed total pressure gradient (model 2) for the case pt,p/pt,s = 6. Im-
posing the total pressure gradient of the RANS simulation in the mixing
pipe yields higher accuracy on the local distributions, but marginally re-
duces the error on the secondary flow rate. This error is therefore linked
to the dividing streamline (which is practically identical for both models)
and not to the closure modelling of the exchanges.
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7.6.3 Model 3: Fabri choking with closures from CFD

The dividing streamline and total pressure gradients obtained from the
RANS simulations are now imposed within the model. This gives rise
to the Fabri-sonic condition, as the constraint of uniform static pressure
is relaxed, leading to a singularity in the one-dimensional equations if
Mas = 1. The Van Driest correlation continues to be used for the wall
friction in the inlets (section 7.2.2). We recall that the model is highly sensi-
tive to the gradients of the dividing streamline and the total pressures near
the sonic point, where the sum of the corresponding terms in equation (6.6)
should tend to zero. This sensitivity prevents the use of predictive correla-
tions in conjunction with the dividing streamline extracted from the RANS
simulations.

Predictions on the selected operating points

Table 7.2 summarises the predicted mass flow rates in the three previously
studied operating points (see also table 7.1). The primary mass flow rates
are identical to those predicted by the compound model, since the pri-
mary stream is assumed to be choked and the same wall friction is ap-
plied. The error on the secondary flow rate remains below 1 % in all cases.
This low discrepancy is also obvious from the local distributions, shown
in figures 7.16 and 7.17 for the inlet pressure ratios pt,p/pt,s = 4 and 6
respectively.

The predicted distributions are nearly coincident with those from the
RANS simulations, except near the sonic point in figure 7.17, which lies in
the second shock cell of the RANS simulation. The secondary Mach num-
ber reaches 0.96 near the reference sonic point at x/L = 0.05. This slight
discrepancy is likely sufficient to explain the underestimation of 0.9 % on
the secondary flow rate, given the strong sensitivity of equation (6.6) close
to unity Mach number. The total pressure distributions match those from
section 7.6.2 (compound model with extracted closures), where the same
total pressure gradients were imposed, they are therefore not shown. The
corresponding 4.8 % error in the secondary mass flow rate in the under-
expanded case (pt,p/pt,s = 6) can therefore be attributed to the dividing
streamline predicted by the compound model, since all imposed exchange
terms are otherwise identical in both approaches.

Note that the predicted static pressures do not fully equalise. For in-
stance, a difference of about 0.05 between the normalised static pressures
remains in figure 7.16 near the diffuser inlet (x/L = 1), whereas the refer-
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Table 7.2 Overview of the mass flow rates predicted by the Fabri-based
model and the errors with respect to the RANS simulations. The error on
both mass flow rates remains below 1 % in all conditions.

pt,p/pt,s pb/pt,s ṁs/ṁs,re f ṁs/ṁs,re f Error
[-] [-] (model) [-] (RANS) [-] [%]
4 1.10 0.821 0.827 -0.7
5 1.20 0.767 0.772 -0.7
6 1.55 0.696 0.703 -0.9

ence distributions intersect at several points and eventually equalise. Un-
like in the compound model, no pressure equalisation mechanism is ac-
tive here. The discrepancy remains small because the dividing streamline
and total pressures are imposed from the RANS simulations. However,
in a fully predictive setting, small errors in the dividing streamline or in
the momentum exchange could lead to significant, non-physical pressure
gaps. This underlines the need for strong coupling between the closure
models for momentum exchange and dividing streamline location, ensur-
ing that the primary and secondary static pressures converge toward a
common value.

The accurate performance of the Fabri-based model demonstrates that
the cross-stream averaged framework (cf. figure 7.1) can yield reliable pre-
dictions when the correct dividing streamline and corresponding closure
relations are provided. Currently, the compound-based model remains the
only formulation capable of predicting the dividing streamline. As dis-
cussed in sections 7.6.1 and 7.6.2, its assumption of uniform static pressure
proves overly restrictive, leading to inaccuracies in the dividing stream-
line and, consequently, in the predicted mass flow rates. The compound
model provided the most accurate axial distributions for the case nearest
to a perfectly expanded primary stream (see figure 7.12).

A choked case with a subsonic secondary stream

[19, 55, 64] have reported compound-choked ejector flows with a subsonic
secondary stream. The Fabri-sonic condition is therefore not universal,
despite the accurate results obtained in the previous section. An intu-
itive reason for the broader validity of the compound theory lies in the
fact that Fabri-sonic parallel streams are compound-supersonic by defini-
tion (Mai ≥ 1 in equation (6.13)), and therefore compound-sonic farther
upstream. If the shock train in the diffuser migrates upstream between
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Fig. 7.16 Axial distributions of the Mach number, the static and the to-
tal pressure, and the dividing streamline from the RANS simulations, and
from the Fabri-based model using the imposed total pressure gradient
(pt,p/pt,s = 4). The distributions are in excellent agreement, but a small
pressure difference persists at the inlet of the diffuser (x/L = 1).
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Fig. 7.17 Axial distributions of the Mach number, the static and the to-
tal pressure, and the dividing streamline from the RANS simulations, and
from the Fabri-based model using the imposed total pressure gradient
(pt,p/pt,s = 6). The Fabri-sonic condition is reached in the second shock
cell, but overall, the Fabri-based model predictions show excellent agree-
ment with the reference distributions.
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these two sonic locations due to increasing back pressure, the flow remains
choked in the compound sense, even though the secondary stream does
not reach a unitary Mach number.

Such a case is presented in figure 7.18 for the case pt,p/pt,s = 4, with
an increased back pressure from pb/pt,s = 1.10 in figure 7.16 to pb/pt,s =

1.48. The shock train in the simulation with the lower back pressure has
moved from x/L = 1.1 (in the diffuser) upstream to x/L = 0.1 in fig-
ure 7.18, which lies beyond the Fabri-sonic from figure 7.16 point near
x/L = 0.5. Consequently, the secondary stream no longer reaches a uni-
tary Mach number in figure 7.18. This also becomes apparent from the
sonic line, which does not penetrate the bulk of the secondary stream in
the two-dimensional flow field. Nevertheless, the mass flow rates in the
RANS simulations with both back pressures are identical, confirming that
compound choking is the more general condition governing flow blockage
(see also [64]).

The choked case with a subsonic secondary stream gives rise to the
question how model 3, based on the Fabri-sonic condition, behaves in this
case. Two predictions are shown in figure 7.18; one following the iterative
procedure from section 7.4 to find the choked solution, and one where the
secondary mass flow rate is imposed to match the RANS simulations.

The Fabri-sonic point in the iterative case is reached at x/L = 0.1,
which coincides with the position where the secondary Mach number is
maximal in the RANS simulations due to a local minimum of the cross-
section. The sonic point has thus moved upstream with respect to the
case with the lower back pressure and the same inlet conditions in fig-
ure 7.16. This shift is accompanied by an increase of the predicted sec-
ondary flow rate by 1 %. The Fabri-based model 3 thus predicts a higher
flow rate near the critical point than at lower back pressures when im-
posing the corresponding dividing streamlines and exchanges from RANS
simulations. This non-physical behavior has been described earlier in 0D
modelling by [46], who observed a bump in the operating curves near the
critical point. The cause of the different choked solutions in this work lies
in the different dividing streamlines (and consequently, the flow variables)
in the RANS simulations for pb/pt,s = 1.10 and pb/pt,s = 1.48, which start
differing from the compound-sonic point at x/L = 0.1. The prediction
with matching flow rate remains Fabri-subsonic, and is hence classified
as off-design by the iterative procedure in section 7.4. These observations
further indicate the close link between the dividing streamline and the ac-
curacy on the secondary flow rate.
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The results presented above indicate that developing a predictive model
based on the Fabri-sonic condition without assuming uniform static pres-
sure is inherently challenging. This difficulty arises from the strong cou-
pling required between the dividing streamline and the closure relations,
as well as from the sensitivity of equation (6.6) near the sonic point. An ad-
ditional complication occurs when the primary stream decelerates to sub-
sonic speeds. This situation occurs in the RANS simulation in figure 7.18
at x/L = 1, but not in the model, which instead strays away from the
reference and stays supersonic. This discrepancy gradually grows from
x/L = 0 and substantially increases near the second sonic point of the
primary stream at x/L = 1, introducing a similar sensitivity in equa-
tion (6.6) as in the Fabri-sonic point of the secondary stream. This situ-
ation inevitably manifests itself also under off-design conditions, where
the static pressure increases monotonically along the mixing duct (see for
example [8]). In such cases, the primary stream passes through its sonic
point between the outlet of the primary nozzle (where it is supersonic) and
the diffuser exit (where it becomes subsonic). This transition poses a fun-
damental problem within the proposed framework, since the numerator
of the pressure equation (6.6) may not vanish at that point, leading to an
infinite pressure gradient.

In contrast, the compound framework does not suffer from this limita-
tion: the corresponding equation (6.12) remains well-behaved when Map =

1 and Mas < 1 (β > 0). The secondary stream does not exhibit this issue
either; encountering a singularity instead signifies an incorrect estimate of
the secondary mass flow rate in the iterative procedure described in sec-
tion 7.4. To the authors’ knowledge, no existing one-dimensional model in
the literature can operate in off-design regimes without assuming uniform
static pressure. For instance, the Fabri-based model of [41] is explicitly lim-
ited to on-design operation.

7.6.4 Model 4: Fabri choking with closure from compound choking theory

The final model seeks to reconcile both choking conditions by enforcing
the dividing streamline and momentum exchange predicted by the com-
pound model within the Fabri-based framework. The governing equations
and closures are identical, but the stopping criteria differ: the compound
model converges to (N → 0, β → 0) in equation (6.12), while the Fabri-
based model seeks (N → 0, Mas → 1) in equation (6.6). Consequently, the
choked solutions are not necessarily identical.
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0.00 0.05 0.10 0.15 0.20
x/L [-]

0.7

0.8

0.9

1.0

1.1

1.2

1.3

1.4

M
a

(a) Axial distributions of the averaged Mach number

0.000 0.025 0.050 0.075 0.100 0.125 0.150 0.175 0.200
x/L [-]

−0.06

−0.04

−0.02

0.00

0.02

0.04

0.06

r/
L

[-
] Dividing streamline

Sonic line

Maximal M̂as

0.00

0.23

0.45

0.68

0.90

1.13

1.35

1.58

1.80

2.03

M
a

(b) Mach number field from the RANS simulation (mirrored about r = 0).

Fig. 7.18 The Mach number from the RANS simulations at the critical
operating point (pt,p/pt,s = 4, pb/pt,s = 1.48), from model 3 iterating to
the choked solution, and from model 3 imposing the same mass flow rate.
The reference flow becomes compound-sonic, but not Fabri-sonic, as as ev-
idenced by the averaged distributions and the sonic line, which penetrates
only a small portion of the secondary stream. This indicates the generality
of the compound theory, since the flow rate is unchanged compared to fig-
ure 7.16.
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Two situations were examined: the fully supersonic and the critical so-
lutions predicted by the compound model for pt,p/pt,s = 6 (see table 7.1).
The critical solution mimics a case with higher back pressure compared to
the case shown in figure 7.13. These were obtained using the positive and
negative roots of the quadratic equation for the static pressure gradient at
the sonic point, analogous to the two isentropic solutions in a choked noz-
zle flow. The supersonic solution corresponds to the compound prediction
in figure 7.13 prior to applying the normal shock procedure described in
section 7.3.4.

The Fabri-based model was then initialised using the gradients of the
cross-sections from equation (6.10), evaluated by interpolating the distri-
butions predicted by the compound model. The exchange terms were ob-
tained from the closure relations in section 7.2.2. This interpolation en-
sures that the geometric gradients remain independent of the flow field
computed in the Fabri-based framework.

Figure 7.19 presents the resulting Mach number distributions. In the
supersonic case, both model predictions coincide, reaching the Fabri-sonic
condition near x/L = 0.2, consistent with figure 7.13. The compound so-
lution thus also satisfies the vanishing-numerator condition in the Fabri-
sonic point. This equivalence becomes evident when substituting the com-
pound relation for the cross-section, equation (6.10), in the static pressure
equation (6.6): The (1 − Ma2

s ) term in the numerator of equation (6.10)
effectively regularises the singularity that would otherwise occur at the
Fabri-sonic point. As a result, both sonic conditions yield an identical so-
lution, if the same dividing streamline and closure relations are imposed.

The agreement confirms that the 5.2 % flow-rate overprediction of the
compound model (cf. table 7.1) stems from inaccuracies in the dividing
streamline rather than from the choking condition itself. The matching dis-
tributions in figure 7.19a confirm that the Fabri-based model predicts the
same overestimated flow rate as the compound model. This discrepancy
is therefore unrelated to the choking condition, which is the only formal
distinction between the two predictions shown in figure 7.19a.

In contrast, for the critical case, the Fabri-sonic point is not reached in
the prediction of model 1, consistent with the RANS results in figure 7.18.
The iterative process then drives Mas → 1, leading to a 9 % overestima-
tion of the secondary flow rate relative to the compound model. The likely
cause of this discrepancy is the artificial nature of the dividing streamline
predicted by the compound theory at the critical condition. The abrupt
reversal of the static pressure gradient required to restore subsonic condi-
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Fig. 7.19 Predicted distributions of the Mach number based on the com-
pound model, and the Fabri model using the same dividing streamline
and the same closure relations. Both theories agree if the Fabri-sonic point
is reached. The Fabri-based model overestimates the flow rate with respect
to the critical operating point predicted by the compound model.

tions in the compound model does not accurately represent the complex
un-choking process in reality involving a two-dimensional shock train (cf.
figure 7.18). These findings underline the limitations of the one-dimensional
framework defined by equations (6.6)–(6.8), especially near the critical op-
erating point.
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7.7 Validation on a broader range of operating conditions

This section analyses the predictive capabilities of the compound model
in a broader range of operating conditions on the UCLouvain ejector (see
chapter 2). More specifically, the model was calibrated and validated also
in off-design operating conditions (following the strategy in section 7.5),
thereby extending the analysis of the section above. The discrepancy be-
tween the experimental and numerical data (see chapter 2) induces dif-
ferent weights in the model when calibrated on either of the data types.
Therefore, the model was calibrated on both and the results are compared
separately in the sections below. The global performance is evaluated in
terms of the secondary flow rate; the local analysis consists of the cross-
stream averaged quantities from the RANS simulations or of the experi-
mental pressure taps.

7.7.1 Validation against numerical data

Global results
The predicted operating curves are shown in figure 7.20 for inlet pressure
ratios pt,p/pt,s = 4, 5, 6. The numerical values are listed in table 7.3, along
with the used calibration parameters w1 and w2. Most on-design points
are omitted from the table to avoid redundancy. The entries in bold cor-
respond to the critical point of the RANS simulations. Below, the sec-
ondary mass flow rate starts to decrease with increasing back pressure pb
(although at first only in the fifth decimal due to the gentle transition).

The points with the lowest back pressure of the three inlet conditions
have already been extensively analysed in section 7.6.1, including the cause
of the overestimated flow rate in on-design operation. The error disap-
pears in off-design operation due the calibration procedure: the entrain-
ment becomes sensitive to the calibrated friction forces in off-design oper-
ation, since the momentum exchange affects the pressure recovery in the
mixing pipe and consequently the flow rate through the back pressure. For
instance, stronger inter-stream friction induces a higher back pressure for
a given flow rate, allowing to displace the predicted critical back pressure,
and inversely, the inter-stream friction affects the flow rate at a given back
pressure, allowing to minimise the error on the secondary flow rate (see
section 7.5). Besides the small error on the entrainment in off-design oper-
ation, the predicted critical back pressures also closely match those of the
RANS simulations, within 0.02 bar.

| 187



1.2 1.4 1.6 1.8 2.0 2.2
pb/pt,s [-]

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

ṁ
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Fig. 7.20 Comparison of the operating curves of the ejector at UCLou-
vain, obtained from the RANS simulations and as predicted by the model.
The model matches the reference in off-design operation through calibra-
tion (see table 7.3), but it overestimates the on-design entrainment by 5 %
in the case pt,p = 6 bar.
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Table 7.3 Overview of the boundary conditions, the calibration param-
eters w1 and w2, the resulting secondary mass flow rates and the errors
with respect to the RANS simulations. The secondary reference mass flow
rate ṁs,re f equals 0.2536 kg/s. Most on-design points are omitted for con-
ciseness since the predictions remain identical. The critical point from the
RANS simulations is indicated in bold.

pt,p/pt,s pb/pt,s w1 w2 ṁs/ṁs,re f ṁs/ṁs,re f Relative
[-] [-] [-] [-] (model) [-] (RANS) [-] error [%]
4 1.10 1.287 0.188 0.830 0.827 0.4

...
...

...
...

...
1.48 1.287 0.188 0.830 0.827 0.4
1.50 2.070 0.331 0.830 0.826 0.5
1.51 2.151 0.314 0.829 0.824 0.6
1.53 2.364 0.302 0.817 0.817 0.0
1.55 2.559 0.273 0.803 0.803 0.0
1.56 2.605 0.254 0.790 0.790 0.0
1.60 2.284 0.158 0.669 0.669 0.0
1.70 0.693 0.000 0.205 0.205 0.0

5 1.20 1.098 0.180 0.783 0.772 1.4
...

...
...

...
...

1.785 2.729 0.250 0.783 0.772 1.4
1.79 2.729 0.250 0.783 0.772 1.4

1.795 2.729 0.250 0.783 0.771 1.5
1.80 2.729 0.250 0.783 0.769 1.8
1.81 2.729 0.250 0.765 0.756 1.2
1.82 2.613 0.229 0.732 0.732 0.0
1.83 2.439 0.195 0.696 0.696 0.0
1.85 2.037 0.136 0.605 0.605 0.0
1.87 1.650 0.082 0.509 0.509 0.0

6 1.55 0.616 0.108 0.739 0.703 5.2
...

...
...

...
...

2.055 1.943 0.115 0.739 0.703 5.2
2.06 1.943 0.115 0.721 0.702 2.8

2.0625 1.943 0.115 0.713 0.700 1.9
2.0688 1.943 0.115 0.692 0.687 0.7
2.075 1.995 0.153 0.662 0.662 0.0
2.085 1.815 0.121 0.617 0.617 0.0
2.10 1.653 0.092 0.557 0.558 0.0
2.20 0.726 0.231 0.155 0.155 0.1

2.225 0.348 0.139 0.074 0.074 0.0
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Local distributions
Figures 7.21, 7.22 and 7.23 show the axial distributions of the Mach num-
ber, the total pressure and the dividing streamline for three off-design op-
erating points (pt,p/pt,s = 4, pb/pt,s = 1.60), (pt,p/pt,s = 5, pb/pt,s = 1.87)
and (pt,p/pt,s = 6, pb/pt,s = 2.10) respectively. They agree well with the
references from the RANS simulations, especially on the secondary total
pressure which was included in the cost function (7.26). The integration
of the governing equations is more straight-forward in these cases due to
the absence of the singularity at the sonic point. However, the shock train
at the outlet of the primary nozzle is more pronounced in these off-design
operating points compared to the on-design cases, for example visible by
comparison of figures 7.13 (on-design) and 7.23a (off-design).

The accurate predictions of model 1 in these off-design conditions en-
courages to continue using the constraint on the static pressure. Despite
the uncaptured oscillations due to the shock train, the calibrated model
manages to match the reference flow rate and obtain reasonable accuracy
on the local distributions. Developing a ‘Fabri-based’ model without con-
straining the static pressure in off-design conditions is therefore unlikely
worth the effort, given the requirement to develop a new model for the di-
viding streamline. The constraint of uniform static pressure proves an ex-
cellent compromise, obtaining a fully predictive model at the cost of miss-
ing two-dimensional effects (which is admissible in the current low-order
one-dimensional setting). Finally, it is noteworthy to mention that these
distributions were obtained in a few seconds on a standard laptop, while
presenting significantly more information than conventional 0D models
and relying on less calibration parameters (2 vs. 4 or 5). The main area of
improvement seems to include a model for the losses in the shock train,
which could potentially decrease the overestimation of the primary total
pressure. Constructing such a loss term is however not straight-forward
without access to the underlying two-dimensional shock structure.
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Fig. 7.21 Axial distributions of the Mach numbers, total pressures and
the dividing streamline for the case pt,p/pt,s = 4 and pb/pt,s = 1.60.
The ejector is operating in off-design conditions, remaining compound-
subsonic throughout as indicated by the equivalent Mach.
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Fig. 7.22 Axial distributions of the Mach numbers, total pressures and
the dividing streamline for the case pt,p/pt,s = 5 and pb/pt,s = 1.87.
The ejector is operating in off-design conditions, remaining compound-
subsonic throughout as indicated by the equivalent Mach.
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Fig. 7.23 Axial distributions of the Mach numbers, total pressures and
the dividing streamline for the case pt,p/pt,s = 6 and pb/pt,s = 2.10.
The ejector is operating in off-design conditions, remaining compound-
subsonic throughout as indicated by the equivalent Mach.
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7.7.2 Validation against experimental data

Global results

Figure 7.24 and table 7.4 display the normalised secondary flow rate from
the experiments by Brosteaux and doucet [56] and from model 1 calibrated
on those experiments. The calibration procedure was identical to the one
in the section above, but applied on the experimental data instead. The
model proves to be flexible enough in its calibration parameters to obtain
similar accuracy with respect to the experimental and numerical data. The
calibrated weights w1 and w2 are significantly smaller in table 7.4 com-
pared to those in table 7.3, which is consistent with the lower critical back
pressure and lower entrainment measured experimentally. The flow rate
in on-design operation is insensitive to inter-stream friction as discussed in
section 7.5, so the previous error of 1-5 % with respect to the RANS simu-
lations has increased here to 3-10 %.

The calibrated weights are more uniform across the inlet pressure ra-
tios, which is encouraging for finding a more universal closure law for
the inter-stream friction. The fact that the original correlation (6.22) is
rooted in experimental data likely favours this trend, pushing the cali-
bration weights closer to zero and hence closure to the original correla-
tion. Clearly, many open questions remain regarding the momentum ex-
change in RANS simulations of ejectors, as also pointed out by Debroeyer
et al. [28].

Local distributions

The wall pressure distributions from the experiments are compared to the
averaged secondary static pressure from the model in figure 7.25. The re-
sults are in excellent agreement in off-design operation, due to the match-
ing flow rate and the calibration procedure that includes the wall pressure
in the cost function (7.27) if available. The agreement degrades for lower
entrainment ratios, such as the case (pt,p/pt,s = 4, pb/pt,s = 1.70), where
the static pressure distribution remains flat at the inlet of the mixing pipe
up to x/L ≈ 0.1 and subsequently rises (see also figures 2.8-2.10). This ef-
fect is reproduced in RANS simulations [55], but its origin currently stays
unclear. Nevertheless, the agreement in the other off-design points is strik-
ing. The model underestimates the static pressure in on-design operation,
similarly as RANS simulations with respect to the experiments, so the dis-
crepancy is most likely related to the overestimated flow rate in both cases.
The mismatch is maximal in the over-expanded case pt,p/pt,s = 4, where
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/ṁ

s,
re
f

[-
]

Compound

Experimental, campaign 4

Experimental, campaign 5

Experimental, campaign 6

Fig. 7.24 Comparison of the experimental and predicted operating
curves of the ejector at UCLouvain (see table 7.4). The prediction error
in on-design conditions increased from 5 to 10 % in the case pt,p = 6 bar
compared to the RANS simulations in figure 7.20 and table 7.3. The wall
pressure distributions for the circled points are displayed in figure 7.25.

the primary stream is directly compressed at the outlet of the primary noz-
zle by the shock train. The flow expands further in the under-expanded
case pt,p/pt,s = 6 and overshoots due to the inertial effect of the primary
stream. This might explain the lower pressure ratio p/pt,s in those cases.
The model in turn overestimates the flow rate more in the under-expanded
cases, therefore also reaching a lower static pressure. The relatively good
match in figure 7.25c is therefore more likely to be coincidental given the
large discrepancy in flow rate (10 %). Furthermore, the losses in the shock
train likely contribute to the observed differences in static pressure, but it
is not straight-forward to draw conclusions on partial data where the full
velocity field is not available. Particle Image Velocimetry (PIV) could shed
more light on these questions and is therefore a promising avenue for fu-
ture investigations (also regarding compound- and Fabri-choking).
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Table 7.4 Overview of the boundary conditions, the calibration param-
eters w1 and w2, the resulting mass flow rates and the errors with respect
to the experiments on the UCLouvain ejector. Most on-design points are
omitted for conciseness since the predictions remain identical. The critical
point from the experiments is indicated in bold.

pt,p/pt,s pb/pt,s w1 w2 ṁs/ṁs,re f ṁs/ṁs,re f Relative
[-] [-] [-] [-] (model) [-] (exp) [-] error [%]

4.00 1.11 0.602 0.168 0.830 0.804 3.2
...

...
...

...
...

...
1.47 0.602 0.168 0.830 0.801 3.6
1.48 0.602 0.168 0.830 0.800 3.7
1.50 0.602 0.168 0.830 0.791 4.9
1.51 0.602 0.168 0.830 0.783 6.0
1.52 0.602 0.168 0.828 0.773 7.2
1.56 0.602 0.168 0.729 0.710 2.7
1.60 0.602 0.168 0.605 0.606 0.0
1.70 0.219 0.003 0.195 0.195 0.1

5.00 1.20 0.606 0.206 0.783 0.744 5.2
...

...
...

...
...

...
1.75 0.606 0.206 0.783 0.743 5.4
1.77 0.606 0.206 0.762 0.729 4.6
1.78 0.606 0.206 0.735 0.715 2.8
1.79 0.606 0.206 0.711 0.701 1.4
1.80 0.606 0.206 0.683 0.683 0.0
1.81 0.556 0.140 0.663 0.663 0.0
1.82 0.559 0.134 0.639 0.639 0.0
1.85 0.545 0.133 0.549 0.550 0.0
1.95 0.236 0.200 0.159 0.159 0.1

6.00 1.60 0.538 0.215 0.739 0.673 9.8
...

...
...

...
...

...
2.00 0.538 0.215 0.732 0.671 9.0
2.01 0.538 0.215 0.711 0.669 6.4
2.03 0.538 0.215 0.663 0.647 2.4
2.05 0.538 0.215 0.616 0.616 0.0
2.06 0.468 0.126 0.599 0.599 0.0
2.07 0.471 0.122 0.579 0.579 0.0
2.08 0.471 0.120 0.555 0.555 0.0
2.10 0.455 0.123 0.494 0.494 0.0
2.20 0.173 0.191 0.122 0.122 0.0
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Fig. 7.25 Experimental and predicted wall pressure profiles for the
UCLouvain ejector. The excellent agreement in off-design operation is in
accordance with the low error on the flow rate.
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7.8 Conclusion

This chapter presents a one-dimensional analysis of choking in supersonic
ejectors, examining the interaction between compound and Fabri formu-
lations within a unified two-stream framework. This approach isolates
their assumptions and effects on predicted flow evolution. The results
show that compound and Fabri choking can coexist in the same operating
map. However, all Fabri-choked cases are also compound-choked, but not
vice versa, indicating that compound choking represents the more general
flow-limiting mechanism.

The compound model predicts the secondary mass flow rate within
approximately 5 % of CFD results (10 % relative to experiments). The
overestimation of entrainment under on-design conditions arises from the
uniform static-pressure assumption, which neglects the primary stream’s
inertial overshoot. The iterative scheme compensates by converging to a
higher secondary flow rate. Imposing the momentum exchange from the
RANS simulations did not improve this error, showing that it can not be
reduced further through calibration of the forces. Although the accuracy
of the local flow distributions can be slightly improved, the correlation-
based predictions remain remarkably accurate—particularly considering
that the model executes within seconds on a standard laptop, compared to
several hours required for equivalent RANS simulations. Off-design oper-
ation benefits from the absence of a compound-sonic point, simplifying the
model and yielding accurate global and local predictions. Even with pro-
nounced shock trains, the uniform-pressure assumption ultimately yields
an accurate dividing streamline and the model predicts a decent ‘average’
of the oscillating static pressure.

In contrast, the Fabri formulation allows static pressures to evolve freely
but requires the dividing streamline to be prescribed by an external model
or data source. Using the filtered dividing streamline extracted from RANS
simulations reduced the error in secondary mass flow rate to below 1 %.
However, the integration procedure proved extremely sensitive to both
the dividing streamline and the closure relations small perturbations in
the cross-sections induced large fluctuations in the Mach number and in
some cases to infinite pressure gradients. This sensitivity is expected to
persist if the dividing streamline is obtained from a predictive model. No-
tably, even when RANS-based streamlines were applied, complete static
pressure equalisation was not achieved within the Fabri framework. This
limitation is absent from the compound model, whose cross-sectional for-
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mulation inherently accounts for the effects of forces, regardless of their
precise definition.

Both choking formulations yield identical results when employing the
same dividing streamline and closure relations, provided the Fabri-sonic
condition is reached. In that case, the Fabri-based model reproduces the
same prediction error as the compound model, confirming that discrep-
ancies in entrainment arise from inaccuracies in the dividing streamline
rather than from the choking condition itself. Nonetheless, distinct solu-
tions appear when using the dividing streamline from the critical point
as predicted by the compound model. Such cases—featuring a subsonic
secondary stream—have been presented here and in literature. Although
it should be kept in mind that these flow fields near the critical point re-
main strongly two-dimensional, thereby testing the limits of the present
one-dimensional framework, the compound sonic condition emerges as
the more general criterion governing flow rate blockage.

However, the investigated test cases exhibit nonuniform static pressure
profiles, which conflict with the fundamental assumption of uniform static
pressure in compound models. This suggests the existence of a generalised
compound condition, where the sonic condition depends on both streams
without requiring uniform static pressure. Such an extension could signif-
icantly enhance one-dimensional ejector modelling, though at present, no
straightforward research path exists for developing a compound formula-
tion without this simplifying assumption.

The proposed double-stream model provides a more comprehensive
representation than the single-stream formulation discussed in chapter 5,
addressing the requirements outlined in the hierarchy of figure 1.3. The
compound-based model’s accuracy has been maximised locally through
calibration. However, the observed overestimation of the global flow rate
in on-design conditions is directly linked to the fundamental constraint
of uniform static pressure. Relaxing this constraint leads to Fabri chok-
ing, which in turn represents a less general mechanism for flow blockage.
These modelling limitations are therefore intrinsic to the one-dimensional
double-stream framework and can only be marginally mitigated through
calibration. The following chapter continues the trend established in chap-
ters 5–7, enhancing the radial resolution from a single to a double state,
and begins exploring quasi-two-dimensional formulations to recover full
velocity profiles without resorting to RANS simulations—thus achieving
comparable insight at a fraction of the computational cost.
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8
Quasi-two-dimensional

modelling: early
developments and

perspectives

8.1 Introduction

The discrepancies identified in the one-dimensional models from the pre-
vious chapters motivate an explicit representation of the radial structures
in the flow field. This chapter explores two main avenues for quasi-2D
modeling.

The first avenue is that of reduced-order modeling, in which the so-
lution of the full governing PDE is approximated as a linear combina-
tion of a small number of basis functions. This leads to a significantly
lower-dimensional ODE systems, and hence to a far more computation-
ally tractable framework. The resulting reduction in cost makes it feasible
to perform data-driven closure modelling for the unresolved terms, lever-
aging the physics-integrated methodology introduced in section 3.2.

The second avenue concerns improved one-dimensional, cross-stream-
averaged models to gain insight into the evolution of the radial velocity,
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pressure and density profiles. This strategy underpins classical approaches
such as the Kármán–Pohlhausen integral models for boundary layers [120–
122], as well as the Kapitza–Shkadov and weighted-residual models for
falling liquid films [123–126]. In all these cases, suitable assumptions about
the radial profiles enable the reduction to low-dimensional systems—either
ODEs for boundary-layer thickness or PDEs for film thickness and flow
rate.

This chapter investigates both avenues using deliberately simplified
models and assumptions.

Firstly, the leading-order equation for the axial velocity identified in
section 4.2 is simplified to a linear diffusion equation in section 8.2. This
extreme simplification shifts a greater burden onto the data-driven clo-
sure law, which is identified using spatial radial basis functions and an
adjoint-based optimisation method. As such, this framework provides the
first building blocks for a quasi-two dimensional reduced-order model. Fi-
nally, section 8.3 outlines possible directions for the development of inte-
gral models. The chapter concludes with perspectives and future research
directions for both avenues in section 8.4.

8.2 Simplified linear model

This section develops the numerical tools required to construct and cali-
brate the envisaged quasi-2D model. The approach taken here expands
the radial profiles of the axial velocity on a basis of tailored Chebyshev
functions that satisfy the boundary conditions by construction. This work
deliberately prioritizes a physics-informed basis over a data-driven POD
approach in order to infer a two-dimensional description of choking with-
out embedding configuration-specific information into the model struc-
ture. The POD remains attractive for configuration-specific optimisation,
where it may further reduce dimensionality or improve accuracy.

Equation (4.48) is here strongly simplified to a linear model for the axial
velocity alone. The resulting framework is therefore a deliberately minimal
proof-of-concept, serving as a first building block toward a conservative
quasi-two-dimensional model that respects continuity and the full leading-
order equations.

The following sections outline the definition of the model, the construc-
tion of the radial basis functions, the regression tools involving the contin-
uous adjoint method, and the resulting behaviour of the system.
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8.2.1 Definition

The model is based on a non-uniform eddy viscosity distribution that dis-
torts a velocity profile at the inlet of the mixing pipe. The coordinates and
the axial velocity are normalised as before in section 4.2. The governing
equation for the velocity is given below:

∂û
∂x̂

=
∂

∂r̂

(
µ̂eff

∂û
∂r̂

)
, (8.1)

with the following boundary conditions:

û (0, r̂) = û0 (r̂) ,
∂û
∂r̂

(x̂, 0) = 0 , û (x̂, 1) = 0 . (8.2)

and where
µ̂eff = g (x̂, r̂; w) , (8.3)

is the eddy viscosity for which a parametric closure relation is sought. The
dimensional counterpart of equation (8.1) would entail inconsistent dimen-
sions of the viscosity, which is not an issue in the current data-driven con-
text, since the closure relation (8.3) for µ̂eff is to be inferred through the
physics-integrated approach from section 3.2. Its distribution in space is
parametrised through the closure weights w. The specific regression tools
to identify this relation are described in section 8.2.3. The boundary condi-
tions stem from the no-slip condition at the wall (r̂ = 1), the axisymmetry
and the velocity profile at the inlet which is assumed to be known. In a
predictive quasi-2D model, this profile would be provided from the mod-
elled inlets upstream, for example as in the double stream 1D model of
chapter 7.

Equation (8.1) is obviously a strong simplification with respect to the
compressible axisymmetric RANS equations, which themselves are also
insufficient to accurately capture the on-design entrainment and the pres-
sure distribution at the wall with respect to experiments (see chapter 2
and [11, 28]. The central question in this section is therefore to assess to
what extent the proposed model can assimilate the velocity field with data-
driven closure. This analysis serves as a base for the future development
of Reduced Order Models (ROM) for ejectors.

The cost function to be minimised is a classic quadratic function, penal-
ising the discrepancy between the velocity fields û and ũ of the model and
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of the reference respectively:

J(w) =
1
2

1∫
0

1∫
0

1Z(x̂) (û − ũ)2 dr̂dx̂ , (8.4)

where the identity function 1Z(x) equals unity at positions where the ref-
erence is available (following section 3.3.2). Practically, these consist of
the grid points of the mesh. The continuous adjoint method is used in
this chapter to compute the gradient of the cost function (8.4). The adjoint
equations are given by:

∂λ̂

∂x̂
= − ∂

∂r̂

(
µ̂eff

∂λ̂

∂r̂

)
− 1Z(x̂) (û − ũ) , (8.5)

with the following boundary conditions:

λ̂ (1, r̂) = 0 ,
∂λ̂

∂r̂
(x̂, 0) = 0 , λ̂ (x̂, 1) = 0 . (8.6)

The boundary conditions at the centerline and at the wall are hence iden-
tical to those of the original system, which is beneficial for the numerical
method applied in the section below. The gradient of the cost function is
given by the following equation:

dJ
dw

=

1∫
0

1∫
0

λ̂

(
∂µ̂eff
∂w

∂2û
∂r̂2 +

∂2µ̂eff
∂r̂∂w

∂û
∂r̂

)
dr̂dx̂ . (8.7)

8.2.2 Spectral collocation with tailored Chebyshev basis

The equations are solved using a spectral collocation method based on an
expansion in tailored Chebyshev polynomials that inherently satisfy the
boundary conditions. The normalisation coordinates are well suited for
these polynomials, which are supported on the [−1, 1] interval. They are
defined through cosine functions and a change of variable (see for example
[127]):

Tn(r̂) = cos (nθ) , where r̂ = cos (θ) . (8.8)

The coordinate r̂ is therefore bounded between [−1, 1], with θ ∈ [0, π].
They form a series of polynomials of increasing order (through trigono-
metric sum formulas), of which the first n − 1 components are discretely
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orthogonal when evaluated in the zeros of the nth polynomial, given by:

r̂n,k = cos
(

π
2k + 1

2n

)
, k ∈ [0, ..., n − 1] . (8.9)

Furthermore, the even functions [T0, T2, ...] are symmetric around r̂ = 0,
thereby respecting the symmetry condition at the bottom of the numeri-
cal domain. These functions equal unity at the boundary r̂ = 1, so the
following basis functions also comply with the no slip condition at r̂ = 1:

B = {T2(r̂)− 1, T4(r̂)− 1, ..., T2N(r̂)− 1} . (8.10)

The polynomial T0(r̂) was excluded here, since it equals unity. A discrete
orthogonal basis was finally obtained through linear combinations of the
basis functions in B, numerically found through a QR-decomposition of
the following matrix:

T2N − 1 =

 | |
T2 − 1 . . . T2N − 1

| |

 = QNR =

 | |
q̂1 . . . q̂N
| |

R , (8.11)

where the vectors q̂n and T2n denote the respective basis functions eval-
uated at the zeros of the N + 1th even polynomial. Since the numerical
domain is bounded between r̂ ∈ [0, 1] and the basis functions are even,
only the positive roots are used to construct the basis, which is therefore
evaluated in N + 1 root points (see equation (8.9)):

r̂2(N+1) =
[
r̂2(N+1),0 r̂2(N+1),1 . . . r̂2(N+1),N

]T
. (8.12)

The basis matrix QN thus has the dimensions (N + 1× N). The fundamen-
tal property of discrete orthonormality of the basis yields:

QT
NQN = I . (8.13)

The derivatives and the integrals of the original Chebyshev polynomials
are known analytically:

dTn

dr̂
(r̂) = nUn−1(r̂) ,

d2Tn

dr̂2 (r̂) = n
nTn(r̂)− r̂Un−1(r̂)

r̂2 − 1
, (8.14)
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∫ 1

−1
Tn(r̂)dr̂ =

{
(−1)n+1

1−n2 if n ̸= 1

0 if n = 1
, (8.15)

where Un denote Chebyshev polynomials of the second kind:

Un(r̂) =
sin ((n + 1)θ)

sin (θ)
. (8.16)

The derivatives of the basis functions in B (see equation (8.10)) are identical
to those above. Finally, the derivatives of the base functions q̂n, evaluated
at the zeros r̂2(N+1), follow from the linear QR-decomposition:

dT2N
dr̂

=
dQN

dr̂
R , and

d2T2N

dr̂2 =
d2Qn

dr̂2 R . (8.17)

The integrals follow in a similar fashion:
∫ 1

0 T2(r̂)dr̂ − 1
...∫ 1

0 T2N(r̂)dr̂ − 1


T

=


∫ 1

0 q̂1(r̂)dr̂
...∫ 1

0 q̂N(r̂)dr̂


T

R = iT
NR . (8.18)

Evaluating the integral on the positive half of the domain is straightfor-
ward since the base functions are even, hence dividing the result in (8.15)
by two. The derivatives dQN/dr̂ and d2QN/dr̂2 of the basis functions in
the zeros r̂2(N+1) and the integrals iN are computed once, by solving the
linear systems in (8.17) and (8.18), and are then stored for later use. For il-
lustration, the first eight functions of a basis with 32 components are shown
in figure 8.1. The dots indicate the zeros from equation (8.9) at which the
basis is evaluated numerically and in which its components are discretely
orthogonal. The functions all individually respect the boundary condi-
tions (8.2).

The velocity field is approximated by a truncated expansion of the mod-
ified Chebyshev polynomials q̂:

û (x̂, r̂) =
N

∑
i=1

ci (x̂) q̂i (r̂) . (8.19)

The numerical algorithm thus solves for the coefficients ci, which vary
along the axial coordinate x̂. Introducing this decomposition in the gov-
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Fig. 8.1 First eight functions q̂ of the basis QN with N = 32 components.
They are all homogeneous at r̂ = 1 and have zero derivative at r̂ = 0.

erning equation (8.1) results in the following equation:

N

∑
i=1

∂ci
∂x̂

q̂i =
∂

∂r̂

(
µ̂eff

N

∑
i=1

ci
∂q̂i
∂r̂

)
. (8.20)

Evaluated at the zeros r̂2(N+1) of the orthonormal basis, this equation be-
comes:

QN
∂c

∂x̂
=

∂µ̂eff
∂r̂

⊙
(

dQN
dr̂

c

)
+ µ̂eff ⊙

(
d2QN

dr̂2 c

)
, (8.21)

where QN ∈ RN+1×N is the previously constructed basis, c ∈ RN collects
the coefficients of the N basis functions in (8.19) at the current axial coor-
dinate x̂, µ̂eff ∈ RN+1 is the eddy viscosity evaluated at the zeros of the
basis through closure relation (8.3) and ⊙ denotes an element-wise multi-
plication. The orthonormality of the basis (see (8.13)) allows to construct
the following equation for the dynamics of the coefficients c:

∂c

∂x̂
= QT

N

[
∂µ̂eff

∂r̂
⊙
(

dQN
dr̂

c

)]
+ QT

N

[
µ̂eff ⊙

(
d2QN

dr̂2 c

)]
, (8.22)
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The computational cost of these operations is relatively limited, since the
most expensive operation consists of a matrix-vector product of size N + 1.
The numerical integration of these equations are therefore performed in a
matter of seconds on an ordinary laptop. It is noteworthy to mention that
tailoring the Chebyshev basis has allowed to simplify the original system
of PDEs (8.1) to the system of ODEs (8.22) above, which respect the bound-
ary conditions by construction. The adjoint system is solved in a similar
way using the same basis functions.

Evaluating the cost function and its gradient with the adjoint method
requires integrating terms not expressed in terms of the basis functions (for
example, equation (8.7) contains the closure relation (8.3)). Rather than
computing these integrals analytically, Clenshaw-Curtis quadrature was
applied. This method consists of approximating the integrand through
Chebyshev polynomials, for which the integrals are known analytically
(see equation (8.18). For example, the integral of û along r̂ then follows
from an inner product between the coefficients c of the expansion (8.19)
and the integrals iN of the basis functions from equation (8.18):

∫ 1

0
û dr̂ =

N

∑
i=1

ci

∫ 1

0
q̂i dr̂ = c · iN . (8.23)

The integral of a general function f (e.g., the squared error on û) follows
from projection on the basis. Practically, the function f is evaluated at the
zeros r̂2(N+1) of the orthonormal basis, which are readily available, and
projected on coefficients c f through the basis matrix QN :

∫ 1

0
f (r̂) dr̂ ≈ c f · iN =

(
QT

Nf
(

r̂2(N+1)

))
· iN , (8.24)

where QN ∈ RN+1×N , r̂2(N+1) ∈ RN+1 and iN ∈ RN . This formulation
allows to efficiently integrate any function f using the precomputed ba-
sis functions and their integrals. The projection is required to enable the
computation of the gradient of the cost function in equation (8.7), which
involves the generic closure relation g.

To choose the number of basis functions, a representative normalised
velocity profile is projected onto bases wiht increasing size, as shown in
figure 8.2. The reference profile stems from the RANS simulation on the
UCLouvain ejector with conditions pt,p/pt,s = 5, pb/pt,s = 1.2 and was
taken at x̂ = 0.2. At that axial position, the primary and secondary streams
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still exhibit an unperturbed core. Visually, the approximation with Nb =

32 basis functions eliminates most of the oscillations due to Gibbs phe-
nomenon near the sharp corners in the profile. The corresponding error
is generally below 2 %, and the accuracy in the boundary layer is deemed
sufficient. The number of basis functions was fixed to 32 to obtain the re-
sults discussed below.

0.00 0.25 0.50 0.75 1.00
û [-]

0.00
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r̂
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(a) Full profile.

0.0 0.2 0.4
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(b) Zoom on the boundary layer.

Fig. 8.2 Projection of the normalised velocity profile at x̂ = 0.2 (UCLou-
vain ejector, pt,p/pt,s = 5, pb/pt,s = 1.2) onto the tailored Chebyshev bases.
The profile is accurately captured with 32 basis functions.

8.2.3 Regression tools

The objective of this section is to identify the weights of the parametric
closure law g for the eddy viscosity µ̂eff, following the physics-integrated
calibration framework introduced in chapter 3. In this exploratory phase,
the regression is deliberately restricted to a single operating point (UCLou-
vain ejector, pt,p/pt,s = 5, pb/pt,s = 1.2), with the viscosity parametrised
directly as a function of space (see equation (8.3)) in order to decouple
the reduced-order formulation from additional transport equations. More
elaborate turbulence closures, such as k−ω SST-type models embedded in
the conservative governing equations, constitute a natural extension and
are left for future work.

The closure is parametrised using the same C4-continuous Radial Ba-
sis Functions (RBFs) introduced earlier (see equation (3.22)). The closure
relation g is expressed as

µ̂eff = g
(

x̂, r̂; w
)
= ϕ(d̂) · w, (8.25)
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where ϕ ∈ RNw is the vector of RBFs evaluated at (x̂, r̂) and w ∈ RNw

contains the corresponding weights.

Following the philosophy of physics-separated and physics-integrated
approaches from chapter 3, the identified field of the eddy viscosity in sec-
tion 4.3 provides a suitable initial guess for the linear model. Since the
governing equations differ, the absolute values of µ̂data must be rescaled.
By comparing equations (4.48) and (8.1), neglecting additional terms and
assuming static pressure of order unity, the scale factor is given by the non-
dimensional group Π/(ε2Re) ≈ 10−4. Consequently, the target to initialise
the viscosity field is thus given by

µ̂eff,targ = 10−4 µ̂data . (8.26)

The field above was regressed with RBFs on a uniform 32 × 32 grid over
the computational domain with a uniform shape factor of σ = 0.1, which
were empirically found to provide an accurate representation of the iden-
tified turbulent viscosity field. The gradient of the cost function (see equa-
tions (8.4) and (8.7)) is computed using the adjoint method, making this
relatively high-dimensional parametrization computationally feasible. The
basis in matrix form is:

Φg (x̂, r̂) =

 | |
ϕ(d̂1; x̂c1, r̂c1, σ) . . . ϕ(d̂Nw ; x̂cNw , r̂cNw , σ)

| |

 , (8.27)

where Φg ∈ RNp×Nw is evaluated at Np points with coordinates x̂ and r̂.
The distances to each center (x̂ci, r̂ci) are denoted by d̂i. To reduce com-
putational cost, the basis was evaluated on a subset of the original RANS
grid, leaving out two-thirds of points in each direction. Initial weights were
obtained through Ridge regression with regularisation α = 0.2:

Jinit (w0) =
∣∣∣Φgw0 − µ̂lin,targ

∣∣∣2
2
+ α |w0|22 , (8.28)

where |•|2 denotes the L2 norm over the grid points (first term) and over
the weights (second term). The regression problem was solved with the
L-BFGS-B algorithm under the constraint w0 > 0 to enforce positive diffu-
sion coefficients, with the gradient of the cost function given by:

dJinit
dw0

= 2ΦT
g

(
Φgw0 − µ̂lin,targ

)
+ 2αw0 . (8.29)
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8.2.4 Results

The optimised linear viscosity field is shown in figure 8.3a, along with the
corresponding fields of the axial velocity û and the adjoint variable λ̂. The
viscosity field looks qualitatively identical to the eddy viscosity field iden-
fified from the RANS simulations, with a scale difference of 4 · 104, indicat-
ing that the initial guess was relatively accurate. Nevertheless, the velocity
profiles differ considerably from the reference, and tend to be underesti-
mated. The likely reason for this discrepancy is the violation of conserva-
tion laws, which force the unperturbed secondary flow to accelerate due to
boundary layer growth. The radial velocity probably also plays an impor-
tant role near the inlet of the domain.

The solution λ̂ of the adjoint equations (8.5) and (8.6) corresponding
to the final physical solution is shown in figure 8.3c. It is dominated by
the integration of the discrepancy between the numerical solution û and
the reference ũ through the source term in equation (8.5). Consequently,
it highlights regions where the model is most sensitive to changes in the
closure relation, as the integrand in equation (8.7) to compute the gradient
of the cost function involves a multiplication by λ̂. Not surprisingly, the
adjoint variable reaches its maximum near the region of highest shear at
the inlet, which is indeed where the solution in the full domain would be
affected by changes in the closure relation.

Equation (8.7) provides the gradient of the cost function by integrating
Nw fields (for each component of the gradient). Investigating these fields
allows to evaluate the local contribution of a particular weight on its com-
ponent in the gradient. In the case of the RBFs, these contributions are
local by definition since the derivatives of µ̂eff and ∂µ̂eff/∂r̂ with respect to
a single weight wi is only non-zero in the neighbourhood of the RBF cen-
ter. Figure 8.4 displays the components of the gradient at the end of the
optimisation, sorted by magnitude and normalised by its largest compo-
nent. A sharp drop occurs after 64 components, indicated by the dashed
line. The fields integrated in equation (8.7) to obtain the gradient of the
cost function are summed and normalised for these 64 components, hence
highlighting which RBFs are associated with the highest components of the
gradient. These are clearly localised near the top wall, suggesting a finer
grid with smaller shape factors could potentially improve the accuracy of
the linear model. This is a logical consequence of the small internal scale
of the boundary layer.

Despite its simplicity, the linear model reproduces the growth of the
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(a) Linear viscosity µ̂eff.
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(b) Solution û and reference ũ (continued below).
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(c) Adjoint solution λ̂.

Fig. 8.3 Results of the optimised linear model. The linear viscosity
follows the same qualitative trend as the eddy viscosity identified from
RANS. The model underestimates the axial velocity due to the absence of
conservation equations. The adjoint variables highlight the region of high-
est sensitivity of the model relative to its closure relation.

shear layer with remarkable accuracy. Its numerical integration requires
only a few seconds on a standard laptop, which makes it an attractive can-
didate for reduced-order modelling. Future developments should primar-
ily aim at enforcing the underlying conservation laws, thereby improving
predictive accuracy and reducing the burden on the regression procedure.
This would allow the regression tools to focus more effectively on identi-
fying the closure relations rather than compensating for missing physics,
all while preserving the low computational cost of the model.

8.3 Perspectives on integral modelling

As discussed in Section 8.1, integral one-dimensional models are constructed
by prescribing analytical radial profiles for the relevant flow quantities and
subsequently integrating a reduced form of the full two-dimensional equa-
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Fig. 8.4 Relative magnitude of the components in the cost gradient (left)
and the integrand in equation (8.7) for computing the gradient, summed
and normalised for the 64 largest components (right). The boundary layer
is thus primarily responsible for the remaining discrepancy in figure 8.3,
which is not surprising given the relatively coarse grid for the RBFs in the
boundary layer.

tions. In contrast to the expansion over a generic family of basis func-
tions considered in the previous section, these models rely on more tai-
lored parametric profiles. Such profiles are not explicitly derived in this
thesis and are therefore left for future work; symbolic regression may of-
fer a promising avenue, with polynomial and hyperbolic tangent functions
being a priori suitable candidates for representing the boundary layer and
the shear layer, respectively. The primary objective of integral models is
not to accurately reconstruct the radial profiles themselves, but rather to
predict the axial evolution of integral quantities, such as the widths of the
boundary and shear layers.

In practice, the velocity profile in the mixing pipe could be described
by five parameters evolving along the axial direction x: the free-stream ve-
locities in the primary and secondary streams, the widths of the boundary
layer and the shear layer, and the radial position of the shear-layer centre.
Given these parameters, the velocity profile is fully specified through the
chosen polynomial and hyperbolic functions. The profiles of other quan-
tities are a priori less straightforward to prescribe; however, a uniform
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total temperature field may be assumed as a first approximation, in line
with the one-dimensional models developed in previous chapters. The lo-
cal static pressure is uniform in the radial direction and can therefore be
treated as a sixth describing parameter. Together, the fixed total temper-
ature and the parametrised axial velocity allow the static temperature to
be computed (neglecting the contribution of the squared radial velocity to
the total energy), with the density then obtained from the ideal gas law.
Finally, the radial velocity may be inferred from conservation of mass. Dif-
ferent parametrisations may be required throughout the mixing pipe, for
instance downstream of the point where the shear layer merges with the
boundary layer, as proposed in the models of Chen et al. [39] and Hickman
et al. [38].

The leading-order equations can then be integrated in the radial di-
rection over the primary and secondary cross-sections, as well as across
the boundary layer. This procedure should yield a closed set of equations
governing the axial evolution of the describing parameters, in the spirit
of the Kármán–Pohlhausen approach [120–122]. A more detailed analy-
sis, including careful matching of the number of unknowns and governing
equations, is left for future work.

Despite this reduction, the resulting one-dimensional equations still
involve two-dimensional descriptions of interfacial exchanges, such that
closure relations remain necessary for the eddy viscosity and turbulent
heat transfer, or directly for the shear stresses. A potential advantage of
the present framework is the availability of an underlying velocity profile,
which may allow the free-stream values required by the correlation of Pa-
pamoschou [112] to be consistently sampled. However, as the shear layer
and boundary layer grow and eventually merge at the centreline, the un-
perturbed cores of the two streams cease to exist, raising the question of
which characteristic values should then be used in the correlation.

8.4 Conclusion

This chapter has shown that quasi-two-dimensional modelling constitutes
a computationally viable middle ground between one-dimensional ejec-
tor models—whose structural limitations were identified in chapters 5-
7—and full RANS simulations. The results demonstrate that the physics-
integrated calibration framework from chapter 3 extends naturally to gov-
erning PDEs when combined with an efficient spectral collocation discreti-
sation. The resulting reduced-order formulation remains computationally
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lightweight while already reproducing the correct qualitative behaviour,
despite the deliberately simplified physics. This establishes the feasibil-
ity of learning closures directly at the PDE level and confirms that quasi-
2D modelling is compatible with the hierarchical framework developed
throughout this thesis.

Future developments should prioritise stricter enforcement of conser-
vation constraints within the reduced-order framework. Beyond improv-
ing accuracy, this would shift part of the modelling burden from regres-
sion toward physical structure, allowing the calibration tools to focus on
genuinely unresolved flow features at comparable computational cost. Ex-
tending the framework to broader operating conditions will require replac-
ing purely spatial regression with closure laws expressed in terms of phys-
ical state variables, in a manner analogous to the friction closures intro-
duced in chapters 6 and 7. Turbulence closures inspired by k−ω-type mod-
els embedded in the conservative equations represent a natural direction.
Such developments would transform the present proof-of-concept into a
predictive quasi-two-dimensional modelling framework. These steps fol-
low directly from the modelling hierarchy established in this thesis.

The quasi-two-dimensional formulation also exposes open questions
regarding choking. In its current form, choking does not emerge as clearly
as in the cross-stream averaged theory. This raises the possibility that ei-
ther the local singular structure at Max = 1 requires further analysis, or
that choking in quasi-2D systems must be interpreted through an averaged
compatibility constraint similar to the compound-flow theory. Extending
the present framework to variable-area ducts is expected to clarify this is-
sue, since convergent–divergent geometry remains central to compound
choking (see chapter 6). In particular, the compound-nozzle benchmark
from that chapter provides a natural test case and would enable direct com-
parison with the extended compound-flow theory [64].

Collectively, these directions define a coherent roadmap toward quasi-
2D ejector models that reconcile physical consistency, computational effi-
ciency, and data-driven closure. The chapter therefore marks the first step
beyond purely one-dimensional modelling within the unified framework
developed in this thesis.
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9
Conclusions and

perspectives

Lumped-parameter ejector models constitute essential tools for the design
and optimisation of ejectors at the system scale, whether integrated within
thermodynamic cycles (e.g., refrigeration systems) or embedded in large
fluidic networks (e.g., aeronautics, chemical or process industries). Given
the high computational cost of CFD simulations, full-scale analyses of such
applications are often impractical. It is therefore crucial to understand the
intrinsic limitations of lumped ejector models and to assess the extent of
their predictive capabilities.

The work presented in this thesis has aimed to identify and quantify
these limitations across the hierarchy of ejector models, ranging from in-
tegral zero-dimensional (0D) formulations to one-dimensional (1D) single-
and double-stream models, and further to quasi-two-dimensional (quasi-
2D) representations. By examining alternative modelling assumptions and
applying systematic calibration, the boundaries of these models have been
explored and extended, with the ultimate objective of reconciling their pre-
dictions with experimental measurements and CFD simulations.

The main contributions of this thesis are summarised in the following
section, with emphasis on the modelling capabilities and the limitations
identified throughout this work. The chapter concludes by outlining per-
spectives for future developments and research directions.
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Summary and main achievements

Chapter 2 presented a database of experimental and numerical data for
two ejector geometries. These include RANS simulations, from which any
flow quantity can be computed, such as cross-stream averaged distribu-
tions. The experimental data consist of flow rates and local wall pressure
measuments. Together, these datasets provide a broad range of operating
conditions on which to assess the accuracy of the developed, and future,
ejector models.

In parallel, practical tools for physics-separated and physics-integrated
calibration were developed in chapter 3. These tools were ultimately not
required to calibrate the 1D models, due to their low computational cost
and the physics-based closure used for the momentum exchange. The def-
inition of friction forces through coefficients prescribed by correlations al-
lowed to reduce the number of closure parameters to two or three in the
one-dimensional models. In contrast, the quasi-two-dimensional model
greatly benefits from adjoint-based optimisation due to its higher dimen-
sionality and larger parameter space.

Zero-dimensional models have been briefly discussed in this thesis, as
they are extensively documented in the literature and their capabilities and
limitations are well-established. They provide solely global information
in terms of flow rates, but remain flexible through calibration of four to
five efficiency coefficients associated with subcomponents. Consequently,
an important goal in this thesis was to develop one-dimensional models
capable of providing local information at a fraction of the cost of RANS
simulations.

The first one-dimensional model (chapter 5) predicts axial distributions
of flow variables averaged over the entire cross-sections; effectively be-
having as a network of three pipes connected through a junction model.
Its main strength lies in its capability to capture travelling pressure waves
and, therefore, the characteristic response time of ejectors. However, the
complex dynamics between the primary and the secondary stream in the
mixing pipe remain hidden under the averaging operator. The averaged
intensive variables, such as the Mach number, are generally not represen-
tative of the states within each stream, and the results must therefore be
interpreted in terms of global quantities, such as the mass flow rate, over
space and time. In this sense, the model behaves as a 0D formulation in
steady state conditions, as the steady solution is governed primarily by
the junction, while the length of the mixing pipe only has a minor influ-
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ence through wall friction. On the other hand, the simplification to a sin-
gle stream in the mixing pipe allows choking to emerge naturally in the
unsteady solver, without raising the question whether choking occurs ac-
cording to the Fabri- or the compound-theory.

The compound flow theory was extended with momentum exchange
terms in chapter 6, forming the foundation for the double-stream model
in chapter 7. The balance between wall and inter-stream friction forces
proved responsible for the upstream and downstream displacement of the
compound-sonic section. Counterintuitively, a sonic flow can occur in a
convergent cross-section when inter-stream friction is dominant—an effect
that had not previously been explained. This analysis highlights an impor-
tant link between choking and friction forces, which also becomes apparent
when comparing Fabri- and compound-choking mechanisms.

The double-stream model offers a more physically representative frame-
work for ejector flows by assigning distinct numerical domains for the pri-
mary and secondary streams, thereby improving the radial resolution rel-
ative to the single-stream formulation. The added complexity enables the
inclusion of additional physical mechanisms, such as local exchanges be-
tween the streams, but also raises several key questions: which choking
mechanism dominates, how should the inter-stream exchanges be mod-
elled, and how can the non-uniform pressure and shock trains be handled?
These aspects have been systematiclly analysed in chapter 7.

Firstly, the compound and the Fabri choking mechanism were com-
pared on a common basis within the same one-dimensional framework.
Although the Fabri-sonic condition yielded the highest accuracy (1 %), it
heavily relied on RANS data by imposing the dividing streamline and the
total pressure gradients. The compound model employing the correlations
for the friction coefficients is the only predictive double-stream model pre-
sented here, but it overestimates the secondary flow rate by up to 5 % with
respect to the RANS simulations. It is more accurate in off-design opera-
tion, both globally and locally, despite the presence of shock trains. The as-
sumption of uniform static pressure therefore appears acceptable to obtain
axial distributions where the oscillations induced by the shock train have
been ‘filtered out’. Furthermore, both choking mechanism were shown to
coexist and to yield the same flow rate when imposing the same divid-
ing streamline and exchanges terms, provided that the secondary stream
reaches Mach one. Otherwise, the predictions differ as choked flows can
exist with a subsonic secondary stream. The compound theory is therefore
more general, although this situation also occurs under non-uniform static
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pressure. Consequently, a generalised compound choking condition exists
in nature, yet it remains challenging to formulate the observed behaviour
mathematically without resorting to the constraint of uniform pressure.

The potential impact of calibration of the friction forces was analysed
by imposing the total pressure gradients from the reference RANS simu-
lations into the 1D model; hence emulating an idealised closure. The ef-
fect on the flow rate is minimal, owing to the short distance between the
primary nozzle outlet and the sonic section. Minor improvements could
further improve the accuracy of the axial distributions, particularly by in-
troducing a loss term in the primary stream related to the shock train.
However, assimilating this two-dimensional phenomenon within a strictly
one-dimensional framework is not straightforward. Moreover, the cali-
brated correlations already achieve satisfactory accuracy, especially under
off-design conditions.

The two-dimensional shock trains represent the most significant ob-
stacle for the double-stream formulation, primarily due to the absence of
oblique shocks in 1D. The pressure equalisation mechanism reproduces the
first portion of the shock train accurately if the primary stream is under-
expanded. In that case, an isentropic expansion to reach the same static
pressure as the secondary stream is a physically meaningful representa-
tion. However, inertia of the primary stream causes an overshoot of the
pressure difference, leading to further expansion. This effect is absent
in the compound model, which locally provides the dividing streamline
that complies with the static pressure constraint, neglecting inertia. This
omission may induce sharp corners in the dividing streamline and con-
sequently, errors in the secondary flow rate. Similar difficulties arise in
the second shock train within the diffuser, where the boundary layer typ-
ically separates from the wall. Even without boundary layer separation,
a compound shock model would be too restrictive in enforcing uniform
static pressure downstream. Therefore, the normal shock procedure in
the double-stream model first imposes instantaneous mixing to a uniform
state, followed by a single-stream solution up to the outlet of the diffuser.

Overall, the double-stream model showcases that the cross-stream av-
eraged representation of ejector flows allows constructing reduced order
models that achieve a balance between accuracy and simplicity, at negligi-
ble computational cost.

The exploratory work on the quasi-two dimensional model in chap-
ter 8 yielded a set of leading-order RANS equations which form the base
for two approaches: (1) integral modelling which results in ODEs for in-
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tegral quantities such as the boundary layer thickness and the mass flow
rate; and (2) Reduced-Order Models (ROMs) based on an expansion of the
solution on a carefully constructed basis for the radial profiles. Such a ba-
sis was constructed for the axial velocity and was applied on a first linear
test case. The closure relation was inferred from the data using the se-
quential physics-separated and physics-integrated calibration procedures
from chapter 3, including the continuous adjoint method. The results are
encouraging, yet display the requirement to strictly enforce conservation.

The ultimate question in this thesis is whether the engineering models
have been successfully reconciled with experiments and CFD. This objec-
tive has been partially achieved. The proposed models provide low-order
representations of the underlying flow physics, such as the transient be-
haviour through the single-stream model and the axial distributions of
cross-stream averaged quantities through the double-stream model. The
latter, in particular, has been calibrated and validated against both numer-
ical and experimental data. The identification of their intrinsic limits has
revealed several open questions that remain partially unresolved. Particu-
larly, compound choking with non-uniform static pressure remains elusive
from a one-dimensional perspective, and the models presented here do not
fully explain the discrepancies observed between RANS simulations and
experimental measurements. Quasi-two-dimensional modelling emerges
as a natural next step, increasing the radial resolution from one or two av-
eraged streams to a continuous radial distribution, and may further help
bridge the gap between reduced order models and high-fidelity data.

Limitations and perspectives

The main limitation of the double-stream model remains the constraint of
uniform static pressure. It neglects the inertia of the primary stream and
allows for sharp corners in the dividing streamline, resulting in a missed
expansion in the mixing pipe that is ultimately compensated by an over-
estimated secondary flow rate. Relaxing this constraint, however, induces
Fabri choking, which has been shown to be less general than compound
choking. This dilemma thus provides a trade-off between the generality
of the choking condition and the accuracy of the dividing streamline, and
consequently, of the flow rate. An extension of the pressure equalisation
mechanism could be envisaged, incorporating the inertia of the primary
stream and delaying the enforcement of uniform pressure to a subsequent
shock cell farther downstream. Care must be taken not to overshoot the
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sonic point before allowing the pressures equalise. Two practical questions
arise:

How can the inertia of the primary stream be incorporated into the
one-dimensional pressure equalisation mechanism?

At what point downstream of the primary nozzle are the pressures
sufficiently equal to begin enforcing uniformity without compromis-
ing the compound-sonic point?

One could envisage a second order differential equation for the primary
cross-section—thereby conserving a continuous axial derivative and avoid-
ing sharp corners. However, this introduces unclosed terms for which no
clear closure presently exists.

An alternative approach lies in quasi-two-dimensional modelling, which
has been briefly introduced in this thesis. Employing continuous radial
profiles for the velocity while maintaining uniform static pressure might
suffice to overcome the limitations of the double-stream model. Analysing
the resulting model in terms of singularities along the axial direction could
reveal a continuous analogue to compound choking of double streams.
The original research questions in the introduction 1.2 still stand for the
quasi-2D model, which deserves to be developed further. In any case,
bridging quasi-2D and double-stream 1D models seems a promising av-
enue for future research, motivated by the following central question:

Can a quasi-2D model complement the double-stream 1D model to
overcome its limitations in on-design operation?

Moreover, choking in the quasi-2D setting was not yet considered in the
early exploratory work of this thesis. Extending the analysis to variable-
area ducts will be essential to address this question:

How does choking manifest in a quasi-two dimensional setting con-
sidering variable-area ducts?

Furthermore, the ideal gas law has been employed throughout this
work. Extending the proposed one-dimensional models to real gases and
two-phase flows will be essential for modelling practical ejector operation
in refrigeration cycles. Analysing the interaction between these phenom-
ena and choking will likely be complex, yet if offers substantial potential
for accurate low-order modelling of ejectors in more diverse applications.
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Finally, this work has considered equal total temperatures at the in-
lets. Exchange of energy between the streams becomes important in case
of a large temperature difference (and phase change), leading to conver-
gence in the total temperature distributions similar to that observed for
total pressures in this study.

In summary, this thesis has systematically explored the hierarchy of
lumped-parameter ejector models, clarifying their capabilities and intrin-
sic limitations. The development of one-dimensional single- and double-
stream models has enabled the accurate prediction of transient behaviour
and axial distributions at a fraction of the computational cost of RANS
simulations, while highlighting the key role of inter-stream friction and
choking mechanisms. The findings provide a rigorous foundation for low-
order modelling, bridging the gap between integral models and complex
CFD data. Looking forward, quasi-two-dimensional extensions and the
inclusion of real-gas and phase-change effects offer promising avenues to
further enhance predictive fidelity and expand the applicability of the pro-
posed reduced-order models in practical engineering systems.
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A
Explicit Ordinary Differential

Equations

The table below summarises the required Ordinary Differential Equations
(ODEs) for the relevant flow variables. These equations can be directly
derived from the quasi-one-dimensional conservation equations without
injection of mass, on which a force F (N/m) acts in the direction of the
flow and receiving energy Q (W/m) [57]. Note that the equations for the
total pressure and the total temperature are not singular if Ma = 1. The
table should be read horizontally, e.g.:

dx p
p

=
γMa2

1 − Ma2
dx A

A
+

1 + (γ − 1)Ma2

1 − Ma2
F

Ap
− γMa2

1 − Ma2
Q

ρAucpT
(A.1)

Another useful relation is the link between the Mach number and the
static pressure as written below. It can be retrieved from the table below by
eliminating the gradient of the cross-section A from the lines of the static
pressure and the Mach number.

dxMa2

Ma2 =

[
−2

1 + γ−1
2 Ma2

γMa2

]
dx p

p
+

[
2

1 + γ−1
2 Ma2

γMa2

]
F

Ap
− Q

ρAucpT
(A.2)
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Table A.1 Summary of the 1D equations.

dx A
A

F
Ap

Q
ρAucpT

dx p
p

γMa2

1 − Ma2
1 + (γ − 1)Ma2

1 − Ma2
−γMa2

1 − Ma2

dxu
u

−1
1 − Ma2 − 1

1 − Ma2
1

1 − Ma2

dxT
T

(γ − 1)Ma2

1 − Ma2
(γ − 1)Ma2

1 − Ma2
1 − γMa2

1 − Ma2

dxMa2

Ma2 −2
1 +

γ − 1
2

Ma2

1 − Ma2 −2
1 +

γ − 1
2

Ma2

1 − Ma2
1 + γMa2

1 − Ma2

dxρ

ρ

Ma2

1 − Ma2
1

1 − Ma2
−1

1 − Ma2

dx pt

pt
0 1

−γMa2

2
(

1 +
γ − 1

2
Ma2

)
dxTt

Tt
0 0

1

1 +
γ − 1

2
Ma2
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B
Approximations of the static

pressure gradient

2.1 Single stream

In this section, the first and second order approximations are computed
for the pressure gradient of a single stream, using Taylor expansions of
the numerator and denominator of equation (7.19). The notation and the
governing equations are provided in section 2.1.1, which are required for
computing the first and second derivatives in the Taylor expansions in sec-
tions 2.1.2 and 2.1.3.

2.1.1 Definitions

We reformulate the definition (7.19) of the static pressure gradient as fol-
lows:

d ln(p)
dx

=
NA + NF

D
, (B.1)

where

NA = γMa2 d ln(A)

dx
, (B.2)

NF =
(

1 + (γ − 1)Ma2
) F

Ap
, (B.3)
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D = 1 − Ma2 . (B.4)

The indices p have been omitted since the analysis that follows is valid for
any single stream in a channel A(x). The following equation for the Mach
number can be derived from the governing equations (6.6)-(6.8) [57] and
will be required below:

dMa2

dx
= cM0

d ln(p)
dx

+ cM21F , (B.5)

where:

cM20 = − 2
γ

(
1 +

γ − 1
2

Ma2
)

, (B.6)

cM21 =
2
γ

[
1 +

γ − 1
2

Ma2
]

1
Ap

. (B.7)

For conciseness, we also define:

c1 = 1 + (γ − 1)Ma2 . (B.8)

2.1.2 First order approximation

The first order approximation consists of using the pressure gradient in the
sonic section as a constant in the neighbourhood. It is computed with de
l’Hôpital’s rule as in (7.21):(

d ln(p)
dx

)∗
=

N∗

D∗ =
0
0
=

(dN/dx)∗

(dD/dx)∗
. (B.9)

We therefore need the derivatives of the numerator and the denominator,
as computed below. The derivative of NA reads:

dNA
dx

= cNA0
d ln(p)

dx
+ cNA1 , (B.10)

where:

cNA0 = γ
d ln(A)

dx
cM20 , (B.11)

cNA1 = γ
d ln(A)

dx
cM21F + γMa2 d2 ln(A)

dx2 . (B.12)
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The derivative of NF reads:

dNF
dx

= cNFp
d ln(p)

dx
+ cNFF

dF
dx

+ cNF2 , (B.13)

where

cNFp = [(γ − 1) cM20 − c1]
F

Ap
, (B.14)

cNFF =
(

1 + (γ − 1)Ma2
) 1

Ap
, (B.15)

cNF2 = (γ − 1) cM21
F2

Ap
− c1

F
Ap

(
d ln(A)

dx

)
. (B.16)

We introduce the following decomposition for the derivative of the force
F:

dF
dx

= cF0
d ln(p)

dx
+ cF1 . (B.17)

This operation is general: any definition of the force F can be reduced to
this form using the governing equations. The definition of these coeffi-
cients depends on the closure of the conservation equations; the definitions
used in this work are given in section 2.1.4. Introducing this decomposition
in (B.13) leads to:

dN
dx

= cN0
d ln(p)

dx
+ cN1 , (B.18)

where

cN0 = cNA0 + cNFp + cNFFcF0 , (B.19)

cN1 = cNA1 + cNFFcF1 + cNF2 . (B.20)

The derivative of the denominator equals:

dD
dx

= −dMa2

dx
= cD0

d ln(p)
dx

+ cD1 , (B.21)

where:

cD0 = −cM20 , (B.22)

cD1 = −cM21F . (B.23)

Introducing the computed derivatives of the numerator and the de-
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nominator in equation (B.9) leads to a quadratic equation for the pressure
gradient with a positive root (compressing to subsonic speed) and a nega-
tive root (expanding to supersonic speed):

c∗D0

((
d ln(p)

dx

)∗)2

+ (c∗D1 − c∗N0)

(
d ln(p)

dx

)∗
− c∗N1 = 0 . (B.24)

2.1.3 Second order approximation

The full Taylor expansions of the numerator and denominator provide the
following exact equation (recall that N∗ = D∗ = 0):

d ln(p)
dx

=

N∗ + (x − x∗)
(

dN
dx

)∗
+

(x − x∗)2

2

(
d2N
dx2

)∗
+ ...

D∗ + (x − x∗)
(

dD
dx

)∗
+

(x − x∗)2

2

(
d2D
dx2

)∗
+ ...

. (B.25)

Truncating after second derivatives allows to build a second order approx-
imation near the sonic point:

d ln(p)
dx

≈

(
dN
dx

)∗
+

(x − x∗)
2

(
d2N
dx2

)∗

(
dD
dx

)∗
+

(x − x∗)
2

(
d2D
dx2

)∗ . (B.26)

The second derivatives of the numerator and the denominator are com-
puted below. The derivatives of the coefficients cM20 and cM21 are given
by:

dcM20
dx

=− γ − 1
γ

dMa2

dx
, (B.27)

dcM21
dx

=
γ − 1

γ

dMa2

dx
1

Ap
− cM21

(
d ln(A)

dx
+

d ln(p)
dx

)
. (B.28)

These first derivatives are directly available from the equations in the sec-
tion above, so are not expanded further for conciseness. We differentiate
the coefficients related to NA:

dcNA0

dx
= γ

d2 ln(A)

dx2 cM20 + γ
d ln(A)

dx
dcM20

dx
. (B.29)
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dcNA1

dx
=γMa2 d3 ln(A)

dx3 + γ
d2 ln(A)

dx2

[
dMa2

dx
+ cM21F

]

+ γ
d ln(A)

dx

[
F

dcM21
dx

+ cM21
dF
dx

]
. (B.30)

The second derivative of NA becomes:

d2NA
dx2 = cNA0

d2 ln(p)
dx2 + cNA21 , (B.31)

where:

cNA21 =
dcNA0

dx
d ln(p)

dx
+

dcNA1

dx
. (B.32)

We differentiate the coefficients related to NF:

dcNFp

dx
= (γ − 1)

F
Ap

(
dcM20

dx
− dMa2

dx

)

+ [(γ − 1) cM20 − c1]
d

dx

(
F

Ap

)
. (B.33)

dcNFF
dx

= (γ − 1)
dMa2

dx
1

Ap
+ c1

d
dx

(
1

Ap

)
. (B.34)

dcNF2

dx
= (γ − 1)

[
F2

Ap
dcM21

dx
+ cM21

d
dx

(
F2

Ap

)]
− (γ − 1)

dMa2

dx
F

Ap
d ln(A)

dx
− c1

F
Ap

d2 ln(A)

dx2

− c1

(
d ln(A)

dx

)
d

dx

(
F

Ap

)
. (B.35)

Despite these lengthy definitions, they can be evaluated directly. Differen-
tiating NF twice leads to:

d2NF

dx2 = cNFp
d2 ln(p)

dx2 + cNFF
d2F
dx2 + cNF22 , (B.36)

where

cNF22 =
dcNFp

dx
d ln(p)

dx
+

dcNFF
dx

dF
dx

+
dcNF2

dx
. (B.37)
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Differentiating the decomposition (B.17) gives:

d2F
dx2 = cF0

d2 ln(p)
dx2 + cF21 , (B.38)

where

cF21 =
dcF0

dx
d ln(p)

dx
+

dcF1

dx
(B.39)

The second derivative of NF becomes:

d2NF

dx2 = cNF20
d2 ln(p)

dx2 + cNF21 , (B.40)

where

cNF20 = cNFp + cNFFcF0 , (B.41)

cNF21 = cNFFcF21 + cNF22 . (B.42)

The second derivative of the numerator equals:

d2N
dx2 = cN20

d2 ln(p)
dx2 + cN21 , (B.43)

where

cN20 = cNA0 + cNF20 , (B.44)

cN21 = cNA21 + cNF21 . (B.45)

The second derivative of the denominator equals:

d2D
dx2 = cD0

d2 ln(p)
dx2 + cD21 , (B.46)

where:

cD21 =
dcD0

dx
d ln(p)

dx
+

dcD1

dx
, (B.47)

and the derivatives of the coefficients are given by:

dcD0

dx
= −dcM20

dx
, (B.48)

dcD1

dx
= −dcM21

dx
F − cM21

dF
dx

. (B.49)
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The second derivative of the static pressure is given by:

d2 ln(p)
dx2 =

d
dx

(
N
D

)
=

D(dN/dx)− N(dD/dx)
D2 . (B.50)

The equation above can be evaluated directly if D ̸= 0. Otherwise, de
l’Hôpital’s rule yields the following equation:(

d2 ln(p)
dx2

)∗
=

0
0
=

(d2N/dx2)∗

2(dD/dx)∗
− N∗

D∗
(d2D/dx2)∗

2(dD/dx)∗
, (B.51)

where N∗/D∗ equals the static pressure gradient in the sonic section. Sub-
stituting the second derivatives d2N/dx2 and d2D/dx2 eventually leads
to: (

d2 ln(p)
dx2

)∗
=

−c∗N21 +

(
d ln(p)

dx

)∗
c∗D21

c∗N20 −
(

d ln(p)
dx

)∗
c∗D0 − 2

(
dD
dx

)∗ . (B.52)

The terms in (B.26) can be computed with equations (B.18), (B.21), (B.43),
(B.46), which can be evaluated in the sonic point using the derivatives of
the static pressure given by (B.24) and (B.52). The result is a the second
order approximation of the static pressure gradient near the sonic point.

2.1.4 Derivatives of the friction force

The decompositions (B.17) and (B.38) introduce the coefficients cF0 and cF1
and their derivatives, which are given by the equations below for the defi-
nition in equation (6.15):

cF0 = F
(

1 +
cM0

Ma2

)
, (B.53)

cF1 = cM1
F2

Ma2 +
F
lw

dlw
dx

. (B.54)

dcF0

dx
=

(
1 +

cM0

Ma2

)
dF
dx

+
F

Ma2
dcM0

dx
− FcM0

Ma4
dMa2

dx
, (B.55)

dcF1

dx
=cF1

(
1

cM1

dcM1

dx
+ 2

1
F

dF
dx

− 1
Ma2

dMa2

dx

)
(B.56)
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+
1
lw

dlw
dx

dF
dx

− F
l2
w

(
dlw
dx

)2
+

F
lw

d2lw
dx2 (B.57)

2.2 Compound flow equations

2.2.1 Definitions

We reformulate the definition (6.12) of the static pressure gradient as fol-
lows:

d ln(p)
dx

=
1
β

dA
dx

+ ∑
i∈[p,s]

Zi + ∑
i∈[p,s]

Yi

 =
N
β

, (B.58)

where:

Zi =

[
1 + (γ − 1)Ma2

i

γMa2
i

]
Fi
p

, (B.59)

Yi = −γ − 1
γ

Qi
pui

. (B.60)

Differentiating the equation above gives rise to derivatives of quantities
such as the velocity, which are linearly related to the static pressure gra-
dient through the conservation equations (see for example chapter 8 of
Shapiro [57]). For a general quantity ϕi, this relation reads:

dϕi
dx

= cϕi0
d ln(p)

dx
+ cϕi1 . (B.61)

The coefficients for the velocities ui, the cross-sections Ai, the squared
Mach numbers Ma2

i , the densities ρi and the static temperatures Ti are
given below:

cui0 = − ui

γMa2
i

, (B.62)

cui1 =
ui

γMa2
i

Fi
Ai p

, (B.63)

cAi0 =
Ai
γ

(
1

Ma2
i
− 1

)
, (B.64)

cAi1 = −
(

1 + (γ − 1)Ma2
i

γMa2
i

)
Fi
p
+

γ − 1
γ

Qi
pui

, (B.65)
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cM2i0 = − 2
γ

(
1 +

γ − 1
2

Ma2
i

)
, (B.66)

cM2i1 =
2
γ

(
1 +

γ − 1
2

Ma2
i

)
Fi

Ai p
− γ − 1

γ
Ma2

i
Qi

pAiui
, (B.67)

cρi0 =
ρi
γ

, (B.68)

cρi1 = ρi
γ − 1

γ

Fi
Ai p

− ρi
γ − 1

γ

Qi
pAiui

, (B.69)

cTi0 = Ti
γ − 1

γ
, (B.70)

cTi1 = Ti
γ − 1

γ

Fi
Ai p

− Ti
γ − 1

γ

Qi
pAiui

. (B.71)

Their second derivatives share the following form:

d2ϕi
dx2 = cϕi0

d2 ln(p)
dx2 +

dcϕi0

dx
d ln(p)

dx
+

dcϕi1

dx
, (B.72)

where

dcui0
dx

=− 1
γMa2

i

dui
dx

+
ui

γMa4
i

dMa2
i

dx
, (B.73)

dcui1
dx

=
cui1
ui

dui
dx

− cui1

Ma2
i

dMa2
i

dx
+

ui

γMa2
i

d
dx

(
Fi

Ai p

)
, (B.74)

dcAi0
dx

=
1
γ

(
1

Ma2
i
− 1

)
dAi
dx

− Ai

γMa4
i

dMa2
i

dx
, (B.75)

dcAi1
dx

=−
(

1 + (γ − 1)Ma2
i

pγMa2
i

)(
dFi
dx

− Fi
d ln(p)

dx

)

+
Fi

pγMa4
i

dMa2
i

dx
+

γ − 1
γ

d
dx

(
Qi
pui

)
, (B.76)

dcM2i0
dx

=− γ − 1
γ

dMa2
i

dx
, (B.77)

dcM2i1
dx

=
γ − 1

γ

(
Fi

pAi
− Qi

pAiui

)
dMa2

i
dx

+
2
γ

d
dx

(
Fi

Ai p

)
+

γ − 1
γ

Ma2
i

[
d

dx

(
Fi

Ai p

)
− d

dx

(
Qi

pAiui

)]
, (B.78)
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dcρi0

dx
=

1
γ

dρi
dx

, (B.79)

dcρi1

dx
=

γ − 1
γ

(
Fi

Ai p
− Qi

pAiui

)
dρi
dx

+ ρi
γ − 1

γ

d
dx

(
Fi

Ai p

)
− ρi

γ − 1
γ

d
dx

(
Qi

pAiui

)
, (B.80)

dcTi0
dx

=
γ − 1

γ

dTi
dx

, (B.81)

dcTi1
dx

=− γ − 1
γ

(
Fi

Ai p
− Qi

pAiui

)
dTi
dx

− Ti
γ − 1

γ

d
dx

(
Fi

Ai p

)
+ Ti

γ − 1
γ

d
dx

(
Qi

pAiui

)
. (B.82)

2.2.2 First order approximation

As in 2.1.2, the first order approximation consists of the pressure gradient
in the sonic section, requiring the first derivatives of the numerator and the
denominator in equation (B.58). The derivative of the force term Zi reads:

dZi
dx

= cZi0
dFi
dx

+ cZi1
d ln(p)

dx
+ cZi2 , (B.83)

where

cZi0 =
1 + (γ − 1)Ma2

i

γpMa2
i

, (B.84)

cZi1 =− Zi + cZiMcM2i0 , (B.85)

cZi2 =cZiMcM2i1 , (B.86)

cZiM =− 1
γMa4

i

Fi
p

. (B.87)

The first derivative of the energy term Yi is given by:

dYi
dx

= cYi0
dQi
dx

+ cYi1
d ln(p)

dx
+ cYi2 , (B.88)

where

cYi0 =− γ − 1
γ

1
pui

, (B.89)
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cYi1 =− Yi + cYiucui0 , (B.90)

cYi2 =cYiucui1 , (B.91)

cYiu =
γ − 1

γ

Qi

pu2
i

. (B.92)

The first derivative of the numerator becomes:

dN
dx

= cNp
d ln(p)

dx
+ ∑

i∈[p,s]
cZi0

dFi
dx

+ ∑
i∈[p,s]

cYi0
dQi
dx

+ cN2 , (B.93)

where

cNp = ∑
i∈[p,s]

cZi1 + ∑
i∈[p,s]

cYi1 , (B.94)

cN2 =
d2 A
dx2 + ∑

i∈[p,s]
cZi2 + ∑

i∈[p,s]
cYi2 . (B.95)

As in 2.1, we can decompose the gradients of the closure terms as follows:

dFi
dx

= cFi0
d ln(p)

dx
+ cFi1 , (B.96)

dQi
dx

= cQi0
d ln(p)

dx
+ cQi1 . (B.97)

Introducing these decompositions into the derivative of the numerator gives:

dN
dx

= cN0
d ln(p)

dx
+ cN1 , (B.98)

where

cN0 = cNp + ∑
i∈[p,s]

(cZi0cFi0) + ∑
i∈[p,s]

(
cYi0cQi0

)
, (B.99)

cN1 = cN2 + ∑
i∈[p,s]

(cZi0cFi1) + ∑
i∈[p,s]

(
cYi0cQi1

)
. (B.100)

The first derivative of β is given by the following equation:

dβ

dx
= cβ0

d ln(p)
dx

+ cβ1 , (B.101)
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where

cβ0 = ∑
i∈[p,s]

cβiAcAi0 + ∑
i∈[p,s]

cβiMcM2i0 , (B.102)

cβ1 = ∑
i∈[p,s]

cβiAcAi1 + ∑
i∈[p,s]

cβiMcM2i1 , (B.103)

cβiA =
1
γ

(
1

Ma2
i
− 1

)
, (B.104)

cβiM =− Ai

γMa4
i

. (B.105)

The pressure gradient in the sonic section follows from the following
quadratic equation:

c∗β0

((
d ln(p)

dx

)∗)2

+
(

c∗β1 − c∗N0

)(d ln(p)
dx

)∗
− c∗N1 = 0 . (B.106)

2.2.3 Second order approximation

The second order approximation for the compound equations shares the
same form as equation (B.26). The second derivatives of the numerator
and the denominator of equation (B.58) are computed in this section. We
first calculate the derivatives of the coefficients related to the force terms.

dcZi0
dx

= −cZi0
d ln(p)

dx
− 1

γpMa4
i

dMa2
i

dx
, (B.107)

dcZi1
dx

= −dZi
dx

+ cM2i0
dcZiM

dx
+ cZiM

dcM2i0
dx

, (B.108)

dcZi2
dx

= cM2i1
dcZiM

dx
+ cZiM

dcM2i1
dx

, (B.109)

dcZiM
dx

=
cZiM

Fi

dFi
dx

− cZiM

Ma2
i

dMa2
i

dx
− cZiM

d ln(p)
dx

. (B.110)

The second derivative of the force term is given by:

d2Zi
dx2 = cZi0

d2Fi
dx2 + cZi1

d2 ln(p)
dx2 + cZi22 , (B.111)

where

cZi22 =
dcZi0

dx
dFi
dx

+
dcZi1

dx
d ln(p)

dx
+

dcZi2
dx

. (B.112)
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The derivatives of the coefficients related to the energy term read:

dcYi0
dx

= −cYi0

(
d ln(p)

dx
+

1
ui

dui
dx

)
, (B.113)

dcYi1
dx

= −dYi
dx

+ cui0
dcYiu

dx
+ cYiu

dcui0
dx

, (B.114)

dcYi2
dx

= cui1
dcYiu

dx
+ cYiu

dcui1
dx

, (B.115)

dcYiu
dx

=
cYiu
Qi

dQi
dx

− 2cYiu
ui

dui
dx

− cYiu
d ln(p)

dx
. (B.116)

The second derivative of the energy term is given by:

d2Yi
dx2 = cYi0

d2Qi
dx2 + cYi1

d2 ln(p)
dx2 + cYi22 , (B.117)

where

cYi22 =
dcYi0

dx
dQi
dx

+
dcYi1

dx
d ln(p)

dx
+

dcYi2
dx

. (B.118)

The derivatives of the coefficients related to the numerator are given by:

dcNp

dx
= ∑

i∈[p,s]

dcZi1
dx

+ ∑
i∈[p,s]

dcYi1
dx

, (B.119)

dcN2

dx
=

d3 A
dx3 + ∑

i∈[p,s]

dcZi2
dx

+ ∑
i∈[p,s]

dcYi2
dx

. (B.120)

The second derivative of the numerator becomes:

d2N
dx2 = cNp

d2 ln(p)
dx2 + ∑

i∈[p,s]
cZi0

d2Fi
dx2 + ∑

i∈[p,s]
cYi0

d2Qi
dx2 + cN22 , (B.121)

where

cN22 =
dcNp

dx
d ln(p)

dx
+ ∑

i∈[p,s]

dcZi0
dx

dFi
dx

+ ∑
i∈[p,s]

dcYi0
dx

dQi
dx

+
dcN2

dx
. (B.122)

Differentiating the decompositions (B.96) and (B.97):

d2Fi
dx2 = cFi0

d
dx

d ln(p)
dx

+ cFi21 , (B.123)
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d2Qi
dx2 = cQi0

d
dx

d ln(p)
dx

+ cQi21 , (B.124)

where

cFi21 =
dcFi0

dx
d ln(p)

dx
+

dcFi1
dx

, (B.125)

cQi21 =
dcQi0

dx
d ln(p)

dx
+

dcQi1

dx
. (B.126)

Introducing these decompositions into (B.121) gives:

d2N
dx2 = cN20

d2 ln(p)
dx2 + cN21 , (B.127)

where

cN20 = cNp + ∑
i∈[p,s]

cZi0cFi20 + ∑
i∈[p,s]

cYi0cQi20 , (B.128)

cN21 = cN22 + ∑
i∈[p,s]

cZi0cFi21 + ∑
i∈[p,s]

cYi0cQi21 . (B.129)

The derivatives of the coefficients related to β are given by:

dcβ0

dx
= ∑

i∈[p,s]

(
cAi0

dcβiA

dx
+ cβiA

dcAi0
dx

+ cM2i0
dcβiM

dx
+ cβiM

dcM2i0
dx

)
, (B.130)

dcβ1

dx
= ∑

i∈[p,s]

(
cAi1

dcβiA

dx
+ cβiA

dcAi1
dx

+ cM2i1
dcβiM

dx
+ cβiM

dcM2i1
dx

)
, (B.131)

where

dcβiA

dx
=

−1
γMa4

i

dMa2
i

dx
, (B.132)

dcβiM

dx
=− 1

γMa4
i

dAi
dx

+
2Ai

γMa6
i

dMa2
i

dx
. (B.133)
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The second derivative of the compound choking indicator reads:

d2β

dx2 = cβ0
d2 ln(p)

dx2 + cβ21 , (B.134)

where

cβ21 =
dcβ0

dx

(
d ln(p)

dx

)
+

dcβ1

dx
. (B.135)

The second derivative of the static pressure in the sonic section is given
by: (

d2 ln(p)
dx2

)∗
=

−c∗N21 +

(
d ln(p)

dx

)∗
c∗β21

c∗N20 −
(

d ln(p)
dx

)∗
c∗β0 − 2

(
dβ

dx

)∗ , (B.136)

2.2.4 Derivatives of the friction forces

The derivatives of the wall friction have already been described in sec-
tion 2.1.4 and are also valid for the compound equations, using the flow
variables from the secondary stream and the geometry of the mixing pipe.
Below, we provide the derivatives of the inter-stream friction (see 6.17).

The inter-stream friction force explicitly depends on densities, veloci-
ties and the perimeter lps of the primary stream. The vector q = [ρp, ρs, up, us]

is introduced to ease the notation. The friction coefficient is not differenti-
ated for simplicity. The first derivative of the friction between the streams
is given by the following equation:

dFps

dx
=

∂Fps

∂q
· dq

dx
+

∂Fps

∂lps

dlps

dx
, (B.137)

where the dot operator indicates an inner product. The equations below
are derived for the case where up > us to avoid the absolute value operator.
The derivatives in the case up < us have the same magnitude, but only
differ in the sign. It thus suffices to add a minus sign in the equation above.
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The partial derivatives of Fps with respect to q are given by:

∂Fps

∂q
=



fpslps

4
(
up − us

)2

fpslps

4
(
up − us

)2

fpslps

2
(
ρp + ρs

) (
up − us

)
− fpslps

2
(
ρp + ρs

) (
up − us

)


. (B.138)

The derivative dq/dx follows from the governing equations which depend
directly on the static pressure:

dq

dx
= cq0

d ln(p)
dx

+ cq1 , (B.139)

where cq0 is a vector of the same length as q, and itself a function of q:

cq0 =


cρp0
cρs0
cup0
cus0

 and cq1 =


cρp1
cρs1
cup1
cus1

 . (B.140)

These coefficients have been defined in equations (B.62)-(B.71). The partial
derivative of the inter-stream friction with respect to lps equals:

cFpslps =
∂Fps

∂lps
=

1
2

fps
ρp + ρs

2
(
up − us

)2 , (B.141)

The treatment of lps depends on whether the geomery is axisymmetric or
planar. In the planar case, lps corresponds to the depth of the channel,
which is constant, so its spatial derivative is zero. Otherwise:

lps = 2πrp = 2
√

π
√

πr2
p = 2

√
π
√

Ap . (B.142)

Its derivative equals:

dlps

dx
= clps0

d ln(p)
dx

+ clps1 , (B.143)
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where

clps0 =

√
π

Ap
cAp0 , and clps1 =

√
π

Ap
cAp1 . (B.144)

This leads to the final equation for the gradient of the inter-stream fric-
tion:

dFps

dx
= cFps0

d ln(p)
dx

+ cFps1 . (B.145)

where

cFps0 =
∂Fps

∂q
· cq0 + cFpslpsclps0 , (B.146)

cFps1 =
∂Fps

∂q
· cq1 + cFpslpsclps1 (B.147)

The second derivative of the inter-stream friction force is given by:

d2Fps

dx2 = cFps0
d2 ln(p)

dx2 +
dcFps0

dx
d ln(p)

dx
+

dcFps1

dx
. (B.148)

We compute the derivatives of the coefficients cFps0 and cFps1.

dcFps0

dx
=

(
∂2Fps

∂q2
dq

dx

)
· cq0 +

∂Fps

∂q
· dcq0

dx
(B.149)

+ clps0
dcFpslps

dx
+ cFpslps

dclps0

dx
. (B.150)

The second derivative of Fps with respect to q is a symmetrical matrix:

∂2Fps

∂q2 =
fpslps

2


0 0 ∆u −∆u
0 0 ∆u −∆u

∆u ∆u ρ̄ −ρ̄

−∆u −∆u −ρ̄ ρ̄

 , (B.151)

| 243



where ∆u = up − us and ρ̄ = ρp + ρs. The derivatives of cq0 and cq1 read:

dcq0

dx
=


dcρp0

dx
dcρs0

dx
dcup0

dx
dcus0

dx

 , and cq1 =


dcρp1

dx
dcρs1

dx
dcup1

dx
dcus1

dx

 , (B.152)

for which the definitions are given by equations (B.73)-(B.82). The deriva-
tive of cFpslps equals the derivative of Fps/lps:

dcFpslps

dx
=

∂Fps

∂q
· cq0

d ln(p)
dx

1
lps

. (B.153)

The derivatives of the coefficients clps0 and clps1 equal:

dclps0

dx
= clps0

(
1

cAp0

dcAp0

dx
− 1

2
1

Ap

dAp

dx

)
, (B.154)

dclps1

dx
= clps1

(
1

cAp1

dcAp1

dx
− 1

2
1

Ap

dAp

dx

)
. (B.155)

The derivative of cFps1 equals:

dcFps1

dx
=

(
∂2Fps

∂q2
dq

dx

)
· cq1 +

∂Fps

∂q
· dcq1

dx
(B.156)

+clps1
dcFpslps

dx
+ cFpslps

dclps1

dx
, (B.157)

for which we already computed all terms. In summary:

d2Fps

dx2 = cFps0
d2 ln(p)

dx2 + cFps21 , (B.158)

where

cFps21 =
dcFps0

dx
d ln(p)

dx
+

dcFps1

dx
. (B.159)

Given the definition of the primary and the secondary forces in (6.19), the
related coefficients are defined as follows:

cFp0 = −cFps0 , (B.160)
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cFp1 = −cFps1 , (B.161)

cFs0 = cFps0 − cFw0 , (B.162)

cFs1 = cFps1 − cFw1 . (B.163)

Their derivatives follow the same structure:

dcFp0

dx
= −dcFps0

dx
, (B.164)

dcFp1

dx
= −dcFps1

dx
, (B.165)

dcFs0

dx
=

dcFps0

dx
− dcFw0

dx
, (B.166)

dcFs1

dx
=

dcFps1

dx
− dcFw1

dx
. (B.167)

All terms related to energy exchange are zero in this work as discussed in
section 7.2.
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C
Compound shocks

General remarks
In this appendix, we develop a model for a compound shock, i.e., a shock
across two parallel streams which are compound-supersonic, with the con-
straint of uniform static pressure up- and downstream of the shock. If
the primary and secondary states are equal, the solution should match the
classic 1D shock equations; otherwise, the solution is less evident since an
oblique shock train usually appears. Assimilating this 2D phenomenon
into a 1D model is the main challenge tackled here.

The classic solution is not a valid option for the case with different Mach
numbers due to the static pressure constraint. It forms the base of the com-
pound equations (chapter 6), so this condition should be respected across
the shock in order to use those equations downstream. Separate normal
shocks in each stream would lead to a pressure difference downstream due
to the different shock strengths. Moreover, a flow can be compound super-
sonic with a subsonic component. An alternative solution is sought after
in the following section.

Derivation of the model
Firstly, the unknowns are defined. The state of a stream consists of 4 quan-
tities: its cross-section and three independent flow quantities, e.g., a static
pressure p, a total temperature Tt and a Mach number M. The state up-
stream is considered to be known, as the shock model should work for any
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compound-supersonic state. The state downstream of the shock is fully un-
known, leaving also the cross-sections free since imposing the same cross-
sections as the upstream state may prove overly restrictive. A normal com-
pound shock is by definition an artificial construct, as the flow compresses
through a complex 2D shock train in reality. The following 8 unknowns
are identified:[

ApR, AsR, ppR, psR, Tt, pR, Tt, sR, MapR, MasR
]

. (C.1)

These unknowns are now reduced to the following two non-dimensional
quantities:

Πp =
pR
pL

, and ΠA =
ApR

A
, (C.2)

where A = AsL + AsR denotes the total cross-section. The other unknowns
follow from the constraints and the conservation equations. The static
pressures and cross-sections follow directly from the constraints of the
compound theory:

ppR = psR = pR = pLΠp . (C.3)

ApR = AΠA , and AsR = A − ApR . (C.4)

The total temperatures of the streams are conserved:

Tt,pR = Tt,pL and Tt,sR = Tt,sL . (C.5)

The Mach numbers in each stream are the only remaining unknowns, and
can be found from the conservation of mass in each stream i ∈ [p, s]:

ṁi = pRi ARiMaRi

√
γ

RgasTt,Ri

√
1 +

γ − 1
2

Ma2
Ri . (C.6)

Two equations other than the constraints, conservation of mass and con-
servation of energy thus remain to be defined to solve for the two funda-
mental unknowns [Πp, ΠA].

Conservation of momentum of the compound stream provides a first
equation. Applying the conservation law on the separate streams proved
to constrictive and did not yield a solution. The impulse function M is
introduced first to ease the notation:

M = ṁu + pA . (C.7)
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The momentum balance across the shock reads:

MpL +MsL = MpR +MsR . (C.8)

The equations above a priori admit multiple solutions, but not all are phys-
ically admissible. From the state up- and downstream of the shock, we can
calculate the entropy difference as follows:

∆si = siR − siL = cv ln

(
piR/ρ

γ
iR

piL/ρ
γ
iL

)
> 0 . (C.9)

However, these constraints do not further restrict the problem to a unique
solution. Therefore, the classic normal shock relation is applied on the
equivalent Mach number:

M̃2
eq,R =

(γ − 1)M2
eq,L + 2

2γM2
eq,L − (γ − 1)

, (C.10)

where the induces L and R denote the state upstream (‘left’) and down-
stream (‘right’) of the shock. The tilde highlights the fact that the Mach
number is computed through the shock equation and not from its defini-
tion in equation (6.14).

Example

For illustration, we look at the following case: MpL = 2, MsL = 1.5, pL = 1
bar, Tt,pL = Tt,sL = 300 K and ApL = AsL = 0.005 m². The residuals on the
equations are computed as relative squared errors:

Rmom =

(
MpR +MsR −MpL −MsL

)2

(
MpL +MsL

)2 , (C.11)

RMeq =

(
Meq,R − M̃eq,R

)2

M̃2
eq,R

. (C.12)

Figure C.1a displays the sum of the residuals Rmom and RMeq in function
of the pressure ratio Πp and area ratio ΠA. The solid lines indicate the
loci at which ∆si = 0, hence the boundaries of the admissible solutions.
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Figures C.1b and C.1c display the numerical values of these entropy dif-
ferences. Positive values are found in the region enclosed by the two solid
lines in figure C.1a. Another criterion could be to look at the global entropy
balance as weighed by the mass flow rates:

ṁpspR + ṁsssR ≥ ṁpspL + ṁsssL (C.13)

This global constraint is shown on figure C.1d. The global balance is less
restrictive than the union of the two individual constraints. Although the
global formulation looks attractive, it has been found to allow an increase
in total pressure in one of the streams, with a corresponding decrease in
entropy. Therefore, we propose to keep the more strict separate constraints
as indicated on figure C.1a.

The residuals are minimised from an initial guess [Πp, ΠA] = [3, 0.4],
as shown on figure C.1a, which turns out to be close to the minimum in-
dicated with the cross. The summed residuals are however non-zero and
correspond to a relative error of 2.5 %.

Figure C.2 shows the contributions of both residuals on the total cost in
figure C.1a. It turns out that the equivalent Mach number dominates the
cost function by one order of magnitude with respect to the momentum
(which is also reflected in the final residuals). Using the classic shock rela-
tion wiht the equivalent Mach number is therefore too restrictive. In fact,
the minimum of the cost related to the equivalent Mach number is located
outside of the admissible region based on the entropy.

Instead, using only the global momentum conservation equation (C.8)
allows for multiple solutions, located on a circular shape in figure C.2a.
This shape crosses the admissible region of solutions (including the one
previously found). This implies multiple solutions exist, with different
pressure and area ratios. Note that the original area ratio 0.5 lies outside
of this region, so constraining the cross-sections to remain identical is also
too restrictive.

Closer inspection of the solutions revealed that the admissible solutions
present a different distribution of the pressure losses between both streams.
In particular, the solutions at the extremities (∆si = 0) place the loss in
one of the streams and the total pressure is conserved in the other. This
observation has finally led to the modelling choice in section 7.3.4, where
the same total pressure is imposed downstream to emulate perfect mixing.
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(a) cost (b) constraint primary entropy

(c) constraint secondary entropy (d) global constraint

Fig. C.1 Residuals and entropy constraints

(a) cost momentum (b) cost equivalent Mach

Fig. C.2 Separate contributions to the cost in figure C.1a by the residuals
on the momentum (left) and the equivalent Mach number (right).
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D
Results on the VKI ejector

This appendix presents the uncertainty analysis of the experiments on the
VKI ejector (see chapter 2) and the corresponding predictions of the double
stream model from chapter 7.

Uncertainties
The absolute uncertainty on the static pressures at the inlets and outlets
equals 1.4 · 103 Pa (0.2 % of the full range of the Validyne sensor). The
thermocouples are deemed accurate up to 1 K and the uncertainty on the
mass flow rates equals 1.5 % of the full range, which means 0.026 kg/s for
the flow meter with the largest range (used in most of the experiments and
always for the primary flow) and 0.007 kg/s for the most sensitive flow
meter. Finally, the pressure taps have an uncertainty of 3.5 · 103 Pa (0.5 %
of the full range).

Uncertainties are denoted here by δ followed by the quantity of interest.
The uncertainty on a quantity qdep ± δqdep that is computed from other
quantities qi ± δqi is defined as follows:

δqdep =

√√√√∑
i

(
∂qdep

∂qi
δqi

)2

. (D.1)

The equations for the uncertainty on the Mach numbers, the total temper-
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atures, the total pressures are given below for completeness.

δMai =

√(
Mai
ṁi

δṁi

)2
+

(
Mai

pi
δpi

)2
+

(
Mai
2Ti

δTi

)2
, (D.2)

δTt,i =

√(
Tt,i

Ti
δTi

)2
+ (Ti (γ − 1)Mai δMai)

2 , (D.3)

δpt,i =

√√√√( pt,i

pi
δpi

)2
+

(
p
(

1 +
γ − 1

2
Ma2

i

) −1
γ−1

γMai δMai

)2

. (D.4)

The uncertainty on the reference mass flow rates in equations (2.5) and (2.6)
are given by:

δṁi,re f =

√( ṁi,re f

pt,i
δpt,i

)2

+

( ṁi,re f

2Tt,i
δTt,i

)2

. (D.5)

Finally, the uncertainty on the non-dimensional mass flow rates is given by
the following equation:

δ ˆ̇mi =

√√√√( δṁi
ṁi,re f

)2

+

(
ṁi

ṁ2
i,re f

δṁi,re f

)2

. (D.6)

The shown uncertainties on the experimental data from the VKI ejector
correspond directly to the equations above, i.e., we do not multiply by the
canonical value of 1.96 to obtain the 95 % confidence interval. The un-
certainties given on the measured base quantities stem directly from the
specifications of the manufacturer.

Results
The qualitative behaviour of the model is similar to the results in sec-
tions 7.6 and 7.7, with an overestimated entrainment in on-design oper-
ation and a good match on global and local data in off-design operation
through calibration. The predictions therefore do not provide new insights
other than showcasing the capability of the model to operate on a different
geometry. The results below are therefore not discussed in full detail.

254 |



1.0 1.2 1.4 1.6
pb/pt,s [-]

0.0

0.2

0.4

0.6

0.8

ṁ
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Fig. D.1 Comparison of the non-dimensional secondary mass flow rate
from the RANS simulations on the VKI ejector and from the double-stream
model. The left-most predictions do not match the back-pressure. In these
cases, the normal shock procedure is applied at the outlet of the diffuser
and the back pressure can not be matched (the fully supersonic solution
would induce lower pressures).
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ṁ
s
/ṁ
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Fig. D.2 Comparison of the non-dimensional secondary mass flow rate
from the experiments on the VKI ejector and from the double-stream
model. The wall pressure distributions of the circled points are shown in
figure D.7.
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Table D.1 Overview of the calibration parameters w1 and w2, the result-
ing secondary mass flow rates and the errors with respect to the RANS
simulations on the VKI ejector. The critical point from the RANS simula-
tions is indicated in bold.

Campaign Test w1 w2 ṁs/ṁs,re f ṁs/ṁs,re f Relative
[-] [-] [-] [-] (model) [-] (RANS) [-] error [%]
3 1 0.332 0.257 0.782 0.749 4.5

4 0.332 0.257 0.783 0.751 4.3
5 0.332 0.257 0.785 0.751 4.5
6 0.332 0.257 0.783 0.750 4.4
7 0.332 0.257 0.784 0.752 4.3
8 0.332 0.257 0.787 0.755 4.1
10 0.450 0.286 0.761 0.760 0.1
12 0.534 0.198 0.678 0.678 0.1
13 0.534 0.105 0.428 0.428 0.1

8 1 0.197 0.147 0.704 0.630 11.7
2 0.197 0.147 0.705 0.632 11.6
3 0.197 0.147 0.705 0.631 11.7
4 0.197 0.147 0.707 0.634 11.5
5 0.361 0.345 0.701 0.625 12.1
6 0.275 0.285 0.633 0.633 0.1
7 0.564 0.208 0.572 0.573 -0.2

9 1 0.119 0.120 0.729 0.668 9.1
2 0.439 0.226 0.726 0.664 9.3
3 0.439 0.226 0.728 0.667 9.2
4 0.439 0.226 0.729 0.668 9.1
5 0.439 0.226 0.731 0.672 8.8
6 0.455 0.243 0.686 0.686 0.0
7 0.388 0.000 0.449 0.450 -0.1
8 0.346 0.027 0.294 0.292 0.8

14 1 0.314 0.281 0.846 0.822 2.8
4 0.314 0.281 0.846 0.823 2.8
5 0.314 0.281 0.851 0.826 3.1
6 0.449 0.252 0.751 0.750 0.1
8 0.517 0.227 0.707 0.707 0.0
9 0.549 0.215 0.681 0.681 0.0
14 0.603 0.139 0.482 0.482 0.1
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Table D.2 Overview of the calibration parameters w1 and w2, the result-
ing secondary mass flow rates and the errors with respect to the experi-
ments on the VKI ejector.

Campaign Test w1 w2 ṁs/ṁs,re f ṁs/ṁs,re f Relative
[-] [-] [-] [-] (model) [-] (exp) [-] error [%]
3 1 0.176 0.319 0.782 0.709 10.3

4 0.176 0.319 0.783 0.702 11.6
5 0.176 0.319 0.784 0.714 9.8
6 0.176 0.319 0.783 0.707 10.8
7 0.176 0.319 0.785 0.709 10.7
8 0.176 0.319 0.787 0.696 13.0
9 0.151 0.256 0.628 0.628 0.1

10 0.176 0.209 0.604 0.604 0.0
12 0.230 0.139 0.487 0.487 0.1
13 0.188 0.021 0.240 0.239 0.5

8 1 0.161 0.312 0.704 0.607 16.0
2 0.161 0.312 0.705 0.602 17.2
3 0.161 0.312 0.705 0.607 16.1
4 0.161 0.312 0.707 0.602 17.3
5 0.161 0.312 0.701 0.588 19.3
6 0.139 0.176 0.537 0.537 0.1
7 0.258 0.077 0.403 0.403 0.1

9 1 0.241 0.289 0.729 0.630 15.7
2 0.241 0.289 0.726 0.629 15.4
3 0.241 0.289 0.728 0.631 15.4
4 0.241 0.289 0.729 0.631 15.4
5 0.241 0.289 0.730 0.600 21.7
6 0.213 0.162 0.514 0.514 0.0
7 0.205 0.105 0.201 0.200 0.5
8 0.197 0.181 0.066 0.066 -0.8

14 1 0.165 0.201 0.846 0.781 8.2
4 0.165 0.201 0.846 0.781 8.4
5 0.165 0.201 0.851 0.744 14.3
6 0.165 0.201 0.590 0.589 0.1
8 0.221 0.139 0.568 0.568 0.1
9 0.212 0.103 0.528 0.528 0.0

14 0.188 0.029 0.293 0.291 0.7
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Fig. D.3 Axial distributions of the Mach numbers, total pressures and the
dividing streamline for test 1 of campaign 14 on the VKI ejector.
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Fig. D.4 Axial distributions of the Mach numbers, total pressures and the
dividing streamline for test 1 of campaign 3 on the VKI ejector.
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Fig. D.5 Axial distributions of the Mach numbers, total pressures and the
dividing streamline for test 13 of campaign 3 on the VKI ejector.
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Fig. D.6 Axial distributions of the Mach numbers, total pressures and the
dividing streamline for test 8 of campaign 9 on the VKI ejector.
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Fig. D.7 Experimental and predicted wall pressure profiles for the VKI
ejector.
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