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Fig. 1. Procedure of our comparative testing: 11 gesture datasets have been converted and transformed into a unified JSON
format, and compared in 2 scenarios by 16 recognizers against their accuracy, speed, and algorithmic complexity.

The wide range of algorithms for recognizing two-dimensional stroke gestures raises a crucial question: which recognizer
should be selected depending on the gesture set and its context of use? Since the context of use expresses a category of users
performing interactive tasks on a device in a physical environment, many contextual conditions are feasible. Recognizers
have been tested in only a few of them, making them difficult to compare and select. A recognizer suitable for one context of
use does not necessarily translate to another. Recognizer variables, such as the number of resampling points, the number of
templates, and the number of users, vary from one recognizer to another, making them challenging to specify for practitioners
and heterogeneous to compare for researchers. To address these issues, this article performs comparative tests of 16 recognizers
(15 state-of-the-art recognizers and one for rotation invariance) in 11 gesture sets (9 reference sets and 2 for multi-device
rotation invariance) against their accuracy, speed, and algorithmic complexity, in user-(in)dependent scenarios based on the
variables mentioned above. In particular, the impact of two contextual dimensions, i.e., the visual impairments of end users
and input devices, on accuracy is further studied. The comparative testing results in an empirically validated decision table
for the researcher to select a recognizer depending on contextual conditions and a flow chart for the practitioner to be guided.
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We break down our design implications into two categories: gesture acquisition, recognition, and gesture set design. We also
publicly release Gester, a JavaScript software for conducting comparative testing of recognizers under various contextual
conditions, allowing the practitioner to test a recognizer in a project and the researcher to benchmark recognizers.

CCS Concepts: • Human-centered computing → Graphical user interfaces; Web-based interaction; Touch screens;
Gestural input; User interface management systems; User interface programming; • Software and its engineering →
Software prototyping; • Theory of computation→ Pattern matching; • Computing methodologies→ Cross-validation.

Additional Key Words and Phrases: Benchmarking, Comparative testing, Gesture datasets, Gesture recognition, Gesture user
interfaces, Invariance properties, Stroke gestures.
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1 Introduction
Gesture-based interactive applications [84] and computing [21] today provide new opportunities for natural and
intuitive interaction as they interpret human movements into computer commands using gesture recognition
software [42]. For example, a person searches for a store in a shopping mall by navigating an interactive map
through gestures, a customer orders beverages in a restaurant by gestural selection. The quality of this gestural
interaction depends a lot on the set of gestures, its mapping to commands, and the recognizer used for gesture
recognition [100]. The wide offer of algorithms [5, 6, 10, 23, 33, 34, 42, 46, 62, 65, 75, 78–80, 82, 83, 85, 86, 93, 101]
and their recent variants (e.g., $B for biosignal gestures [97]) for recognizing two-dimensional (2D) stroke
gestures [100] available to practitioners and researchers (see [49] for a general survey and [69] for a survey
specific to children) raises a crucial research question: RQ = Which recognizer to select and how to specify the
appropriate values for its parameters depending on the gesture set and its intended context(s) of use?
Today, answering these questions remains an open and complex problem for several reasons for both prac-

titioners (e.g., designers and developers, representative end users, and other stakeholders) who would like to
contribute to designing a gestural interface and researchers (e.g., experimenters, engineers, and scientists) who
are interested in conducting research and development in this area. Each time, we discuss the introductory point
of view of the practitioner and the expert point of view of the researcher, since their concerns vary even if the
subject remains the same.
Variability of contexts of use. The researchers observe that the recognizers were developed and tested

mainly in designated contexts of use [26], for which contextual dimensions are sometimes partial, missing, or too
abstract to be reused for another context. These key dimensions [22] cover the different end users (e.g., able-bodied
people, people with disabilities) who perform their tasks (e.g., navigating an interactive map, changing levels, and
zooming in/out), the devices used (e.g., a touchable public display or tabletop), and the physical environments in
which this interaction takes place [55]. Therefore, a recognizer suitable for one context of use does not necessarily
translate to another context. Practitioners are interested in gesture-based user interfaces (UIs) tailored toward
some well-defined contexts of use. Consequently, selecting an appropriate recognizer and configuring it with
the adequate values of its variables becomes critical, as not every recognizer fits any context of use. In sum,
practitioners would like to identify a recognizer suitable to their project whereas researchers would like to cover
as many contexts of use as possible.
Variability of recognizers support. The recognizers support different types of gestures (e.g., uni-[93]

vs. multistroke [5], different devices (e.g., workstations [65], desktops [83], tabletops [92], smartphones and
tablets [86], and smartwatches [87]), different users, (e.g., able-bodied users vs. low-vision users [87]), and
different environments (e.g., mobile [87] vs. stationary). Therefore, determining the conditions for selecting a

Proc. ACM Hum.-Comput. Interact., Vol. 9, No. 4, Article EICS005. Publication date: June 2025.

https://doi.org/10.1145/3733051


Comparative Testing of 2D Stroke Recognizers • EICS005:3

suitable recognizer is critical to everyone. For example, a certain recognizer could work for a wide spectrum of
devices (e.g., Penny Pincher [75] is fast for many devices) while a particular one could be optimized for this target
(e.g., $Q [86] optimizes the execution time for low-end devices and JackNife [76] works for many modalities).
These conditions do not necessarily match those required in the context of use intended by the stakeholder. In
sum, practitioners would like to select a recognizer that is effectively and efficiently supported for their project,
whereas researchers would like to locate areas of improvement to ensure or improve software support in less
covered contexts of use.
Questionable transition from rapid prototyping to real deployment. Although several recognizers

were initially introduced for rapid prototyping of gesture-based UIs, they are also deployed in real applications
and projects due to their performance. For example, the $-family [5, 83, 85, 86, 93] is motivated by the fast
prototyping of gesture-based UIs. These algorithms differ from those exploiting Machine Learning (ML) and Deep
Learning (DL) by their simplicity of understanding, training, and usage. Several recognizers support a geometric
interpretation of their results (e.g., by comparing the similarity between two gestures based on their Euclidean or
angular distances), require a limited number of templates (e.g., only 4-7 templates), achieve high performance,
and hold in a reasonable number of lines of code (e.g., 100-200 LOC). Contrarily, ML recognizers are sometimes
difficult to scrutinize (their statistical approach challenges any explanation), require many templates to reach
high recognition rates, consume a long execution time, and involve complex packages. For these reasons, the
aforementioned recognizers remain acceptable substitutes for ML/DL [69] for prototyping and real deployment
of applications and projects. For example, $1 [5] recognizes gestures in flower menus [9] and $N [93] is used
in Microsoft ’PocketTouch’ and its demonstration. In sum, substituting a recognizer for real deployment (such
as ML/DL recognizers [43]) with a recognizer for prototyping (such as template-based recognizers [29, 66]) is
welcome for moderately experienced practitioners who wish to quickly prototype gesture-based UIs. Experienced
practitioners and researchers prefer investigating more advanced recognizers proven for real-world applications.

Need to explicitly consider recognition rate and execution time. These recognizers, when they are kept
in real-world gesture-based UIs, significantly impact the User Experience (UX) of their applications in terms
of recognition rate (accuracy) and execution time (speed) [28]. A recognition rate 𝜏≥90% is the minimum rate
condition for a recognition system to operate and to be accepted by end-users [52, 67, 68, 90]. In particular, Read
et al. [61] report a recognition rate of 𝜏=91% as an acceptable threshold for children producing handwriting, while
Wolf [94] and LaLomia [41] found a recognition rate of 𝜏=93.2%, resp. 𝜏=97% to be acceptable, but modulated
by the contextual conditions. Chen [19] even locates the best compromise around 500 ms with 𝜏≥90%. Since
end-users perceive latency at the 50-ms level for inking tasks on a touch-sensitive surface [3], recognizers should
also satisfy a recognition time constraint of 𝑡≤50 ms. In sum, practitioners would like to ensure that the selected
recognizer achieves a real UX while researchers would like to test the real recognition rate and execution times
in various conditions.
Need for benchmarking gesture recognition. Since the algorithms were tested under heterogeneous

experimental conditions, they cannot be compared with each other on the same basis. This makes it impossible
to establish any benchmarking process where any existing or new recognizer could be compared to others to
establish a reference point. Moreover, a significant number of different gesture classes and sets have been used
for comparative tests, but not under the same conditions [69]. Different recognizers can be fairly compared only
if tested under the same experimental conditions, such as on one common gesture set according to an identical
test protocol. These conditions include the properties of the gesture set (e.g., its difficulty [88], its similarity with
others [36], its overall performance [45], its consistency across modalities [4]), the desired recognition properties
(e.g., invariance properties [33, 86]), but also the test parameters and scenarios (e.g., which sampling rate [81],
how many templates). Recognition accuracy becomes a control condition for such a comparison, but not speed,
which depends on other contextual variables like the device. No single recognizer fits all contexts of use and
gesture sets. However, it may perform well in some unexpected gestures and contexts.
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Therefore, testing any recognizer for several gesture sets and contexts of use to identify its strengths and
weaknesses, either for a particular gesture set or for its overall behavior. Due to the lack of a standardized test
procedure, published recognizers are tested within their experimental conditions and do not always provide
comprehensive comparative testing. In sum, practitioners would like to ensure that their selected recognizer is
the best one for the gesture set. Researchers would like to perform comparative testing (also called competitive
testing) to evaluate the strengths and weaknesses of two or more recognizers based on users’ actual experiences
and to generate ideas for new recognizers or benchmarking to establish a baseline for recognizers, setting the bar
against which to compare and measure the improvements in future releases of recognizers.
Lack of methodological guidance. With the increasing number of recognizers and the above variations,

practitioners are left out without any methodological guidance on how to select an appropriate recognizer
for a given gesture set and a given context of use and how to specify the values of their parameters to make
them work well. Such guidance should not necessarily be based on theoretical considerations but also rely on
well-defined programming criteria [32] and empirical results [72]. Researchers are also interested in studying the
overall behavior of recognizers to determine the variables making the recognition more accurate and fast, while
mitigating complexity.

For this purpose, our comparative testing aims at evaluating the benefits and shortcomings of various recogniz-
ers based on a predefined set of criteria to gauge how well a particular recognizer measures up to the others, to
select any recognizer depending on contextual variables, to specify adequate values for its variables, and to focus
on state-of-the-art recognizers to generate ideas for new avenues. Exploring to what extent recognizer variables
may influence the recognition rate and execution time is important for practitioners to fine-tune gesture-based
UIs for a context of use and for researchers to get new insights on recognizers’ behavior.

The remainder of this paper is structured as follows. After recalling a definition of 2D stroke uni/multi-stroke
gestures, the focus of this paper, section 2 and section 3 review state-of-the-art recognizers and existing gesture
datasets, respectively. Then, section 4 justifies the consideration of 16 recognizers (15 state-of-the-art recognizers
and one for rotation invariance) on 11 gesture sets (9 reference sets and 2 for multidevice rotation invariance),
and describes the design of our experiment, whose procedure is summarized in Figure 1. We report and analyze
the results of this experiment in section 5 in terms of the recognition rate to assess accuracy, the execution time
to assess speed, and the algorithmic complexity to assess their sensitiveness when scaling up. The impact of input
devices and visual impairments, two particular contextual variables, is further studied. Based on these results,
section 6 suggests some design implications for choosing a recognizer depending on contextual variables. Finally,
section 7 concludes the paper by underlining the benefits of the experiment beyond the comparative testing and
suggests some future avenues for this research.

2 Related Work
Two-dimensional (2D) stroke gestures are those gestures performed by an end-user on a pen-[12], mouse- [101],
or finger-sensitive planar surface [64] to trigger functions, commands [100], their shortcuts [7], and to manipulate
information. Gesture recognition consists of classifying a candidate gesture based on a training set, i.e., a series of
samples called templates. The recognizers determine the template most similar to a metric and return its gesture
class. Researchers distinguish uni- from multistroke, i.e., when gestures are composed of multiple strokes, and uni-
from multi-touch, i.e., when gestures consist of multiple strokes performed at the same time (e.g., by combining
index and thumb).
In the following, we focus on uni-touch, uni/multistroke gestures. Multi-touch gestures are supported by

another growing set of recognizers, some of them being extensions of the algorithms discussed hereafter, such as
Match-up and Conquer [62] and CircGR [10]. We refer to the literature on multi-touch gestures, surveyed in
Cirelli and Nakamura [20] and studied in Bagawade et al. [8] and Rekik et al. [63] in regard to their difficulty. Some
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Table 1. Properties of the sixteen 2D stroke gesture recognizers compared. =unsupported feature, =supported feature,
=supported feature with limitations.
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R [65] Linear evaluation of a feature vector
$1 [5] Euclidean distance
Pro [46] Angular distance
$N [5] Euclidean distance
$NR [6] Euclidean distance
$NP [6] Euclidean distance
$NPR [6] Euclidean distance
$P [85] Euclidean distance
$P+ [83] Euclidean distance
$Q [86] Euclidean distance
PP [78] Angular distance
JED [79] Euclidean distance
JIP [79] Angular distance
!FTL [80] Local shape distance
!NFTL [80] Normalized local shape distance
𝜇𝑉 [50] Local shape distance

3D stroke gestures can be recognized by recognizers which are themselves a three-dimensional generalization of
existing 2D recognizers [58]. For example, $3 [39] is a 3D generalization of $1 [93], 𝜇𝐶1 and 𝜇𝐶2 [13] are a 3D
generalization of 𝜇𝑉 [50]. Other generalizations of 2D stroke gesture recognizers to 3D gestures are considered in
Ousmer et al. [57], such as $𝑃3, $𝑃+3, $𝑄3, and Rubine3D, another extension of Rubine [65] for 3D which projects
the 3D unistroke gesture on three orthogonal 2D planes, thus leading to three 2D unistroke gestures.
The two next sub-sections will review a representative subset of existing recognizers for 2D stroke gestures

without being extensive and will define the particular problem of recognizing such gestures in the context of our
research question to select the best recognizer for this purpose.

2.1 Existing 2D Stroke Gesture Recognizers
Rubine (R) [65] implements a feature-based classifier for recognizing uni-stroke gestures by converting gesture
points into a 13-feature vector and computing a vector distance (Figure 2-d) to classify templates independently
of their position (translation invariance). This method is highly accurate, requires an affordable computational
cost, automates the training of new recognizers, and avoids manual opportunistic programming. Its performance
initiated Rubine3D, an extension for 3D gestures as part of the iGesture workbench [70].
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Fig. 2. Metrics for comparing a candidate gesture against a template [80]: 2D Euclidean distance (a), 3D Euclidean distance
(b), angular distance (c), vector distance (d), between vectors distance (e), Mahalanobis distance (f), local shape distance (g).

The $-family employs template matching to classify a candidate after pre-processing all templates for satisfying
sampling, scaling, and translation invariances. $1 [5] and $N [93] use the golden section search [60] to compare
gestures at different angular alignments to ensure rotation invariance. $N also recognizes multistroke gestures with
articulation invariance, i.e., gestures are recognized regardless of variations in the number, order, and direction
of their strokes [33]. This technique faces a combinatorial explosion in storage and computational time if the
templates are composed of many strokes (e.g., a simple square can be performed in 442 possible ways when
considering any order, number, and direction of its strokes [86]). The $P [85], $P+ [83], and $Q [86] algorithms
mitigate this issue by employing cloud matching to compare any candidate with each template, i.e., the gestures
are considered as unordered sets of points. Consequently, the rotation invariance is dropped as the golden section
search does not mesh well with this technique. $Q brings several algorithmic improvements to $P to reduce its
computational time in low-resource devices. The $-family computes the Euclidean distance (Figure 2-a) between
pairs of corresponding points to assess gesture similarity.

Protractor (Pro) [46] and $N-Protractor ($NP) [6] extend $1 and $N, respectively, by introducing a closed-form
solution to compute the minimal angular distance between two gestures, thus outperforming their predecessors
in accuracy, speed, and storage cost. Four variants extended Protractor’s closed-form solution and/or bounded
rotation invariance: $N, $N-Protractor ($NP), $N-Rotation ($NR), and $N-Protractor-Rotation ($NPR),

Penny Pincher (PP) [78] and Jackknife [79] are two uni-stroke recognizers that reduce the pre-processing of
the $-family to resampling and vectorizing of the gesture points. They satisfy sampling, translation, and scaling
invariances. PP calculates the sum of the angles between pairs of corresponding vectors (Figure 2-c) to assess the
similarity between two gestures, whereas Jackknife promotes dynamic time warping using the inner product (JIP)
or the Euclidean distance (JED) as the local cost function in addition to correction factors and rejection criteria.

!FTL [80] employs the local shape distance (Figure 2-d) to assess the dissimilarity between two gestures since
the local shape distances of two similar gestures converge towards each other [47]. This distance mathematically
satisfies the rotation, scaling, and translation invariances after resampling and converting the gesture point into
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shapes, i.e., a pair of two vectors connecting three consecutive points. To restore direction invariance that is not
satisfied by !FTL, !NFTL doubles the calculation, one !FTL for each direction.

Table 1 summarizes the properties satisfied by the recognizers. Researchers distinguish unistroke from multi-
stroke recognizers, considering the latter requires articulation invariance to classify all possible articulations
of a multistroke in the number, order, and direction of its strokes. All recognizers are sampling, scaling, and
translation invariant, except Rubine being sensitive to the scale of the gestures. The unistroke recognizers from
the $-family are rotation invariant thanks to the golden section search finding the best angular alignment between
two gestures, but left this property after $N, which faces a combinatorial explosion to satisfy both articulation
and rotation invariances. !FTL and !NFTL are also rotation invariant due to the local shape distance properties
but do not satisfy the articulation invariance for multistroke gestures. 𝜇𝑉 is articulation, rotation, scaling, and
translation invariant [50].
While the aforementioned recognizers vary in terms of their preprocessing and classification methods, a

consensus emerges on the procedure for evaluating their performance [58, 72, 81]: a set of 𝑇 templates per
each of the 𝐶 gesture classes is randomly selected for training, then one remaining template per gesture class is
selected for testing. The process is repeated 𝑅 times to average the results and observe their recognition rates.
Following the method, the recognizers are initially tested in the user-dependent scenario, i.e., when the same user
produces templates used for training and testing the recognizers, and the most recent recognizers are tested in
both user-dependent and user-independent scenarios, i.e., when templates used for training are produced by a set
of 𝑃 users who are different from those producing candidates for testing [12, 81, 88].

2.2 Definition of the 2D Stroke Gesture Recognition Problem
We define a 2D stroke gesture when captured by an input device as a set of timestamped points with their
optional features, sometimes called traces [39]: 𝑔 = {𝑝𝑖 = (𝑥𝑖 , 𝑦𝑖 , 𝑓𝑖 , 𝑡𝑖 )},∀𝑖 ∈ 𝑛={1, ..., 𝑛} where 𝑥𝑖 , 𝑦𝑖 are the 2D
Cartesian coordinates of each gesture point, 𝑡𝑖 is the time stamp (e.g., a sequence of integers, the date and time
expressed in ISO 8601 as year, month, day, hour, minutes, seconds, and milliseconds), and 𝑓𝑖 are optional features
characterizing the gesture 𝑔 (e.g., the pressure, the local acceleration, the user category, the input device). Let C𝑙
be a class of all gestures of the same type with its label 𝑙 : C𝑙 = {𝑔𝑙 𝑗 },∀𝑗 ∈ 𝑚={1, ...,𝑚}. Typical labels 𝑙 are the
name of the symbol, letter, or figure.

We therefore define a gesture set (also called library 𝐿 [39]) as a set G of predefined, finite 𝑘∈N gesture classes:
G = {C𝑘𝑙 }∀𝑘 . We also define a 2D stroke gesture recognizer 𝑅 as a function 𝑅: 𝑐 ∈ G → score 𝑠 ∈ [0, ..., 1] that
produces a score 𝑠 comparing the similarity of a candidate gesture 𝑐 to all gestures of all classes of G. This score is
null when nothing is recognized (𝑅(𝑐) = 0) and is unitary (𝑅(𝑐) = 1) when there is a perfect match (there is a
single class of G for which 𝑠 (𝑐, 𝑔) = 1. The 𝑅 function is typically calculated via a metric or a distance (not all
metrics are a mathematical distance [80]) such as those listed in the rightmost column of Table 1).

Let R be the set of all possible recognizers 𝑅: R = {𝑅1, 𝑅2, 𝑅3, ...}. Solving our research question RQ for a given
gesture set G means selecting a recognizer 𝑅𝑏 ∈ R solving the following objective function:

max
𝑅𝑥 ∈R

∑
𝑐 ∈ G

𝑅𝑥 (𝑐)

#(G) (1)

For the purpose of recognition, the gestures of the set G need to be resampled to have a number 𝑁 of points
equal to that of the template gestures that serve for training. It is also applicable to the candidate gesture. This is
because the gesture input duration and movement speeds can vary between users, devices, sensors, and operating
systems, even for the same intended gesture [39]. Resampling ensures that the gesture points are re-distributed
to be at equal distances from each other. The following variables are defined to process the performance testing:
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• Number of resampling points (𝑁 ): integer representing the number of points to which all gestures are
resampled before recognition. We observe that the most frequent values of 𝑁 are powers of 2: 2 [65], 4 [57],
8 [57, 85], 16 [77, 78], 32 [48, 88], 64 [57], 128 [81, 83], and 256 [81, 88], but not always [15]. We can cluster
these values in several intervals, such as very low= [6..8], low= ]8..32], medium=]32..64], and high=]64,...[.
We might expect a higher value of 𝑁 to lead to a better recognition rate, but this is not necessarily the
case: increasing the value of 𝑁 positively impacts the recognition rate up to a certain threshold, which
operates like a plateau effect. Beyond this threshold, the recognition rate no longer increases, but may even
decrease. For example, Vatavu [81] shows that 𝑁=6 is enough for the Euclidean distance and that 𝑁=8
reaches the maximum. However, Cao and Zhai [17] use 𝑁 = 25 for the Euclidean distance while Kratz and
Rohs [39] use 𝑁=150 for the $3 recognizer. $N [5], $N-Protractor [6], and $1 [93] resample up to 𝑁=96
points. Maslych et al. [54] propose several techniques for resampling points, particularly for augmenting
the gesture set with new templates. Isometricity is the property of a gesture set to hold a set of 𝑁 -equally
distanced points while isochronicity is the property of a gesture set to hold a set of 𝑁 -equally timestamped
points [48]. Some recognizers, however, require an intrinsic, predefined value: 𝑁=64 for $Q [83], between
𝑁=4 and 𝑁=40 for a portable low-end radar [71].

• Number of templates (𝑇 ): integer representing the number of templates per gesture class used for training.
Typically,𝑇 ∈ {1, 2, 4, 8, 16} [57], but could be assigned to virtually any number depending on the recognizer.
Zero-shot learning, one-shot learning, and few-shot learning could go up to 0, 1, and 4, respectively.

• Number of participants (𝑃 ): integer representing the number of participants involved in each template
gesture. Again, the value of this number can largely vary depending on the gesture set created and how
many participants are considered in an experiment. For example, Erazo and Pérez Medina [27] considered
𝑃=19, 𝑃=20, and 𝑃=32 participants in their comparative analysis of recognizers. [88] did their analysis by
varying the number of participants 𝑃=1..14. Calisto et al. [14] used 𝑃=31. The value of 𝑃 is always less or
equal to the total number of participants who collected gestures in the gesture set.

• Number of repetitions (𝑅): integer representing the number of times a recognizer is tested on the given
gesture set. While there is no optimal value of 𝑅, a consensus emerges to have at least 𝑅=100 repetitions for
performance testing [85, 88]. This value also depends on the testing procedure. Cross-validation is a widely
used technique for evaluating classifier performance, but its implementation can significantly impact results.
Studies suggest that increasing the folds in 𝑘-fold cross-validation enhances average performance and
reduces variability [35]. Repeatedly performing 𝑘-fold cross-validation may not be necessary, as accuracy
estimates from different replications are often correlated, especially with a larger number of folds [95].

The Number of resampling points 𝑁 should not be confused with the Resampling Rate, which defines the
number of points generated per second and the time interval between two consecutive points [25], e.g., 200 Hz.

3 Existing 2D Stroke Gesture Datasets
Table 2 compares existing 2D stroke gesture datasets with their reference and URL, if any, description, de-
vice/platform properties, the composition of the dataset, and annotation types. Published recognizers are tested
on one or many datasets, usually a few of them and not the same ones, which involve their own input devices,
gestures, and participants, which makes their testing impossible to compare under equivalent conditions.

$1 [93] is a unistroke dataset acquired for evaluating $1, and later Protractor, $N, $P, PP, and Jackknife (Figure 3,
left). This dataset contains 4,800 samples of 16 uni-stroke gestures performed by 10 participants at 3 different
speeds, i.e., slow, medium, and fast, with a pen on a Pocket PC. The Synchromedia-Imadoc Gesture New On-
Line Database (SIGN) [2] (Figure 3, center) contains data corresponding to on-line handwritten gestures for 17
classes associating specific gestures to edit functions (e.g., copy digital ink elements), acquired on Tablet PCs and
whiteboards.
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Table 2. Comparison of existing 2D stroke gesture datasets.

Dataset Description Properties Statistics Annotations

$1 [93]
(2007)

Unistroke pen-based gestures col-
lected in three writing speeds to
compare the performance of the $1
recognizer to other recognizers

HP iPAQ h4355 Pocket
PC with pen, unistroke
in XML format (𝑋 ,𝑌 )

10 subjects, 4800 ges-
tures, 16 classes,
3 speeds

Each gesture is anno-
tated with gesture class,
user id, and writing
speed

SIGN [2]
(2010)

Handwritten gestures for testing ges-
ture recognizers used in applications
associating specific gestures to edit
functions. Random order

Pen input on Tablet PC
unistroke, in HBF49
format [24] (𝑋 ,𝑌 ,𝑇 )

20 subjects, 33150 ges-
tures,
17 classes

Each gesture is anno-
tated with gesture class
and user id

EDS-1
[88]
(2011)

Familiar unistroke gestures collected
for a gesture execution difficulty
study

Wacom DTU-710, pen
input, unistroke in
XML format (𝑋 ,𝑌 ,𝑇 )

14 subjects, 9 classes,
2520 gestures

Each gesture is anno-
tated with gesture class
and user id

EDS-2
[88]
(2011)

Unfamiliar unistroke gestures col-
lected for a gesture execution diffi-
culty study

Wacom DTU-710, pen
input, unistroke in
XML format (𝑋 ,𝑌 ,𝑇 )

14 subjects, 9 classes,
2520 gestures

Each gesture is anno-
tated with gesture class
and user id

MMG [6]
(2012)

Multistroke pen gesture dataset col-
lected in three writing speeds con-
taining a set of symbols representa-
tive of those used in multistroke ges-
ture input applications

Windows Tablet
PC, Finger and Pen,
Uni/Multistroke in
XML format (𝑋 ,𝑌 )

20 subjects, 16 classes,
9600 gestures

Each gesture is anno-
tated with gesture class,
user id, type (finger, pen),
and writing speed

MMG+
[50]
(2022b)

Same gestures as in MMG, but
equally distributed on a smartphone
and a tablet

Huawei P20 Lite and
Samsung Galaxy Tab
A6. Uni/multistroke in
JSON format (𝑋 ,𝑌 ,𝑇 )

24 subjects,
16 classes,
5 samples for each
class, 1920 gestures for
each device, 3840 ges-
tures

Each gesture is anno-
tated with gesture class,
user id, and device

RMMG+
[50]
(2022b)

Same gestures as in MMG+, but syn-
thetically generated by rotation

Uni/multistroke in
JSON format (𝑋 ,𝑌 ,𝑇 )

16 classes, 30 samples
for each class, 4 rota-
tions, 2 devices, 3840
gestures

Each gesture is anno-
tated with gesture class,
user id, and device

LaViola
[42]
(2007)

Multistroke dataset acquired to eval-
uate the recognition of symbols in a
user-independent procedure

10 subjects, 10 classes,
20 samples per class,
2000 gestures

Each gesture is anno-
tated with gesture class
and user id

Low Vi-
sion [86]
(2018a)

Multi-stroke dataset used tomeasure
the impact of users with visual im-
pairments on touch gesture articula-
tion

Tablet PC TC
1100 with Pen,
Uni/Multistroke in
DAT format (𝑋 ,𝑌 )

34 subjects, 48 classes,
11602 gestures

Each gesture is anno-
tated with gesture class
and user id

HOMUS
[16]
(2014)

Handwritten Online Musical Sym-
bols where each musician has their
writing style. Collected at the musi-
cians respective schools and conser-
vatories

Samsung Galaxy Note
10.1 with S-Pen, multi-
stroke in TXT format
(𝑋 ,𝑌 )

100 subjects, 38 classes,
15200 gestures

Each gesture is anno-
tated with gesture class
and user id

NicIcon
[91]
(2009)

Iconic multi-stroke gestural com-
mands

Wacom Intuos2 A4
oversize tablet. Pen,
Multi-strokes in TXT
format (𝑋 ,𝑌 ,𝑇 ,𝑃 )

34 subjects, 14 classes,
26163 gestures

Each gesture is anno-
tated with gesture class
and user id
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$1 Dataset SIGN Dataset EDS-1 Dataset EDS-2 Dataset

MMG Dataset RMMG+ Dataset

Fig. 3. Existing gesture datasets (1/2): $1 [93], SIGN [2], EDS-1/2 [88], MMG [6], and RMMG+ [50].

EDS-1 and EDS-2 [88] are two unistroke datasets acquired to evaluate the execution difficulty of stroke
gestures (Figure 3, right), and later to evaluate PP. The Mixed Multistroke Gestures (MMG) [6] is a multistroke
dataset acquired to evaluate the performance of $N-Protractor [46], and later PP and $Q.

MMG+ and RMMG+ are two multistroke datasets acquired to evaluate the performance of rotation-invariant
recognizers [50]. These datasets contain the same gestures as in MMG, but are equally distributed on a smartphone
and on a tablet. Inspired by synthetic gesture generation [44, 53, 75], RMMG+ synthesizes the templates from
MMG+ by randomly rotating them between -360° and +360°. The 24 participants (6 Female and 18 Male) aged
between 20 and 29 years old (𝑀=21, 𝑆𝐷=2.1) issued 5 samples for each gesture class on a smartphone (Huawei
P20 Lite with a 5.84-inch screen) and 5 samples on a tablet (Samsung Galaxy Tab A6 with a 10.1-inch screen).
Half of the participants performed gestures on the smartphone during their first session, and on the tablet during
their second session, and vice versa. Similarly to implementing all recognizers in Javascript, we converted the
datasets into a unified JSON format to process them uniformly in Javascript. LaViola [42] is a multi-stroke
dataset acquired to evaluate the recognition of symbols in a user-independent procedure. Ten subjects produced
20 templates per symbol, ten per session.
Low vision [87] is a multistroke dataset assessing the impact of users with visual impairments on gesture

articulation, and for evaluating $P+. Twelve gesture classes were used in the original paper, but the dataset
includes four additional swipes, i.e., up, down, right, and left, that require using recognizers sensitive to the
rotation: a “swipe up” gesture is a “swipe down” rotated by 180°, for example. Half the participants involved in
the acquisition of this dataset had visual impairments. Low Vision must not be confused with the $P+ dataset,
which also involves low-vision users, but is smaller in number of participants, classes, and samples per class.

HOMUS [16] is a multi-stroke dataset acquired to evaluate the recognition of pen-based music notation. The
templates were performed by musicians, i.e., music teachers and advanced students, who were encouraged to
draw the music symbols in their style. Therefore, we expect recognizers to achieve significantly lower accuracy
between the user-dependent and user-independent scenarios due to within-user variations in gesture articulation.
Table 3 compares the devices, the modalities, the speed, and the participant distinction considered in the

datasets mentioned above. Although most of the data sets contained gestures captured for a tablet, only a few
included gestures for modern smartphones, which is the main reason for considering MMG+ and RMMG+. This
shows the real need for datasets that contain a wide variety of gestures acquired on smartphones and no longer
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LaViola Dataset

Low Vision Dataset

HOMUS DatasetNicIcon Dataset

Fig. 4. Existing gesture datasets (2/2): LaViola [42], Low vision [87], HOMUS [16], and NicIcon [91].

on outdated devices. A similar observation can be made when it comes to modalities: while the pen has almost
completely disappeared from common use today, fingers are still predominant. Only one dataset distinguishes
gestures for visually impaired people.
In sum, several publicly available datasets contain stroke gestures, such as SIGN [2] for uni-strokes, and

HOMUS [16], LaViola [42] and NicIcon [91] for multistroke respectively, in the contexts of music notations,
symbolic gestures, and iconic gestures for crisis management (e.g., fire, gas, or flood), respectively.

Table 3. Contextual information on the 11 datasets tested in the experiment. =absent feature, =present feature.

Devices Modalities Speed Participants

Dataset Year Po
ck
et
PC

Sm
art
ph
on
e

Ta
ble
t

Pe
n

Fin
ge
r

Im
po
sed

Fre
e

No
dis
tin
cti
on

Lo
w-
vis
ion

$1 2007
SIGN 2010
EDS-1 2011
EDS-2 2011
MMG 2010
MMG+ 2020
RMMG+ 2020
LaViola 2007
Low Vision 2018
HOMUS 2014
NicIcon 2009
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4 Experiment
We perform comparative testing of the recognizers described in section 2 as well as a few of their variations listed
hereafter on a series of datasets, according to the user-(in)dependent scenarios to obtain measures to evaluate the
effectiveness of the proposed algorithms in one or many contexts of use.

4.1 Recognizers
Our evaluation requires the use of comparable recognizers written in the same programming language to
guarantee the fairness of the measurements and the consistency of the experimental conditions. Javascript
versions of the $P+, $Q,!FTL, and Jackknife recognizers being publicly available, we adopted Javascript as the
common programming language for all recognizers. Hence, we translated the Penny Pincher algorithm [77]
from Swift to Javascript, being inspired by the work of fe9lix. We translated Rubine [65] into Javascript as well,
being inspired by the work of Wobbrock et al. [93]. Four modifications were applied to all recognizers to ensure a
consistent treatment:
(1) Training instructions were removed (e.g., the $-family pre-defines a few templates in the code).
(2) The Number of resampling points 𝑁 is no longer a global variable but a part of each recognizer’s

constructor at run-time.
(3) Variables were prefixed with their recognizer’s name to avoid any ambiguity because Javascript uses a

shared scope across files (e.g., two methods named resampling can be confused even though they belong to
different files, however, PennyPincher_resampling and $1_resampling will never be confused).

(4) Four measurements of time, expressed in milliseconds (ms), are now computed:
(1) Training time, i.e., the time required to pre-process all templates or build the classification model, (2)
Pre-processing time, i.e., the time required to preprocess one candidate, (3) Classification time, i.e.,
the time required to classify one candidate, and (4) Recognition time, i.e., the overall time required to
recognize one candidate or the sum of preprocessing and classification times.

In sum, our experiment includes the following recognizers and their variations: Rubine (R), Protractor (Pro),
the $-family represented by $1, $N, $N-Protractor ($NP), $P, $P+ and $Q, Penny Pincher (PP), two versions of
Jackknife with the Euclidean distance (JED) and with the inner product (JIP) used as the local cost function,
!FTL with the local shape distance and !NFTL with the normalized local shape distance. Compared to Erazo and
Pérez Medina [27] who tested $1, $P, $Q, !FTL, and Penny Pincher on three gesture sets, i.e.,, NicIcon, HHReco,
and Utopiano Alphabet, only in a user-independent scenario, our experiment is unique and about 25 larger in
scope and in the testing effort.

To satisfy both the rotation and articulation invariances beyond other properties while avoiding the combinato-
rial explosion of $N, we included 𝜇𝑉 , a recognizer that combines $P+ and !FTL [50]. The dissimilarity between two
gestures, represented by two sets of shapes, is computed as the sum of the Euclidean distances that separate each
pair of corresponding shapes, i.e., their local shape distance. This 𝜇𝑉 recognizer supports articulation invariance
by using $P+’s cloud matching to match the corresponding shapes together, and translation, scaling, and rotation
invariances by converting resampled points to !FTL shapes. Its name (𝜇𝑉 ) stands for multi-vector as a shape is a
set of two vectors connecting three consecutive points.

4.2 Considered Datasets
After examining the related work in section 3, we collected 11 publicly available datasets containing 2D stroke
gestures and converted them into a unified JSON form (Figure 1). The datasets consist of samples acquired in
different contexts of use with different participants, on different input devices (e.g., Pocket PCs, tablets, and
smartphones), at different speeds (i.e., low, medium, and fast), and in various modalities (i.e., pen and finger).
Table 3 summarizes these contextual conditions. All datasets used a tablet to acquire gesture samples, except $1
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Table 4. Gesture classes of the 11 datasets tested in the experiment.

Gesture types Number of...

Sw
ipe
s

Ar
row

s

Di
git
s

Le
tte
rs

Pu
nc
tua
tio
n

Sh
ap
es

Sy
mb
ols

Pa
tte
rns

Cla
sse
s

Sa
mp
les
p.
cla
ss

Pa
rti
cip
an
ts

Sa
mp
les

$1 - 1 - 2 5 4 4 - 16 30 11 5,280
SIGN 4 - - - 2 2 9 - 17 97-100 20 33,154
EDS-1 - - 3 3 - 3 2 7 18 20 14 5,040
EDS-2 - 2 - 1 1 3 8 5 20 20 11 4,400
MMG 1 1 - 7 1 2 4 - 16 10 20 9,128
MMG+ 1 1 - 7 1 2 4 - 16 10 24 3,840
RMMG+ 1 1 - 7 1 2 4 - 16 10 24 3,840
LaViola - - 10 26 2 - 9 1 48 20 11 10,056
Low Vision 4 1 - 4 1 3 3 - 16 8-10 54 8,539
HOMUS - - - - - - 38 - 38 4 100 15,200
NicIcon - - - - - - 8 6 14 53 32 23,744

for which a Pocket PC was used, and MMG+ and RMMG+ for which both a smartphone and a tablet were used.
$1 and MMG present two modalities as the participants performed samples distributed equally with a digital pen
(stylus) and a finger. The other datasets consist of gestures performed with a pen or with a finger.

Finally, half of the participants involved in the low-vision dataset were selected because they had visual
impairments to examine differences between low-vision and full-vision users. Due to all these differences, our
comparative testing reports results when gestures are performed on multiple devices, with different modalities,
at different speeds, by users with or without visual impairments, thus leading to multiple contexts of use.

The gesture types also vary from one dataset to another, except for MMG, MMG+, and RMMG+, which share
the gesture set originally defined in MMG. Table 4 describes the composition of each gesture set by classifying
their gesture classes into 8 categories: (1) swipes, (2) arrows (i.e., swipes with a sharp end), (3) digits from 0 to 9, (4)
letters from any alphabet, (5) punctuation marks, (6) geometric shapes, (7) symbolic gestures (i.e., whose shapes
refer to a common symbol), and (8) undefined patterns that do not fall into any other category. EDS-2, MMG,
MMG+, and RMMG+ are interesting to evaluate recognizers, since they cover most categories (6/8). HOMUS
consists of only musical symbols, which, conversely, narrows the variety of classes and makes it very specific.
The datasets considered in this work are also characterized by different gesture classes, i.e., they contain

a wide variety of gesture classes whose paths can be split into seven categories, as demonstrated by Table 2.
For example, NicIcon consists exclusively of classes that belong to one category, i.e., symbols and patterns,
respectively. Diversified gesture sets include classes from 6 categories (6/7), as follows:
(1) Taps. Tapping once, twice, or multiple times in a short time interval is one of the most obvious ways to

interact with a touch-sensitive surface. Nevertheless, only two datasets (2/11) consider a single tap or a
double tap in their gesture set.
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(2) Swipes. Swiping, i.e., flicking from one side of the screen to the other, to navigate content is undoubtedly
the most used gesture on smartphones and tablets. Surprisingly, only six datasets (6/11) consider swipes.

(3) Letters and punctuation marks. Most datasets (9/11) consider letters and punctuation marks. Some
consider entire alphabets such as “Letters” which consists of all lowercase letters from the Latin alphabet,
and “UJI” which contains multiple variations of each letter (e.g., lowercase and uppercase). Some consider
a combination of letters and punctuation marks, such as “xstroke” which consists of all relevant ASCII
characters to act as a full keyboard replacement.

(4) Digits. Digits from 0 to 9 are part of a few gesture sets (2/11) among which only EDS-1 considers three
digits instead of the existing ten.

(5) Geometric shapes.Most datasets (9/11) consider geometric shapes (e.g., squares, rectangles, stars) that
are well-known by end-users, easy to perform, and easy to remember, therefore perfectly suited for
gesture-based interfaces.

(6) Symbols. All datasets (11/11) consider symbols, i.e., marks that indicate, signify, or are understood as
representing an idea, an object, or a relationship, for the same reasons.

(7) Patterns or undefined paths. We consider the gesture classes that do not fit any of the previous categories
as “patterns”, or “undefined paths”, such as the ones defined in SHARK and SHARK2 (a series of paths that
connect letters on a virtual keyboard to form a word).

4.3 Measures
We first measure the accuracy of the recognition of all recognizers, computed by the Recognition rate [%], i.e.,
the ratio of correctly recognized candidates to the total number of templates. The Recognition time [milliseconds,
ms] is also measured since it represents the time required to provide a response to the end-user. In the following,
we analyze four measurements of time. The training time captures the amount of ms required to preprocess
all templates and train the recognizer. The recognition time captures the amount of ms required to recognize
a candidate, which includes its preprocessing, i.e., the preprocessing time plus its comparison with all stored
templates, i.e., the classification time.
To concisely report the individual recognition rates and times for each configuration (detailed figures are

publicly available in our repository), we adopt a rate- and time-constrained classification approach [66, 98]
by considering two conditions: a recognition rate 𝜏≥90% is considered as the minimum rate condition for a
recognition system to gracefully operate [52, 67, 68, 90] and a recognition time of 𝑡≤50 ms is considered as the
minimum system response time [19]. This condition is aligned with the admitted response time limits [56]: 0.1
sec when the end-user should feel that the system is reacting instantaneously, such as in direct manipulation, 1.0
sec when the end user’s flow should stay uninterrupted, even with some delay, and 10 sec when the end user’s
attention should be kept focused, even for longer tasks.

For example, Figure 5 shows a partial table with the recognition rate obtained in various conditions for the $1
gesture set and how these results have been summarized in Table 5 by applying the conditions and inferential
analysis to determine whether there is a significant difference for a solution.

4.4 Scenarios
Stroke recognizers are traditionally evaluated in two scenarios [6, 86]: user-dependent, when gestures used for
training and testing are performed by the same user, and user-independent, when gestures used for training are
performed by a set of users and for testing by a different user. The evaluation procedure is common to both
scenarios: (1) a set of𝑇 templates per gesture class is randomly selected to train the recognizer, (2) one remaining
template per gesture class is selected as a candidate for testing, (3) the procedure is repeated 𝑅 times, and (4) the
results are averaged for all participants and for all gesture classes.
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Condition 90% satisfied

Condition 90% not satisfied
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Fig. 5. Acquisition of measures and their treatment: the case of $1 gesture set.

The templates selected for training and the candidates for testing follow the rules of each scenario (e.g., in
the user-independent scenario with 𝑇=2 and 𝑃=2, a set of 𝑇 templates is randomly chosen among the samples
performed by the 𝑃 participants for each of these participants, and one candidate per gesture class is chosen
among the samples performed by a different participant). This testing method is a Leave-one-out cross-validation
(LOOCV), a modified form of the 𝑘-fold cross-validation [74] popular in ML where 𝑘=1. In this way, the gesture
sets are not divided into different training and testing sets, such that a gesture sample can be used for training
and for testing in two consecutive repetitions, but not within the same repetition.

4.5 Apparatus
The evaluation is performed with Gester [51], a web application developed for this purpose running within
the Google Chrome browser on a Dell Precision M6800 laptop equipped with an Intel Core i7-4810MQ 2.8GHz
CPU and 16 Gb of RAM. This application, written in HTML5, CSS3, and Javascript, automates the testing of
several recognizers on one or several datasets based on a configuration file capturing the testing parameters,
i.e., the number of resampling points 𝑁 , of templates 𝑇 , of participants 𝑃 , of repetitions 𝑅, and which scenarios
to simulate among user-dependent and user-independent. The results are exported in csv files that are easy to
import into mainstream statistical programs.

4.6 Design
We evaluate the 16 recognizers on the unistroke datasets with𝑇={1,2,4,8} templates in the user-dependent scenario,
and 𝑇={1,2,4,8} templates per 𝑃={1,2,4,8} participants in the user-independent scenario, with 𝑅=100 repetitions in
each condition. The recognizers were set up to resample raw gestures to 𝑁=8 points as Vatavu [81] suggested
that 𝑁≥6 points are sufficient to reach a high recognition rate (𝜏≥90%) with Euclidean and angular recognizers.
This design is reproduced for the multi-stroke datasets. Our design is therefore a within-factor study with five
independent variables:
(1) Recognizer: nominal variable with 16 conditions, representing the 2D stroke gesture recognizers: R = {R,

$1, Pro, $N, $NR, $NP, $NPR, $P, $P+,$Q, PP, JED, JIP, !FTL, !NFTL, 𝜇𝑉 }.
(2) Dataset: nominal variable with 11 conditions, representing the datasets: G = { $1, SIGN, EDS-1, EDS-2,

MMG, MMG+, RMMG+, LaViola, Low Vision, HOMUS, NicIcon }.
(3) Number of resampling points (𝑁 ): numerical variable with 2 conditions, representing the number of

points to which all gestures are resampled before classification: 𝑁={8, 16}.
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(4) Number of Templates (𝑇 ): numerical variable with 4 conditions representing the number of templates per
gesture class used for training: 𝑇={1, 2, 4, 8}.

(5) Number of participants (𝑃 ): numerical variable with 4 values representing the number of participants:
𝑃={1, 2, 4, 8}.

5 Results and Discussion
With our apparatus, the evaluation took about 51.57 days of full-time computation with a maximum of 6.55 days
for the HOMUS dataset with 𝑁=16 resampling points.

5.1 Recognition Rate on Unistroke Datasets
A series of Repeated Measures ANalysis Of VAriance (RM-ANOVAs) is conducted on the uni-stroke evaluation to
compare the effect of the recognizers on recognition rate in both user-dependent and user-independent scenarios,
respectively with a varying number of templates (𝑇 ), and a varying number of templates per participant (𝑇×𝑃 )
provided for training. A series of Friedman tests is conducted to compare this effect when the data do not meet
the normality tests. In all conditions, the recognizers have a significant effect on the recognition rate, i.e., at least
one recognizer achieves a significantly different recognition rate.
Table 5 reports the results obtained by the post-hoc analysis, i.e., a series of two-stage linear step-up proce-

dures [11]. The last column of Table 5 reports the results of the RM-ANOVAs, indicating that recognition rate is
significantly different for at least one recognizer in all conditions and both scenarios (the 𝐹 computed is provided
in the legend, 𝑝≤.01∗∗, and the effect size 𝜂2𝑝 is added).

JIP and PP are significantly more accurate than their competitors on all uni-stroke datasets. The SIGN dataset
is the most challenging unistroke dataset since all recognizers, except PP, JED, and JIP, failed to classify gestures
accurately (𝜏<90%). Indeed, SIGN involves direction variant and rotation variant gestures (e.g., clockwise vs.
counter-clockwise circle, and swipe left vs. swipe right), which are difficult to distinguish for rotation invariant
recognizers, i.e., unistroke recognizers from the $-family, !FTL, and !NFTL, and for articulation invariant recog-
nizers, i.e., the multistroke recognizers from the $-family and 𝜇𝑉 . This underlines the importance of choosing
the right recognizers, whose properties fit the gesture set and the contextual conditions. Conversely, the EDS-1
and EDS-2 datasets are the least challenging uni-stroke datasets since almost all recognizers managed to achieve
more than 90% accuracy in all conditions.
$1. All recognizers, except R, $NP, $P, and NFTL, satisfy the rate condition 𝜏≤90% in the smallest conditions

(𝑇=2, and 𝑇=2, 𝑃=2). This condition becomes satisfied by all recognizers in the largest conditions (𝑇=8, and
𝑇=8, 𝑃=8). Contrarily to other recognizers, $NP and NFTL do not reach 90% in the intermediate user-independent
condition (𝑇=4, 𝑃=4). Post-hoc analyses confirm that R, $NP, and NFTL achieve significantly lower recognition
rates than the other recognizers.

EDS-1. All recognizers, except R and NFTL, satisfy the rate condition in the smallest user-dependent condition
(𝑇=2). Contrarily to other recognizers, R, $P, and NFTL do not satisfy this condition in the smallest user-
independent condition (𝑇=2, 𝑃=2). This condition becomes satisfied by all recognizers in the remaining conditions
(𝑇=8, and 𝑇=4, 𝑃=4 and 𝑇=8, 𝑃=8). Post-hoc analyses confirm that R, $P, $Q, and NFTL achieve significantly
lower recognition rates than the other recognizers in all conditions. PP is also significantly less accurate than
other recognizers in the small user-dependent condition (𝑇=2).

EDS-2. All recognizers satisfy the rate condition. However, post-hoc analyses reveal that R, $NP, $P, and NFTL
achieve significantly lower recognition rates than other recognizers in all conditions. $Q is also significantly less
accurate than other recognizers in the small and large user-independent condition (𝑇=2, 𝑃=2, and 𝑇=4, 𝑃=4), but
not in the very large user-independent condition (𝑇=8, 𝑃=8).
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Table 5. Evaluation of the 16 recognizers on the unistroke datasets with 𝑁=8, and varying conditions of 𝑇 templates in the
user-dependent scenario, and 𝑇 templates per 𝑃 participants in the user-independent scenario. The recognizers failing the
rate condition 𝜏≥90% and/or the time condition 𝑡≤50 ms are depicted by the symbol. The recognizers achieving 𝜏≥90%
and 𝑡≤50 ms are depicted by the symbol. The significantly most accurate recognizers according to the post-hoc analysis
(a=𝐹15,150, b=𝐹15,300, c=𝐹15,195), i.e., achieving significantly better recognition rate than others, and not significantly different
from others, are depicted by if they achieve 𝜏≥90% and 𝑡≤50 ms, otherwise their significance is not shown.

Set 𝑇 𝑃 R $1 Pro $N $NR $NP $NPR $P PP $P+ JED JIP $Q FTL NFTL 𝜇𝑉 F, 𝜂2𝑝

$1

{1, 2} - 71.54𝑎 , 0.88
{4, 8} - 37.52𝑎 , 0.79
{1, 2} {1, 2} 135.87𝑎 , 0.93
{4, 8} {1, 2} 122.76𝑎 , 0.92
{1, 2} {4, 8} 105.41𝑎 , 0.91
{4, 8} {4, 8} 89.83𝑎 , 0.90

SIGN

{1, 2} - 435.27𝑏 , 0.96
{4, 8} - 379.07𝑏 , 0.95
{1, 2} {1, 2} 1789.54𝑏 , 0.99
{4, 8} {1, 2} 1370.96𝑏 , 0.99
{1, 2} {4, 8} 994.67𝑏 , 0.98
{4, 8} {4, 8} 951.30𝑏 , 0.98

EDS-1

{1, 2} - 139.57𝑐 , 0.91
{4, 8} - 42.48𝑐 , 0.76
{1, 2} {1, 2} 251.56𝑐 , 0.95
{4, 8} {1, 2} 122.76𝑐 , 0.92
{1, 2} {4, 8} 85.00𝑐 , 0.87
{4, 8} {4, 8} 36.54𝑐 , 0.74

EDS-2

{1, 2} - 25.33𝑎 , 0.71
{4, 8} - 11.20𝑎 , 0.53
{1, 2} {1, 2} 47.58𝑎 , 0.83
{4, 8} {1, 2} 23.21𝑎 , 0.70
{1, 2} {4, 8} 15.49𝑎 , 0.61
{4, 8} {4, 8} 9.22𝑎 , 0.48

SIGN. PP and JIP are the only recognizers satisfying the rate condition in all conditions, whereas JED does it
in the large user-dependent condition (𝑇=8), and the large and very large user-independent conditions (𝑇=4, 𝑃=4,
and 𝑇=8, 𝑃=8). Post-hoc analyses confirm that PP and JIP are significantly more accurate than other recognizers
in all conditions, and JED is significantly more accurate than all recognizers, except PP and JIP, in the very large
user-independent condition (𝑇=8, 𝑃=8).

5.2 Recognition Rate on Multistroke Datasets
A second series of RM-ANOVAs is conducted on the multistroke datasets to compare the effect of the recognizers
on recognition rates in the user-dependent and user-independent scenarios with the same conditions of 𝑇 and
𝑃 . A series of Friedman tests is also conducted to compare this effect when the data do not follow a normal
distribution. In all conditions, the recognizers have a significant effect on recognition rates, i.e., at least one
recognizer achieves a significantly different recognition rate.

Table 6 reports the results obtained by the post-hoc analysis, i.e., a series of two-stage linear step-up procedure
of Benjamini et al. [11]. Overall, the recognizers achieved a recognition rate on the multistroke datasets lower
than on the unistroke datasets. Most recognizers satisfy our two conditions on the MMG and MMG+ datasets,
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but achieve a rate less than 90% on any other multistroke dataset. First, because LaViola and HOMUS involve
much larger gesture sets (resp., 48 and 38 gesture classes compared to all datasets:𝑀=16, 𝑆𝐷=11). Second, the
subjects involved in the HOMUS dataset were encouraged to perform gestures in their own styles, increasing
between-user differences in drawing. Third, they performed only four samples per gesture class, which limits
training the recognizers to 𝑇=3 templates.
The NicIcon dataset requires rotation invariance to differentiate a lying body symbol from a standing one

and allows two fuzzy patterns, i.e., wind and gas, that are known to be difficult to recognize for Euclidean and
angular recognizers because of the randomness involved in their gesture paths. Finally, Low Vision includes
four directional swipes requiring direction invariant recognition, whereas multistroke recognizers are strictly
articulation invariant, i.e., they are insensitive to variations in the stroke direction. As expected, only the rotation
invariant multistroke recognizers, i.e., $N, $NP, and 𝜇𝑉 , achieve high recognition rates on RMMG+, the rotation
invariant dataset. In terms of recognition time, $N and related variants faced a combinatorial explosion on the
Low Vision, HOMUS, and NicIcon datasets, as they involve gestures with more than four strokes. This explosion
resulted in exceeding the 𝑡≤50 ms time condition for classifying any candidate from those datasets.
MMG. $NP and its variants satisfy the rate condition in all cases. All the other recognizers, except R, Pro,

and NFTL, go beyond 90% in the user-dependent conditions (𝑇=2 and 𝑇=4) and in the large and very large
user-independent conditions (𝑇=4, 𝑃=4, and 𝑇=8, 𝑃=8). However, PP and JIP do not reach 90% in the large user-
independent conditions (𝑇=8, 𝑃=8). Post-hoc analyses suggest that $NP and $P+ are significantly more accurate
than all other recognizers in all conditions, and that $NP, $P+, and $Q are significantly more accurate than all
other recognizers in the very large user-independent condition (𝑇=8, 𝑃=8).
LaViola. $P+ and JED satisfy the rate condition in the large user-dependent condition (𝑇=8) and the very

large user-independent condition (𝑇=8, 𝑃=8). In all other conditions, no recognizer does satisfy the rate condition.
Post-hoc analyses confirm that $P+ and JED are significantly more accurate than all other recognizers in all
conditions.

NicIcon. R, Pro, $P+, JED, and JIP satisfy the rate condition in the large user-dependent condition (𝑇=8). $NP
and its variants face a combinatorial explosion because the dataset contains a few samples performed with four
or more strokes, which leads the algorithms to exceed the 1GB memory limit of Google Chrome when generating
all multistroke permutations. Post-hoc analyses confirm that R, Pro, $P+, JED, and JIP achieve significantly better
accuracy in the very large user-dependent condition (𝑇=8).

HOMUS. No recognizer satisfies the rate condition for two potential reasons: (1) participants were encouraged
to draw gestures in their style, increasing variations in gesture articulation, and (2) only four samples are available
for each class, constraining the number of training templates. Similarly to the NicIcon dataset, $NP faces a
combinatorial explosion when manipulating multistroke samples from HOMUS.
Low Vision. PP and JIP satisfy the rate condition in both user-dependent conditions (𝑇=2 and 𝑇=4). JED

achieves a rate of more than 90% in the large user-dependent condition (𝑇=8) and the very large user-independent
condition (𝑇=8, 𝑃=8). Similarly to NicIcon and HOMUS, $NP faces a combinatorial explosion. Post hoc analyses
confirm that PP and JIP are significantly more accurate than all other recognizers in all conditions.

In conclusion, the accuracy observed on multistroke datasets is far below the accuracy observed on unistroke
datasets. Depending on the dataset, $NP, R, Pro, $P+, PP, JED, and JIP are significantly more accurate than the
other recognizers. Nevertheless, $NP and its variants face a combinatorial explosion on NicIcon, HOMUS, and
Low Vision datasets because they include samples containing four or more strokes. Since many recognizers
do not satisfy our rate condition on multistroke datasets with 𝑁=8, we decided to increase the number of
resampling points to 𝑁=16 in a second evaluation. We conduct the same analysis, reporting a significant effect of
the recognizers on recognition rate in all conditions, i.e., at least one recognizer achieves significantly different
recognition rates.
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Table 6. Evaluation of the recognizers on the multistroke datasets with 𝑁=8 resampling points, and varying conditions of 𝑇
templates in the user-dependent scenario and 𝑇 templates per 𝑃 participants in the user-independent scenario. Refer to
Table 5 for the meaning of the , , and symbols. The significantly most accurate recognizers according to the post-hoc
analysis (a=𝐹15,150, b=𝐹15,300, c=𝐹15,195, d=𝐹15,270, e=𝐹15,345, f=𝐹11,572, g=𝐹11,1089, h=𝐹11,352), i.e., achieving significantly better
recognition rates than others, and not significantly differing from others, are depicted by the symbol if they achieve 𝜏≥90%
and 𝑡≤50 ms, otherwise their significance is not shown. The symbol depicts the recognizers which either did not complete
their execution correctly (e.g., $N and $N-Protractor with a combinatorial explosion), which exceeded the time limit of 50 ms
(in fact, none), or which did not satisfy the 𝜏≥90% recognition rate (many recognizers on multistroke datasets).

Set 𝑇 𝑃 R $1 Pro $N $NR $NP $NPR $P PP $P+ JED JIP $Q FTL NFTL 𝜇𝑉 F, 𝜂2𝑝

MMG

{1, 2} - 218.22𝑑 , 0.92
{4, 8} - 127.80𝑑 , 0.88
{1, 2} {1, 2} 571.08𝑑 , 0.97
{4, 8} {1, 2} 391.89𝑑 , 0.96
{1, 2} {4, 8} 189.12𝑑 , 0.91
{4, 8} {4, 8} 137.70𝑑 , 0.88

MMG+

{1, 2} - 146.81𝑒 , 0.86
{4, 8} - 104.88𝑒 , 0.82
{1, 2} {1, 2} 270.47𝑒 , 0.92
{4, 8} {1, 2} 176.96𝑒 , 0.88
{1, 2} {4, 8} 114.09𝑒 , 0.83
{4, 8} {4, 8} 76.77𝑒 , 0.77

RMMG+

{1, 2} - 1500.35𝑒 , 0.98
{4, 8} - 590.08𝑒 , 0.96
{1, 2} {1, 2} 1333.66𝑒 , 0.98
{4, 8} {1, 2} 655.64𝑒 , 0.97
{1, 2} {4, 8} 377.08𝑒 , 0.94
{4, 8} {4, 8} 302.54𝑒 , 0.93

LaViola

{1, 2} - 234.65𝑎 , 0.96
{4, 8} - 159.16𝑎 , 0.94
{1, 2} {1, 2} 368.90𝑎 , 0.97
{4, 8} {1, 2} 193.94𝑎 , 0.95
{1, 2} {4, 8} 373.55𝑎 , 0.97
{4, 8} {4, 8} 171.80𝑎 , 0.94

Low Vis.

{1, 2} - 553.33𝑓 , 0.91
{4} - 552.73𝑓 , 0.91
{1, 2} {1, 2} 545.69𝑓 , 0.91
{4} {1, 2} 487.10𝑓 , 0.90
{1, 2} {4, 8} 488.53𝑓 , 0.90
{4} {4, 8} 433.11𝑓 , 0.89

HOMUS
{1, 2} - 654.11𝑔, 0.87
{1, 2} {1, 2} 1407.91, 0.93𝑔
{1, 2} {4, 8} 1186.20𝑔, 0.92

NicIcon

{1, 2} - 395.84ℎ , 0.92
{4, 8} - 250.57ℎ , 0.88
{1, 2} {1, 2} 179.43ℎ , 0.85
{4, 8} {1, 2} 96.55ℎ , 0.75
{1, 2} {4, 8} 285.23ℎ , 0.90
{4, 8} {4, 8} 239.25ℎ , 0.88
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Table 7. Evaluation of the recognizers on four multistroke datasets with 𝑁=16 resampling points with conditions of 𝑇 and 𝑃 .
Refer to Table 5 and Table 6 for the meaning of the , , , and symbols. (a= 𝐹15,150, b=𝐹11,572, c=𝐹11,1089, d=𝐹11,352.

Set 𝑇 𝑃 R $1 Pro $N $NR $NP $NPR $P PP $P+ JED JIP $Q FTL NFTL 𝜇𝑉 F, 𝜂2𝑝

LaViola

{1, 2} - 333.35𝑎 , 0.97
{4, 8} - 320.58𝑎 , 0.97
{1, 2} {1, 2} 438.45𝑎 , 0.98
{4, 8} {1, 2} 417.45𝑎 , 0.98
{1, 2} {4, 8} 466.67𝑎 , 0.98
{4, 8} {4, 8} 344.20𝑎 , 0.97

Low Vis.

{1, 2} - 733.52𝑏 , 0.93
{4} - 627.91𝑏 , 0.92
{1, 2} {1, 2} 858.70𝑏 , 0.94
{4} {1, 2} 582.45𝑏 , 0.92
{1, 2} {4, 8} 532.38𝑏 , 0.91
{4} {4, 8} 475.21𝑏 , 0.90

HOMUS
{1, 2} - 1004.06𝑐 , 0.91
{1, 2} {1, 2} 2544.58𝑐 , 0.96
{1, 2} {4, 8} 2662.06𝑐 , 0.96

NicIcon

{1, 2} - 584.58𝑑 , 0.95
{4, 8} - 283.29𝑑 , 0.90
{1, 2} {1, 2} 286.44𝑑 , 0.90
{4, 8} {1, 2} 239.80𝑑 , 0.88
{1, 2} {4, 8} 540.26𝑑 , 0.94
{4, 8} {4, 8} 459.53𝑑 , 0.93

Table 7 reports the results obtained by the post-hoc tests. All recognizers, except !FTL, increase their average
recognition rates in all conditions with a slight increase in the user-dependent conditions (𝑀=+2.56%, 𝑆𝐷=3.36%)
and a large increase in the user-independent conditions (𝑀=+10.52%, 𝑆𝐷=6.02%). Note that !FTL reduces its
recognition rates in all conditions (𝑀=-8.78%, 𝑆𝐷=4.70%). JIP and JED fulfill both requirements on the Low Vision
dataset, except with𝑇=2 and 𝑃=2 in the user-independent scenario. Nevertheless, most recognizers fail to achieve
more than 90% recognition accuracy despite the increase in resampling points, highlighting the inaccuracy
of gesture recognizers designed for fast prototyping in classifying complex gesture sets with few templates
(𝑇×𝑃≤4×4) and few resampling points (𝑁≤16).

5.3 Impact of Input Device on Recognition Rate
The MMG+ dataset comprises gestures performed on multiple input devices as participants performed half of
their samples with a smartphone and the other half with a tablet. Consequently, the dataset offers perspectives to
evaluate both the within-subject impact of the input device and the impact of the recognizers on recognition
rates. We verify two hypotheses in the following: (1) the recognition rates are not significantly different when
the recognizers are trained and tested with gestures performed only on a smartphone or only on a tablet, and (2)
the recognition rates are not significantly different when the recognizers are trained with gestures performed on
a smartphone (respectively, a tablet) and tested with gestures performed on both devices. In other words, we try
to demonstrate that all recognizers are device-independent, i.e., they can achieve high recognition rates (>90%)
even if the gestures are performed on different input devices.
First, a series of two-way ANOVAs are performed to compare the effect of recognizers and input devices on

recognition rate in user-dependent and user-independent scenarios with varying conditions of 𝑇 and 𝑃 when
recognizers are trained and tested with gestures performed only on a smartphone (resp., on a tablet). As observed
in the previous sections, recognizers have a significant effect on recognition rates in all conditions. The first
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Table 8. Two-way ANOVAs to study the effect of the input device on recognition rates. The average recognition rates [%] for
all recognizers on each device are reported along with their standard deviations (SD).

Effect of the input device on recognition rate

Conditions Two-way ANOVA Smartphone:𝑀 (SD) [%] Tablet𝑀 (SD) [%]

𝑇=2 𝐹1,644=1.18, 𝑝=.28 89.44% (3.40) 89.23% (3.65)
𝑇=4 𝐹1,644=0.51, 𝑝=.47 93.54% (2.27) 93.75% (2.71)

𝑇=2, 𝑃=2 𝐹1,644=21.61, 𝑝<.001∗∗∗ 70.15% (4.61) 72.39% (5.58)
𝑇=4, 𝑃=4 𝐹1,644=16.49, 𝑝<.001∗∗∗ 82.29% (4.94) 84.31% (5.74)

Effect of the training input device on recognition rate

Conditions Two-way ANOVA Smartphone𝑀 (SD) [%] Tablet𝑀 (SD) [%]

𝑇=2 𝐹1,644=35.88, 𝑝<.001∗∗∗ 86.40% (3.63) 88.56% (2.98)
𝑇=4 𝐹1,644=76.69, 𝑝<.001∗∗∗ 90.64% (2.95) 93.18% (2.09)

𝑇=2, 𝑃=2 𝐹1,644=5.37, 𝑝=.02 70.17% (5.24) 71.28% (5.12)
𝑇=4, 𝑃=4 𝐹1,644=0.59, 𝑝=.44 88.19% (4.20) 88.53% (4.89)

part of Table 8 reports the results obtained to measure the effect of the input device on recognition rates. In the
user-dependent conditions (𝑇=2 and 𝑇=4), the input devices have no significant effect on recognition rates. In
user-independent conditions (𝑇=2, 𝑃=2, and 𝑇=4, 𝑃=4), the input devices have a significant effect on recognition
rates. Post-hoc analysis, consisting of a series of two-stage linear step-up procedures of Benjamini et al. [11],
reveals that !NFTL achieved significantly smaller recognition rates with gestures performed on a smartphone
than with gestures performed on a tablet (e.g.,𝑀=53.08%, 𝑆𝐷=5.22% vs.𝑀=58.54%, 𝑆𝐷=6.00% in the 𝑇=2, 𝑃=2
condition). However, the other recognizers have no significant difference in recognition rates.

Second, a series of two-way ANOVAs are conducted to compare the effect of the recognizers and the training
input devices on recognition rates in the user-dependent and user-independent scenarios with varying conditions
of𝑇 and 𝑃 when the recognizers are trained with gestures performed on a smartphone (resp., a tablet), and tested
with gestures performed on both devices. As expected, the recognizers have a significant effect on recognition
rates in all conditions. The second part of Table 8 reports the results obtained to measure the effect of the training
input device on recognition rates. In the user-dependent conditions (𝑇=2 and 𝑇=4), the training input devices
have a significant effect on recognition rates. Post-hoc analysis reveals that R and !FTL (resp., R, $1, Protractor,
!FTL and !NFTL) achieve significantly smaller recognition rates when they are trained with gestures performed
on a smartphone than with gestures performed on a tablet in the 𝑇=2 (resp., 𝑇=4) condition. However, there
is no significant difference in recognition rates in the user-independent conditions (𝑇=2, 𝑃=2, and 𝑇=4, 𝑃=4).
Thus, some recognizers are better trained with few samples (𝑇<4) performed on a tablet than with few samples
performed on a smartphone in the user-dependent scenario.

5.4 Impact of Visual impairments on Recognition Rate
The Low Vision dataset includes gestures performed by users with and without visual impairments. Conse-
quently, the dataset offers perspectives to evaluate both the between-subject impact of visual impairment and the
impact of the recognizer on the recognition rate. We verify two research questions: (1) the recognition rate is
significantly different when the recognizers are trained and tested with gestures performed only by users with
visual impairment, respectively without, which should confirm Vatavu’s observation [83] with $P+, and (2) the
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Table 9. Two-way ANOVAs to study the effect of visual impairments on recognition rates. The average recognition rates [%]
for all recognizers with each type of user are reported along with their standard deviations (SD).

Effect of visual impairments on recognition rates

Conditions Two-way ANOVA Full-vision𝑀 (SD) [%] Low-vision𝑀 (SD) [%]

𝑇=2 𝐹1,600=79.92, 𝑝<.001∗∗∗ 81.80% (0.88) 77.68% (5.34)
𝑇=4 𝐹1,600=91.44, 𝑝<.001∗∗∗ 86.80% (0.85) 83.07% (4.38)

𝑇=2, 𝑃=2 𝐹1,600=347.5, 𝑝<.001∗∗∗ 71.67% (1.29) 62.49% (5.34)
𝑇=4, 𝑃=4 𝐹1,600=279.8, 𝑝<.001∗∗∗ 80.51% (1.10) 72.60% (5.48)

Effect of training with or without visual impairments on recognition rates

Conditions Two-way ANOVA Full-vision𝑀 (SD) [%] Low-vision𝑀 (SD)[%]

𝑇=2, 𝑃=2 𝐹1,600=324.9, 𝑝<.001∗∗∗ 71.42% (3.72) 64.43% (3.92)
𝑇=4, 𝑃=4 𝐹1,600=288.7, 𝑝<.001∗∗∗ 84.66% (2.88) 78.99% (3.31)

recognition rate is significantly different when the recognizers are trained with gestures performed by users with
their visual impairments, respectively without, and tested with gestures performed by both types of users.
A series of two-way ANOVAs are performed to compare the effect of recognizers and visual impairments

on the recognition rate in user-dependent and user-independent scenarios with varying conditions of 𝑇 and 𝑃
when recognizers are trained and tested with gestures performed by users with visual impairments, respectively
without. As expected in all conditions, the recognizers have a significant effect on the recognition rates. The first
part of Table 9 reports the results measuring the effect of the visual impairment on the recognition rate. In all
conditions, the visual impairment has a significant effect on the recognition rate. Post-hoc analyses, i.e.,, a series
of two-stage linear step-up procedures of Benjamini et al. [11], suggest that all recognizers, except R, PP, JED, JIP,
and 𝜇𝑉 , achieve significantly smaller recognition rates with gestures performed by low-vision users than with
gestures performed by full-vision users in the user-dependent conditions (𝑀=80.38%, SD=4.86% vs.𝑀=84.30%,
SD=0.87%). Moreover, all recognizers achieved significantly smaller recognition rates with gestures performed
by low-vision users in the user-independent conditions (𝑀=69.63%, SD=4.51% vs. 𝑀=77.07%, SD=2.24%). This
suggests that gestures performed by users without visual impairment are easier to recognize than gestures
performed by users with visual impairment, as already observed [83].

A suite of two-way ANOVAs is performed to compare the effect of recognizers and visual impairments on the
recognition rate in user-dependent and user-independent scenarios with the same conditions of 𝑇 and 𝑃 when
the recognizers are trained with gestures performed by low-vision and full-vision users, respectively, and tested
with gestures performed by both types of users. As expected in all conditions, the recognizer has a significant
effect on the recognition rate. The second part of Table 9 reports the results obtained to measure the effect of
training with gestures performed by users with or without visual impairment on the recognition rate. In all
conditions, visual impairment has a significant effect on the recognition rate. Post-hoc analysis reveals that all
recognizers achieve a smaller recognition rate when they are trained by gestures performed by low-vision users
than with gestures performed by full-vision users. This suggests that recognizers are better trained on gestures
performed by users without visual impairments to classify candidates performed by both types of users.
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Table 10. Algorithmic complexity of the 14 recognizers with𝐶=number of gesture classes,𝑊 =number of raw points,𝑁=number
of resampled points, 𝑇=number of templates,𝑈 =number of unistroke permutations, and 𝑆=number of strokes.

Recognizer Complexity O(...) Growth

R 𝑊 + 𝑁 +𝐶 Linear
$1 𝑊 + 𝑁 +𝑇 (𝑁 + 𝑁 2) Quadratic
Pro 𝑊 +𝑇𝑁 Linear
$N 𝑆𝑊 + 𝑁 +𝑇𝑈 (𝑁 + 𝑁 2) Quadratic
$NR 𝑆𝑊 + 𝑁 +𝑇𝑈 (𝑁 + 𝑁 2) Quadratic
$NP 𝑆𝑊 +𝑇𝑈𝑁 Linear
$NPR 𝑆𝑊 +𝑇𝑈𝑁 Linear
$P 𝑊 + 𝑁 +𝑇

√
𝑁 (𝑁 + 𝑁 2) Quadratic

PP 𝑊 +𝑇𝑁 Linear
$P+ 𝑊 + 𝑁 +𝑇 (𝑁 + 𝑁 2) Quadratic
JED 𝑊 +𝑇 + 𝑁 (log(𝑁 ) +𝑇 +𝑇𝑁 ) Linearithmic
JIP 𝑊 +𝑇 + 𝑁 (log(𝑁 ) +𝑇 +𝑇𝑁 ) Linearithmic
$Q 𝑊 + 𝑁 +𝑇𝑁 +

√
𝑁 (𝑁 + 𝑁 2) Quadratic

!FTL 𝑊 +𝑇𝑁 Linear
!NFTL 𝑊 +𝑇𝑁 Linear
𝜇𝑉 𝑊 + 𝑁 +𝑇 (𝑁 + 𝑁 2) Quadratic

5.5 Recognition Time and Algorithmic Complexity
The $-family, Pro, PP, !(N)FTL, and 𝜇𝑉 are template matchers using an Euclidean, an angular, or a local shape
distance, respectively, to compute the (dis)similarity between a set of templates and any candidate. The templates
are preprocessed only once before classifying any candidate. Adding a template to the training set requires
only the preprocessing of this new template, which takes less than 0.1 ms for all recognizers except for the
$Q algorithm during our experiment. $Q requires calculating a look-up table for each template to reduce the
time for comparing a candidate to a template, an operation requiring from 0.30 to 0.40 ms in our setup. These
template-matching recognizers are suitable for the real-time addition of new gesture classes and new templates
to these classes.

However, R, JED, and JID require the training of their classifier prior to the recognition of any candidate. Con-
sequently, adding a template to the training set implies the retraining of the entire algorithm. Our measurements
show that this training time increases as the number of templates and the number of gesture classes increase, i.e.,
the more templates are provided the longer it takes to train a new classifier. With LaViola’s 48 gesture classes,
Rubine takes less than 10 ms with less than 32 templates per gesture class and less than 25 ms with 32 or 64
templates. But JED and JIP take less than 500 ms and 300 ms, respectively, to train a new classifier with a single
template per gesture class and up to 24 s (2400 ms) and 22 s (2200 ms), respectively, with 64 templates. If Rubine
is also suitable for the real-time addition of new gesture classes and new templates, practitioners should keep in
mind that Jackknife in those conditions needs more than the 50-ms time condition with lots of templates and
gesture classes.

Table 10 compares the recognizers according to their algorithmic complexity expressed in terms of the Bachman-
Landau asymptotic notation [38]. While six recognizers share a linear complexity, two of them are quasi-linear (or
linearithmic), which are still below the quadratic complexity of the six other recognizers. As the resampling rate
𝑁 considered in the experiment is bounded by 𝑁≤16 and is not meant to tend to infinity in practice, practitioners
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Table 11. Theoretical decision table for selecting a recognizer. The recognizers are highlighted in red when they require
training with user-dependent samples, in green if they proved accurate when trained with user-independent samples, and in
blue when a formal definition of all gesture classes should be provided instead of templates [49]. References are: xstroke [96],
SED-NE (Squared Euclidean Distance Nonlinear Embedding) [101], G-Gene [18], SHARK2 [40], Gestimator [99].

Strokes Invariant to... Modalities Recognizers

Uni-

Sampling, Translation Mouse Rubine

Sampling, Scaling, Translation Pen
xstroke, SHARK2

SED-NE, Gestimator,
Jackknife

Pen, Finger Penny Pincher

Sampling, Scaling, Translation, Rotation Pen $1, Protractor, !FTL

Multi- Sampling, Scaling, Translation, Articulation Pen $P+, G-Gene

Pen, Finger $P, $Q

Sampling, Scaling, Translation, Rotation, Articulation Pen $N, 𝜇𝑉

3D Uni- Sampling, Scaling, Translation Hand Gestimator

Hand, Full-body Jackknife

and designers have room for increasing further the 𝑁 value with linear and linearithmic recognizers but they
must be aware that quadratic recognizers will suffer swiftly from such increase. $NP is linear, exactly like Pro,
!FTL, and !NFTL, but depends on the number of unistroke permutations𝑈 and the number of strokes 𝑆 , which
could become two important multiplicative factors as observed with three multistroke datasets that faced a
combinatorial explosion of the unistroke permutations (𝑈 ) due to the number of strokes (𝑆) contained in some of
their templates.

6 Design Implications
We now suggest some design implications for both practitioners and researchers willing to use recognizers for
gesture-based UIs. For this purpose, we first consolidate our findings into an empirically based decision table to
select a recognizer with a theoretical table. Then, we break our design implications into two categories: gesture
acquisition/recognition and gesture set design. We end up with implications for further research and a discussion
of some limitations.

6.1 General Implications
Table 11 suggests a theoretical decision table for practitioners and researchers to select a recognizer according to
their invariance properties and modalities for gesture input [49]. Prior to using the table, the following questions
should be answered:

• Does the gesture set include uni-stroke or multistroke gestures?
• What invariance properties should differentiate gesture classes?
• Are the end-users interacting with a mouse, a pen, and/or a finger?
• Are end-users available to acquire templates?
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Table 12. Empirical decision table to select a recognizer suitable for criteria given the theoretical and empirical knowledge
we have on state-of-art recognizers. [On-demand properties] – Significantly more accurate than tested recognizers – More
accurate than other recognizers but not significantly – “L” stands for well-suited to Low-end devices – “E” stands for facing
combinatorial Explosion – “S” stands for too Slow for real-time addition of new classes and templates.

In
va
ria

nt
to Sampling Sampling Sampling Sampling Sampling Sampling

Translation Translation Translation Translation Translation Translation
Scaling Scaling Scaling Scaling Scaling

[Rotation] Rotation – [Rotation]
Articulation Articulation

U
ni
st
ro
ke
s

$P
Rubine𝐿 Jackknife𝑆 Protractor𝐿 $1𝐿 $P+ $N𝐸

Penny Pincher𝐿 !FTL𝐿 $Q $N-Protractor𝐿𝐸

M
ul
tis
tr
ok

es

$P
Jackknife𝑆 $P+ $N𝐸

$Q $N-Protractor𝐿𝐸

If end-users are available for the target gesture UI, they could themselves acquire the templates so that user-
dependent recognizers are appropriate. If end-users are not available, user-independent recognizers should be
used instead. If end-users interact with low-resource devices, we favor Penny Pincher and $Q, which perform well
with limited processing power and computational time. Table 11 classifies recognizers based on the conditions
claimed and tested in their respective references, thereby providing a theoretical table based on properties only.
This table is not based on empirical results and should therefore be complemented with a corresponding empirical
decision table.
In this paper, we empirically evaluated the accuracy and speed of state-of-art recognizers by measuring

their recognition rates and their average training, preprocessing, classification, and recognition times in both
user-dependent and user-independent procedures. Table 12 suggests an empirical decision table based on this
comparative testing so that practitioners can select a suitable recognizer according to a combined set of theoretical
and empirical criteria. Each available recognizer is mapped to a series of properties and a stroke cardinality.
Recognizers suitable for low-end devices are marked with the 𝐿 letter. Significantly more accurate recognizers are
highlighted in green and not significantly more accurate in red. Even though Jackknife does not satisfy articulation
invariance, it proved highly accurate in classifying multistroke gestures, whereas the other unistroke recognizers
performed poorly on multistroke datasets. On the other way around, multistroke recognizers, however, proved
highly accurate on unistroke datasets.

6.2 Implications for Gesture Acquisition and Recognition
If the gesture set contains only unistroke gestures, we suggest using Jackknife with the inner product (JIP) and
Penny Pincher (PP) with no particular recommendation regarding the number of templates (𝑇 ), the number
of independent participants (𝑃 ) and the number of resampling points (𝑁 ) since they all proved efficient in all
scenarios. Indeed, JIP and PP are green in Table 5, satisfying both conditions on all the datasets. JIP are significantly
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Dataset is 
multistroke?

Start

Rotation 
invariance?

Small 
dataset?

yes yes yes Low-end 
device? $N-Protactor

$N

yes

no

Low-end 
device? $Q

$P+

no
yes

no

Jacknife

no

Articulation 
invariance?

Rotation 
invariance?

yes

no

yes

Rotation 
invariance?

Low-end 
device? $1, $P

!FTL

yes

no

yes

Scaling 
invariance?

Low-end 
device? Penny Pincher

Jacknife

yes

no

yes

Rubine

no

no

no

no

Fig. 6. Flowchart for selecting a recognizer.

more accurate than the other recognizers on all unistroke datasets with as few as 𝑁=8 resampling points. On
most multistroke datasets, $P+ and JIP/JED are significantly more accurate than the other recognizers with 𝑁=16
resampling points, yet they do not satisfy our rate condition (𝜏≥90%).

If the gesture set contains multistroke gestures, we suggest using $N, $N-Protractor ($NP), $P+, and Jackknife
with the inner product (JIP) or the Euclidean distance (JED) with a few recommendations regarding the number
of resampling points (𝑁≥16), templates (𝑇≥4), and participants (𝑃≥4) in the user-independent scenario. Indeed,
although these recognizers do not satisfy both conditions on all datasets, they exhibit the best behaviors in
Tables 6 and 7.

However, if the multistroke gestures are composed of four or more strokes, we suggest avoiding $N and
$N-Protractor which are prone to a combinatorial explosion of unistroke permutations and considering 𝜇𝑉

instead, which does not suffer from this limitation. If the device used for recognition is limited in computational
resources, we suggest using linear algorithms, such as Rubine (R), Protractor (Pro), $N-Protractor ($NP), Penny
Pincher (PP), !FTL, and !NFTL. Quadratic algorithms should be discarded, especially when a large number of
templates (𝑇≥8), participants (𝑃≥8), or resampling points (𝑁>16) are involved, even if their recognition rate is
acceptable. We suggest using the !(N)FTL algorithms only with a small number of resampling points (𝑁=8).

Figure 6 provides a flowchart for guiding the practitioner in selecting a 2D stroke gesture recognizer based on
the topmost important questions. Applying this flowchart to select an appropriate 2D stroke gesture recognizer
depending on the gesture set and its context(s) of use (as defined in our initial research question RQ) is a stage
that can be integrated into a larger Software Development Life Cycle (SDLC) [37] of an interactive application
using a gesture-based UI:
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• Vertically: before this stage, gesture requirements and gesture elicitation studies [89, 92] are needed to create
a gesture set with software such as GestureWiz [73] or Crowdlicit [1]. After this stage is completed,
the recognizer selected as the appropriate candidate can be incorporated into the rest of the development
life cycle with its dataset, within an Integrated Development Environment (IDE) such as iGesture [70],
UsiGesture [12], GestUI [59], with a gesture toolkit, such as the Gesture Recognition Toolkit [31], or
with an appropriate programming language [32].

• Horizontally: at the same level of this stage, there is no comparable software to Gester [51], but there
are other initiatives that contribute to this level, such as iGesture [70], Gesture Recognition Software, or
Hand Gesture Recognition Software).

6.3 Implications for Gesture Set Design
Table 11 suggests which recognizer to select according to the invariance properties of the gesture set. All are
sampling invariant [33], most of them are rotation-, scaling-, and translation-invariant (RST), $N and 𝜇𝑉 are in
addition articulation invariant (ARST). If the gesture set should satisfy rotation invariance, we suggest using
$N, $N-Protractor ($NP), and 𝜇𝑉 , based on our results. If the gesture set should be modified by the end user
in real-time, such as when adding, deleting, and replacing a template or a gesture class, we suggest avoiding
Jackknife that exceeds the 𝑡≤50 ms condition for training.
If the gestures will be used on smartphones and tablets, we suggest training the recognizers with a gesture

set acquired on a tablet with few templates and participants (𝑇×𝑃<16). If the templates are designed for end
users with and without visual impairment, we suggest training the recognizers with gestures performed by users
without visual impairment according to Table 9.

6.4 Implications for Future Research
Reproducibility in research and development is a necessary condition to acquire and to consolidate knowledge.
Likewise, reproducibility in gesture recognition remains a requirement in three cases, expressed by ACM badges
for reproducibility:

(1) Repeatability (same team, same experimental setup): the same results on recognition rates and execution
times can be obtained with similar precision by the same team using the same procedure, the same software
(here, Gester), under the same operating conditions (e.g.,, a similar computing platform), even with multiple
trials. In our case, we should be able to reliably repeat our computations to obtain the same results.

(2) Reproducibility (different team, same experimental setup): the same results on recognition rates and
execution times can be obtained with similar precision by another team using the same procedure, the
same software, under the same operating conditions. In our case, an independent group can obtain the
same results with Gester, our web application which can also be reused by any independent group to
check our results. Similarly, we can verify the correctness of recognition rates and execution times of
existing and new evaluations by reproducing the evaluation described in the respective papers introducing
the recognizers, thus enabling us to confirm of disconfirm its results. In this case, matching the same
experimental conditions would be challenging, especially if Gester will be used instead of the various,
heterogeneous, respective procedures. For example, the same evaluation can be reproduced on another
platform than the one used in our experiment. Therefore, the third case should be considered.

(3) Replicability (different team, different experimental setup): the same results on recognition rates and
execution times can be obtained with similar precision by another team using another procedure, or
software, under the same or different operating conditions. In our case, an independent group can obtain
the same result using another procedure and another software than Gester.
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Since our software Gester is publicly available [51], it can be reused to perform all the above cases of repro-
ducibility and those specified in the RepliGES framework [30]. Beyond that, it can serve for metric benchmarking
based on recognition rate and execution time. When a researcher introduces a new recognizer for a certain
context of use (e.g., games, virtual/augmented reality instead of Internet-of-Things), Gester could be used to
demonstrate that existing recognizers do not fit well for this context of use and to perform a benchmarking by
comparing the new recognizer to other ones in dedicated contextual conditions. In this vein, further research
could address more general or specific research questions such as [51]: which are the 𝑛 best recognizers for
a series of contexts of use and, by corollary, which are the 𝑚 worst ones?, which are the 𝑛 best recognizers
belonging to the same computational category?, which are the datasets that are the best recognized?, and within
a gesture set, which gesture classes are the best recognized?

6.5 Limitations
Although our evaluation covered a significant set of state-of-the-art recognizers compared across reference
datasets, it cannot be considered a complete evaluation because comparing all recognizers on all possible datasets
remains an elusive problem that is computationally inefficient. Thus, we hereby discuss some limitations.
Limitations on datasets. Recognizers were tested on accessible, reference, and challenging datasets, and

implications were drawn from these results. Another dataset may lead to another recognizer behavior than
expected, particularly if the gesture classes largely differ from those classes studied. One can argue that some of
these datasets contain “artificial” gestures that will be of little or no usage in real gesture-based UIs, especially
compared to user-defined gestures [92]. Comparing recognizers with user-defined gestures instead of “artificial”
gestures represents an interesting investigation. Participants could feel less constrained during gesture elicitation
than during gesture acquisition, thus enlarging the scope of gesture articulation. Once a gesture has been decided,
another session could take place to acquire the gesture templates more systematically than during elicitation.

Limitations on the Procedure. Recognizers were tested in user-dependent and user-independent scenarios,
but only based on participants who acquired their gestures in the dataset. Reproducing this procedure with new
participants acquiring a new dataset of the same gestures supports replicability. Ultimately, recognizers should
be tested in real-world running applications based on usability testing to confirm or disconfirm the results. The
Leave-one-out cross-validation (LOOCV), a modified form of the 𝑘-fold cross-validation [74] with 𝑘=1, was used
for the user-independent scenario. Increasing the value of 𝑘 should expand the coverage, but the number of
combinations grows exponentially, such as 7 tests for 𝑘=3 instead of one test for 𝑘=1.

7 Conclusion
We performed comparative testing of 16 recognizers on 11 gesture sets satisfying different invariance properties
with the goal of selecting recognizers suitable for a given context of use. To satisfy the rotation invariance,
we included in the testing 𝜇𝑉 , a recognizer that does not suffer from a combinatorial explosion like $N for
multistroke gestures. We filtered the results based on constraints imposed on recognition rate (𝜏≥90%) and
on execution time (𝑡≤50 ms). An empirical decision table emerged from these results that complements a
theoretical decision table based only on the invariance properties and modalities used for gesture input. By
considering this set of state-of-the-art recognizers and a new one and by comparing them on the same series
of gesture sets, we gained new insights into the conditions required for appropriately selecting recognizers for
gesture-based UIs. Such comparative testing might pursue a variety of purposes, such as: verify that rate and
time conditions are met for a certain template-based recognizer, consider ML/DL recognizers instead when the
context of use requires more performance, decide whether a new recognizer under development is on track
by benchmarking it, provide standard data for other quality assurance functions, validate suitability for given
end-users, provide technical means of comparison of several parameters (such as variables tested or untested),
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help answer research/development questions and solve gesture recognition problems with current recognizers,
and help identify the potential benefits of a particular recognizer with respect to competitors. Based on our
observations, we formulated some design implications to provide practitioners and researchers with some
methodological guidance. Finally, we share the code of all mentioned recognizers in Javascript, and the datasets
in a unified JSON format, and Gester, a web application used for this testing to be reused for three cases of
reproducibility of gesture recognition.
Open Science. We share a Gester repository with the software developed for this paper, all recognizers

written in JavaScript and datasets converted into a unified JSON format to foster reproducible research around
gesture recognition and its incorporation into mainstream interactive applications. Any performance testing with
Gester results in an archive composed of Comma Separated Values (CSV) files divided into multiple subfolders,
each subfolder consisting of:

• Confusion matrices. Gester creates one set of confusion matrices per recognizer for all conditions, i.e.,
all values of 𝑇 templates per class and 𝑃 independent participants. The first matrix reports results for
all participants, whereas the remaining matrices report results for each participant individually. A row
represents an actual class 𝐶𝑘 while a column represents the recognition rate of a predicted class.

• Rates per class. The recognition rates obtained for each recognizer for each class are stored in a separate
file called rates_class.csv. The rates are reported for all conditions at once, i.e., all values of 𝑇 and 𝑃 . A
row represents an actual class while a column represents the recognition rate achieved by one specific
recognizer.

• Rates per participant. The recognition rates obtained by each recognizer for each of the 𝑃 participants
are stored in a separate file called rates_participant.csv. The rates are reported for all conditions at once,
i.e., all values of 𝑇 and 𝑃 , when samples from the participant are used for testing.

• Rates. The recognition rates obtained for each recognizer in each condition are stored in a separate file
called rates_global.csv. A row represents a recognizer while a column represents the recognition rate for a
condition.

• Training times. The training times are reported for each recognizer in a separate file called train-
ing_times.csv. Training time corresponds to the time required to train the recognizer (e.g., to pre-process
all templates or to generate the classification model from all templates).

• Pre-processing time. The pre-processing times are reported for each recognizer in a separate file called
preprocessing_times.csv. Pre-processing time is the time required to pre-process a candidate.

• Classification time. The classification times are reported for each recognizer in a separate file called
classification_times.csv. Classification time corresponds to the time required to classify a pre-processed
candidate (e.g., to compare it to all pre-processed templates).

• Recognition time. The recognition times are reported for each recognizer in a separate file called recog-
nition_times.csv. The recognition time is the sum of the pre-processing and the classification times for
each candidate. A row represents a combination of one testing participant and one recognizer while a
column represents the average recognition time.
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