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Finding the occasional straw of
truth awash in a great ocean of
confusion and bamboozle
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and courage. But if we don’t
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the serious problems that face
us.
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Abstract

ITH the increasing ubiquity of safety-critical autonomous systems
operating in uncertain environments, there is a need for meth-
ods that provide behavioural guarantees in the presence of epis-

temic uncertainty, i.e. lack of knowledge about the system, and potentially
aleatoric uncertainty, i.e. intrinsic uncertainty of the system. Toward for-
mally verifying properties of complex systems, methods based on system
approximations — abstractions — have surged in recent years.

This thesis studies memory-dependent abstraction-based methods for
both deterministic and stochastic systems (modelling aleatoric uncertainty)
where only partial observations are available (modelling epistemic uncer-
tainty). Instead of representing the system through memoryless discrete
states, the proposed approach builds abstractions whose states encode ob-
servation histories. For deterministic systems, two frameworks are devel-
oped: uniform memory, where abstractions encode fixed-length output se-
quences, and adaptive memory, a more flexible setting in which memory
is allocated locally through a refinement procedure. The thesis then ex-
tends memory-dependent abstractions to stochastic systems, a technically
challenging extension that necessitates different theoretical tools.

Additionally, we introduce the Cantor-Kantorovich distance, a novel met-
ric between labelled Markov chains. This distance arises from the natu-
ral topology over infinite symbolic traces, and is useful for our memory
refinement procedure. Beyond its direct role in this thesis, the Cantor-
Kantorovich distance exhibits strong theoretical properties and holds po-
tential for broader applications, making it a transversal yet central contri-
bution of this thesis.
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Introduction

analysing and controlling dynamical systems under potential un-

certainty in their behaviour and environment [AJP24]. Among the
extensive range of applications of control theory are the so-called safety-
critical systems, i.e. systems for which guarantees that the system exhibits
a desired behaviour are needed. Prominent examples of safety-critical sys-
tems include autonomous driving, robots in rescue missions, smart grids,
smart buildings, etc. [Ala22, PHC'22] - these are all systems for which a
failure may result in major human and/or environmental harm. Towards
safe deployment of such physical systems, control theorists need advanced
mathematical tools to formally verify if they meet pre-specified require-
ments. There exists a rich set of methods to analyse and control dynamical
systems, among which (control) Lyapunov analysis, barrier functions (see
e.g. [LWY"23, ATH'23, BGK21]), and optimal control (see e.g. [RMD17,
LVS12, BV04]). However, these methods require an accurate model of the
systems to provide robust guarantees.

In parallel, recently, due to major technological upheavals, the complex-
ity of many dynamical systems has dramatically increased. This paradigm
shift has been coined by the academic community under the name of the
Cyber-Physical revolution [Leel5, HJT12, KK12, Alul5, LS16]. At the centre
of the Cyber-Physical revolution is the notion of uncertainty, which we split
into two categories [KD09, Mat07]:

THE broad field of control theory aims at developing methods for
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* On the one hand, epistemic uncertainty is the uncertainty linked to the
lack of knowledge about the system, and can therefore vanish with
increasing knowledge of the system. Following the Cyber-Physical
revolution, the systems are becoming so complex that it is very chal-
lenging (if not impossible) to model them accurately, increasing their
epistemic uncertainty. It is therefore crucial to develop robust meth-
ods that take into account epistemic uncertainty, or reduce it — unlike
the classical methods cited above.

* On the other hand, aleatoric uncertainty is the intrinsic uncertainty of
the system. In the context of control theory, it is often the conse-
quence of an uncertain environment — think of wind hitting a drone,
or unpredictable human behaviour influencing a stock market. This
type of uncertainty is naturally present in the system, which makes it
impossible for any method to make it disappear. However, in regard
to the recent increase in epistemic uncertainty, it is central to develop
methods that are able to provide guarantees in the presence of both
epistemic and aleatoric uncertainty.

In this thesis, we model aleatoric uncertainty through stochasticity. Specifi-
cally, we analyse two distinct formulations:

Xk+1 = f(xx), (Without aleatoric uncertainty)

Xgy1 ~ T(-|xx). (With aleatoric uncertainty)

Although widely used to account for aleatoric uncertainty, stochastic mod-
els are not the only popular models. Other dynamical systems, such as
switched or distribution-free noisy systems (see e.g. [Jun09, BW]24]), also
incorporate aleatoric uncertainty, although without stochasticity.

To provide guarantees in the presence of both epistemic and potentially
aleatoric uncertainty, methods based on discrete approximations, called ab-
stractions, have recently surged [Tab09, LSAZ22]. Arising from the com-
puter science community and inspired from symbolic dynamics (see e.g.
[LMO95, PP04]), abstraction-based methods consist of three steps. First, the
state space is discretised (often by gridding it), and the original continuous
system is modelled as a discrete mathematical object (e.g. an automaton,
or a Markov Decision Process). Second, an analysis is performed on the
coarse model. Possible analyses include designing a controller that satisfies
pre-specified conditions, formulated as solving a game (see e.g. [BYAG17]
for deterministic models), or assessing the safety of autonomous stochas-

2|



| *

tic systems using computer science tools such as Prism [KNP11]. Third,
depending on the relation between the abstraction and the original system,
the analysis or controller can be transferred back to the original system,
together with the guarantees (see [CGJ24] for a characterisation of such
relations).

Most abstraction-based techniques directly rely on the discretisation of
the state space, and construct a model whose discrete states correspond to
the different regions of the discretisation. To reduce epistemic uncertainty,
a classical and intuitive method is to refine the discretisation, thereby in-
creasing the number of states in the abstraction. In fact, it was proven that
if the original system is incrementally stable, then there exists a fine enough
discretisation such that the abstraction represents exactly the original sys-
tem (see e.g. [GPT10]) — a situation in which all the epistemic uncertainty
has disappeared. However, this approach has two major flaws. First, it
relies on incremental stability, a rather restrictive assumption and, second,
it suffers from the curse of dimensionality, as the number of abstract states
grows exponentially with the dimension. In response to these problems,
the community has investigated smarter methods to abstract systems as
discrete mathematical objects.

This thesis explores approaches that use memory rather than refining the
state space directly. Specifically, we focus on abstractions that represent
sequences of observations rather than individual outputs, as depicted in
Figure x.1. These abstractions are structured as graphs or Markov chains,
depending on whether the framework is purely deterministic or stochastic
(due to aleatoric uncertainty or sampling). Each node captures a sequence
of observations, while the edges define transitions based on historical data.
By expanding the memory, we therefore enhance the precision of the ap-
proximation.

Our approach is mainly motivated by the two following use cases.

Motivation 1 (Partially observable). In the first case, one does not have
access to the states, but only to a region in which the current state belongs
— think of a black-box system that only gives the information that the state
belongs to the left or right part of the state space, similarly as in Figure x.1.
These systems are referred to as partially observable systems. In this case,
to reduce epistemic uncertainty, one cannot use the classical refinement
approach. Increasing memory is therefore a way to leverage observations
to reduce epistemic uncertainty.
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Fig. x.1 [Illustration of memory-dependent abstractions. The left part
shows the original system, with its state space discretized into two distinct
regions (left and right). On the right, two abstractions are presented: the
first is a memoryless model, where all transitions between states are per-
mitted, resulting in a coarse and less accurate approximation of the origi-
nal system. The second abstraction incorporates memory by encoding se-
quences of length 2, restricting certain transitions and yielding a finer, more
precise approximation of the real system.

Motivation 2 (Finite abstraction). The second case is the classical finite ab-
stractions framework — one can refine the state space — but where the curse
of dimensionality limits the analysis in the sense that the abstraction has
reached a maximal size (e.g. for computational reasons), while still suffer-
ing from too much epistemic uncertainty to be analysed. In this case, mem-
ory offers an alternative way to increase the size of abstraction, resulting in
a potentially better approximation that can be accurately analysed. In this
thesis, we will provide multiple examples in which such a situation occurs.

Throughout this thesis, memory-dependent abstractions are analysed
with these two motivations in mind. For Motivation 1, we increase the
memory length without constraining the size of the resulting abstraction.
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For Motivation 2, by contrast, we fix a budget on the abstraction size and
therefore compensate for longer memory by considering coarser discreti-
sations of the state space. These motivations are summarised in Figure x.2.
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Fig. .2 Illustration of the two main motivations of memory-dependent
abstractions. Above: the partially observable case. In that case, only the
region of the state is known (e.g. top-left, top-right, etc.), and one cannot
refine the state space. Increasing memory is therefore a way to reduce epis-
temic uncertainty. Below: the classical framework in which the state space
is discretised. In that case, memory provides an alternative way of reduc-
ing epistemic uncertainty, possibly better for the same abstraction size.

An alternative motivation of our approach, valid for both partially ob-
servable systems and the classical framework, is that our guarantees de-
pend on assumptions other than incremental stability.

This thesis also introduces a novel theoretical tool, the Cantor-Kantorovich
distance (or CK distance for short), as a rigorous means of quantifying dif-
ferences between labelled Markov chains (LMCs for short). This tool was
developed in the context of one of the memory-dependent abstraction tech-
niques, described in Chapter 4. Distances between Markov models have
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been at the centre of a substantial research effort [DGJP04], with appli-
cations ranging from biology [LPN99] to reinforcement learning [GVF22].
Beyond its immediate relevance to our work, the CK distance exhibits com-
pelling theoretical properties and holds potential for broader applications,
making it a transversal yet substantial contribution of this thesis.

Related works

The concept of memory has long been used and recognized in control the-
ory, although differently or in other contexts than in this thesis. For in-
stance, dynamical systems exhibiting hysteresis — where the current state
depends on the history of previous states — have been extensively stud-
ied in the literature (see, e.g. [May03]). While time-invariant systems states
cannot directly depend on past states, their current state can often be recon-
structed from output histories, which forms the basis of the classical notion
of observability. This phenomenon has been thoroughly explored for linear
systems, leading to foundational tools such as the observability matrix and
the Luenberger observer [Lue64] — concepts that have since been extended to
nonlinear systems [MHS89]. Many other examples of how memory can be
leveraged exist for nonlinear systems, e.g. for Lyapunov analysis of piece-
wise linear systems [Lee08]. Beyond deterministic frameworks, memory
has also been examined in stochastic settings, particularly within the liter-
ature on partially observable Markov decision processes (POMDPs), where it is
known that the current state cannot only be inferred from the last output —
a phenomenon known as non-Markovianity (see e.g. [GCW 24, CSBD24]).
A famous method, called experience replay [LWY *23], leverages memory to
circumvent non-Markovianity, and has been applied to popular Reinforce-
ment Learning (RL for short) applications such as Atari playing [MKS"13].
In the RL community, predictive state representations [SLJ"03] also leverage
memory in POMDPs by representing the state as a vector of predictions
over future observation sequences, sharing the intuition underlying our
approach, though oriented towards learning and prediction rather than
formal verification.

As explained above, this thesis explores the role of memory within
abstraction-based approaches for complex systems. However, other tech-
niques have investigated smarter abstraction techniques than the classi-
cal state space refinement for circumventing the curse of dimensionality.
To mitigate this curse of dimensionality, an alternative to classical state
space refinement is adaptive partitioning of the state and input spaces. This
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targeted refinement keeps the number of abstract states manageable, pre-
serving tractability. For deterministic systems, several scalable abstrac-
tion techniques have emerged. For example, lazy abstractions [HJMS02,
HMMS19] have been at the centre of a research effort recently. Other meth-
ods aim at using other objects than hyperrectangles to cover the state space,
showcasing better performance in some cases (see e.g. an ellipsoid-based
covering in [CE]J24] and another method using zonotopes in [RCJ21]). Other
methods include hierarchical abstractions [CLE]21], state-feedback abstractions
[ELJ22], compositional approaches [MGW18], or combinations of these tech-
niques, all of which intend to smarter discretise the state and input spaces.
Some smart state space discretisation techniques also exist in the stochastic
setting. For example, [EZSA13, LAB15, ZTA16] propose smart refinements
of the state/input spaces, and [SMM24] proposes a lazy abstraction algo-
rithm for Markov Decision Processes. To address the loss of Markovian-
ity, the community introduced Interval Markov Decision Processes [GLDOO,
DLM]JL23], where transition probabilities are uncertain and lie within in-
tervals. These models preserve the Markov property, enabling safety verifi-
cation and controller synthesis [DHC22, BLW13, LAB15, LLA"21] with ef-
ficient worst-case algorithms [GLD00, NEG05], supported by open-source
and fast implementations [MLL24]. However, IMDPs remain conservative
and limited due to interval uncertainty and the need to approximate transi-
tion kernels. A thorough comparison of our methods with respect to these
other smart abstraction methods is left for further work.

Memory has also been explored within abstraction-based methods, al-
though always in frameworks distinct from the ones presented in this the-
sis. Early work [MR99, MROO2] introduced the concept of ¢-complete ab-
stractions within the context of supervisory control, a model-based control
method pioneered by Ramadge and Wonham (see e.g. [RW87, RW89]). The
guarantees derived in this thesis differ fundamentally from those in these
studies, both in nature and underlying assumptions (more details will be
provided in Chapter 3). More recently, /-complete abstractions were ex-
tended in [STR15] and applied to chaos detection in [GM23], though still
within model-based frameworks. While [PM23, CPM23, Cop26] have ex-
amined data-driven /-complete abstractions, they focus on the data-driven
side by providing finite-sample guarantees, whereas our focus is on qual-
itative guarantees on abstraction performance — making these works com-
plementary. Finally, to the best of our knowledge, memory-dependent ab-
stractions have not been studied in the stochastic framework.

Finally, while the Kantorovich metric has been extensively used within

|7
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the computer science community [DD09], our application to LMCs with
the underlying Cantor distance is novel. Our construction on the metric
between Markov chains resembles the one presented in [RAC04], however
with another measure. Kantorovich metrics for Markov models have been
studied in [DGJP04, vBSW07, MS10, RS18], but their underlying distance
is different from ours. In Chapter 6, we will review existing families of
metrics between labelled Markov chains, situate the CK distance within
this landscape, and highlight its distinctive properties and advantages over
prior approaches.

QOutline

In the following we review the outline of the thesis, and briefly summarise
each chapter. An illustration of the outline and the dependencies between
parts and chapters can be found in Figure x.3.

Part | — Background

This part provides the theoretical foundations required by the rest of the
manuscript.

Chapter 1: Symbolic dynamics

This chapter presents language-based representation of behaviours over
finite alphabets. It formalises the natural topology on infinite words via
the Cantor distance, and introduces temporal-logic specifications. Second,
it defines labelled Markov chains (or LMCs for short), which constitute the
main abstraction object used in this thesis.

Chapter 2: Dynamical systems

This chapter defines the deterministic and stochastic dynamical systems
considered in Chapter 3, Chapter 4 and Chapter 5. More specifically, it
puts the emphasis on the partially observable framework, which models
both motivations described above and depicted in Figure x.2. It formalises
the output partition of the state space and discusses the induced loss of the
Markov property on observations, which motivates the use of memory-
dependent abstractions.

Part Il — Abstractions of deterministic systems
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% | Introduction

This section presents the first core contribution of the thesis: the develop-
ment of memory-dependent abstraction techniques for deterministic sys-
tems. It introduces two complementary strategies: a uniform-memory
construction with asymptotic guarantees, and an adaptive-memory refine-
ment strategy that improves precision while controlling model size.

Chapter 3: Uniform memory-dependent abstractions

This chapter introduces /-memory Markov models whose states encode
fixed-length output sequences. A data-driven construction method is pro-
posed and analysed, and the main theoretical result shows asymptotic cor-
rectness as memory grows, together with monotonic improvement of the
approximation quality.

Chapter 4: Adaptive memory refinement

This chapter extends the uniform approach to adaptive memory schemes,
where memory length depends on the local dynamics. It introduces adaptive-
memory Markov models based on timed sequences, proves behavioural in-
clusion under suitable assumptions, and proposes a refinement algorithm
that iteratively improves abstraction accuracy.

Part 11l — Abstractions of stochastic systems

This part extends memory-dependent abstractions to partially observable
stochastic systems, where both epistemic and aleatoric uncertainty are present.
The main challenge is the non-Markovian nature of observation processes,
which is mitigated through the increase of memory.

Chapter 5: Memory-dependent abstractions of stochastic systems via transfer
operators

This chapter builds /-memory abstractions for stochastic systems and in-
terprets them as Galerkin approximations of a lifted transfer operator. It
provides explicit approximation guarantees in Total Variation, and numer-
ical case studies showing that memory can significantly improve abstrac-
tion fidelity compared with memoryless constructions.

Part IV — The Cantor-Kantorovich distance
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Following-up on Chapter 4, this part introduces the Cantor-Kantorovich
distance, a metric for quantifying differences between labelled Markov
chains and their probabilistic behaviours over infinite symbolic traces.

Chapter 6: Theoretical foundations of the Cantor-Kantorovich distance

This chapter formalises the Cantor-Kantorovich distance (or CK distance
for short) and relates it to the natural topology on symbolic trajectories.
It also proves that the CK distance is a discounted sum of Total Varia-
tion terms. It then studies key theoretical properties, including continu-
ity results, exact and approximate computation aspects, and associated
computational-complexity hardness results.

Appendices

The following appendices collect classical mathematical results and back-
ground material, included for completeness so that the main chapters can
focus on the novel contributions of this thesis.

Appendix A: Topological and metric spaces

This appendix introduces fundamental concepts of topology and metric
spaces. These structures underpin the development of the CK distance (ex-
plored in Chapter 6) and provide the topological foundation for the sym-
bolic dynamics framework presented in Chapter 1.

Appendix B: Measure theory

This chapter develops the theory of measure spaces and measures. These
foundational concepts are essential for the probabilistic framework used
throughout the thesis.

Appendix C: Linear algebra

This appendix develops basic linear algebra notions that are used through-
out the thesis. It introduces norms and normed spaces, completeness and
Banach spaces, inner products and Hilbert spaces, and then presents L (y)
spaces with a focus on L?(y) and its Hilbert space structure. These con-
cepts are important for manipulating probability density functions for the
analysis of memory-dependent abstractions of stochastic systems in Chap-
ter 5.
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Appendix D: Probability theory

This chapter reviews central notions within probability theory, including
probability measures and densities, Markov kernels, and distances between
probability measures. This appendix relies on the measure theory con-
cepts developed in the previous appendix. Probability theory is central to
this thesis, as it is involved in all the core contribution chapters, whether
for formalising the data-driven framework, for modelling aleatoric uncer-
tainty, or for the development of the CK distance in Chapter 6.

Appendix E: Computational complexity

This chapter recalls the computational-complexity notions needed for com-
plexity analysis of the CK distance introduced in Chapter 6. It reviews deci-
sion and counting problems, polynomial-time reductions, and complexity
classes such as P, NP, and #P.
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a(T)

ZX
f:X=Y
£1(8)

v p
dv/du

LP(u)

-y

Borel o-algebra

Power set

Function

Pre-image of B

The measure v is absolutely continuous with respect to p
Radon-Nikodym derivative
Pushforward measure by a function
Transition kernel

Pushforward measure by a kernel
Norm
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Space of integrable functions

Functions p-norm

Probability theory

p
(X, A )
X

Probability measure

Probability space

Random variable

Probability that x belongs to A

Coupling

Set of all couplings of the probability measures p and v

P(x € A,y € B) Joint probability

x € Aly € B)  Conditional probability
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Total Variation distance
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Symbolic dynamics

A Alphabet or labels
w:=ay...q, Word
AF k-long language
A* Finite language or Kleene closure
A% Infinite language
w1 Wy Concatenation of wy and w,
pref(wy) Set of all finite prefixes of w
v Natural topology
wAY Cylinder set
C Set of all cylinder sets
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LTL Linear Temporal Logic
B-LTL Bounded LTL
¢ (B-)LTL formula
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A Logical conjunction
- Logical negation
O "Next" temporal modality
u "Until" temporal modality
¢ Property (language)
P Class of properties
LMC Labelled Markov chain
LMC
S LMC states
L LMC initial distribution
T LMC transition kernel
l LMC labeling function
[a] Equivalence class of label a
pk Probability measure generated by LMC on ( A, 24%)
u Probability measure generated by LMC on (AY,0(T%))
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€ Perturbation magnitude
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Galerkin approximation of T; in D*
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{-memory approximation of the joint measure /\i
(-memory approximation of the joint density f/
{-memory approximation of the joint measure A
{-memory approximation of the density fj
Increasing bound on the TV error TV (A, Ayx)
Decreasing bound on the TV error TV (A, Ay)
Eigenvalues of T, ordered by magnitude
Eigenfunctions of T

Maximal projection error on the spectrum
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P

I

5

e(+)
A
O(k°)
P

\%4
NP

r

#P

Problem

Instances

Solutions

Encoding of an input instance (e.g. binary)
Algorithm

Polynomial-time

Complexity class of polynomial problems
Verification algorithm

Complexity class of polynomial nondeterministic polynomial
problems

Reduction function

Complexity class of counting problems associated with NP

Cantor-Kantorovich distance

m

Ke(uh, 1h)

f TV,prod
fck
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Pi,qi

Number of labels

Kantorovich distance with underlying Cantor metric between
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p1 and pi;

Cantor-Kantorovich distance

Coupling when solving Kc (uk, u%)
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Truncated sum approximation
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Function mapping encodings of two LMCs to their CK dis-
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Sk

Bernoulli parameters defining product distributions 71y, 7o
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Symbolic dynamics

the behaviour of dynamical systems as sequences of symbols drawn

from a finite alphabet. In this chapter we formalise the structure of
symbolic sequences and their natural topology, arising from the Cantor dis-
tance. We also explore specifications defined via Linear Temporal Logic
(LTL) and Bounded LTL (B-LTL). We conclude by defining labelled Markov
chains (or LMCs for short). LMCs will be a central tool in this thesis, as it
will be the main tool that we use for abstracting dynamical systems. From
a more abstract perspective, LMCs extend symbolic dynamics to proba-
bilistic systems. We will study the question of comparing LMCs (both qual-
itatively and quantitatively) via distances, probabilistic bisimilarity relations,
and trace equivalence. We will conclude by introducing continuity notions
for distances between LMCs.

THIS chapter introduces symbolic dynamics, a framework that encodes

1.1 Language theory

In this first section we formally define languages, i.e. sets of words com-
posed from a finite alphabet. We also study the structure of the infinite
language, endowed with the natural topology (see Appendix A for an in-
troduction to topological and metric spaces). We conclude by defining
the Cantor distance, which generates the natural topology. This section
is mostly based on the textbooks [LM95, PP04].
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1.1.1 Definition
An alphabet A is defined as a finite set of symbols. A word of length k ¢
IN U {+oo} is a sequence w := a5 ...ax, witha; € Afori=1,...,k.

Definition 1.1 (Language). Let A be an alphabet.

e Forany k € N U {0}, the k-long language is noted A¥, and contains all
words of length k formed from A.

e The finite language (or Kleene closure) is noted A*, and is defined as

A= Ak
k>0

* The infinite language is noted A%, and contains all words of infinite
length formed from A.

Note that any subset of such languages is also called a language.
We conclude this section by defining the two following concepts, which
will be useful for further definitions.

Definition 1.2 (Concatenation). Let A be an alphabet, and let w; € A*,
and wp, € A*U AY. Suppose wy := ai...a and wy = by...by,, the
concatenation of wy and wy is defined as wiw, := ay ... ay by ... by,.

Definition 1.3 (Prefix). Let A be an alphabet, and let w; € A* U A“. A
finite word w, € A* is a prefix of wy if there exists a word w3 € A* U A¥
such that w; = wows. The language pref(w,) is defined as the set of all
finite prefixes of w;.

1.1.2  The natural topology

In this section, we study the properties of the so-called natural topology on
A%, defined as follows. This definition is based on the notions of discrete
and product topologies, defined in Appendix A.

Definition 1.4 (Natural topology). Let A be an alphabet, and let 7 be the
discrete topology for A. Then the product topology

T =QT

ieN
is called the natural topology for the language A“.
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The term natural topology arises from the fact that taking the product of
discrete topologies is the most intuitive and direct way of defining a topol-
ogy on A“. Moreover, this topology exhibits many interesting properties,
e.g. it is the largest topology such that the shift map defined as

s: AY — AY iaqaraz ... — apazay. ..

is continuous.
In the following, we will investigate two alternative definitions for the
natural topology, which are

1. it arises from the set of cylinder sets, and

2. it is metrizable and generated by the Cantor distance.

Definition 1.5 (Cylinder set). Let w € A*. The set
wAY = {w € AY :w € pref(w')}
is called a cylinder set. The set of all cylinder sets is denoted by C.

Proposition 1.6 ([PP04, Proposition 3.1]). Let A be an alphabet. The collection
of all cylinder sets form a basis for the natural topology.

Proposition 1.6 implies that the natural topology is the smallest topol-
ogy that contains all the cylinder sets (see Appendix A for a formal defi-
nition of basis). Cylinder sets are the simplest open sets one can define for
infinite words, reinforcing the natural characteristic of the topology.

Definition 1.7 (Cantor distance). Let A be an alphabet. For any ¢ > 1, the
function Cy : AY x AY — R>( defined as, for any two words wy = aja; . ..
al‘leU2 Iblbz...,

C[(wll w2) — gfinf{ifl:ai#bi}/
is called the Cantor distance.

The Cantor distance is entirely characterised by the length of the com-
mon prefix between two words. Note that this distance extends naturally
to the same notion for k-long languages A and for the finite language A*.

Proposition 1.8 ([PP04, Proposition 3.2]). For all £ > 1, the Cantor distance
Cy induces the natural topology.
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Proposition 1.8 implies that the open balls
B(w;e) :={w' € AY : Cy(w,w') < e}

generate the natural topology, and therefore that this topology is metrizable
(see Appendix A for a formal definition of metrizable topology).

Remark 1.9. As shown by Proposition 1.8, the choice of the scalar ¢ is ar-
bitrary since all such distances induce the same topology on the language
A%, This also explains the name Cantor distance, without any dependency
on £. In this thesis, for brevity of the involved mathematical expressions,
we will consider ¢ = |A| = m such as in [Fog02], although ¢ = 2 is a com-
mon choice in the literature (see e.g. [PP04]). From now on, we will simply
refer to Cy as C.

To conclude, we highlight the fact that the Cantor distance defines an
ultrametric space!, i.e. that the Cantor distance satisfies the strong triangu-
lar inequality

Cy(wr, w3) < max{Cy(wy,ws), Cp(wo, w3)}.

A formal definition of ultradistance can be found in Appendix A.
Proposition 1.10. The Cantor distance C is an ultradistance.

Proof. Let wy, w,, w3 € A¥. Suppose that C(w,w,) = £~ and C(wp, w3) =
(77 for two integers i and j, and let k := min(i, j). It means that w; and w3
are equal up to at least index k, implying C(wy,w3) < £7% = max(¢~1,£77).
This yields C(wq,w3) < max(C(wy, w;), C(w,, w3)), which concludes the
proof. O

1.1.3  Specifications

In this section we introduce two families of languages, called the LTL and
B-LTL classes of properties. This section is based on [BYAG17, BK08, IMGLM14].
We first introduce the linear temporal logic (or LTL for short) syntax.

Definition 1.11 (LTL syntax). Given an alphabet A, an LTL formula ¢ over
A is recursively defined as

pu=truela|lpi Aga|—g1| O 1l eilher,

1We do not claim that this result is novel, although we provide a proof.
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where a € A, @1, ¢p are LTL formulas, A is the conjunction, - is the nega-
tion, and () and U are respectively the “next” and the “until” temporal
modalities.

LTL syntax is very useful to describe properties (e.g. of dynamical sys-
tems) over infinite traces (see e.g. [BYAG17] for examples and further ex-
planation).

The following makes the link between the syntax and the property (i.e.
the language) it defines.

Definition 1.12 (LTL-definable property). Given an alphabet A, a language
¢ C AY is said to be an LTL-definable property if there exists an LTL formula
¢ suchthat¢p = {w € AY :w = ¢}.

The set of languages definable by the LTL syntax is called the LTL class
of properties, and is defined as follows.

Definition 1.13 (LTL class of properties). The LTL class of properties is
defined as

P = {¢p C AY : ¢ is a LTL-definable property}.

In this thesis (and particularly in Chapter 6), we will focus on a partic-
ular subset of LTL-definable properties, defined by the so-called bounded
LTL syntax (or B-LTL for short), defined as follows.

Definition 1.14 (B-LTL syntax). Given a finite alphabet A, a B-LTL formula
@ over A is recursively defined similarly as an LTL formula, however omit-
ting the U/ temporal modality.

The notions of (B-LTL)-definable property and B-LTL class of properties are
defined similarly as the notions of LTL-definable and LTL class of prop-
erties, respectively. The B-LTL class of properties is denoted as ®p._1.
Following the Definition 1.14, it holds that

®p.rrL € PrL-

Remark 1.15. The B-LTL class of properties is different from the sc-LTL
class of properties (syntactically co-safe LTL, see e.g. [BYAG17, Definition 2.3])
and LTL (LTL over finite traces [DGV13]). Indeed B-LTL specifications
require a bounded lookahead (that one can encode only with “next” op-
erators) whereas both sc-LTL and LTL specifications require unbounded
lookahead.
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B-LTL properties have as central property that they can be written as
union of cylinder sets.

Proposition 1.16 (JMGLM14]). Any (B-LTL)-definable property ¢ C A¥ isa
finite union of cylinder sets.

This property will be useful for our purpose.

1.2 Labelled Markov chains

Labelled Markov Chains (or LMCs for short) are Markov chains whose states
are labelled by symbols that belong to a finite alphabet A. LMCs are flexible
and powerful tools to describe distributions over finite and infinite words,
denoted respectively as A* and A“, making them particularly useful in
many applications ranging from computational biology [DEKM98, Chu89,
5510, KLvHS01] to speech/gesture recognition [Rab89, CFHO03]. More re-
cently, LMCs have been used in the context of abstraction of continuous
stochastic systems into simpler discrete models, for controller design and
verification goals [LSAZ22].

In this section, we define such objects, and we develop notions that
allow us to compare two LMCs, both qualitatively and quantitatively. These
objects are central in this thesis since

1. they will be used as abstractions of (both deterministic and stochastic)
dynamical systems in Chapter 3, Chapter 4 and Chapter 5;

2. we will develop a novel distance between LMCs in Chapter 6.

1.2.1 Definition

We start by defining LMCs. Note that all subsequent definitions rely on
notions from measure and probability theories, recalled in Appendix B and
Appendix D, respectively.

Definition 1.17 (Labelled Markov chain). A labelled Markov chain (or LMC
for short) isa tuple I = (S, A, 1, T,1), where

* Sis the finite set of states,
¢ Ais afinite alphabet called the set of labels,

e . : 25 — [0,1] is a probability measure on the measurable space
(S,25) called the initial measure,
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e 7:25 xS — [0,1] is a Markov kernel from (S, 2%) to itself called the
transition kernel,

e [:S — Aisafunction called the labelling function.

Note that, in this thesis, we restrict to discrete and finite state spaces
Markov chains. In order to lighten the notations, for all 51,5, € S, we will
write ((s) := (({s}) and T(s2]s1) := T({s2}[51)-

As highlighted in Definition 1.17, LMCs are Markov chains (as defined
in e.g. [Nor97]), but whose nodes are labelled with a symbol belonging to
a finite alphabet. An illustration of a LMC is given in Figure 1.1. These
labels define equivalence classes, defined as follows.

Definition 1.18 (Label equivalence class). LetI' = (S, A,1,7,1) be a LMC.
Foralla € A, the set

[a] :={s € S:1I(s) =a}

is called an equivalence class of the label a.

In the LMC depicted in Figure 1.1, the equivalence classes are [1] =
{s1} and [2] = {s2,s3}.

7(s1]s3) = 3/4

Fig. 1.1 Anexample of three states, two labels LMC. This LMC is defined
asT = (S,A,,7,1)with S = {s1,sp,53} and A = {1,2}. The node s such
that /(s) = 11is in green, and the nodes s such that I(s) = 2 are in red.

A key property of LMCs is that they generate a probability measure on
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the languages AX (for all k € IN), as well as for A“.? The finite languages A*
are finite, and are therefore endowed with the power set 2Ak, and the infi-
nite language A“ is endowed with the Borel o-algebra o(7*), where 7% is
the natural topology such as defined in Definition 1.4. The corresponding
measurable spaces are noted (A, 2Ak) and (A¥,0(TY)) (see Appendix B for
a formal definition of measurable space). It can be shown that, similarly as
for the topology, (7 “) is the o-algebra whose basis is the set of cylinder
sets. The two following propositions define such generated measures.

Proposition 1.19. Let T = (S, A,1,T,1) be a LMC, and let k € IN. Let the
function ¥ : 24" [0, 1] be defined as, for all w = ay .. .a; € Ak,

Hk(w) = Z 1(s1) Z T(s2s1) - - - Z T(sklsk—1)-

s1€fa] s2€[az] sk€fa]

Then p* is a probability measure on (A¥, 2Ak).

Proof. Following Remark D.2, it suffices to show that u*(w) > 0 for all
w € A¥, and that u*(A¥) = 1. The first follows trivially from the definition
t and 7. We prove the second by recurrence. First, note that

WA =3 - ¥ @

meA ag€A

= 2 Z 2 1(s1) 2 T(s2ls1) -+ - 2 T(sk[sk-1)

mEA  a€As €laq] s2€[a2] sk€fa]
=Y Y us1) ), t(salst)-- Y. ) t(sklsk—1)
a1€A syefa] s2€[[az] ap €A spe[ag]
=Y us1) ) t(salsr) -+ Y Tselsi—1)-
s1€S sp€S spES

The initial case u'(A') = Y cs4(s1) = 1 directly follows from the defi-
nition of 1. Now, for any k € IN, assume that #*(A¥) = 1. Then it holds

2According to Remark D.2, for the finite language AF it suffices to define this probability
measure on singletons w € AF.

3Similarly as above, while we do not claim that these propositions are novel, we include
their proof for completeness as we were unable to locate them in the existing literature.
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that
P AR = Y u(s1) Y t(salse) o0 Y T(selsken) Y T(skrnlsk)
s1€S 52€S spES Sk+1€S
= Z 1(s1) Z T(s2s1) - - - Z T(sk[sk—1)
S1€S $HES sxE€S
= k(A"
= 1,
where the second equality follows from the definition of 7. O

Coming back to the example depicted in Figure 1.1, with i(s1) = 1(sp) =
t(s3) = 1/3, it holds that

pt(1) = 1(s1) = 1/3 and p!(2) = i(sp) + 1(s3) = 2/3,

fork =1, and
p(11) = 1(s1)7(s1]s1) = O,
p2(12) = 1(s1) (t(s2]s1) + T(ssls1)) = 1/3,
p2(21) = 1(s2)7(s1(52) + ts3)T(s1]s3) = 1/4,
u2(22) = 1(s2) (T(s252) + T(s3ls2)) + 1(s3) (T(s2]s3) + T(s3]55)) = 5/12.

for k = 2. One can indeed verify that, for a fixed k, the values above sum
to 1.

Proposition 1.20. Let I' = (S,A,1,7,1) be a LMC. Let the function u® :
o (T%) — [0,1] be defined as, for any k € N, for all w € Ak,

O (wA?) =t (w)

and extended to any subset W € o(T%) in the sense of the Carathéodory’s
extension theorem (see Theorem B.11). Then u“ is a probability measure on

(A, 0(TY)).

Proof. First, we prove that y“ is a measure. The latter follows from the
Carathéodory’s extension theorem. Indeed, the function pp : C — R :
wA® s ul®l(w) is a finite pre-measure on the algebra C, implying that p<
is a measure, and is uniquely defined. It remains to show that u“(A%) =
1. Let k be any natural number, we know that the collection {wA“}, _ 4
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contains only disjoint sets, and is such that |, 4 wA“ = A“. Therefore,
it holds that

A = | U wa® | = T pwAC) = T phw) =1,
we Ak we Ak we Ak
where the last equality follows from the fact that u* is a probability mea-
sure. Finally, because pi* are uniquely defined and finite, then ¢ is uniquely
defined by Theorem B.11, which concludes the proof. O

1.2.2  Qualitative and quantitative comparison of LMCs

In this section we focus on notions that allow to compare two labelled
Markov chains. These notions will be crucial in the development of the
Cantor-Kantorovich distance in Chapter 6. We will start by defining both
bisimilarity and trace-based distances between LMCs. We will conclude by
introducing notions of continuity of such distances.

Remark 1.21. From now on, we will make the assumption that every time
we compare two LMCs I'; and I'p, they must be defined over the same
alphabet A. However, if not the case, one can consider a joint alphabet
A = A1 U Aj, and define probability distributions accordingly by setting a
zero probability to any trace containing symbols in A\ A; (resp. A\ Ay)
for I'y (resp. for I'y).

We start by defining the common foundation of both trace-based and
bisimilarity distances.

Definition 1.22 (Pseudo-distance between LMCs). Let M be the set of all
LMCs. A function D : M x M — R is said to be a pseudo-distance if

1. forany LMCT € M, D(I',T) =0,

2. for any two LMCs I'y, I, € M, D(I'1,T,) = D(I',, Ty),

3. for any three LMCsT'{, 15, T3 € M, D(l"l,l"g,) < D(Fl,rz) + D(Fz,r:’,).

We first define the relaxed notion of e-approximate probabilistic bisimilar-
ity relation. In the following, R C A x B will refer to a binary relation. By
abuse of notation, forany A C A, let R(A) := Pz((A x B)NR) C B, where
Pg : A x B — B is the projection operator on B. And let R(B) C A be

defined similarly for any B C B. A subset A x B is said to be R-closed if
R(A) C Band R(B) C A.
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Definition 1.23 (e-approximate probabilistic bisimilarity relation). Given
two LMCs I'1 = (S1,A,11,71,11) and T, = (S, A, 12, T2, I2) defined on the
same set of labels, and € € (0,1), an e-approximate probabilistic bisimulation
relation between I'y and I'; is a relation R, C S1 x S such that the following
conditions hold:

1. For all (51,52) € R, Z(Sl) = Z(Sz).

2. For all Ry-closed sets S1 x S

Yo u5)— Y i(m)| <

§1€S~] §2€§2

3. Forall (s1,s3) € R and for all Re-closed sets S1 x S,

Y 1(5]s1) = ) t(5als2)| < e

§1€S~1 §2€§2

We say that two LMCs are e-approximately bisimilar to each other if there
exists an e-approximate probabilistic bisimulation relation between them.
If ¢ = 0, then there exists a probabilistic bisimilarity relation between the two
LMCs (such as defined in [LS91]), and they are said to be bisimilar to each
other.

Definition 1.24 (Bisimilarity distance between LMCs). A function D : M x
M — R is said to be a bisimilarity distance if

1. itis a pseudo-distance, and

2. for all Ty, Ty, D(T'1,T2) = 0 if and only if I'; and T, are bisimilar to
each other.

Bisimilarity distance is a quantitative notion arising from the qualita-
tive notion of probabilistic bisimilarity.

Example 1.25. The following is an example of bisimilarity distance:
D(T1,T,) = inf{e : T'; and T, are e-approximately bisimilar}.

We now define trace equivalence.
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Definition 1.26 (Trace-equivalence). Two LMCs I'; and I'; are said to be
trace equivalent if ¢’ = p§, where p{’ and u§’ are the two probabilities
generated by I'; and T, respectively on (A%, (T%)).

Definition 1.27 (Trace-based distance between LMCs). A functionD : M x
M — R>¢ is said to be a trace-based distance if

1. it is a pseudo-distance, and

2. forall Ty, T, D(I'1,T2) = 0if and only if T'; and I'; are trace equiva-
lent.

Similarly as for bisimilarity distance, trace-based distance is a quantita-
tive notion arising from the qualitative notion of trace equivalence.

Although similar, these two notions are not equivalent. Trace equiva-
lence imposes equivalence on what one can observe, whereas bisimilarity
imposes equivalence on the state space and transition probabilities, mean-
ing that the LMCs must match not only in their observable behaviour but
also in their internal dynamics.* This observation is formalised in the fol-
lowing proposition.

Proposition 1.28. Any two bisimilar LMCs are also trace equivalent.

Proof. For any k € IN, it is straightforward from the definition of bisimilar-
ity that pf(w) = uf(w) for allw € A*. Therefore, for all cylinder set wA<,
it holds that

1 (WAY) = uN(w) = b () = g (wA®). (1.1)

By the Carathéodory’s extension theorem, y{’ and p§’ are uniquely defined
from the probabilities above, and therefore give equal probability to any
setin o (7). O

We conclude by defining notions of continuity between LMCs.

Definition 1.29 (Parameter continuity). A pseudo-distance D between LMCs
is said to be parameter continuous if, for all ¢ > 0, there exists 6 > 0 such
that, for any two LMCs I'; and I',

I'1 and I'; are d-approximately bisimilar = D(I'1,T) < e.

4For more information, [BA17] studied the relation between e-approximate bisimilarity
and trace equivalence.
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Definition 1.30 (®-continuity). Let ¢ C A®“ be a property. A pseudo-
distance D between LMCs is said to be ¢-continuous if, for all ¢ > 0, there
exists & > 0 such that, for any two LMCs I'; and I',

DI, T2) <6 = sup |y (w) — 3 (w)| <.
wed

Let @ be a class of properties, a distance D is said to be ®-continuous if it is
¢-continuous for all ¢ € P.

Remark 1.31. These notions are inspired from [JMGLM14], although pa-
rameter continuity as defined here is less restrictive than the notion defined
in [MGLM14, Definition 5].

As highlighted in [[MGLM14], these notions are conflicting. Indeed, the
minimal distance D(T';,I';) = 0 for all pairs of LMCs is parameter contin-
uous, whereas the maximal distance D(I';,T;) = oo for any two different
LMCs is ®-continuous for any class of properties ®. It is therefore under-
stood that a “good distance” balances these two notions. In Chapter 6, we
will show that it is the case of the Cantor-Kantorovich distance introduced
in this thesis.






Dynamical systems

ing on continuous state spaces (e.g., physical systems) and discrete-

time models. Our emphasis is on autonomous systems (e.g. uncon-
trolled), where the evolution of states is governed by internal dynamics,
independent of external inputs.

The chapter explores partially observable systems, where an output func-
tion partitions the state space. In this thesis, epistemic uncertainty is mod-
elled with the latter concept: we do not know exactly in which state we
are, but we can observe regions of the state space. We begin by defining
deterministic dynamical systems, where state trajectories are uniquely de-
termined by initial conditions and the transition function. We then extend
this framework to stochastic dynamical systems, incorporating aleatoric un-
certainty via the transition kernel. These concepts will serve as the basis for
Chapter 3, Chapter 4 and Chapter 5, where we will abstract such systems
with memory-based labelled Markov chains.

THIS chapter introduces the framework of dynamical systems, focus-

2.1 Deterministic dynamical systems

In Chapter 3 and Chapter 4, we will study deterministic dynamical sys-
tems. In such systems, the dynamics of the states is described as

Xk+1 = f(xk)/
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with f : X — X a function. This is formalised as follows.

Definition 2.1 (Deterministic dynamical system). A deterministic dynamical
system of dimension n € IN is a tuple X := (X, f), where X is called the
state space, and f : X — X the transition function.

All along this thesis, we consider that the state space X is a subset of
RY, the Euclidean space. This space is a Banach space endowed with the
so-called Euclidean norm, defined as

d
. . 2
[0 X = Rog x| ) .
1=

We invite the reader to read Appendix C for a formal definition of Ba-
nach space. This norm induces a distance, which itself induces a metriz-
able topology 7 for R?. The topology for X is defined to be any set of
the form T N X, where T € 7T, and is noted Tx. In this thesis, the state
space is assumed to be endowed with the Borel o-algebra o(7x). For the
sake of simplicity, we note 0(X) := o(7x). Again, we refer the reader to
Appendix A and Appendix B for the definitions of all concepts related to
topological /metric spaces and measure theory, respectively.

Definition 2.2 (State trajectory). Given a system X = (X, f) and some time
horizon K € N U {4}, a sequence (xo,...,xx) € XK is called a state
trajectory for X if x; .1 = f(xx) forallk =0,..., K—1.

Note that a state trajectory is uniquely determined by the so-called ini-
tial state xo € X.

As highlighted in the introduction of this chapter, in this thesis we
model epistemic uncertainty by considering that we cannot directly ob-
serve the states, but rather regions in which they belong, i.e. we have ac-
cess to outputs yy defined as

{xk+1 = f(x)
v =h(x) € {1,...,m},
with i : X — {1,..., m}. This is formalised as follows.

Definition 2.3 (Partially observable deterministic dynamical system). A
partially observable discrete-time deterministic dynamical system is a tuple
(X, A, h), where X is a discrete-time deterministic dynamical system, A is
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any space of finite cardinality (JA| < 4o0) and is called the output space,
and h : X — A is called the output function.

By abuse of notation, and when clear from the context, we will write
Y = (X, f,Ah) instead of (¥, A, h) to refer to partially observable de-
terministic dynamical systems. Also, without loss of generality, we will
consider all along this thesis that A := {1,...,m} for some m € IN.
Foralla € A, let

[a] == {x € X : h(x) = a}.
These sets define a partition of X, since

(covering) | J[a] =X,

acA
(pairwise disjoint) Va,b € Ast.a#b:[a]N[b] =D.

The sets [a] are called regions of the partition.

Definition 2.4 (Output trajectory). Given a system ¥ = (X, f, A, h) and
some time horizon K € IN U {40}, a sequence (v, ..., yx) € AK is called
an output trajectory for X if there exists a state trajectory (xo, ..., xx) for &
such that yy = h(xy) forallk =1,...,K.

Although partially observable, deterministic systems can be asymptoti-
cally observable, meaning that two infinite output trajectories lead to the
same state. This is formally defined as follows.

Definition 2.5 (Asymptotically observable system). LetX = (X, f, A, h) be
a partially observable system, where X is endowed with a distance D. The
system X is said to be asymptotically observable if, for any two infinite length
state trajectories (xo, x1,...) and (x{, x},...) such that h(xy) = h(x}) for all
k=0,1,..., one has that

lim D(xy, x;) = 0.
fim Dl )

At the centre of our motivation to use memory to abstract partially ob-
servable systems is the phenomenon of loss of the Markov property, described
below.

Remark 2.6 (Loss of Markov property). A key property of dynamical sys-
tems is that, since the state follows x;,1 = f(xi), then the current state
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only depends on the previous state, and not on the whole history of states.
In this thesis we refer to this property as the Markov property. Indeed con-
sider the sequence of states (x, Xx11, Xx12). The fact that the system is at
state xj, at time k 4- 2 depends only on xy 1, regardless of xy.

However, partially observable systems lose this property. Indeed, con-
sider the sequence of outputs (Vk, Y11, Yk+2)- It can be easily verified that
the fact that the system outputs y, , at time k 4 2 depends on both y; and
Yx+1- This is illustrated in Example 2.7.

Example 2.7 (Sturmian dynamics). Let ¢ be an irrational number. Con-
sider the system X = (X, f, A, h) with

e the state space X = [0,1),

e the transition function f : X - X : x — x+ ¢ mod 1,

the output space A = {0,1},

1 ifxel0,¢)

0 otherwise.

the output function is defined ash: X — A : x — {

This system is known as the Sturmian dynamical system, and is studied
e.g. in [Fog02]. It is illustrated in Figure 2.1. Following-up on Remark 2.6,
at any time k + 2, the fact that y;,, = 1 indeed depends on the value of
Yk Indeed, if yx = 1, it is impossible that y;,, = 1, whereas this is not the
case if y = 0. This illustrates the fact that considering outputs instead of
states makes the Markov property vanish. In fact, it can be shown that, if
@ is irrational, there exists no finite memory sufficient to characterise the
output [Fog02].

2.2 Stochastic dynamical systems

In Chapter 5, we will study stochastic dynamical systems. In such systems,
the dynamics of the states is described as

i1 ~ T([xk),

with 7 : 0(X) x X — [0,1] a Markov kernel, i.e. a map such that, for all
x € X, T(-|x) is a probability measure on (X, (X)), and where o(X) is the
o-algebra derived from the Euclidean distance such as defined above. We
refer the reader to Appendix D for all notions related to probability theory.
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Z1

¥

Fig. 2.1 TIllustration of the Sturmian dynamics. The statespace [0,1) is
represented as a circle. An example of trajectory (xg,x1, X2, x3) is given.
The states in green output 0, whereas the states in red output 1.

Remark 2.8. As discussed in the introduction, stochastic dynamical sys-
tems are a popular framework for modelling aleatoric uncertainty. How-
ever, other types of dynamical systems also incorporate aleatoric uncer-
tainty without resorting to stochasticity, such as switched or distribution-
free noisy systems [Jun09, BWJ]24]. Extending our results to such settings
is left as an interesting direction for future work.

The notion of stochastic dynamical system is formalised as follows.

Definition 2.9 (Stochastic dynamical system). A stochastic dynamical system
of dimension d € N is a tuple X := (X, 7), where X C R is called the state
space, and 7 : 0(X) x X — [0,1] is a Markov kernel called the transition
kernel of the system.

In stochastic systems, sequences of probability measures play a role
analogous to that of state trajectories in deterministic systems.

Definition 2.10 (State probability measures). Given a system ~ = (X, T)
and a horizon K € N U {40}, a sequence (Ao, ..., Ax) is called a sequence
of state probability measures if

1. forallk =0,...,K, A : 0(Tx) — [0,1] is a probability measure on
(X,0(7x)),

2. forallk =0,...,K—1, A q is the pushforward measure of Ay by the
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kernel T, noted Ay 1= TH#Ay, ie.

M) = [ w(Al)A(an)

xe

forall A € o(X).

We invite the reader to read Appendix B for a formal definition of push-
forward measure. Similarly as for deterministic systems, a sequence of
state probability measures is uniquely determined by the so-called initial
state probability measure (often shortened to initial measure) Ay.

The notion of state trajectory is defined as follows.

Definition 2.11 (State trajectory). Given a system £ = (X, 7) and some
time horizon K € INU {+o0}, let (x, ..., xx) be a sequence of random vari-
ables associated with the sequence of state probability measures (Ao, ..., Ag),
called the state random variables. A sequence (xo,...,Xg) € XK is called a
state trajectory for X if, for every k =0, ..., K, xy is a realisation of x.

Example 2.12 (Linear system with Gaussian noise). Consider a dynamical
system of the form
Xk+1 = AXxg + wy,

where A € R?*? is a matrix, and wy, is the realisation of a Gaussian ran-
dom variable w ~ A/(m, C), where m € R is the mean and C € R%*? is
the covariance matrix. The state space of the system is R?, and the consid-
ered probability space is therefore (R?, o(R?)), where o(IRY) is the Borel
o-algebra generated by the usual open sets in the Euclidean space. This
system can be re-written as

i1 ~ T(-[xx),

where 7 : ¢(R?) x R? — [0,1] is defined as
T(Alx) = pnr(ax+mc) (A),

for all A € ¢(R?), with KA (Ax4+m,C) o(R?) — [0,1] being the probabil-
ity measure associated with the Gaussian distribution centred in Ax + m
and with covariance matrix C. Suppose that this system is initialised at a
Gaussian initial measure Ag : c(IRY) — R defined as

AO = yN(mg,Cg)/
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for some means and covariance matrices my € R? and Cy € R?*“. Then it
can be shown that
xk ~ )\k = HN(mk,Ck)’

where my and Cj satisfy the recurrences
my_ 1 = Amy 4+ m, Ck+1 = AC'kAT + C.

If, in addition, A is stable!, then the kernel of the system admits a unique
invariant measure

]/l = I/lN(m*/C*)’

where m, and C, satisfy
m, =Am, +m, C,=ACA' +C.

The notion of partial observability, extends naturally to stochastic sys-
tems as follows.

Definition 2.13 (Partially observable stochastic dynamical system). A par-
tially observable discrete-time stochastic dynamical system is a tuple (X, 7, ),
where Y. is a discrete-time stochastic dynamical system, A is any space of
finite cardinality (JA| < +o0) and is called the output space,and h : X — A

is called the output function.

Again, by abuse of notation, and when clear from the context, we will
write ¥ := (X, T, A, h) instead of (X, A, h) to refer to partially observable
stochastic dynamical systems. Similarly to for deterministic systems, the
output function & defines a partition of X, noted {[a]},ca.

As opposed to deterministic systems, outputs are now associated with
a probability measure, defined as follows.

Definition 2.14 (Output probability measures). Givenasystem X = (X, 7, A, h)
and a horizon K € IN U {400}, let (A, ..., Ak) be the sequence of state
probability measures. The sequence of functions (vp, ..., vk) defined as

vi(a) = Ay ([a])
forallk =0,...,Kis called the sequence of output probability measures.

Note that the definition above implies that v : 24 — [0, 1] is a probabil-
ity measure on the measurable space (A,24) where we set v (a) := v ({a})

n the sense that the modulus of all eigenvalues is strictly smaller than 1.
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by abuse of notation.
Finally, the notion of output trajectory is extended in the following way.

Definition 2.15 (Output trajectory). Given a system £ = (X, 7, A, h) and
some time horizon K € IN U {+o0}, let (yo,...,yk) be a sequence of ran-
dom variables associated with the sequence of output probability measures
(vo, ..., Vk), called the output random variables. A sequence (ap,...,ax) €
AKX is called an output trajectory for ¥ if, for every k = 0,...,K, ai is a
realisation of yg.

Remark 2.16 (Loss of Markov property — stochastic version). Partially ob-
servable stochastic systems also suffer from the loss of the Markov prop-
erty, such as defined in Remark 2.6 for deterministic systems. Let x; and
yi be the random variables respectively associated with the states and out-
puts of £, then, by definition of the Markov kernel, for all B € ¢(X),

lP(Xk €B | X1 = Xk—1,Xk—2 = Xk_2,.- ) = ]P(Xk €B | X1 = xk_1),
whereas, for all C € 24,
Py € Cl¥k-1 = Yk-1,Yk—2 = Yk—2,---) # Py € Clyx_1 = yx_1)-

This is a known property, discussed e.g. in [SNS10].
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Uniform memory-dependent
abstractions

abstractions for both deterministic and stochastic systems subject to

epistemic uncertainty. By modelling unknown systems as labelled
Markov chains that encode memory, we transform epistemic uncertainty into
purely aleatoric uncertainty. For each method, we describe how the abstrac-
tion is constructed from output samples, prove the guarantees it provides,
and validate our approach through numerical experiments.

THE following three chapters explore data-driven and memory-dependent

We first focus on data-driven memory-dependent abstractions of deter-
ministic systems. Especially, in this chapter we focus on the case where the
LMC encodes a uniform memory scheme, i.e. in which the nodes encode
output sequences of a fixed length (see Figure 3.1 for an illustration). We
will demonstrate that, when constructed appropriately, these abstractions
increasingly approximate the behaviour of the original system, and, as the
memory grows, the abstraction converges to the true dynamics, making
them asymptotically correct.

Similar methods have been investigated in the literature, although al-
ways in different frameworks. The works [MR99, MRO02] introduced the
similar concept of {-complete abstractions, although in the context of super-
visory control, a model-based control method introduced by Ramadge and
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X (.
2 &

R

G -

Fig. 3.1 Illustration of a uniform memory-dependent abstraction of a dy-
namical system. On the left: a partially observable deterministic dynami-
cal system with A = {L,R}. On the right: an LMC whose nodes encode
sequences of length 2. Being in the node (R, L) means that the current ob-
servation is L and that the previous observation was R.

Wonham (see e.g. [RW87, RW89] for an introduction). Moreover the guar-
antees obtained in this chapter are of a different nature, and depend on
different assumptions. More recently, /-complete abstractions have been
extended in [STR15] and applied to chaos detection in [GM23], but al-
ways in a model-based context. The works [PM23, CPM23] have inves-
tigated data-driven /-complete abstractions, however they focus on the
data-driven side by providing finite-sample guarantees, whereas our fo-
cus is on qualitative guarantees on abstraction performance — making these
works complementary.

Contributions. In this chapter we introduce data-driven and uniform
memory abstractions of deterministic dynamical systems. The main con-
tributions are summarised below.

1. Method. We propose a method to construct a so-called ¢-memory
Markov model that captures the behaviour of the original partially
observable dynamical system.

2. Guarantee. We prove that, under some assumptions, our abstraction
is asymptotically correct in the sense that increasing the memory to
infinity leads to a non-conservative abstraction. We also show that
the approximation quality is monotonically better with the memory.
To do that, we introduce the notion of perturbation of a system, and
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show that the behaviour of the abstraction is the one of the origi-
nal system, but slightly perturbed by a noise whose magnitude goes
monotonically to zero as the memory grows.

3. Numerical experiments. We provide numerical evidence that in-
creasing the memory leads to a better abstraction.

Outline. Section 3.1 clarifies the data-driven framework and states over-
all assumptions on the system. The overall abstraction method is described
in Section 3.2. In Section 3.3, we prove the asymptotic correctness of our
abstraction. To do that, we introduce the notion of perturbation of a sys-
tem, and give the necessary corresponding formalism. In Section 3.4 we
provide numerical evidence that increasing the memory leads to better ab-
stractions, and we provide conclusions and further research directions in
Section 3.5.

Publication. This work has been done in collaboration with Licio Ro-
mao, Alessandro Abate and Raphaél M. Jungers, and has been published
in [BRAJ23b].

3.1 Framework

In this chapter we consider deterministic dynamical systems of the form
Y= (X,f,Ah)where X C RY and is endowed with the o-algebra o(X) as
defined in Chapter 2, whose state and output trajectories are driven by

{xkﬂ = f(x),
Yk = h(xy).
As we will see in Section 3.2 and Section 3.3, a central characteristic of

our method is that we leverage the invariant measure of the system, defined
as the probability measure y : 0(X) — [0, 1] such that

(f#u)(A) == u(A)

for all A € o(X), and where f#u is the pushforward measure by f (see
Appendix B for a formal definition). The following is therefore a natural
assumption.
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Assumption 3.1 (Existence of the invariant measure). There exists an in-
variant measure y : 0(X) — [0, 1] for the transition function f.

We claim that this assumption is not restrictive, and is met in many
practical situations. Indeed in this setting, if f is continuous, then the as-
sumption is satisfied.!

As explained above, we consider a data-driven situation, in which one
can only sample observations of the system. In this work, this is formalised
by the fact that the initial state of . is random. More formally, we consider
that there exists a probability measure Ag : ¢(X) — [0, 1], noted

Xg ~ )\0.

This initial measure implies the existence of subsequent probability mea-
sures Ay : 0(X) — [0, 1] for the dynamical system, recursively defined as

Mey1 = fHM

for all k > 0, as well as probability measures on the outputs, noted vy :
24 — [0,1], and defined as

vi(a) = Ar([a])

foralla € A.

The initial measure also implies the existence of probability measures
on sequences of outputs. In the following, for any integer ¢ € IN, we will set
o(X)! := @', ¢(X), where @?_, denotes the {-th power c-algebra.?

Definition 3.2 (State sequences probability). Let ¥ = (X, f, A, h) be a de-
terministic system whose initial state is sampled according to the probabil-
ity measure A : 0(X) — [0,1]. Letk, ¢ € IN, then the system X induces a
probability measure on (X, o(X)"), noted A{ : ¢(X)* — [0,1], and defined
as, for any A x ... A1 € 0(X)5,

A(Agp X+ % A1)
k+0-2

= Orirn (dx; Ar(dxg).
e, /XHMGAHH<HI{ ) ( 1+1)> k(dxy)

1

I This directly follows from the Krylov-Bogolyubov theorem (see Theorem D.7).
2The ¢-th power c-algebra is a generalization of the product o-algebra.
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This measure also implies the existence of a probability measure on
sequences of outputs, noted vf Al [0,1], and defined as

Ve(ag, - agpo—1) = Ae([ax] x -+ X [agp0-1])

forall (ay,...,ar,¢_1) € A’. This measure on sequences of outputs will be
useful to construct and analyse our abstractions.

Definition 3.3 (System behaviour). Let X = (X, f, A, h) be a deterministic
system. For any k € IN, the set By (X, Ag) C AF defined as

Bk(z,/\o) = {(ao,...,ak_l) S Ak : Vé(ao,...,ﬂk_l) > 0}

is called the k-long behaviour of the system. The set 3 (%, Ap) € A* defined
as

B(Z//\O) = U Bk(Z,)L())
keN

is called the behaviour of the system.

In this chapter we will construct an abstraction whose behaviour is
close to the one of the original system. Note that this definition of be-
haviour is inspired from Willem’s behavioural approach, see e.g. [PW97] for
an introduction.

3.2 Method

In this section we provide the method to construct the uniform memory
abstraction of a deterministic system. The systems will be abstracted by a
particular type of LMC called a ¢-memory Markov model, defined as follows.

Definition 3.4 ({-memory Markov model). Let ¢ € IN be a natural number
and A be a finite alphabet. An /-memory Markov model is an LMC I'y :=
(Se, A, 14, 74,1y) where

e the states S, is a subset of /-long output sequences, thatis S, C Af,

e 7, :25% xS, — [0,1] is such that for all two sequences (ag, ..., a7 1),
(by,...,by) €Sy, if (ay,...,ap_1) # (b1,...,by_1), then

Tf((bl/ . .,b[)|(ﬂo, .. .,Elgfl)) =0,
e the labelling function I, : S; — A is defined as ly(ay, ..., ay) := ay.
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Because of the definition above, we will simplify the notations and note

T(aglao, ..., a0-1) = 7 ((ay,...,a,)|(ao, ..., ar-1))

forall ay,...,a; € AT, Intuitively, a /-memory Markov model is a gener-
alization of a Markov chain, in which the probability of the current obser-
vation only depends on the ¢ last observations. Similar ideas are studied
e.g. in [WC17].

Definition 3.5 (/-memory Markov model behaviour). Given a /-memory
Markov model I'y = (Sy, A, 14, 74,1y), and for any k € N, the set By (T';) C
AF defined as

Bk(rg) = {(ﬂo,.. .,ak_l) S Ak : ,‘uk(ﬂo,.. .,ag_l) > O},

where y* is the k-long probability measure generated by 'y such as de-
fined in Chapter 1, is called the k-long behaviour of the /-memory Markov
model. The set B(I'y) C A* defined as

B(Ty) = |J Bi(Ty)
kelN

is called the behaviour of the /~-memory Markov model.

Remark 3.6. Although both are denoted by B, the objects B(X, Ag) and
B(I'y) are different: the former is the behaviour of the sampled determin-
istic system, while the latter is the behaviour of the Markov model.

As explained above, we will provide a method to construct a /-memory
Markov model I'y whose behaviour B(T'y) is close to B(%, j19), the behaviour
of the original system.

Our data-driven method is provided in Algorithm 1, and consists in
sampling output trajectories from the partially observable dynamical sys-
tem and constructing transition probabilities by empirical counting of out-
put sequences. Formally, we define the frequency as follows.

Definition 3.7 (Frequency). Let X be a deterministic system whose initial
state is sampled according to a probability measure u. For any trajectory
length £ € N, let

wy = {(ah..,a, )}, € A

be a collection of N output trajectories. The function F;,\] c AL = [0,1] is
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defined, for any (ag,...,ay_1) € Al by

1=

1
P;V(ao,...,ag,l) = N ‘

1

1{(&6,...,&12_1) = (ao,...,ag,l)}.

I
—

where 1 is the indicator function. The limit for N — oo is noted

E, := lim FN. 1
T NG 3-1)

Algorithm 1 Construction of a /~-memory Markov abstraction

1: Generate output trajectories of the system X whose initial state is
sampled according to the invariant measure u and, for all sequence
(ag,...,a7) € A™1, compute

Fy(ag,...,ap-1) (¢-long frequency)
Ey(ao,...,ar) ((¢ 4 1)-long frequency),

where F, is the counting function such as defined above.
2: Let S be defined as

S= {(ﬂo,...,ﬂg,l) S Al P}t(ﬂO/”-raEfl) = 0}

Define ~
S, = AP\ S.

3: Generate output trajectories of the system X initialised at the initial
measure Ao, and, for all sequence (ay,...,a;_1) € Sy, compute

Fy,(ao,...,a0-1) (¢-long frequency).
For all /-long sequence ay, ..., a,_1, let
Lg(ﬂg,...,ﬂg,l) = F/\o(llo,...,ag,l). (32)

4: For all (Llo,...,&lg,l), (al,...,ﬂg) € Sy, let

. F‘u(llo,...,{l[)
T (aglag, ..., ap_1) = W-
PR Vi

return The /-memory Markov model I'y := (Sy, A, 1, 1y).
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Assumption 3.8. We have access to infinitely many samples in Algorithm 1.
That is, one can compute exactly F, as described in (3.1).

Remark 3.9 (Infinite scenarios). In this thesis, we do not focus on the case
when one only has access to a finite number of samples (as formalised in
Assumption 3.8), although our abstractions can be constructed in a Monte-
Carlo fashion, making them data-driven in that sense. However handling
finite observation scenarios (N < +o0) is a key challenge, requiring ad-
vanced techniques like the scenario approach [CG19], conformal predic-
tion [CPLM24], or compression learning [MPL15]. This is a dissociated
(but very relevant) problem, and relating it with our work is beyond this
thesis scope.

Remark 3.10 (Sampling from the invariant). In practice, computing the in-
variant output probabilities can be done in at least two ways. Either one
samples a sufficiently large number of (¢ + 1)-long output traces initialised
at the invariant distribution. Or, employing Birkhoff’s theorem (see e.g.
[Shil6]), one samples a very long output trace initialised at any initial dis-
tribution.

In regard of Assumption 3.8, Algorithm 1 can be interpreted as follows.
In step 3, we set

t(ag, ..., ap) == Vg(a(),...,ﬂg)
=Py, (yo=4a0,...,Yr-1 = ap_1).
In steps 1 and 3, we set
p 1 ([ao] X - - - x [ag])

pi(lao] x -+ x [ag1]) (3.3)
= ]PV (yg = {Ilg‘yo =4ag,.---,Yr—-1 = ag,l) .

T(aglag, ..., a0-1) ==

Our /-memory Markov is therefore initialised at a measure corresponding
to the initial regime of the original system, but the invariant regime is used
to transition. In the following section, we will show that this construction
leads to asymptotic guarantees.

It becomes direct from (3.3) that the following assumption is necessary.

Assumption 3.11. For all sequences (ay, ..., a;) € A,
# ([ao] x - -~ x [aga]) > 0.
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Assumption 3.11 exposes a fundamental limitation of our method. If
the invariant measure is degenerate, observations at stationarity carry no
information about the system. Consider for instance a stable deterministic
linear system x;,1 = Auxy: its unique invariant measure is the Dirac mass
4o, so all observations at stationarity are identically zero. Crucially, aug-
menting memory does not resolve this issue, as the joint output measure
vl at stationarity remains a Dirac mass ¢(g o). The method therefore re-
lies implicitly on the invariant measure being sufficiently non-degenerate,
in the sense that output sequences sampled at stationarity are informa-
tive about the system dynamics. We believe that Assumption 3.11 may
be linked to mixing properties of the system: intuitively, a mixing system
is one whose trajectories eventually explore the entire invariant set, which
would guarantee that the invariant measure has positive mass on all reach-
able cells. Moreover, the slower the system mixes, the larger the memory
£ required for the abstraction to be informative. In this thesis, we will not
focus on this question, and investigating such links is left as further work.

3.3 Guarantee

In this section we will prove that our abstractions are asymptotically cor-
rect, in the sense that a theoretically infinite memory ¢ leads to an exact
representation of the partially observable original dynamics . More pre-
cisely, we will show that the behaviour of the abstraction is the same as
the behaviour of a perturbation of X (defined below), whose perturbation
magnitude decreases with memory.

Definition 3.12 (Perturbation of X). Let £ := (X, f, A, h) be a determin-
istic system, and let ¢ € R be a perturbation magnitude. Let W, C RY be
such that, forany w € W,, ||w|| < eand, for all k, let ;. : 0(W,) — [0,1] bea
probability measure on (W, 0(W;)). The tuple £ := (X, f, A, h, We, (1x)ken)
is called the perturbation of X.

Intuitively, given a system X, the perturbation of X is a partially observ-
able deterministic dynamical system with the same transition function as
X but whose state is potentially perturbed by an additive noise at each time
step.

Definition 3.13 (Perturbed state trajectory). GivenasystemX = (X, f, A, h)
and a perturbation ¥, := (X, f, A, h, W, (i)ren), let (wi)ren be a se-
quence of random variables associated with the sequence of probability
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measures (7i)reN- A sequence (xo, x1,...) is a perturbed state trajectory if,
for some realisations (wy ) e oOf the random variables (wg)ren,

X1 = f (3 +wi) B4

forallk=0,1,....
Assuming that the initial state of a perturbation is sampled according
to a probability measure Ag : 0(X) — [0,1], we can extend the notion of

behaviour to perturbations as follows. Let (Ax)rcn be a sequence of proba-
bility measures on (X, ¢(X)) such that Ay := A¢, and such that

A / / dwe) A (d
kr1(A ex nkeW (s wy) (A)17 (dwg ) Ag (dac )

forallk=0,1,....

Definition 3.14 (Perturbed state sequences probability). Given a system

Y = (X, f,A,h) and a perturbation £, := (X, f, A, h, We, (171 )kew) Whose

initial state is sampled according to the probability measure A : 0(X) —
[O, 1], let k,{ € IN. The perturbation ¥, induces a probability measure

on (X!,0(X)"), noted AL o(X)! — [0,1], and defined as, for any Ay x
- Appi—1 € 0(X)Y,

Ap(Ag x -+ X Agyyq)

XkEAk /xk+g,1€Ak+g,1 /ZUkEWE /wk+g,1€W5

k02 k02 i
H O f(x;+w;) (AXis1) H ni(dw;) | Ae(dxy).

i=k

Similarly as in the non-perturbed case, we can defined the measure on
sequences of outputs, noted ﬁ,f Al [0,1], and defined as

Ue(ag, . agro1) = Ap([ag] % - - x [agip-1])

forall (ag,...,a.0_1) € A'. The notion of behaviour is therefore naturally
extended as

By(£e, o) = {(ao, ..., a0-1) € A" : 5i(aq,...,ap_1) > 0}
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and

B(Ze, Ao) = U By(Ze, Ao).
leN

We now prove the main result of this chapter.

Theorem 3.15. Let X := (X, f, A, h) be an asymptotically observable system (see
Definition 2.5) whose initial state is sampled according to some initial probability
measure Ay : 0(X) — [0,1]. Let T'y be the {-memory Markov abstraction given by
Algorithm 1 such that Assumption 3.11 is satisfied. Then there exists a monotoni-
cally decreasing sequence of perturbation magnitudes (e;) e with limy_, €9 =
0 and perturbation %, (see Definition 3.12) such that B(Ty) = B(%e,, Ao).

Proof. Our proof relies on the existence of a lifted partition for the original
system. For all (ag,...,a_1) € Al let

H{Ilo, .. .,llg,l]]
= {xy_1 € X : there exists a trajectory (xo,...,xy_1) with h(x;) = a;}.

Let &/ be the diameter of the largest such set, that is

g/:=  max sup llx —y]. (3.5)
(a0,--0-1) €A x ye[ag,....ap1]

By asymptotic observability of £ and compactness of X, the maximal di-
ameter ¢, decreases with ¢ and tends to zero as ¢ grows.

We now show the existence of measures (1, )x>( such that the corre-
sponding perturbation with dynamics x; 1 = f(xx + wg) , wx ~ 1i (see
eq. (3.4)) has the same behaviour as the {-memory Markov abstraction. We
will proceed by construction. Let Ag := Ay, which implies that

;\g(ﬂao,...,ag,l D= vg(ao,. v bg_q) = (ag, ..., a0-1). (3.6)
We now show the existence of a measure Ag : ¢(X) — [0, 1] such that

1. there exists 179 : 0(We,) — [0,1] such that the random variable X
associated to the measure A( can be written as

Xo = Xo + wo,

where %y and wq are the random variable associated to Ay and 10,
respectively.
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2. forallag,...,ap_1 € Al

175“(010, A ,ag)

7 = Té(af‘ao,...,ag,l). (37)
Vo(ﬂo, e, Bp_1)

Such measure A is defined as, for all A C [aq,...,a,_1],

_ B 175(110,...,116—1)
A(A) := V(A)‘z/([[ﬂo/- cap1])

The second point above can be directly verified by computation. The first
point follows from the fact that

Ao([ao, - .., ap1]) = 75(ao, ..., a0_1) = Ao([ao, - .., ar-1]),

meaning that any realisation X can be written as %y + wo, with |[wy| < ¢,
by (3.5), since ¢y is the maximum diameter of cells [ay, ..., a,_1].
Now, let A} = f#)o. Again, we can show the construction of a measure

AM(A) = #(A)Vé([[gl,,,.,a(g]])

such that there exists 71 : 0(We,) — [0, 1] for which X; = %; + wy, where %;
and w; are the random variable associated to A; and 73, respectively, and
such that ,

7 oy, a0)

= = T[({Zg+1|ﬂ1, e, ay). (3.8)
vi(ay, ... a)
The same reasoning can be done recursively on k = 1,2,.... Equa-

tion (3.6), which yields that the perturbation is initialised similarly as the ¢-
memory Markov abstraction, and the transition equalities for all k (in (3.7)
and (3.8) for k = 0 and k = 1, respectively) imply that the behaviours of
the perturbation and the /-memory Markov abstraction are the same. [J

Theorem 3.15 is central in our work because it justifies the method pre-
sented in Algorithm 1. It indeed guarantees that the behaviour of I'y is the
same as the behaviour of a perturbation whose noise is decreasing (and
goes to zero) in magnitude, thereby making it closer and closer to the be-
haviour of the original system. An illustration of this result is provided in
Figure 3.2. While this result is asymptotic in nature and does not provide
explicit error bounds for any fixed memory /, it offers a theoretical founda-
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tion for a practically appealing heuristic: the more memory is incorporated
into the abstraction, the more faithful it becomes to the original system.

Fig. 3.2 Illustration of Theorem 3.15. The black trajectory is an exam-
ple of trajectory of the original system. Let I'; be the 1-memory Markov
abstraction of the original system, Theorem 3.15 guarantees that the be-
haviour of this abstraction is the same as the perturbation £, for which
an example of perturbed trajectory is depicted in green. We also illustrate
a perturbed trajectory of £,, the perturbation corresponding to memory
¢ = 2, and whose perturbation has therefore a maximum norm of ¢; < ¢;.

3.4 Numerical experiments

In this section we give numerical evidence that the behaviour of the /-
memory abstraction is closer and closer to the true behaviour B(X, Ag).

We perform our analysis on the Sturmian dynamics, because it is a typ-
ical example of a system that necessitates infinite memory to be exactly
represented (see Example 2.7). We consider an angle ¢ = v/2/5, and we
assume that the states are sampled according to a uniform distribution on
X = [0,1), that is A¢ is the Lebesgue measure on X. We perform the fol-
lowing experiment:

e fork=1,...,20, we compute B (%, Ao),?

3This amounts to computing all the possible Sturmian words of length k [Fog02].
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e for memories ¢ =1,...,6:

- we compute I'y according to Algorithm 1,

- fork =1,...,20, we compute By (T;) and compute
At = |Br(Te) \ Bi(Z, Ao)| (3.9)

Af is a measure of the abstraction quality for a fixed horizon k. Indeed,
by construction, it holds that By (X, Ag) C By (I'y) for all k — the abstraction
is an over-approximation of the original dynamics — and therefore the set
Bi(Ty) \ Bi(Z, Ag) is the set of all spurious trajectories in the abstraction.*
Note that, again by construction, it holds that Af =O0forallk </{+1.

The values of Af for the Sturmian dynamics are collected in Table 3.1.
Our results confirm that increasing the memory length ¢ generally im-
proves the quality of the abstraction, though the improvement is not strictly
monotonic (for instance, the 3-, 4-, and 5-memory Markov abstractions ex-
hibit identical behaviour across all values of k). Notably, even a modest
increase in memory can yield substantial improvements: at k = 20, the
number of spurious trajectories drops from over 2000 with memory 2 to
fewer than 100 with memory 3.

3.5 Summary and further research directions

Chapter 3 - Summary

In this chapter, we provided a method to construct a data-driven and
uniform memory abstraction of deterministic dynamical systems, and
proved its correctness.

Section 3.1 — Framework

This section establishes the theoretical foundation for constructing uni-
form memory-dependent abstractions of deterministic dynamical sys-
tems. We describe the exact framework considered in this chapter, that
is partially observable deterministic dynamical systems whose initial
state is sampled. A key assumption is the existence of an invariant
measure y (Assumption 3.1), which ensures that the abstraction that
we will construct is well-defined. Finally the section introduces prob-
ability measures on state and output sequences arising from the initial

4This result will be formally proven in Chapter 4 in a more general framework.
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(=1 (=2 (=3 (=4 (=5 (=6
2 @ © (16 (32) (64
k=1 0 0 0 0 0 0
k=21 0 0 0 0 0 0
k=3 1 0 0 0 0 0
k=4 | 3 1 0 0 0 0
k=5 | 7 3 0 0 0 0
k=6 | 14 6 0 0 0 0
k=7 | 26 11 1 1 1 0
k=8| 46 19 2 2 2 0
k=9 | 79 31 3 3 3 0
k=10 | 133 49 5 5 5 0
k=11| 221 76 8 8 8 1
k=12 | 364 116 11 11 11 2
k=13 | 596 175 15 15 15 3
k=14 | 972 262 21 21 21 4
k=15| 1581 390 28 28 28 6
k=16 | 2567 578 36 36 36 8
k=17 | 4163 854 47 47 47 10
k=18 | 6746 1259 61 61 61 13
k=19 | 10926 1853 77 77 77 17
k=20 |17690 2724 97 97 97 21

Table 3.1 Values of Ai as defined in (3.9) (number of spurious output tra-
jectories) for the Sturmian dynamics, for{ =1,...,6andk =1, ...,20. The
zeros in bold could have been predicted by construction of I'y. The num-
bers in parenthesis are the size (i.e. the number of nodes) of the resulting
abstraction.

measure, which are critical for defining the behaviour of the system,
crucial to analyse the abstraction quality.

Section 3.2 — Method

We propose a method to construct a -memory Markov model I, that
approximates the behaviour of the original system. The abstraction is
built in three steps: (1) sampling output trajectories from the system,
(2) counting frequencies of sequences, and (3) using these frequen-
cies to define the initial and transition probabilities of the /-memory
Markov model.

Section 3.3 — Guarantee
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This section proves the asymptotic correctness of the abstraction. We
introduce the concept of a perturbation %, where the state is sub-
ject to additive noise bounded by ¢. The main result (Theorem 3.15)
shows that the behaviour of I'y matches that of a perturbation P ,, with
(€¢)¢>1 monotonically decreasing to zero as / increases. This implies
that as memory ¢ grows, the abstraction behaviour converges to the
true system dynamics, with the perturbation vanishing in the limit.
The proof relies on the asymptotic observability of the system and
the shrinking diameter of state sets corresponding to longer output
sequences, ensuring the abstraction becomes arbitrarily precise.

Section 3.4 — Numerical experiments

Numerical experiments on the Sturmian dynamics (see Example 2.7)
validate the theoretical guarantees. We compute the number of spu-
rious trajectories (trajectories in I'y but not possible in the original
system) for varying memories ¢ and horizons k. Results in Table 3.1
demonstrate that increasing ¢ significantly reduces the number of spu-
rious trajectories, confirming that longer memory yields more accurate
abstractions.

Chapter 3 — Further research directions

In general, we believe that this method is a genuine alternative to clas-
sical state space refinement methods, and offers a practical alternative
to decrease epistemic uncertainty. The following directions can be con-
sidered for future research.

Relate true and perturbed behaviours

While Theorem 3.15 establishes that the behaviour of the /-memory
Markov abstraction I'y matches that of a perturbation %, with vanish-
ing noise, a deeper theoretical connection between the perturbed and
true system behaviours remains to be explored. One promising direc-
tion is to quantify how the perturbation ¢, propagates through the sys-
tem dynamics, particularly under additional regularity assumptions
such as Lipschitz continuity of the transition function f: if f is Lip-
schitz, the effect of the perturbation on the state trajectory could be
bounded explicitly over time. This would allow for rigorous error

66 |



Summary and further research directions | 3.5

bounds between the trajectories of the true system and those of its per-
turbation, providing a better understanding of how the abstraction er-
ror decays with increasing memory ¢. Another direction is to consider
contraction or incremental stability of the system, which would imply
that the long-term error scales with &y or vanishes completely. Such
results would not only strengthen the theoretical guarantees but also
offer practical insights into the robustness of the abstraction method.

Finite number of observations

The current framework assumes access to an infinite number of sam-
ples (Assumption 3.8), which is unrealistic in practice. A critical exten-
sion is to develop finite-sample guarantees for the -memory Markov
abstraction. As highlighted in Remark 3.9, techniques such as the sce-
nario approach [CG19], conformal prediction [CPLM24], or compres-
sion learning [MPL15] could be leveraged to provide a probabilistic
version of Theorem 3.15.

Adding control inputs

The current work focuses on autonomous deterministic systems, but
many applications involve controlled systems of the form x;.1 =
f(xx, ug), where uy is a control input. Extending the framework to
such systems would require incorporating control-dependent transi-
tions into the /-memory Markov model, making it a Markov Decision
Process (or MDP for short, see [SB] for an introduction).






Adaptive memory
refinement

stractions for deterministic dynamical systems, where the abstraction

memory length ¢ was fixed and applied uniformly across all states.
While this approach guarantees asymptotic correctness as ¢ increases, it
may lead to unnecessary computational complexity, especially when only
certain regions of the state space require longer memory to accurately cap-
ture the system behaviour.

This chapter extends those results by developing adaptive memory ab-
stractions, where the memory length is not uniform but instead tailored to
the local dynamics of the system, as illustrated in Figure 4.1. Instead of
encoding fixed-length output sequences, the abstraction now uses timed
sequences of varying lengths, allowing for a more efficient and precise
representation of the system behaviour. By refining the memory adap-
tively (only where needed), we aim to balance accuracy and computational
tractability, ensuring that the abstraction remains both data-driven and
sound (in the sense that it is an over-approximation of the original dynam-
ics). Note that our focus in this chapter is therefore different than in Chap-
ter 3: instead of guaranteeing asymptotic correctness as the memory length
grows uniformly, we aim to quantify behavioural richness and to prove that
the resulting abstractions are sound.

IN the previous chapter, we introduced uniform memory-dependent ab-
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Fig. 4.1 [Illustration of an adaptive memory-dependent abstraction of a
dynamical system. On the left: a partially observable deterministic dy-
namical system with A = {L,R}. On the right: an LMC whose nodes
encode an adaptive memory scheme. When the current output is L, the
previous output is encoded. However, when the current output is R, the
past is forgotten, and no memory is considered.

The adaptive memory scheme is determined by a greedy refinement al-
gorithm, which iteratively adjusts the memory depth in regions where the
abstraction is insufficiently precise. The algorithm relies on a notion of dis-
tance between labelled Markov chains (LMCs), quantifying the improve-
ment of approximation quality from iteration to iteration. Even though,
in principle, any distance may be used for our purposes, we propose in
Chapter 6 a new distance, which we call the Cantor-Kantorovich distance.

Iterative refinement of the state space has been explored in the liter-
ature within abstraction-based methods, for instance in [EZSA13]. How-
ever, these existing approaches do not incorporate memory-dependent ab-
stractions. The work in [YMR20] is the most closely related to ours, as
it also introduces adaptive memory schemes through sets of finite-length
sequences of varying lengths. However, [YMR20] adopts a model-based
approach, relying on explicit knowledge of the system dynamics and a
specification-driven refinement process. In contrast, our work presents a
data-driven and specification-free framework. We construct abstractions
directly from sampled trajectories, allowing the memory length to adapt
locally to the system’s behaviour without requiring a predefined model or
control objective.
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Contributions. In this chapter we introduce data-driven and adaptive
memory abstractions of deterministic dynamical systems. The main con-
tributions are summarised below.

1. A general memory-dependent framework. We formalise a general
framework for abstractions that encode both past and future memory
sequences, possibly of different lengths, in their states.

2. Guarantee. We prove that, under some assumptions on the dynamics
and sampling procedure, such abstractions are sound in the sense
that they over-approximate the original dynamics. We further show
that this soundness guarantee extends to infinite output trajectories:
any B-LTL specification (see Chapter 1) verified almost surely on the
abstraction is certified to hold for all infinite output trajectories of the
original system.

3. Method. We propose a practical method to construct a so-called
adaptive-memory Markov model that captures the behaviour of the orig-
inal partially observable dynamical system, as well as a refinement
procedure to decide a memory scheme for the abstraction. We will
prove that this method leads to the guarantee presented earlier.

4. Numerical experiments. We provide empirical evidence that increas-
ing the memory leads to a better abstraction. We show this in three
ways: (1) we show that our method is able to create an abstraction
whose partition aligns well with the dynamics, (2) we compare our
method to the uniform memory presented in Chapter 3 and (3) we
apply our method to the safety analysis of a real-life system.

Outline. Section 4.1 introduces the mathematical framework for adaptive
memory abstractions, extending the deterministic dynamical systems set-
ting from Chapter 3. Section 4.2 formalises the concept of adaptive memory
abstractions, defining timed sequences, adaptive memory partitions, and the cor-
responding labelled Markov chains. It also establishes the theoretical guar-
antees of soundness (behavioural inclusion) under appropriate assump-
tions, and derives a corollary showing that any B-LTL property verified
on the abstraction certifies all infinite output trajectories of the original
system. Section 4.3 presents the REFINE algorithm, a data-driven proce-
dure for iteratively refining the memory scheme to improve abstraction
accuracy. The correctness of the algorithm is proven. Section 4.4 demon-
strates the practical benefits of the approach through three numerical ex-
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periments. Finally, Section 4.5 summarises the contributions and discusses
potential directions for future research.

Publication. This work has been done in collaboration with Licio Ro-
mao, Alessandro Abate and Raphaél M. Jungers, and has been published
in [BRAJ23a, BRAJ25].

4.1 Framework

In this chapter we consider a similar framework as in Chapter 3, namely
deterministic dynamical systems of the form ¥ = (X, f, A, h) where X C
R and is endowed with the c-algebra o'(X), whose state and output tra-
jectories are driven by

{xk-i-l = f(xk)/
Y = h(xg).

Again, we consider that we can sample observations, that is, we as-
sume that the initial state of X is random, and therefore that there exists a
probability measure Ag : 0(X) — [0,1].

In this chapter, we will formalise a general notion of memory-dependent
abstraction for such dynamical systems. Our main focus is on proving that
behavioural inclusion holds for these abstractions, that is, whether

B(X,Ap) C B(T)

holds, where I' is a memory-dependent abstraction of the system. Such
abstractions are called sound abstractions, because any “safety” property
proven on those implies that the system exhibits a similar property, al-
though conservativeness can be observed. More precisely, we will show
that behavioural inclusion implies that any B-LTL specification (see Chap-
ter 1) verified almost surely on I" holds for all infinite output trajectories of
2. In order to be able to both (1) write a common formalism and (2) prove
behavioural inclusion, we restrict our analysis to invertible dynamics.

Assumption 4.1. The transition function f is invertible.

This assumption is needed to handle abstractions that incorporate past
memory, ensuring that every state has a unique, well-defined past trajec-
tory. It is not required when restricting to future memory only; see Re-
mark 4.4 for a more formal discussion.
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4.2 Adaptive memory abstractions

In this section we introduce a general framework for memory-dependent

abstractions of sampled deterministic dynamical systems. This framework

includes both past and future memory sequences, possibly of varying lengths.
We first introduce timed sequences, defined as follows.

Definition 4.2 (Timed sequence). Let A be an alphabet, and let s, € INj.
A timed sequence over the time window [—s, t] is a map

w:{-s,—s+1,...,t} = A.

We write it as

w[—S,t] = (a—S/ aA_s41,--- /at)/

where a; := w(i) foreachi € {—s,...,t}.

Remark 4.3. The /-memory sequences of Chapter 3 are a special case of
timed sequences: a fixed memory length ¢ corresponds to restricting all
timed sequences to the time window [-¢+1,0],i.e.s =/ —1and t = 0,
using only past outputs and no future lookahead.

As in Chapter 3, an abstraction is defined by a partition of the state
space. A timed sequence W _sf = (a_s,...,a;) defines a subset of the state
space as follows:

fP(x=s) = xo,

h(fiﬂ(x—s)) =a;, Vie{-s, ...t}

[[w[,s,t]ﬂ =X € X|Ix_s € X:

Intuitively, a timed sequence w|_, ) is a sequence of outputs w € Astit]
linked to a time window from k = —s to k = t. The index 0 corresponds to
the current time, negative indices denote past outputs and positive indices

denote future outputs. The corresponding [[w[_s,t]]] is the set of states at

k = 0 compatible with this trajectory. An illustration is provided in Fig-
ure 4.2.

Remark 4.4. Assumption 4.1 is needed precisely because blocks [w_ ;]
with s > 0 encode past observations. If f were not injective, a given state
xo could admit two distinct pre-images x_1 # x" | with h(x_1) # h(x" ),
so xg would simultaneously belong to two different past-memory blocks,
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violating the partition property. In contrast, if all timed sequences are re-
stricted to future memory only (i.e., s = 0), the blocks reduce to

[[w[o,t]ﬂ - {xo €X ‘ h(fi(xo)) —a, Vie {O,...,t}},

which are well-defined and non-overlapping for any f. In this case, As-
sumption 4.1 is not required, and behavioural inclusion (Proposition 4.10)
holds under Assumption 4.9 alone.

labei-1,1)]
>

Fig. 4.2 Illustration of a subset [abc_y1)]. The sets of states A := {x :
h(x) = a} and f(A) := {x : h(f~'(x)) = a} are depicted in blue, the
set of states B := {x : h(x) = b} is depicted in red, and the sets of states
C:= {x :h(x) = c}and f1(C) := {x : h(f(x)) = c} are in green.
The intersection of f(A), B and f~!(C) is the set of states xo such that,
previously, h(x_1) = a, currently h(xg) = b and, subsequently, h(x;) = c.

The partition corresponding to a set of words is defined as follows.

Definition 4.5 (Adaptive memory partition). A set of timed sequences

W= {w[l*SLtl]’ T ’wfisK'tK}}



Adaptive memory abstractions | 4.2

defines a partition of the state space if

U [[wl[lsk/tk]]] =X,

k=1,...,.K

. k ! —
vk £ 1 Jof ol 0 [elag] =2
In this case, a subset [[wk_ ]] is called a block.
[—stte]

Given any set of timed sequences defining a partition, we are now
able to define its corresponding abstraction. The resulting abstractions
are called adaptive memory Markov models, because they encode memory
schemes of adaptive lengths.

Definition 4.6 (Adaptive memory Markov model). Let W be a set of timed
sequences. An adaptive memory Markov model is a LMC

1-'I/\/ = (SW/ A/ lw, Tw, ZW)
where
* the states Sy are the timed sequences, thatis Sy := W.

e 7y : 2W x W — [0,1] is such that, for any two timed sequences

1 2 .
w w W, if
[suti]? Plospty) €V
2 1
w (w[—sszz] w[_sl/t1]> =0,
then w! and w? are of the form
[—s1,t1] [=s2,t2]
1 _
w[fsl,ﬁ] - (a_slf cees0_53-1,Cg3,++, Ct3)
2 _
w[*SZ,tQ] - (C_53’ - Cgy bt3+l/ sy btz)/

i.e. they overlap.
o the labelling function Iy : W — A is defined as, for all w|_; =
(a_s,...,at) €W, lw(w[fs,t]> = ag.

This model generalises the /-memory Markov model of Definition 3.4,
as noted in Remark 4.3.
We are now able to define adaptive memory abstractions.
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Definition 4.7 (Adaptive memory abstraction). Let X = (X, f, A, h) be a
deterministic dynamical system whose initial state is sampled according
to Ag, and let W be an adaptive memory partition that satisfies Assump-
tion 4.8. An adaptive memory abstraction for X is an adaptive memory
Markov model T'y := (Sw, A, tw, Tw, lw) (defined in Definition 4.6) such
that, forallw;_; € W,

w (®-s) = o ([w-s] )

and, for any two
l —
Z{J[fsl,tl] - (afsll e /a—S3—1/C*S3/ . /Ct3>
2 _
w[strtZ] - (C753’ o s Cty, bf3+1/ LR bt2>/

the transition kernel 1y is defined as

Yo ([012,]) @)

1 = |
w[_sl,t1]> Ao ( [[w%—slrtl]]] )

;= (=g, o ) CsgrevesClyyenn,bry).

2
w (w[—sz,fz]

with
1,2
[—s1t2

Intuitively, an adaptive memory abstraction groups initial states by the
output sequences they produce over some (both past and future) time win-
dow: two initial states belong to the same block if and only if they generate
identical outputs over that window. Transitions between blocks are gov-
erned by the conditional probability (4.1), which, given that a trajectory
currently lies in block w%fsml]’ measures the likelihood of it moving into
a block w%ﬁs ] that, with respect to w%ﬁs ;

2,82 141

I encodes new future observa-
tions and erases some past observations.

In the following, we will show that such abstractions are sound in the
sense that behavioural inclusion holds. Because this abstraction is only
constructed from sampled observations, some assumptions on the sam-
pling measure are needed.

Assumption 4.8. The set of timed sequences W is such that, for all Wi_gp €

%o ([o-sa]) >0

7
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Assumption 4.8 is a natural necessary condition in the context of data-
driven methods, and ensures that the conditional probability (4.1) is well-
defined.

We will also need the pair (f, Ag) to satisfy the so-called Lusin N~! con-
dition (see e.g. [HK14, Section 4.4]), defined as follows.

Assumption 4.9 (Lusin N~! condition). For all A € o(X), if Ag(A) = 0,
then Ag(f~1(A)) = 0.

Assumption 4.9 is commonly satisfied in many practical situations. This
includes homeomorphisms, i.e. continuous and invertible mappings whose
inverse is continuous (such as most linear systems), though it is not re-
stricted to these [HK14].

We are now able to formally prove behavioural inclusion for such ab-
stractions.

Proposition 4.10. Let ¥ = (X, f, A, h) be a deterministic dynamical system
whose initial state is sampled according to Ay, and let T'yy be an adaptive memory
abstraction for X given an adaptive memory partition W. Then, if Assumption 4.8
and Assumption 4.9 are satisfied, then it holds that B(X, Ag) C B(T'w).

Proof. It suffices to show that, forall k € IN, for all timed sequences w1} =
(bo ... bx_1),if Ao([w)gx—1)]) > 0 in the original system, then 1k (w) > 0in
the LMC Ty, where p* : 24" 5 [0,1] is the probability measure on the
k-long language Ak generated by I'yy, and where w = (by,...,bx_1) € Ak,
Since Assumption 4.8 is satisfied, the condition p*(w) > 0 holds if there

exists a sequence of timed sequences w? o wk € W such
1 q [=soto]” """ [—sk—1tk—1]

that Iy (w’t—s,-,t,-]) — b foralli=0,...,k—1,and

Ao ([[wl['*sirti]]] nft ([[wtiiﬂiiﬂ]]])) >0

foralli =0,...,k — 2. We will therefore prove this property.
First, it holds that

[[w[o,k—l]]] Zl Oﬂ f (I[( )[00]])

where (b)(g ) denotes the timed sequence composed only of the letter b.
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Moreover, since W defines a partition, it holds that
[[(bi) [0,0]]] = U [si]
sislw (si)=b;

foralli =0,...,k — 1. Therefore, one can write

[[w[O,kfl]]]: N f_i( U [[Siﬂ)
sitlw (si)=b;

l’ZO,...,k*l (S,‘

N U .

i:O,...,k—l Si:lw(si):bi

4.2)

Now, since Ag ( [[w[o,k—l}]] ) > 0, then there exists at least a sequence sy, . .., 5¢_1 €
W such that I(s;) = b; and such that

Ao ( n <[[si1]>> > 0.

i=0,....k—1

Furthermore, one can say that the inequality above implies that

A sl 00 (Isigal)) > 0 (43)

foralli = 0,...,k — 2. This is explained by the fact that, for any three
sets A,B,C, if A\((ANBNC) > 0, then it holds that Ag(AN B) > 0,
AM(ANC) > 0and Ap(BNC) > 0. By invertibility of f, (4.3) implies
that A ([s;] N ! ([siz1])) > Oforalli = 0,...,k — 2, and the proof is
completed. O

While Proposition 4.10 establishes inclusion of finite output words, it
also carries implications for infinite output trajectories. To formalise this,
we first extend the notion of system behaviour to infinite traces.

Definition 4.11 (System infinite behaviour). Let ¥ = (X, f, A, h) be a de-
terministic system whose initial state is sampled according to Ag. The set
BY(%,Ag) C A defined as

BY(Z, M) = {(ag,a1,...) € AY : vE(ag, ..., ap_1) > O forall k € N},
0

is called the infinite behaviour of the system. Equivalently, B (X, Ag) is the
set of infinite output traces all of whose finite prefixes belong to B(%, Ag)
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(see Definition 3.3).

We now turn to the specification-level implications of behavioural in-
clusion. Recall from Chapter 1 that a (B-LTL)-definable property (Defini-
tion 1.14) is a temporal specification whose syntax is that of LTL but re-
stricted to the (O (next) modality, without the I/ (until) operator. A key
structural result (Proposition 1.16) states that any such property is a finite
union of cylinder sets, meaning its satisfaction depends only on bounded-
length output prefixes. This is precisely the class of specifications for which
the finite behavioural inclusion of Proposition 4.10 transfers to a guarantee
on infinite trajectories.

Corollary 4.12. Under the conditions of Proposition 4.10, for any (B-LTL)-definable
property ¢ C A% (see Definition 1.14), if the probability measure u* on A“ gen-
erated by Ty satisfies u« (¢) = 1, then B« (X, Ag) C ¢.

Proof. Since B-LTL is closed under negation (Definition 1.14), —¢ is also (B-
LTL)-definable. By Proposition 1.16, —¢ is a finite union of cylinder sets,
i.e. there exists finite words wy, ..., wy, € A* such that ~¢ = U w;A.
Since u“(¢) = 1, we have u“(—¢) = 0, and therefore, by definition of
ue, ulwil(w;) = 0 foralli = 1,...,m. This yields all words w; ¢ B(Tw),
and therefore w; ¢ B(X, Ag) by Proposition 4.10. By definition of the be-
haviour, this means that, foralli = 1,...,m, v(‘)wi‘ (w;) = 0, and therefore
BY(%Z,Ao) Nw;AY = @, equivalent to B¥ (X, Ag) N —¢ = @, which proves
the claim. O

Corollary 4.12 gives a concrete verification certificate: it suffices to check
that a safety B-LTL property holds almost surely in the finite-state abstrac-
tion I'yy to certify that it holds for every infinite output trajectory of the
original sampled system X.. This covers practically relevant specifications
such as bounded safety and reachability.

4.3 Refinement procedure

In the previous section, the choice of a convenient set W is not discussed. In
this section, we present a data-driven procedure that tackles this problem,
and we will prove its correctness. We first show in Algorithm 2 how to
construct an adaptive memory Markov abstraction from sampled data.

Assumption 4.13. We have access to infinitely many samples in Algo-
rithm 2. That is, one can compute exactly F), as described in (3.1).
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Algorithm 2 Construction of an adaptive memory Markov abstraction I'yy

1: Generate output trajectories of the system X whose initial state is sam-
pled according to the invariant measure Ag and, for all timed sequences
W, = (ag,...,ar) € W, compute

F/\o (aOl ce ,ﬂt),
where F) is the frequency as defined in Chapter 3. Set
lw (w[o,t]) = F/\O (a()/ ey at)r

_ irs wl . —
2: For all pairs Wiy =
tp > t1 and such that

(ag,...,ar,;) and w%o b = (bo, ..., bt,) such that

(ﬂo,...,atl) = (bo,...,btl),

compute
F/\o(aO/ . /atllbt]+1/ MR btz)l
and set
T (w2 wl ) — F/\o(aO/"'/atllbt1+ll"-/bt2)
WA Yo,t2) | “[0,44] Fy, (a0, - .-, a,) :

return The adaptive memory Markov model I'yy := (W, A, Ty, Iw ).

Algorithm 2 and Assumption 4.13 are the generalizations of Algorithm 1
and Assumption 3.8 from Chapter 3. We invite the reader to read Re-
mark 3.9 for a discussion of Assumption 4.13.

We now describe our refinement procedure. This algorithm, called
REFINE, takes as input a dynamical system ¥, an initial measure Ag, a dis-
tance D between labelled Markov chains (see Section 1.2.2 for a formal def-
inition of distance between LMCs), and a stopping criterion. The latter can
correspond to a maximal number of iterations, or a maximal abstraction
size, for instance; the choice is arbitrary, though the procedure should ter-
minate. It is described in Algorithm 3, and an illustration of this procedure
is given in Figure 4.3.

Algorithm 3 works as follows. We start in step 1 from the initial parti-
tion {(‘1)[0,0] }aca. We then sample output trajectories from the system in
step 2, and discard subsets of outputs that are never sampled (step 3). Fi-
nally, we construct the adaptive memory abstraction I'y by counting the
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01p0
Current model

W = {0103, 00(0,1], Ljo,01}

Liog

00j0,1

010(0,3) 011z 019, is expanded

100 Wi = {010,011, 00(0,1}, 10,0}

Compare to current Dy = D(T'w, Tyw;)
000,

01
03] 00,1 is expanded

—> 1) W3 = {01p,1},00059,2), 001 (0,2, 110,01}

Compare to current Dy = D(I'y, T'y;)

00019,z 0019,z

01
[0.1] 10,0 is expanded

s 11y 10(,1) Wy = {01)93),00(0,1), 100,1), 1101 }

Compare to current Dy = D(T'w, Ty;)
00j0,1) '

Fig. 4.3 Illustration of the REFINE algorithm for a system with A =
{0,1}. The current model contains three states W = {01[0,1], 00(0,1) Lj0,0] }
Three sets Wy, W}, W} are then constructed, each time expanding one block
of the partition into |A| = 2 sub-blocks. For each abstraction I'yy, the dis-

tance with the current is computed. The current model is updated with the
model for which the distance is the largest.

initial observations and the transitions (step 4). The rest of the algorithm
follows similar steps: we try to expand the partition (steps 7 and 8); we
sample output trajectories and discard the unsampled blocks (steps 9 and
10); we construct the adaptive memory abstraction by counting the initial
observations and transitions (step 11). For each considered partition, we
compute the distance with the current partition (step 12), and we update
the partition by choosing the one that has the largest distance with the cur-
rent one (steps 14, 15 and 16).

The output W from the REFINE algorithm depends on the chosen dis-
tance between the abstractions. In Chapter 6, we will introduce a novel
distance between LMCs, the so-called Cantor-Kantorovich metric, and dis-
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Algorithm 3 REFINE

1: W { (a) [0,0] }ﬂe A Start with a coarse partition

2: Find W s.t. /\0([[(&)[0,0]]]) =0 V(a)[o,o] ew
3 W W \ W
4: Construct I'y following Algorithm 2.

5. while stopping criterion do
6: fori=1,...,|W|do

7: Wl-, — W \ {wfor £l } Try to refine each block
8: Wi, — Wi/ U {(wla)[ortl_ﬂ] }ueA

9: Find W s.t. AO(Hw[O,t]]]) =0 VZU[O,t] ew

10: W+ W\W

11: Construct I'yy following Algorithm 2.

12: Compute D; “ D(Tw, Tw)

13: end for l

14: ] < arg maxj_i,__|w| D; Greedy choice
15 W« W].’

16: Tw rw(

17: end while
return W Return a refined partition

cuss the interpretation of the corresponding output in Remark 6.11.

Remark 4.14. Many variants of the REFINE algorithm can be considered.
For example, one could expand the memory in the past by expanding each
word wlt—si,O] into {(awi)[,(si +1),0 Jaca- Also, inspired by algorithms from
reinforcement learning (cf. TD learning scheme in [SB]), one could com-
pare the current model with the |A|" models possible after n steps instead
of choosing between the possible |A| different models, and take the one for

which the distance is the largest.

As shown in Proposition 4.16, assuming any output trace can be sam-
pled with non-zero measure, REFINE produces a valid partition.

Assumption 4.15. The system X and measure A are such that, for all k, for
allw € Ak, if Ao([wyox-1]) = 0, then [wig_q)] = @.

Proposition 4.16. Suppose that Assumption 4.15 holds. Let X be a dynamical
system whose initial state is sampled according to Ay, and let D be a metric be-
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tween labelled Markov chains (as defined in Chapter 1). Then REFINE outputs an
adaptive memory partition of the state space X.

Proof. We have to show that each current model I'yy is such that W de-
fines a partition of X and satisfies Assumption 4.8. We prove the claim
by induction. First, we prove that the set W as defined after line 3 de-
fines a partition and satisfies Assumption 4.8. The set W = {(a)(g ] }sca
defines a partition by definition of the output function h. Now, the set
W \ W satisfies Assumption 4.8 by construction. Moreover, it still defines
a partition because the sets [ ] for (a) € W are all empty by As-
sumption 4.15. We now assume that W defines a partition and satisfies
Assumption 4.8. We prove that, for any wltO, i € W, the set W/ as after 10 is
a partition and satisfies Assumption 4.8. We first show that the expanded
set W = (W\ {wa,ti]}) U {(wia)[ortiJrl]}ﬂeA defines a partition. Indeed, it
covers the state space because

U [wo]

’LU[O"] cW

_ < U [w[o,tﬂ) U <U [(wiu>[0,ti+1]}>

Wio,4] GW\{wfo/t,-] } a€A

= < U [W[o,dD U [wloy]

w[o/[]EW\{w‘to/ti]}

which is the whole state space X by the recursion assumption. Moreover,
the sets are pairwise disjoint because

[[(wiﬂ)[o,tiﬂ]]] < [[wlto,ti]]]

for alla € A. Now, with W as defined in line 9, the W \ W satisfies As-
sumption 4.8 by construction. Finally, it still defines a partition because the
sets [wyo ] for wyy, € W are empty by Assumption 4.15, and the proof is
completed. O

Together, Proposition 4.10 and Proposition 4.16 capture the two main
theoretical contributions of this chapter. Rather than pursuing asymp-
totic correctness as the memory length grows uniformly (the central goal
in Chapter 3) the focus here is different: proving soundness of our ab-
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stractions. Proposition 4.10 guarantees that the abstraction I'yy overap-
proximates the original dynamics (behavioural inclusion), while Proposi-
tion 4.16 ensures that REFINE produces a valid adaptive memory partition
whenever it terminates. These two results together justify both the cor-
rectness of the abstraction and the practical reliability of the refinement
procedure.

4.4 Numerical experiments

In this section we highlight the practical benefits of our adaptive mem-
ory approach through three numerical examples. First, we demonstrate
how the REFINE method produces a meaningful abstraction that closely
aligns with the system dynamics, thereby creating a “smart” partition of
the state space. Next, we benchmark our method against the uniform
memory approach introduced in Chapter 3. By revisiting the Sturmian dy-
namics experiment (see Section 3.4), we show that REFINE achieves compa-
rable approximation accuracy while significantly reducing the size of the
abstraction. Finally, we illustrate its real-world applicability by applying
the method to the safety analysis of a practical system.

4.4.1 Smart partitioning

In this first experiment, we showcase that our algorithm REFINE is able
to create an abstraction that corresponds to a smart partition of the state
space.

Example 4.17. Let ¥ = (X, f, A, h) be a partially observable dynamical
system with X = [0,2] x [0,1], and f be defined as

X ifxe PLUP,

) = (x1/241/2,%+1/2) ifx € P
(x1 —1/2,x7) ifxePs
(2x1 +1,4x, — 3/4) else,

where P; are depicted in Figure 4.4. Let A = {0,1}, and h(x) = 0if x € Py,
else i(x) = 1. An illustration and interpretation of . is given in Figure 4.4.

Consider Example 4.17. In this system, only partial information is known:
whether the current state is in the right part of the state space (yx = 0) or
on the left part (yx = 1). In the following, we will show that our method
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T2 A m

Py <
Py

o -
T

Py

It

Fig. 4.4 Illustration and description of the system X presented in Exam-
ple 4.17. The function f has to be understood in the following way: P is
mapped to itself, P, is mapped to P;, the lower half of P; is mapped to Py,
the upper half of P; is mapped to Ps, P5 is mapped to P;, and Py to itself.

recognizes the regions P;, showcasing its usefulness for constructing smart
abstractions. We apply the data-driven algorithm REFINE (Algorithm 3)
with D the Cantor-Kantorovich distance between LMCs (see Chapter 6). The
successive adaptive memory partitions are collected in Table 4.1, and the
final partition is illustrated in Figure 4.5. As we can see, the generated
partition aligns well with the dynamics, and our algorithm generates an
emerging structure which is not trivial, demonstrating its effectiveness.

W D (rW, rwjg)
k=0 (O)OO]r(l)[oo]} -
k=1 {Opa 10y (1)} 0.006
k=2 1(0)j00), (10) 10,11, (110) o 21, (111)[0,2]} 0.023
k=3 {00, (10) g1, (110) 0, (1110) 5, (1111)[0,3]} 0.015

Table 4.1 Results of the REFINE algorithm for Example 4.17. W is the
chosen memory scheme, and D(T'y,I'y) is the corresponding maximal
j

distance as defined in Algorithm 3.
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Fig. 4.5 Illustration of the last partition W given by the REFINE procedure
for Example 4.17.

4.4.2  Comparison with uniform memory approach

In order to further illustrate our procedure and highlight the difference
with the uniform memory procedure described in Chapter 3, we perform a
similar experiment as in Section 3.4 on the Sturmian dynamics (described
in Example 2.7). More precisely, we perform the following experiment:

o fork=1,...,20, we compute By (Z, Ag),!

* we executed the REFINE procedure with the Cantor-Kantorovich dis-
tance and, for each iteration and associated adaptive memory parti-
tion W, we compute By (I'yy) and then the quantity

A = |Bp(Tw) \ Bi(Z, Ao)|.- (4.4)

At each iteration where a new node is added?, the quantities A" are de-
picted in Table 4.2 for k = 1,...,20, and where W is the adaptive memory
partition of the iteration. Moreover, the associated size of the abstraction
is written between parentheses in Table 4.2. Comparing these results to
uniform memory in Table 3.1 yields an interesting observation: our algo-
rithm allows to obtain the same abstraction quality with much fewer nodes
than the procedure described in Chapter 3. Indeed, the adaptive memory
abstractions of size 3, 4, 5, 6 and 7 achieve the same number of spurious

I This step is exactly the same as in Section 3.4.
2Because we do not account for the nodes with zero initial probability in the REFINE pro-
cedure, adding a new node does not necessarily happen at every iteration.
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trajectories as the uniform memory abstraction of size 4, 8, 16, 32 and 64,
respectively.

It.o It.1 It2 It9 It.10 It 14

@ 6 & 6 © O
k=1 0 0 0 0 0 0
k=2 0 0 0 0 0 0
k=3 1 0 0 0 0 0
k=4 3 1 0 0 0 0
k=5 7 3 0 0 0 0
k=6 14 6 0 0 0 0
k=7 26 11 1 1 1 0
k=38 46 19 2 2 2 0
k=9 79 31 3 3 3 0
k=10 | 133 49 5 5 5 0
k=11 | 221 76 8 8 8 1
k=12 | 364 116 11 11 11 2
k=13 | 596 175 15 15 15 3
k=14 | 972 262 21 21 21 4
k=151 1581 390 28 28 28 6
k=16 | 2567 578 36 36 36 8
k=17 | 4163 854 47 47 47 10
k=18 | 6746 1259 61 61 61 13
k=19 | 10926 1853 77 77 77 17
k=20 | 17690 2724 97 97 97 21

Table 4.2 Values of A}V (number of spurious output trajectories) for dif-
ferent iterations of the REFINE procedure for the Sturmian dynamics, and
fork =1,...,20. The numbers in parenthesis are the size (i.e. the number
of nodes) of the resulting abstraction.

4.4.3 Application to safety analysis

In this section we apply our adaptive memory abstraction to safety anal-
ysis of a real-life system, namely an electron subject to a Lorentz force. In
particular, we compare our method to a naive method in which an abstrac-
tion is constructed from uniformly gridding the state space. We show that,
for a comparable abstraction size, our method yields better results.

Example 4.18 (Electron subject to Lorentz force). We are interested in the
position of an electron subject to a planar Lorentz force (see e.g. [GP13]).
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Its dynamics is given by

pa(t) 00 1 0 pa(t) 0

p2(t) | _ [0 O 0 1 pa(t) 0

o(t)] [0 0 0 qBs/m | | v1(t) * gE1/m |’ (45)
U () 0 0 —gBs/m 0 vy (F) qEy/m

where p;(t) and py(t) represent the positions in [m] along the x-axis and
y-axis, respectively, while v1(t) and v, (t) represent the corresponding ve-
locities in [m/s]. All other constants and their units are given in Table 4.3.

Symbol Physical quantity Unit Value

m Mass [kg] 9.1 x 1031
q Charge [C] 1.6 x 1071
Eq x-axis electric field [V/m] —1.0x 10710
E, y-axis electric field [V/m] 5.0x10"1
Bs z-axis magnetic field [T] 1.0 x 101

Table 4.3 Constants in the Lorentz force equation (4.5)

We study this dynamical system in discrete time. To do that, we ap-
proximate the derivative with the explicit Euler scheme

. X1 — Xt
x(t) ~ h 4
with i = 0.1, which gives
Xi41 = (I + hA)xt + hb,

with x; = (p1t, pas, 014, 024) € R, T € RP*4 the identity matrix, and A €
R*** and b € R* respectively the matrix and vectors of the continuous-
time affine system given in (4.5). Since f(x) = (I+ hA)x + hb is a homeo-
morphism, it satisfies Assumption 4.9. We consider an obstacle defined by
O =[0.5,1.5] x [—0.5,0.5] x R x R. The output function & is defined as

0 ifx €0,
h(xt) =<1 elseif p1s > 15

2 otherwise.
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Finally, we take the uniform measure on [—1,4] x [-1,1] x [-1,1] x [-1,1]
for sampling the initial state, which defines Ag. An illustration of the dy-
namical system 2. is given in Figure 4.6.

1
ro __
B
0.5 5 e ® B
930.."' .— E,
T <
h(z) =0 E»
—0.5
-1
-1 0.5 1.5 4

Fig. 4.6 Illustration of the Lorentz force dynamical system X.

We are interested in approximating the initial safe set measure
Py =Ag({xo € R*: x; € R*\ OVt =0,...,H}),

where H € IN is a given horizon. We show that our procedure REFINE with
the Cantor-Kantorovich metric CK (see Chapter 6) yields better results than
explicit grid-based approaches.

We proceed as follows. We are given a labelled Markov chain I' =
(S, A,1,7,1) abstracting the dynamical system where each state s € S cor-
responds to a block of a partition of the state space. If a block has a non-
empty intersection with the obstacle O, we label the corresponding state as
unsafe, and the other ones as safe. The set of safe states is denoted as Sgs.
To approximate Py, for a given level of confidence € (0,1), we identify
the set of states from which the probability of a safe random walk is greater
than 1 — B, noted Sz and formally defined as the set of sp € S such that

Y t(s1lso)--- Y. T(smlsm-1) =1—B.

Slessafe SHESsafe

Then, for a given B, Py is approximated as

Py~ Y i

S0€ES B
We compare two different approaches. In the first one, we uniformly
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grid the state space. If each dimension is divided into p parts, there will
be p4 blocks, noted Py, .. ., Pp4. From this partition, we compute a labelled
Markov chain where the states correspond to the p* blocks with initial mea-
sure (p, = Ag(P;), and where the transition probability from P; to P;is

Ao(fH(P) N P)
Ao(Py)

T(Pj‘Pj) =

We consider two labelled Markov chains constructed in this way, respec-
tively with p = 2 (16 states) and p = 3 (81 states). The second approach is
to compute the adaptive memory abstraction I'yy with W being decided by
the REFINE procedure. Again we study two cases, 6 iterations (15 states)
and 14 iterations (31 states). An illustration of the two approaches can be
found in Figure 4.7.

We compare the approximation of Py with the four abstractions de-
scribed above for different confidence levels. The approximation results
and the true probability Py can be found in Figure 4.8. We start by dis-
cussing the results of the abstractions generated by the REFINE algorithm
(green and orange lines on Figure 4.8). When the required level of confi-
dence is too strict, e.g. B = 0.01, then one needs more states to approximate
Py well (see Figure 4.8a). On the other hand, when the level of confidence
is too high, e.g. B = 0.25, then it is more likely to overapproximate Py (see
Figure 4.8b for H = 4 with the 15 states abstraction). For this example,
the confidence level is reasonable when it is equal to 0.05, as one can see
in Figure 4.8c. In this case, the 31-state abstraction perfectly approximates
Py until H = 8. Now, one can see that the approximation is better using
the REFINE algorithm compared to the naive approach. Indeed the former
with 15 states always estimates better Py than the latter with 81 states.

4.5 Summary and further research directions

Chapter 4 - Summary

In this chapter we extended the method of Chapter 3 by introducing
sound abstractions that encode memory schemes of adaptive lengths,
thereby reducing their size for a similar approximation quality.

Section 4.1 — Framework
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(b) Partition with REFINE.

Fig. 4.7 Comparison between a classical partition and the partition com-
puted with the REFINE procedure on a four-dimensional example (here
projected on (py, py)). Above: the classical approach, where each dimen-
sion is divided into three parts, which gives a total of 3% = 81 blocks. Be-
low: our adaptive memory abstraction after 6 iterations of REFINE, which
leads to 15 blocks in the partition. In the figure, each color corresponds to a
different block of the partition. However, we do not have access to a closed-
form of the blocks; rather, for each point, we have access to the label of its
block, that is the sequence of observation. Thus, we color points whose
trajectories correspond to the sequence of the block. Observe that there are
less blocks here than the 81 blocks in the above partition: this fact enhances
the efficient computability properties of our technique. Moreover, one sees
that the blocks generate a smart partition, as the critical places in the sys-
tem (close to the obstacles) benefit from a finer resolution than the large
regions away from the obstacle.

The section defines the class of systems under study and the key as-
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(a) Confidence level B = 0.01. The confidence level is too
low, but with 31 states the REFINE abstraction still approx-
imates well Py.
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(b) Confidence level B = 0.25. The confidence level is too
high, and Py may be overapproximated.
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(c) Confidence level § = 0.05. The confidence level is
reasonable, and the REFINE abstractions yield good results
with both 15 and 31 states.

Fig. 4.8 Approximation of Py for H = 0, ..., 8 with different abstractions
and for different confidence levels .
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sumptions, including invertibility of the transition function, which will
ensure the theoretical soundness of the developed abstractions.

Section 4.2 — Adaptive memory abstractions

We formalise adaptive memory abstractions using timed sequences of
varying lengths to partition the state space. As in Chapter 3, the ab-
straction is modelled as an LMC, but where each state encodes a se-
quence of past and future observations, possibly of different lengths.
We prove that, under mild assumptions, these abstractions are sound,
i.e. they over-approximate the original system behaviour, guarantee-
ing that any property verified on the abstraction holds for the system,
albeit possibly with some conservatism. We further extend this result
to infinite output trajectories: we prove that any B-LTL specification
(see Chapter 1) verified almost surely on the abstraction is certified to
hold for all infinite output trajectories of the original system.

Section 4.3 — Refinement procedure

This section presents the REFINE algorithm, a greedy, data-driven pro-
cedure to iteratively improve the abstraction by expanding memory,
but only where needed. The algorithm uses a notion of distance be-
tween LMCs to guide refinement. We prove its correctness and dis-
cuss its specification-free nature, which distinguishes it from existing
specification-driven methods.

Section 4.4 — Numerical experiments

We demonstrate the practical advantages of adaptive memory through
three experiments:

1. Smart partitioning:  the algorithm generates non-trivial,
dynamics-aligned partitions, revealing emergent structure.

2. Comparison with uniform memory: adaptive memory achieves
comparable accuracy with significantly smaller abstractions, re-
ducing computational overhead.

3. Safety analysis: applied to an electron under Lorentz force, our
method outperforms naive grid-based approaches, offering bet-
ter precision for safety verification with fewer states.

The experiments illustrate the efficiency and scalability of the ap-
proach.
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Chapter 4 — Further research directions

For the same reasons as in Chapter 3, we believe that this method is
a genuine alternative to classical state space refinement and offers a
practical and frugal alternative to decrease epistemic uncertainty. The
following directions can be considered for future research.

Approximation quality quantification

For a given memory scheme W, it would be valuable to derive a theo-
rem quantifying approximation quality, analogous to Theorem 3.15 in
the previous chapter for uniform memory. Such a result would pro-
vide explicit bounds on the error between the original system and its
abstraction, depending on the memory depth and the system dynami-
cal properties.

Optimality of the REFINE algorithm

The greedy nature of the REFINE algorithm raises questions about its
global optimality. Future work could analyse whether the algorithm
converges to an optimal memory scheme (e.g., minimal size for a given
precision) or if alternative refinement strategies could yield better per-
formance.

Investigate specification-encoding distances

While our approach is specification-free, one could explore distances
between LMCs that explicitly encode temporal logic specifications (e.g.
safety, reachability). This would provide a targeted alternative to the
work of [YMR20].

Similar further works as in Chapter 3

Many future directions described in Chapter 3 remain interesting in the
context of adaptive memory abstractions. For instance, it is interesting
to account for a finite number of observations, or to add control inputs
in the overall method.
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methods for partially observable deterministic systems — systems

therefore affected only by epistemic uncertainty. Yet, real-world
applications such as autonomous vehicles, rescue robots, smart grids, and
intelligent buildings often face environments where uncertainty is inher-
ent [Ala22, PHC'22]. Unlike epistemic uncertainty, this intrinsic unpre-
dictability is known as aleatoric uncertainty.

To formally analyse the aforementioned systems, abstraction-based meth-
ods have been developed to approximate stochastic processes (see [LSAZ22]
for a survey). These abstractions can be interpreted as an approximation
of the discrete stochastic process that arises from the partial observability
of the original system. Although the original process is Markovian, the
resulting discrete abstraction often is not (see Remark 2.16). Yet, for com-
putational reasons, it is typically modelled as (sometimes robust) Markov
chains, introducing inevitable conservatism and/or approximation errors.

THE previous two chapters explored memory-dependent abstraction
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In this chapter, and building on top of the two previous chapters, we
investigate memory-dependent abstractions to alleviate approximation er-
rors due to non-Markovianity in partially observable stochastic systems.
The introduction of memory aims precisely at capturing memory effects
inherent in the non-Markovian discrete process. More precisely, we intro-
duce uniform memory-dependent abstractions for stochastic systems, that
are LMCs whose nodes encode ¢-long sequences of outputs, such as illus-
trated in Figure 5.1. This chapter therefore marks a significant step toward
creating smart memory-dependent abstractions for the analysis and con-
trol of complex systems.

Fig. 5.1 [Illustration of a uniform memory-dependent abstraction of a
stochastic dynamical system. On the left: a partially observable stochas-
tic dynamical system with A = {L,R}. The dynamics is defined as
Xpp1 = f(xx) + wy, where wy, for instance is the realisation of a Gaussian
random variable (hence the densities). On the right: similarly as in Chap-
ter 3, a LMC whose nodes encode sequences of length £ = 2.

A key difference with the deterministic framework is that, in Chapter 3,
we could rely on an underlying partition with blocks

[ao, - ., ar-1]
= {x;_1 € X : there exists a trajectory (xo,...,x,_1) with h(x;) = a;}

to analyse such abstractions.! However this definition is deeply rooted
in determinism as, in presence of aleatoric uncertainty, these sets are not
well-defined anymore — the same state can lead to different outputs in the
next timestep. In this chapter, we will see that analysing such abstrac-

I Theorem 3.15 relies on the existence of such a partition.
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tions requires non-trivial mathematical tools. In particular, our analysis
will rely on the transfer operator of a lifted system, whose state space is X?,
the (-cartesian power of the state space. More precisely, we will show that
abstracting such stochastic systems with memory amounts to compute a
Galerkin approximation of this lifted transfer operator.

Stochastic systems are commonly abstracted using Markov models in
the literature, including robust variants [AKLP10, DLM24, FPLL24, LAB15,
LSZ20, ML23]. Among robust Markov models, Interval Markov Chains or
Interval Markov Decision Processes (see e.g. [GLD00]) — where transition
probabilities are defined over intervals — are widely adopted. While these
models preserve Markovianity, they are inherently conservative. To the
best of our knowledge, memory-dependent abstraction methods, whether
for classical or robust Markov models, have yet to be explored for stochas-
tic systems. Our work is deeply related to and inspired by the work on
Markov state models [NFW13, PWS*11, SNS10], which employs Galerkin
approximations of the underlying Markov process’s transfer operator, to
build a finite approximation in a partial observation scenario. Our con-
tribution w.r.t. [NFW13, PWS*11, SNS10] is twofold. First, we introduce
memory to the discrete approximation, whereas only the memoryless case
is studied in those works. Second, although we use intermediate results
proven in [SNS10], our bounds — even in the memoryless case — funda-
mentally differ from those obtained in that work.

Finally, our work is related to partially observable Markov decision pro-
cesses (POMDDPs for short, see [SBB'24] for a survey). Indeed, the con-
sidered dynamical systems can be framed in the formalism of POMDPs,
where the continuous state space of the original system and the discrete
cells of the partition are the state and observation spaces, respectively, as in,
e.g., [ZEM10]. Although the loss of the Markov property for observations
is a known phenomenon in the POMDP literature [GCW 23, SL]* 03], our
contribution departs from this literature in that we focus on problems that
arise in the framework of (safety-critical) abstractions. That is, we study
the loss of the Markov property when the state space is continuous and is
approximated by cells corresponding to sets of states.

Contributions. In this chapter, we develop memory-dependent abstrac-
tions of stochastic systems. Inspired by the two previous chapters, we ex-
tend the state space of the stochastic system to create a lifted system, where
each state represents an /-long sequence of states, ¢ being the considered
memory. Further, akin to work on Markov state models [NFW13, PWS'11,
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SNS10], we employ transfer-operator theory and construct an /-memory
abstraction, through Galerkin approximations of the lifted process’s trans-
fer operator. Critically, we provide an upper bound on the total variation
distance between the distribution of the original continuous state system
and its discrete approximation, enabling formal verification through the
abstract model. Finally, we showcase through examples how memory in-
creases approximation accuracy in various situations.

Outline. This chapter is organised as follows. Section 5.1 introduces the
framework for stochastic dynamical systems, while Section 5.2 presents the
preliminaries used throughout the chapter. Key assumptions such as those
related to ergodicity are stated to ground the analysis. Section 5.3 presents
a data-driven method to construct /-memory abstractions. The notion of
a lifted system is introduced, and Algorithm 4 is detailed, showing how
to approximate state densities using sampled trajectories. Section 5.4 in-
terprets the abstractions as Galerkin approximations of the lifted system
transfer operator. This theoretical connection justifies the algorithm steps
and enables rigorous error analysis. Section 5.5 derives formal guarantees
on the approximation quality. Two complementary bounds (one increasing
and one decreasing with time) are proven, ensuring the total variation dis-
tance between the original and abstracted distributions remains controlled.
Section 5.6 validates the approach through numerical experiments. Two
use cases demonstrate that memory-dependent abstractions (1) improve
accuracy when only partial observations are available, and (2) outperform
classical abstraction techniques even with coarser discretisations. Section
5.7 concludes with a synthesis of contributions and open questions.

Publication. This work has been done in collaboration with Giannis De-
limpaltadakis, Luca Laurenti, Manuel Mazo Jr. and Raphaél M. Jungers,
and has been published in [BDL"25].

5.1 Framework

We consider stochastic dynamical systems of the form £ = (X, 1, A,h)
where X C R? and is endowed with the Borel o-algebra o(X), whose state
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and output trajectories are driven by

{xm ~T(|x),
Vi = h(xg).

We recall that, for a given initial measure Ay : 0(X) — [0, 1], this sys-
tem admits a sequence of state random variables (xg,x, ... ), associated
with probability state measures (Ag, Aq,...). It also admits a sequence of
output random variables (yo, y1, ... ), defined as yi(a) = Ag([a]). We refer
the reader to Chapter 2 for a complete description of partially observable
stochastic dynamical systems.

Similarly as in Chapter 3, our method and analysis relies on the as-
sumptions that the invariant measure exists and is unique, where the in-
variant measure is the probability measure y : 0(X) — [0, 1] such that

(Thu) (A) :== pu(A)

for all A € o(X) (see Appendix B for a complete description of the push-
forward measure T#).

Assumption 5.1 (Existence and unicity of the invariant measure). There
exists a unique invariant measure y : 0(X) — [0, 1] for the transition kernel
T.

Remark 5.2 (Necessity of Assumption 5.1). Both existence and uniqueness
are necessary for our analysis. In the following, we will indeed see that
existence is required to define densities f; := dA;/du and the transfer
operator T : L2(u) — L?(u) (see Section 5.2.1). Uniqueness is equally
critical, as already pointed out in [SHDO1, Section 4.3]. In the following
sections, we will need the transfer operator to admit a simple eigenvalue 1
(see Assumption 5.21) — if two distinct invariant measures p1, iy existed,
both 1 and duy/dp; # 1 would be eigenfunctions of T for eigenvalue 1,
yielding multiplicity > 2 and collapsing the spectral gap (i.e. ¢,; = 1in
Assumption 5.21).

Systems violating this assumption arise naturally in the context of bi-
furcation phenomena (see e.g. [SN90]). A classical example is a stochas-
tic double-well potential: the system exhibits two distinct ergodic com-
ponents, each supporting its own invariant measure. More generally, a
system whose state space decomposes into n > 2 ergodic components ad-
mits at least n invariant measures (each supported on one component), and

| 101



5 | Memory-dependent abstractions of stochastic systems via
transfer operators

eigenvalue 1 of T has multiplicity n. In such settings, the method of this
chapter can nonetheless be applied within each ergodic component separately,
by conditioning the analysis on trajectories confined to a single component
— which effectively restores uniqueness locally.

Our method also relies on the fact that the system converges to the in-
variant measure — a phenomenon known as ergodicity in the literature. This
is more formally stated as follows.

Assumption 5.3 (Ergodicity). The invariant measure y is such that, for any
initial state probability measure Ay, it holds that

lim TV(A, p) =0,

k—o0
where TV is the Total Variation distance (see Appendix D for a formal def-
inition).

For any k € INU +{c0}, each state probability measure A; admits a
state probability density with respect to the invariant measure, denoted f; :=
dAy/du, and satisfying

MA) = [ flxu(dx).

Formally, it is the Radon-Nikodym derivative of A with respect to the in-
variant measure y (see Appendix B and Appendix D for technical details).
In this chapter, our main goal is to approximate the densities f; with a
memory-dependent abstraction. More precisely, we will show that using
the abstractions described in this chapter yields approximate densities f;
such that TV(f, f¢) is bounded from above.

Our analysis relies on the notions of projection and Galerkin approxima-
tions, which are defined below and are well-defined only in Hilbert spaces
(see Appendix C for mathematical background on Hilbert spaces). Because
L?(p) is the only Hilbert space among the L? () spaces (see Section C.3),
we impose the following assumption.

Assumption 5.4. We assume that all the densities involved in this chapter
are in L2 (u).

We claim that this assumption is not restrictive in many practical sit-
uations, e.g. dynamical systems of the form x; 1 = f(x;) + wy with wy
being the realisation of a Gaussian noise. Note that the choice of the Total
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Variation distance in Assumption 5.3 is compatible with our framework,
as convergence in the || - ||, norm implies TV convergence by the Cauchy-
Schwarz inequality.

5.2 Preliminaries

Our method relies on the analysis of the Galerkin approximation of a trans-
fer operator. In this section, we formally define those concepts.

5.2.1 Transfer operator

In this section, we define the so-called transfer operator of a Markov kernel,
a key concept for Chapter 5, and analyse its properties. Although classical,
this chapter is inspired by notions introduced in [SHDO01, SNS10], and is
based on notions from measure theory (see Appendix B), linear algebra
(see Appendix C) and probability theory (see Appendix D).

Definition 5.5 (Transfer operator). Let (X,.A) be a measurable space, let
T : A x X be a Markov kernel from (X, A) to itself, and let 1 : A — [0, 1]
be a probability measure on (X, .A). The transfer operator of T on y is the
operator T : L'(u) — L'(u) such that

L, TNWw(y) = [ w(ARf (e

for all functions f € L' () and all sets A € A.

If, for all x € X, the probability measure 7(-|x) admits a density ¢(-|x) :=
dt(-|x)/dpu, then the transfer operator is explicitly defined as

(TH) = [ Holx)fu(dx)
xeX
forall f € L'(p).
Intuitively, the operator T propagates in time a probability density func-
tion in L' (1), and therefore has a similar role to the pushforward measure,
but for densities. The following proposition formally states this.?

Proposition 5.6. Let (X, A) be a measurable space. Let T be a Markov kernel
from (X, A) to itself, and let v, u be two probability measures on (X, A). Let T

2While we do not claim that this result is novel, we include its proof for completeness as
we were unable to locate it in the existing literature.
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be the transfer operator of T on y. Then, if f is a density for v with respect to y, it
holds that T f is a density for T#v wih respect to p.

Proof. We have that

(e#)(4) = [ _ r(Alx)v(dr)
= [ _ raRx mu(an)

— (TF)(x)p(dx),
/xeA f)(x)pu(dx)

where the first equality follows from the definition of the pushfoward mea-
sure, the second from the definition of the Radon-Nikodym derivative, and
the third from the definition of the transfer operator. O

One of the key properties of transfer operators is that their 1-norm is
unitary.® This norm is defined as

ITlh:= sup  [Tfls,
feL (| f <1

with || - ||; being the norm of the L' () space such as defined in Section C.3.

Proposition 5.7. Let (X, A) be a measurable space. Let T be a Markov kernel
from (X, A) to itself, and u be a probability measure on (X, A). Let T be the
transfer operator of T on y. Then it holds that ||T|; = 1.

Proof. We first prove that ||T|; > 1. Take any nonnegative function f :
X — R>g such that || f||; = 1. Then it holds that

ITFh = | 1TA ) ().

By definition of the transfer operator, if f is nonnegative, then so is Tf.
Therefore,

1Tl = [ (THG)(dx)

= [ _ X9 f@p(En)
_/ Flx

3 Again, we do not claim that this result is novel, but we include its proof for completeness.
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By definition of sup, this proves the first claim. Now we prove that || T|[; <
1. Any function f : X — R can be written as f := f* — f~, where T :
X = Rsypand f~ : X — R are respectively the positive and negative
parts of f. Therefore, for all functions f such that || f||; < 1, it holds that

ITflh = [_ I(THE)n(Ex)
[T = £ )E) |

N0 = (7)) ()
_(TFOE) + (T ) (n(d)

(T @uEn + [ () @p(n)
FHEudn) + [ F @)
AR RONICH
M = @) ()

EX\ F)l(t)

eX

eX

I
R\\\R\R\R\R\

IN
—_

~

which concludes the proof. O

The notion of spectrum extends naturally to function operators. In the
following, we define the spectrum of the transfer operator.

Definition 5.8 (Transfer operator spectrum). Leta € C and f € L!(u). If

Tf:=uaf,

then « and f form a pair of eigenvalue and eigenfunction of T. All such pairs
form the spectrum of the transfer operator.

Remark 5.9. Note that, if y is invariant under the Markov kernel 7, then
the pair (1, 1), where 1 is the constant unitary function defined as

1:X—>R:x—1
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always belongs to the spectrum of the transfer operator. Indeed, by Propo-
sition 5.6, T#u = y implies that T1 = 1, since 1 is the probability density
function of yu with respect to itself (i.e. 1 = dyu/dp).

As explained above, because we will need projection operators, we will
restrict the domain and co-domain of the transfer operator to the Hilbert
space L?(y).* Formally, we consider

T L2(p) = L2(u) : f = T'(f) = T(f),

where we recall that L2(u) C L!(p). This operator is well-defined, because
one can show that, if f € L2(u), then Tf € L?(u) as well. For the sake of
conciseness, and when clear from the context, we will refer to this operator
as T : L?(u) — L?(u) and drop the apostrophe. In this case, the notion of
orthonormal eigenfunctions extends for the transfer operator.

Definition 5.10 (Orthonormal eigenfunctions). Let T : L2(u) — L2(u), and
let F be the set of all eigenfunctions of T. Then F is said to be orthonormal if

1. forall f,¢ € Fsuch that f # ¢, (f,g) =0,
2. forall f € F, ||fll2:= V(f. f) = L.

5.2.2  Galerkin approximation
We now conclude the preliminaries by defining projections and Galerkin

approximations.

Definition 5.11 (Projection operator). Let (X, (-, -)) be a Hilbert space, and
let || - || be its associated norm. For a closed subspace A C X, the surjective
map Q : X — A is a projection operator onto A if

1. Q*=0Q,
2. SupxeX:HxH:l HQxH =1

By definition, the image of a projection operator gives the vector that is
the closest to the input vector, in the sense of the inner product distance.
More formally,

Qx € argminyeAD(X,y),

with D(x,y) = [lx -yl = V{(x —y,x —y).

The following gives a closed-form formula for Qx.

“We recall that L?(y) is the only Hilbert space among L? () spaces.
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Proposition 5.12. Let (X, (-,-)) be a Hilbert space. Let A C X be a closed
subspace, and let {a;}"_; be an orthonormal basis for A, that is a basis such that,
foralli,j=1,...,nsuchthati # j,

(ai,aj) = 0and (a;,a;) = 1.

Let Q : X — A be a projection operator onto A, then, for all x € X, it holds that

We conclude by defining the so-called Galerkin approximation, defined
as follows.

Definition 5.13 (Galerkin approximation). Let (X, (-, -)) be a Hilbert space,
and let T : X — X be an operator. For a closed subspace A C X, let
Q : X — A be the projection operator of (X, (-,-)) onto A. The operator
P: A — Adefined as P := QTQ is called the Galerkin approximation of
T.

Intuitively, the Galerkin approximation of an operator T : X — X is the
projection of an operator onto a subset A. Given an input x € X, it first
projects x onto A (to get Qx), then applies the operator to obtain T(Qx).
Now, since T(Qx) ¢ A in general, it projects it to obtain Q(T(Qx)), which
is Px.

If A is finitely generated, that is

n
A =span({ay,...,an}) := {thiai fw; € IR} ,
i=1

then, since P : A — A is a finite-dimensional operator, it admits a ma-
trix representation P € RR"*", defined as follows. Let a € R" be the vector
representation of some a € A, that is

n
a= Z a;a;.
i=1

Similarly, let a’ € R" be the vector representation of ' := Pa. Then P
satisfies
a=prla

for all such a and a’.
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5.3 Method

In this section we provide a method to construct /~-memory approximations
of fi, for k = 1,2,.... Analogous to the methods described in Chapter 3
and Chapter 4, this method specifies the data that one needs to sample.
The method is described in Algorithm 4. In the latter, we use the quan-
tity F,(ao, ..., a,), defined similarly as in the deterministic case (see Defi-
nition 3.7), and 14 (x) denotes the indicator function.

In the same fashion as in Chapter 3 and Chapter 4, we assume that
we can sample an infinite number of trajectories. We refer the reader to
Remark 3.9 for a discussion of this assumption.

Assumption 5.14. We have access to infinitely many samples in Algo-
rithm 4. That is, one can compute exactly F,, as described in (3.1).

In order to interpret Algorithm 4, we will need the notion of lifted sys-
tem, as well as its transfer operator. The rest of this section is dedicated
to those concepts. In the following, for any integer ¢ € IN, we will set
o(X)! := @', ¢(X), where ®_, denotes the {-th power c-algebra.’

Definition 5.15 (Lifted system). Let X = (X, 7, A, h) be a stochastic system
with initial measure A : 0(X) — [0,1], and let £ € N be an integer called
the memory. The stochastic system = (XE, ¢, ALt ) is called the lifted
system and is defined as follows:

e the state space X! is the /-th Cartesian power of the original state
space,

e thekernel Tt : o(X)! x X! — [0,1] is defined as, forall (A1,..., Ay) €
o(X)fand (x,...,x,1) € X¢,
(A1 x X AD(x0, -+, Xp1))
_ {T(AAXg_l) ifx; € Ay,...,xp_1 € Ap_1, (54)

0 otherwise,
e the output space A’ is the /-th Cartesian power of the original output
space,
e the output function 1’ : X! — A’ is defined as

W (x1,...,x0) = (h(x1),..., h(x;)),

5The ¢-th power o-algebra is a generalisation of the product c-algebra.
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Algorithm 4 Compute f; ;, the -memory approximation of fi

1: Generate output trajectories of the system X initialised at the invariant
measure y, and, for all sequences (ay, ..., ay) € AT compute

Ey(ap) (1-long frequency)
Fy(ag,...,ap—1) (¢-long frequency)
Ey(ao,...,ar) ((£ 4 1)-long frequency),

where F, is the counting function such as defined above. For all (£ +1)-
long sequence ay, ..., ay, let

F, (Ll(), e ,ng)
P = 5.1
( f)ﬂg..ﬂé,l,al.‘.ag Fy(a(),. . .,llg_1), ( )

2: Generate output trajectories of the system X initialised at the initial
measure Ao, and, for all sequences (ay, ..., a,_1) € A’, compute

Fy,(ao,...,a0-1) (¢-long frequency).

For all {-long sequence ay, . ..,a,_1, let

(£5)ag..ar_y := Fay(ao, -, ap_1). (5.2)
3: Compute
Hoa= () (53)
4: For all a € A, compute

n

n
e - i
(fé,k)ak = Z e Z (fk+571)”k—/+1~~”k—1”k

M—p41=1  apq=1

n (¥f,k){1k
%=1 F, (ay) [

return fy ) ==

for all (xq,...,x/) € X!, and where h is the original output function.

If the system is assumed to be initialised at a state measure Ag : 0(X) —
[0,1], then the lifted system is assumed to be initialised at the state measure
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Ab o (X)! — [0,1] defined as
A§(Ag x -+ x Ag_q)

(5.5)
= / . / T(dxp_1|x—2) ... T(dx1[x0) Ao (dxo).
X0€A) Xy 1€Ap_ 1

forall (Ag,...,As_1) € o(X)!. Owing to Assumption 5.1, the lifted system
admits a unique invariant measure yu‘ : o(X)! — [0,1] (see e.g. [Hai06,
Equation (4.1)]), defined as

u(Agx - x Ag_q)
(5.6)

[ T(dxp1[x—2) ... T(dxi]x0) e (do).
X0€Ap Xp_1€Ap_1
for all (A, ..., Ay_q) € o(X)".

In this chapter, we make the following assumption.

Assumption 5.16. The lifted system X‘ is such that its invariant measure
u! satisfies
i ([a] x - x [ag) > 0

for all sequences (ay, . ..,a;) € AL

Assumption 5.16 is the same assumption as Assumption 3.11 in Chap-
ter 3 but for stochastic systems. We claim that, in the stochastic setting, this
assumption is much less restrictive than in the deterministic setting, for at
least two reasons. First, it holds in many practical cases such as unbounded
noise. Second, it also suffices to assume that u’([a;] x --- x [a;]) = 0
implies A§([a1] x --- x [a7]) = 0. That is, zero measure invariant states
correspond to zero measure initial conditions.

Similarly as the original system, the lifted stochastic system admits a
sequence of state probability measures ()\5, )\f,. ..). As formalised in the
following proposition, the measure Af corresponds to the joint probability
measure of the states (xg_py1,..., Xg).

Proposition 5.17. Let ©. = (X, T, A, h) be a stochastic system initialised at the
initial measure Ag : o(X) — [0,1], and let ©¢ = (X*, 7%, AL, h") be the lifted
system for any memory ¢ € N initialised at the initial measure Af) such as defined
in (5.5). Let (Ao, A1,...) and (A5, AL,...) be the sequences of state probability
measures for the original system and the lifted system, respectively. Then it holds
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that, for all (Ax_y41,..., Ax) € 0(X)*
A(X X X XX Ay x X x -+ x X) = Ai(A))

foralli=k—0+1,...,k

Proof. We proceed by induction. Let k = 0, it holds by definition that

AS(X X X XX Ajx X x - x X)

= dxy_q|xp_n)...7(d Ao (dxo).
/xOEX /szAi ~/xg_1EXT( Xp_1|xp—2) ... T(dxq|x0)Ao(dxg)

By definition of a transition kernel, for all j > i, it holds that

T(dx;|lxi_1) = T(X]|xi_q) =1,
oy bl = 7Xlx-)

which yields
AS(X x - x XX Ajx X x -+ x X)
=L, ) (o) (o).
X()EX

Now, for all j < i, it holds that

[ (A () = Ajya (o).
XjEX

By induction it implies that
A(X X X XX Ajx X x - x X)
= [ o[ wdxlxi).r(du o) Ao(do)
XOEX Xi€A;

foos g i) il )

= d d
/XI 1€X ‘/XIEA xllxz 1) i— ]( Xi_ 1)
= Ai(A).

We now prove the inductive step, and assume that the proposition is true
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for all k. Let
B=XX -+ XXXA xXxXx---xX.

By definition of the lifted system, it holds that

A£+1(B) = /

0 AN Y4 14
T (B|x")Ar(dx"),
[ T Bl )
where x := (x¢_y11,...,x). By (5.4), we have that
TZ(B|XK) = T(X|xk)1Al.(xi) = lAi(xi),

where 14 (x) denotes the indicator function of a set A C X, which yields

M (B) = [, 1 (x)AL(dx") = A{(B).
By the induction hypothesis, this is A;(A;), and the proof is done. O

Similarly as for the original system, for any k € IN U +{co}, each lifted
state probability measure Aﬁ admits a lifted state probability density with re-
spect to the lifted invariant measure ;/ defined in (5.6). It is defined as

.

dut
fork =1,2,..., and belongs to L!(u!). The lifted system X also admits a
lifted transfer operator Ty : L'(p*) — LY(p*) that is such that T,f} = f,fﬂ.
Following Assumption 5.4, we will restrict our analysis to L?(u!) functions

and simply consider T, : L?(u*) — L?(u’).

Remark 5.18 (Notations). Study of lifted measures and lifted probability
density functions are at the center of this chapter. We therefore draw the
reader’s attention to the fact that, all along this chapter, we denote lifted
measures (resp. densities) on (X!, c(X)?) with a superscript A’ (resp. f*),
whereas original measures (resp. densities) on (X, (X)) are without any
superscript A (resp. f). In contrast, superscripts on operators, e.g., Tk,
denote powers (or recursive applications of the operator).

We now interpret Algorithm 4 by making the link between the lifted
system and steps 1 and 2 of Algorithm 4. In step 1, under Assumption 5.14,
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it holds that, for any (a,...,a,) € AL

Fy(‘lo) = p([ao]),
F#(“O/"'/”f*l) = yz(ﬂﬂoﬂ XX Hﬂg,l]]),
Fulao, .. a0) = u"™* ([ao] x - - x [a]).

In (5.1), the quantity is therefore defined as

p 1 (Tag] x - -+ x [ag])
p(fao] x - - x [ag_1])
=Py (ye =aelyo =ao,...,ye—1=4as-1),

(Pé)ﬂo,...,ﬂg,l,ﬂl...,ag -

where this notation follows from the fact that this quantity is the probabil-
ity of y, to take value a, given that yg = ay,...,ys_1 = a,_1 in the original
system initialised at the invariant measure y. In step 2, following a similar
reasoning, the computed quantity is

(E)aga, = A5([a0] x -+ x [ap_1]).

5.4 Abstractions as Galerkin approximations

In the previous section, we developed a method to propagate approximate
densities thanks to /-memory Markov models. In this section we show that
such Markov models are in fact Galerkin approximations of the transfer
operators of the lifted systems introduced above. The goal of this theoret-
ical result is twofold: (1) it will allow us to interpret and explain the final
steps of Algorithm 4, and (2) it will be useful to analyse our method in
Section 5.5.

In the context of Galerkin approximations, we will consider the sub-
space of functions DY C L?(u’) defined as

y4
D" := span ({1,[7,11,_.,,,1[ }a1,.-»,az€A‘) ,
with g, .4, : X! = R defined as

x x,) = lﬂﬂl]](xl) : "1[[114]](3%)
Vorr a1y 0) = ut([ar] x - -+ x [a,])

for all (xq,...,x;) € X'. We see that D! is a set of piecewise constant func-
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tions on X'.

In Algorithm 4, we compute (1) the vector representation of the approx-
imated densities in the basis {¢,,,...4, } o€ AL and (2) the matrix repre-
sentation of the Galerkin approximation of the lifted transfer operator. This
is formally proven in the two following propositions.

Proposition 5.19. Let A’ : o(X)* — [0,1] be a probability measure, and let
£t € L2(u’) be defined as

ff — LM
=l
Then, it holds that
Qff = Y Am]x - x[a])Pay,ooa,
ay,..,ap€AL

where Q is the projection operator onto D,

Proof. First, let us note that the functions

Pay,..ap = Ly (¥1) -+ g, (x0)
Lol \/‘ug([[aﬂ] X -+ X [ag])

form an orthonormal basis for D’. Therefore, it holds that

Q/fé = Z <f[/ ¢ﬂ1,...,ﬂ[>q)ﬂ1,...,ﬂ[‘

ay,...,.a,€AL

Now, we compute

{ _ fé(xlr"'rxf) éd
L /9516[[ﬂ1ﬂ /Xz:Eﬂﬂz:‘ﬂ \/:uz([[ﬂﬂ] X e X [[aé]])y el

_ M(md X x[ad)
Ve ] x - x [ag])
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Therefore,
A([ar] x - x [a
Quff = ([a] [ac]) -
vl \Jp ([l -+ [ad])
= Y Amdx - x [ad) oy,
ay,...,a €AL
which concludes the proof. O

Proposition 5.20. Let Q; : L2(u') — D' be the projection operator on D’ such
as defined in Definition 5.11, and let

Py = QuTyQy

be the Galerkin approximation of Ty on D’. Then it holds that

Pﬂpﬂanﬂul
(5.7)

n
= 2 ]P]/l (yf = a£|y0 = aOI . -/YZfl = af*]) l)bul...llg
a[:1

forall (ag,...,a;_1) € AL. Therefore Py, as defined in (5.1), is the matrix repre-
sentation of Py in the basis {Yay,...a, Yo, a,et-

Proof. In the following, we use the same orthonormal basis {@,,.. 4, } as in
the proof of Proposition 5.19.

By definition of Py, for all (ay, . ..,a,_1) € A,

Pflpllo,...,llg,l = QéTnglpao,...,u[,l
= Qé (Tﬂl]ao,...,a[,l)

== Z <T€¢u0,...,ag,1/ §0b1,...,h4>§0b1,...,b[
by, by € AL (5.8)

oy (D) Bty

by, e Al p(lao] x -+ x [ag]) Poie

By (5.4) , the dot product above equals zero if by ...by_1 # a1...ay_1, and,
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otherwise, is equal to

/Xoe[[/zo]]‘ B /3;[7 €lar1] T([bel[xp—1)T(dxe—1]xe—2) ... p(dx1|x0) p(dxo)
= 1 (Jag] x -+ x [ag_1] * [be])-

Therefore, inserting this in (5.8) yields

y # 1 ([ag] x - -+ x [ag_a] x [be])

o pear W(lao) x - x fai])

Prppy,...by 4 = oy, by

which is (5.7), and the proof is completed. O

We now explain the end of Algorithm 4 in light of these results. Fol-
lowing Proposition 5.19 and 5.20, in steps 1 and 2, we compute the matrix
representation of the operator Py := Q,T,Q, and the vector representation
of the function

fo = Quifs,
where fJ is the density of the measure Aj§. This implies that, in step 3,

we compute the vector representation of the vector representation of the
function

H Nkl g
feciiq = (P)1fG,

Let fyr € L?(u) be defined as

Fope(xe)

]Elf—é+1(xk—f+1r~ cey xk),ug_l(d(xk—ﬂ—l—lr e Xgo1))

Xp—p1€X -/sz eX
In step 4, we compute the vector representation of this function in the basis
{¥a}aca, and we return it at the end of the algorithm. Figure 5.2 summa-
rizes this interpretation.

5.5 Total Variation guarantees

In this section we leverage the theoretical result presented in the previous
section and we prove that there exists two functions TVinc (k) and TV gec (k),
respectively increasing and decreasing with k, such that

TV()\kr;\K,k) < min {Winc (k)/ ﬁdec(k)} .
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This result is crucial for the safety of our abstractions, as it provides a rig-
orous bridge between the abstraction and the original system. Specifically,
the TV bound allows us to transfer safety guarantees from the abstract
model to the true system: if we verify that the probability of reaching an
unsafe set of states U C X is at most ¢ in the abstraction, then the ac-
tual probability for the original system is guaranteed to be no greater than
e+ TV()\k,;\g,k). Consequently, by ensuring that the abstraction is “safe
enough” to account for this error margin, we can perform safety-critical
analysis on the abstraction while maintaining the safety certificate for the
original dynamics.

To show this overall result, we will prove separately the increasing and
decreasing results, respectively in Theorem 5.24 and Theorem 5.25. Both
results rely on Lemma 5.23 proven in [SNS10]. The dependencies between
these results are summarised in Figure 5.3.

]Lemma 5.23 [SNS10] \

N

Theorem 5.24 Theorem 5.25
TV()\k/ /N\(/k) < ﬁinc(k) TV(/\kr }‘Z,k) < Wdec(k)
Corollary 5.26

TV (A, Apk) < min {TVine(k), TViee (k) }

Fig. 5.3 Summary of the main results of Section 5.5.

Similarly as in the works [NFW13, PWS™11, SNS10], our results rely on
the spectral properties of the lifted transfer operator.

Assumption 5.21. The lifted transfer operator T, admits m real eigenvalues
er1,---,epmsuchthatl =epg >epq > ...e,, together with an orthonor-
mal set of eigenfunctions 1 = gf, ¢!, ..., g%, (see Definition 5.8). Moreover,
for some r; < |ey |, all remaining eigenvalues e;; € C for i > m are such
that |ey;| < r,. Finally let IT, : L?(u") — L?(u’) be the operator defined by

I ff =Y (f,8hsr- (5.9)

i=1
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for any f* € L?(u’). We assume that IT,T, = IT,T,IT,.

Remark 5.22. Assumption 5.21 is related but not the same as Assump-
tion 5.1 and Assumption 5.3. As discussed in [SNS10], sufficient condi-
tions for Assumption 5.21 to hold are reversibility and sufficient ergodicity
(such as defined in [SNS10, Remark 2.1]), which are stronger assumptions
than Assumption 5.1 and Assumption 5.21. As stated in [SNS10, KM11],
reversibility and sufficient ergodicity are natural and satisfied for a large
class of dynamical systems.

Especially, our bound relies on the quantity
o= max [Qugi —gila, (5.10)
i=1,....m

where g; are the eigenfunctions of T, as described in Assumption 5.21. J,
therefore quantifies the maximal projection error on the spectrum.
We are now able to prove the results depicted in Figure 5.3.

Lemma 5.23 ([SNS10, Lemma 2.2]). For all initial measure Ag with density
f§ € L2(u"), and k > € — 1 it holds that

k—0 k—0+1 k—¢ :
IPF 1 g = 1l < (TeQe) ™+ f5 — 12 < 51 f5 12

where ey 1 is the second largest eigenvalue of the transfer operator Ty, as described
in Assumption 5.21.

Lemma 5.23 quantifies the difference between an approximated pro-
jected joint density of the system, and the density of the invariant mea-
sure.® We first prove the increasing bound in Theorem 5.24.

Theorem 5.24 ( Increasing upper bound). For any memory £ > 1, horizon
k > € and initial measure A§ with density f§ € L?(u"), let ;\£—€+1 be the measure
whose density is

4 k—{ 4
Jeee =By o,
and similarly for 7\%_ ¢ Then, under Assumption 5.21, it holds that
TV i A1) S TV A )

1 B (5.11)
+5 ([Alegde + 1) &1t 1foll2

where 6y is defined in (5.10).

5We recall that 1 is the density of the invariant measure, see Remark 5.9.
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Proof. First, by the triangular inequality, it holds that
- — — -
TV Mg A1) < TV Ake) + TV g, A,

Ev4 3 .
where )tf_ ¢4+17 Me—r41 and )Lf_ /.1 arerespectively the measures correspond-
ing to
4 _ mk—l+1 ¢/
feeeq1 =T fo,

- k—0 0
fro31 = TPy fo,
% k041 70
fevi1 =P

First, we show that
/ 54 2L
TV(AL i1 Ak—e1) < TV(AL A ).

It holds that f,f_é =T f,f_é, and that ﬁ(f[ a =T f]f_é. Therefore, by
definition of the total variation distance and by Proposition 5.7,

—y 1 ~
TV(Af_py1 Akrg1) = 5 HTé (fzf—e —ff—z) H1
1 N
< SN Tellallfe—e = fi—ela

1 Z0
= §||fk—z — fi—eln

= TV(A_p Aky)-

Second, we show that

(meg160 +re)el Il fo ll2-

N —

72 ~£
TV(M—pg1, A1) <

—/ ~ ~ ~ -
It holds that f_,,,; = T/f{_, and that f{ ,., = Piff , = Q/Tuf,.
Therefore, by definition of the total variation distance, and by Holder’s
inequality, it holds that

1(Te = QeTo) fi_oln

1(Te — QeTo) F_ -

7é -
TV i1 A py1) =

<

NI = N =

Now we follow a similar reasoning as in the proof of [SNS10, Theorem 3.1].
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Let QZl = Id — Qy, where Id is the identity operator. Since Qj]l =0,it
holds that

(T = QeTo) i ill2 = 1QF Tufi_l2
= 1QF TeQu(T,Q0)* ' 5l
= 11Q7 TeQe((TeQo)* " fi — 1)ll2
< 1Q7F TeQell2 | (TeQe)* " fy — 12

Following [SNS10, Eq. (63)], the first factor is such that
1Q7 TeQell2 < meg16y,
and, by Lemma 5.23, the second is such that
I(TeQe)* ™ f5 = 1l < &1 1 f5 Il
which concludes the proof. O

We now prove the decreasing bound in Theorem 5.25.

Theorem 5.25 ( Decreasing upper bound). For any memory ¢ > 1, horizon
k > ( and initial measure A§ with density f§ € L*(u"), let Af_ 041 be the measure
defined as in Theorem 5.24. Then, under Assumption 5.21, it holds that

—t41
TV i A en) < €7 A N

Proof. By the triangular inequality, it holds that

TV(Af_pi1 A1) < TV 1) + TV A piy)-

By Holder’s inequality and by Assumption 5.21, it holds that

1
l -0

By Lemma 5.23, we can follow the exact same reasoning as above to get

. 1k
TV(VZr)‘lész) 5 Hl”fo”z/

which concludes the proof. O

Finally, we can combine the results from 5.24 and 5.25 to obtain the
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overall bound in Corollary 5.26.

Corollary 5.26. For any memory £ > 1, horizon k > { and initial measure Ag
with density f§ € L?(u"), let

k—0+1
_ . A
1\@mxk)::'TV(A?,A5)+-Qne&yn-+rg)435:;;;—ﬂfgnz

TVec (k) == elg(,;[-i_lnf(f”%

where &y is defined in (5.10). Also, let Ay be the measure whose density is fg’k,
the output of Algorithm 4. Then it holds that

TV(Ag, Agg) < min {TVe(k), TVaec (k) } -
Proof. First, by Theorem 5.24, it holds that
‘ 14 5y, v L 1t
TV i1 A o) S TV(ARAQ) + ) 5 (meg16¢ +17) epallfoll2

i=0

o k0
= TV(Ay, Af) + 5 (meg1dy+r0) <2 e%,1) 1£5 112
i=0

k—0+1

. 1 ¢
= TV(Ah, AG) + 5 (meg16; + r¢) — 1£51l2-
2 1 eé,l

Now it remains to show that
TV(A Agk) < TV(A g1, Ak p41)-
By definition of the total variation distance,

M1 (Ax—gpr X -+ X Ap)

TV()‘ﬁ—éHr;\i—fH) = sup
— A (Apmprn X+ x Ay)

Ap—t415-ArE0(X)

M_pq(Ex - xExA
> sup k—ﬂ+1g( k)
aer(X) | = A (E X X E X Ay)
= sup [ A(Ar) = Agi(Ag)]
AkGlT(X)
= TV(Ax Ai),
and the proof is completed. O
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5.6 Numerical experiments

In this section we connect the method described in Section 5.3 with the
two main motivations introduced in the introduction of this thesis, namely
Motivation 1 and Motivation 2, through two numerical experiments. The
first experiment corresponds to Motivation 1: by nature, only partial in-
formation on the state is available and the output alphabet is fixed, so that
refining the state-space partition is not an option; we show that increas-
ing memory is an effective lever for obtaining more accurate abstractions.
The second experiment addresses Motivation 2: the output results from
a chosen discretisation of the state space and we compare abstractions of
comparable size obtained either by refining the partition or by augmenting
memory starting from a coarser one, highlighting the benefits of the latter.
An illustration of these two motivations and their corresponding experi-
ments is provided in Figure 5.4. In both cases, we consider the following
dynamical system — a particular case of Example 2.12.

Example 5.27. Consider the 2-dimensional linear system of the form
xk+1 = AXk + Wi,

where

0.995 0.005
A‘( 0 0.98)’

and wy is the realisation of a Gaussian random variable w ~ N (m, C) with
m := (0,0)" and C := 0.07L.

We suppose that this system is initialised at a Gaussian initial measure
Ag : o(IR?) — [0,1] defined as Ag := HA( , with

mO,CO)
mg := (—0.4,—0.4)" and C := 0.3L.

Since A is stable, this system converges in total variation to a unique in-
variant distribution 4 = N (m,, Cy), where

(5.12)

m, = (0,0)" and C, ~ (7-36896 0.347856> |

0.347856 1.76768

The stationary covariance matrix C, was computed by solving the Riccati
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9-nodes abstraction

®OG
GO
OO

81-nodes abstraction

00O OO0 00O
OO0 OO0 00O
00O OO0 OO0
00O OO0 00O
00O OO0 00O
OO0 OO0 00O
00O OO0 00O
00O OO0 00O
00O OO0 00O

Case (1)

Case (2)

81-nodes abstraction

000 000 000
OO0 OO0 000
00O OO0 000
00O OO0 000
OO0 000 000
000 OO0 000
00O OO0 000
000 OO0 000
000 OO0 000

81

3

odes abstraction

OO0 OO0 00O
00O OO0 00O
OO0 OO0 00O
OO0 OO0 00O
00O OO0 00O
00O OO0 00O
00O OO0 00O
00O OO0 00O
00O OO0 00O

Fig. 5.4 [Illustration of the two numerical use cases in direct correspon-
dence with the motivations introduced in the Introduction. In case (1)
above (Motivation 1), the system is only partially observable: we have no
control over the underlying state space and can only access coarse, fixed
observations (e.g. left, top-left, etc.), so that refining the partition is im-
possible; the associated experiment therefore investigates how increasing
memory alone reduces epistemic uncertainty and improves the abstrac-
tion. In case (2) below (Motivation 2), we are in the finite-abstraction set-
ting where the discretisation of the state space can be chosen; the corre-
sponding experiment compares abstractions of comparable size obtained
either by refining the partition with memory 1 or by augmenting memory
starting from a coarser partition, highlighting when memory-based con-
structions yield better approximations for the same size budget.

124 |



Numerical experiments | 5.6

equation C, = AC,A " + C with the MatrixEquations. j1 package.”

In the experiments below, the matrices P, have been computed with
one very long trajectory {y;},_; _ 105 (see Remark 3.10), and the initial vec-
tors f§ have been computed with 10° /£ samples of length ¢.

Case (1) - Partial information is accessible In this case, we only have
access to the outputs. The state space is discretized as follows: each di-
mension is partitioned into (—oo, —1), (1,00), and the interval [—1,1] is
further partitioned into p subintervals of equal size. Thus the partition
contains n = (p +2)? cells. In this case, we fix p = 3, leading to a 25-cell
partition. For ¢ = 1,2,3, we compute f;; with Algorithm 4, and compute
TV(Ag, Agy) fork € {0,...,100}.

The results are in Figure 5.5. One can see that increasing memory re-
duces TV(A, Ayx) for most horizons k, thereby increasing the approxima-
tion quality. Moreover, one can see that the observed TV distances seem
to follow two regimes, first increasing then decreasing, which is coherent
with the theoretical bounds Theorem 5.24 and Theorem 5.25.

n=25-memory ¢ -1
n=25-memory (=2
n=25-memory (-3

03

< 0.2

TV Ak
/

0.1 |

0.0 |

0 25 50 75 100
Horizon k

Fig. 5.5 Approximation quality of {-memory Markov models for par-
tially observable systems. Introducing memory improves approximation

quality.

7See https://github.com/andreasvarga/MatrixEquations. j1.
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Case (2) - Discretized state space In this case, the state process of the
system is available, but the state space is discretized in order to abstract
the system. We consider two comparable settings:

1. (Classical Markov chain) The state space is discretized in n = 729
blocks in the same fashion as above (with p = 25). Memory ¢ = 1 is
considered, leading to 729? = 531441 transition probabilities (P;)
with iy, ip € {1,...,729}.

2. (2-memory Markov model) The state space is discretized in the same
way (uniformly in the square [—1,1]?) in n = 81 blocks (p = 7).
Memory ¢ = 2 is considered, also leading to 813 = 531441 transition
probabilities (P) with iy,1p,i3 € {1,...,81}.

i1,i2

i1i2,0213
The two settings lead to discrete objects of the same size, since one only
needs to store 531441 values to save them. For these two settings, we com-
pute f; with Algorithm 4, and compute TV (Ay, A, ;) for k € {0,...,100}.
The results are in Figure 5.6. We observe that, for the same final abstraction
size, the memory-based approach leads to a better approximation, show-
casing the fact that memory allows to construct smarter abstractions than
classical approaches.

03t T
o \ n =729 - memory (- 1
[/ ~ n = 8l - memory ¢ = 2
/ \\
02t N
= —
< \
o \\\,
2 —
> 0.1
H
0.0 |
L 1 . . '
0 25 50 75 100
Horizon k

Fig. 5.6 Approximation quality of memory-dependent abstractions of an
observable system. One can see that, for the same number of transition
probabilities (71 = 531441 in both cases), starting from a coarser parti-
tion and increasing the memory leads to better approximations.
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5.7 Summary and further research directions

Chapter 5 - Summary

In this chapter, we extended the memory-dependent abstraction
framework of Chapter 3 to stochastic systems, where both epistemic
and aleatoric uncertainty are present. By integrating tools such as
transfer operators and Galerkin approximations, we addressed the
fundamental challenge of approximating non-Markovian processes by
leveraging memory.

Section 5.1 — Framework

We formalised the class of stochastic dynamical systems under study,
emphasising the role of invariant measures and ergodicity.

Section 5.2 — Preliminaries

We introduced the key concepts used in the chapter: transfer opera-
tors and their spectrum, projection operators, and Galerkin approxi-
mations.

Section 5.3 — Method

A data-driven algorithm (Algorithm 4) was proposed to construct ¢-
memory abstractions. The method leverages sampled trajectories to
compute transition probabilities and initial distributions. The lifted
system, whose state space encodes ¢-long sequences, was introduced
as a key tool to interpret the method. This approach generalizes deter-
ministic abstractions presented in Chapter 3 by accounting for aleatoric
uncertainty through probabilistic state densities.

Section 5.4 — Abstractions as Galerkin approximations

We established that /-memory abstractions correspond to Galerkin ap-
proximations of the lifted transfer operator. This connection not only
justifies the algorithm steps but also enables the use of functional ana-
lytic tools to bound approximation errors.

Section 5.5 — Total Variation guarantees
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Rigorous bounds on the total variation distance between the original
and abstracted distributions were derived. Two complementary re-
sults — (1) an increasing bound (Theorem 5.24) and (2) a decreasing
bound (Theorem 5.25) — ensure that the approximation error remains
controlled over time, enabling formal safety guarantees for verification
and control tasks.

Section 5.6 — Numerical experiments

Numerical case studies demonstrated the practical advantages of
memory-dependent abstractions. In scenarios with partial observa-
tions, increasing memory consistently improved accuracy. Moreover,
for systems with discretized state spaces, memory-based abstractions
outperformed classical abstractions of comparable size.

Chapter 5 — Further research directions

We believe that this approach is a novel and efficient manner of prop-
agating uncertainty in partially observable stochastic systems. It pro-
vides rigorous guarantees for safety-critical applications, bridging the
gap between abstract models and real-world stochastic dynamics. The
following directions can be considered for future research.

Characterizing systems for which memory helps

Our numerical experiments suggest that (1) for partially observable
systems with a fixed partition, increasing memory allows to improve
the approximation quality, and (2) increasing memory may even im-
prove the approximation quality for a constant abstraction size. Iden-
tifying sufficient and necessary conditions for which increasing mem-
ory guarantees a better approximation — whether in the case (1) or (2)
—is an interesting direction for further research.

Reducing Total Variation conservatism

While our current bounds are valid, they suffer from conservatism and
often exceed 1, the maximal value of any Total Variation distance. Two
research directions are therefore interesting for reducing this conser-
vatism: (1) investigating alternative approaches that directly rely on
results on the 1-norm (rather than relying on the 2-norm as we do
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here) and (2) using the 2-norm results to directly bound the Wasser-
stein distance between A, and 7\5,;{, which would then enable the use
of distributionally robust optimisation for control and analysis (see e.g.
[KENSA19]).

Investigating adaptive memory schemes

In this chapter, the memory length /¢ is fixed a priori, which can
lead to unnecessarily large abstractions. In fact, not all memory se-
quences may contribute equally to the approximation quality. An
adaptive approach, where memory is composed of sequences of differ-
ent lengths (as in Chapter 4), could achieve comparable approximation
quality while significantly reducing the abstraction size. Specifically, a
stochastic adaptation of the REFINE algorithm from Chapter 4 could be
investigated.

Similar further works as in Chapter 3 and Chapter 4

Future directions described in Chapter 3 and Chapter 4 also remain
interesting in the context of stochastic abstractions. These include ac-
counting for a finite number of observations, and construct Markov
Decision Processes abstractions to add control inputs in the overall
method.

| 129






PART IV
The Cantor-Kantorovich
distance






Theoretical foundations of
the Cantor-Kantorovich
distance

is the question of quantifying the difference between two LMCs I
and T. Indeed, Algorithm 3 relies on a notion of distance between
LMCs (such as defined in Chapter 1).

Different distances between LMCs were proposed in the literature. It
was mostly driven by the use case in which an LMC T serves as an approx-
imation or biased model of another LMC I' (see, e.g. Example 6.1): it is then
of interest to quantify whether I'is a good approximation of I or not.

C ENTRAL to the adaptive memory method developed in Chapter 4

Example 6.1 (Markov’s Eugene Onegin text model [Mar13]). In the sem-
inal paper [Mar13], Markov counted the transitions between vowels and
consonants in one of Eugene Onegin’s poems, resulting in the reference
Markov chain ¥, depicted in Figure 6.1 with e = 0. Suppose that such a
model was computed only from a subset of the poem, then it could result
in an approximate (or biased) Markov chain £, with an ¢ > 0. Our goal is
to quantify the difference between X and its approximation ..

First, different bisimilarity distances (see Definition 1.24) were introduced,
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0.872 — ¢
0.128 + ¢ 0.337 — ¢
0.663 +¢

Fig. 6.1 Biased Markov’s Eugene Onegin text model [Mar13].

e.g. in [DGJP04, vBSW07, CvBW12, vBWO05]. Multiple trace-based distances
were introduced as well. For example, [CK14, Kiel8] consider the TV dis-
tance between the asymptotic distributions, while [DHKP16, ]MGLM14]
expose families of linear distances, sometimes discounted or averaged.
Measures that are not pseudo-distances (as defined in Chapter 1) were also
introduced, e.g. [RAC04] which measures the Kullback-Leibler divergence
between the asymptotic distributions.

The research effort introduced in Chapter 4 led to the development of
a novel notion of distance that relies on the theory of optimal transport.
More precisely, we leverage the Kantorovich (also known as Wasserstein)
distance in order to evaluate the difference between two Markov models
in terms of the probability distributions that they define on the output lan-
guage. To define the Kantorovich distance, we equip the language A“ with
the Cantor distance, thereby making this novel distance natural in the sense
that it relies on the distance that generates the natural topology 7 on A“
(see Chapter 1 for more information). More formally, this novel distance is
defined as

CK(T1,T2) = Ke(py', 13),

where p{’, uy’ are the distributions generated by I'y and I'; on the measur-
able space (A“,0(T%)), and is referred to as the Cantor-Kantorovich distance
(or CK distance for short). Other works have investigated Kantorovich-
based distances between LMCs, but with another underlying space or dis-
tance (see e.g. [MS10, RS18, DGJP04, vBSWO07]).

The suitability of a distance for a given application depends on spe-
cific characteristics. In this chapter, we focus on two types of characteris-
tics: continuity properties (such as defined in Chapter 1) and computational
complexity (see Appendix E for an overview of computational complexity
results). First, we study parameter and (B-LTL)-continuity of the Cantor-
Kantorovich metric. Second, we are interested in knowing whether CK is
computable and if it is hard to compute. While most distances are either
not computable or hard to compute, it is also of the utmost importance to
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identify computable approximation schemes, and characterise their com-
putational complexity — see e.g. [CK14] for a proof of NP-hardness of both
the exact computation and the approximation of the asymptotic TV dis-
tance.

Contributions. The goal of this chapter is to write the theoretical foun-
dations of the Cantor-Kantorovich distance. The main contributions are
summarised below.

1. Definition. We make the link between the CK distance and the topol-
ogy generated by the Cantor distance on A“, making the CK distance
a natural choice for comparing LMCs. We also show that the CK dis-
tance is an infinite sum of discounted TV distances, which highlights
that it can be seen as an instance of the discounted linear distances
studied in [JMGLM14], but one that arises directly from the natural

topology.

2. Exact computation. We show that the exact computation of the CK
distance is #P-hard.

3. Continuity properties. We first prove the continuity of the distance
by showing that the distance between two similar (in a precise sense)
LMCs is upper bounded. We also show that a small CK distance
implies a bounded error between probabilities of finite traces and,
given the distance CK(Z, ¥) and a tolerance ¢, we provide a practical
method to select an horizon k such that using £ yields an error of at
most € up to that horizon k.

4. Approximation. We provide an approximation scheme based on fi-
nite sums of discounted TV distances. We show that this scheme is
also #P-hard.

Publication. This work has been done in collaboration with Licio Romao,
Alessandro Abate and Raphaél M. Jungers. Preliminary results have been
published in [BRAJ25], and a pre-print containing additional results can be
found in [BAJ25].!

I The pre-print [BAJ25] is currently under review.

| 135



6 | Theoretical foundations of the Cantor-Kantorovich distance

6.1 Definition and link with Total Variation

We first recall the two ingredients used to define the CK distance. Follow-
ing Chapter 1, for m := |A| and for any two words w; = ajap... and
wy = b1by ... in AY, the Cantor distance is
C(wlr ZU2> = m il’lf{l’*lfﬂi#bi}’

and this expression extends in the same way to finite words in A¥. Now,
letT1 = (S1,A,11,1,1h) and Ty = (Sp, A, 12,2, 12) be two LMCs defined
over the same alphabet. For a finite horizon k, they respectively generate
the measures y’f and p& on the finite alphabet A* (see Chapter 1 for more
information). Following Appendix D, given the underlying metric space
(AF, C), the Kantorovich distance between yX and 5 is given by

Kc(lulflyé) = min C<w1/w2)ck(wlrw2)/
ck: Ak x Ak—[0,1] wl,wgeAk
subject to
Vw, € AY, Y Kwr,wo) = p(w),
wZEAk
k k — k
Yy € AY, ) ¢ (wr,w2) = p3(w2).
wleAk

In the same setting, the Total Variation distance between y’l‘ and #5 is

V(i 5) = 5 Z (@) = 3 (w)].
weA"
We refer the reader to Appendix D for a more general definition.

We are now able to introduce the so-called Cantor-Kantorovich distance
between two LMCs, and provide the link with Total Variation.

Definition 6.2 (Cantor-Kantorovich distance). Let I'1 = (S1, 4,11, 71, 11)
and I, = (Sp, A, 1, Tz, I>) be two LMCs defined over the same alphabet

For any k € IN, let % and 15 be the probability measures on (AK, 2A¢ ) gen-
erated by I'1 and I';, respectively. The Cantor-Kantorovich distance (or CK
distance for short) between I'; and I'; is given by

CK(I'y, Tz) = lim Ke (p, ). (6.1)
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Remark 6.3 (On the choice of the underlying metric space). The use of the
Cantor metric makes the CK distance very general. However, if one were
to use this distance in a specification-driven context — for instance, to find
reduced LMCs that are close to the original one in order to verify specific
behaviours — it could be interesting as further work to investigate whether
other choices of metric space on A* would be better suited to the problem
at hand.

Following-up on Remark D.15, the computation of the CK distance can
be interpreted through the lens of optimal transport: for a given horizon k,
at each w € A¥, the “supplies” are given by ‘u’{(w) and the “demands” by
y5 (w). For each wy, wy € AF, the cost of moving c*(wq, w,) of supply mass
from wy to wy amounts to X (w1, w,)C(wy,ws). The specific choice of the
Cantor distance as the underlying distance allows to visualise this with a
tree, as shown in Figure 6.2.

We will now prove the main result of this section, which is that

CK(T1,T) =

||M3

ZTV Vlf P‘z)

where m is the number of labels of the LMCs, thatis m = |A].

This result (Theorem 6.8) relies on the combination of Proposition 6.7
(from [CK14]), and Proposition 6.6. The latter proposition relies on two
important lemmata (Lemma 6.4 and Lemma 6.5). It is worth noting that
Lemma 6.4, Lemma 6.5 and Proposition 6.6 all rely on the optimal trans-
port interpretation described above, highlighting the importance of this
optimal transport viewpoint. The dependencies between these results are
summarised in Figure 6.3.

Lemma 6.4. Let I'y and I'y be two LMCs defined over the same alphabet A. For
any k € N, let c* : A¥ x Ak — [0,1] be the optimal coupling when computing
the Kantorovich distance Kc (X, uk) (see optimal transport problem (D.2)). Then
it holds that

(w, w) = min{p} (w), y5(w)}
forallw € Ak,

Proof. We first prove that c*(w,w) < min{pk(w), yk(w)}. Constraint (D.4)
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Fig. 6.2 Optimal transport interpretation of the CK distance. Let k = 2,
and let Ty be a LMC such that p?(w) = 1/4 for all w € {1,2}? (depicted
in red), and I'; be such that y3(11) = 0, p3(12) = 1/3, p3(21) = 1/4
and p3(22) = 5/12 (depicted in blue). Computing K¢ (14, 43) amounts to
solving the optimal transport problem in which the demands (blue) are
satisfied with the supplies (red). To do that, one has to move (1/3 —1/4)
mass from 11 to 12, and (5/12 — 1/4) mass from 11 to 22. These moves
are depicted in yellow. The marginal costs of such moves are respectively
C(11,12) = 271 and C(11,22) = 1; this can be computed by looking at the
level in the tree to which the mass has to move (k = 1 for the first move,
resulting in a 27! cost, and k = 0 for the second move, resulting in a 27°
cost). The CK distance corresponds to this optimal transport problem, but
at k = 4-o0.

imply that

wh(w) = M (w, w) + ) Kw,w') > *(w,w),
w' e Ak
w#w'

1k (w) = K (w,w) + 2 Kw', w) > F(w,w),

w' € A
w#w'

(6.2)

which implies ¢* (w, w) < min{pk(w), y(w)}. We now prove that c*(w, w) >
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Proposition 6.6 Proposition 6.7 [CK14]
Ke(pk, k) =1— My + ] m™ (M; — M) TV(pk, ) = 1— My
Theorem 6.8

CK(Ty,T2) = (m—1) T2y m TV (pi, 1)

Y
Corollary 6.10
CK is well-defined

Fig. 6.3 Summary of the main results of Section 6.1. The results leverag-
ing the optimal transport interpretation of the Kantorovich distance are in

red.

min{y¥(w), u5(w)}. By contradiction, let c* be an optimal solution such
that there exists w € A and e > 0 with

(w0, w) = min{pk(w), b ()} — e
Assume without loss of generality that min{yX(w), pk(w)} = pk(w), then
constraints (D.4) imply that
1. there exists w’ # w such that c*(w, w') = ¢ for some ¢’ € (0,¢], and
2. there exists ' # w such that c*(w”,w) = €" for some ¢ € (0, ¢].
Let Kc(p%, u5) denote the Kantorovich metric corresponding to such c*.

Now assume, again without loss of generality, that ¢’ < ¢”. Consider then
(k)" such that (k) (w1, w,) = c*(wy, wy) for all wy, wy € AF except

L () (w,w) = K (w,w) + ¢,

2. (MY (w,w') = K (w,w') ¢,
3. (N(w",w") = K", w') + ¢,
4. (MW", w) = K (w',w) —¢.
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The joint distribution (c¥)’ is feasible since it satisfies constraints (D.3) and
(D.4). Now let KL (1%, u&) denote the solution corresponding to such (c¥)’,
it holds that

Ke(pi, 15) = Ke(uh, 1)
—¢[C(w,w') + C(w',w") — C(w',w")].

By triangular inequality of C, we have that K (1%, u5) < K (pk, %), which
contradicts the fact that c* is optimal, and the proof is completed. O

Lemma 6.5. Let I'y and I'y be two LMCs defined over the same alphabet A. For
any k > 1, let c* : A¥ x A* — [0,1] be the optimal coupling when computing the
Kantorovich distance K¢ (4%, 1) (see optimal transport problem (D.2)). Then, for
all w € A1 such that ylfl(w) > ygfl(w), it holds that

Y Y Kowa,wa) = (w) - psH(w),

w'eAk—1ayam€eA
w' #w

Yo Y Ky, wa) =o0.

w e Ak=1a1,03€A
w'#w

Else ify’lf_l(w) < yg_l(w), then

Yo Y K, w'ay) =0,

w' e Ak a1,a,€A
w' #w

K(w'ay, way) = ygfl(w) - yll‘*l(w).
w/eAkfl ay,ap€A
W' £w

Proof. Forsomew € A¥~1, assume without loss of generality that ;4]1‘_1 (w) >
;4’2‘*1 (w). First, by the constraints (D.4), it holds that

Y, Y KMway,w'ay) > g (w) — 5 (w).

w’eAk*l ul,uzeA
w' #w

Now, we proceed similarly as for Lemma 6.4. Suppose by contradiction
that }° /41 Xay arca K (way, w'ay) > y’ffl(w) - ylz‘*l(w). Then there ex-
w'#w

ists w' # w € AK1, and ay,a; € A such that cf(w'ay, way) = ¢ > 0. There
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also exists w” € AF1 such that w” # w and w” # w’, and a3, a4 € A such
that c*(was, w”ay) = €’ > 0. Assume w.l.o.g. that ¢ < ¢”, and consider a
solution (ck) such that (cF)’ = ¢k, except for

1. () (waz, w"ay) = *(waz, w'ay) — €,

2. (N(w'ay, way) = K(w'ay, way) — €,

3. () (w'ay, w"ay) = K (w'ay, w"ay) + €, and
4. (M) (wasz, way) = X (was, way) + ¢

The joint distribution (c¥)’ is feasible since it still satisfies the constraints (D.3)
and (D.4). Note that, since the Cantor distance is an ultradistance (see
Proposition 1.10), then

C(w'ay, w"ay) < max{C(w'ay, way), C(wa, w"ay)}

= max{C(w'ay, way), C(waz, w'ay)}.

Moreover, C(waz, wap) = m~*. Now let KL (X, %) denote the solution
corresponding to such (c¥)’, we have that K¢ (u%, 15) — K (uf, 1) is

+ C(w'ay, way)
Koy wr gk by o |+ Clwas,w'ay)
Ke(pa, uy) — Kelpa, up) = —¢ — Clw'ay,w"ay)
— mik
+ C(w'ay, way) + C(was, w" ay)
< —¢ | — max{C(w'ay,way),C(was, w"ay)}
— m-
< _S/[mf(kfl) _ m*k]
<0,
which contradicts the fact that c* is optimal. O

Proposition 6.6. Let I'; and I'; be two LMCs defined over the same alphabet A.
Foranyi € N, let

M;:= ) min{pj(w), iy (w)},

we Al
where i and yb are the probability measures on (Ai,ZAi) generated by I'y and

| 141



6 | Theoretical foundations of the Cantor-Kantorovich distance

I'y, respectively. For any k € IN, it holds that

k=1
Ke(ph, 18) =1— My + Y m™ (M; — Miyq). (63)
i=1

Proof. For the sake of conciseness, we note K& = K¢ (1%, 1%). We will prove
that

KEL =KE +m™* ) (rk(w) -y rkH(wa)) , (6.4)
we Ak acA

where r*(w) = min{pX(w), p5(w)}, which is equivalent to (6.3). This proof

is divided into two parts. First, we prove that the right-hand side of (6.4) is

a lower bound for K’g’l. Second, we prove that it is also an upper bound.

Lower bound First we note that K’é“ is equal to

Yo Y Clwiar, waan) KT (wrar, woan)
wy,wy €Ak a1,7€A

= Y Clw,w) Y & (wiay,waar)

w1, wp € AF ay,a3€A
w1 Fw)

+m YN K (way, way)
we Ak aj,a€A
a1#a;

=C + G

In the first part of this proof, we show that the two following expressions
hold:
G > K, (6.5)

C=m"}Y <rk(w) — Y A (wa)) . (6.6)
we Ak acA

In the first instance, we show that (6.5) holds. To do this, let d* : A¥ x Ak —
[0, 1] be defined as d* (w1, w2) = ¥y, 4y 4 ¢ (w1 a1, wra3). We show that df
satisfies the constraints (D.3) and (D.4). Indeed, d* (w1, w;) > 0, and

Yo dw,w) = Y Y K (wiay, waan)

wy e Ak wye Ak a1,a2€A
2

=Y N (wiay) =yl (wy),
a
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and similarly for the second condition in (D.4). This implies that d* is a
coupling, thereby a feasible solution. This yields

K]é S Z C(wl,wz)dk(wl,wz) = Cl.
a1,ap€A

As a second step, we show that (6.6) holds. More precisely, we show that,
for all w € A, the following holds:

) K (way, way) = -Y 1 (wa),
ay,ap€A acA
ay7ay
which implies that

Co=m D Y K (w) — Y A (wa) |

we Ak acA

We prove the claim. Assume without loss of generality that w is such that
#i(w) > pi(w), then

2 ¢ (way, way)
ay,ap€A

Y YT m, i)

MmEA w cAkareA

Y ¥ )

w' eAkap€A
w'#w
k+1
L I S ST
@ €A w'e Ak m,a€A
w'#w
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Following Lemma 6.5, this is equal to yX(w) — (;ﬂ{(w) - y’é(w)) = rk(w).
And the following holds:

Y K way, wa)

ay,ap€A
ay7#a;
= Y N way,way) — Y K (way, way)
a1F#ay €A acA
a1 #ay
= (w) — Y ¥ (wa)
acA

by Lemma 6.4. This concludes that the right-hand side of (6.4) is a lower
bound for KK,

Upper bound We now move to the second part of this proof. To pro-
vide an upper bound, we will show that we can construct a feasible k + 1
solution feasible d**! such that

Z C(wl,wz)dk+1(w1,w2)

wy,wy € AKH1

=KE+ Y |¥F(w) - Y T (wa)

we Ak acA

Consider c¥, an optimal solution at step k. We will construct d**1 in the
following greedy way. Initialise d¥*! with only zero elements, and for all
w € AX, a € A, we initialise §(wa) = 0. We start by updating the blocks
d*1(wyay, waay) where wy # wy. For all w such that yf(w) > ub(w), for
alla € A such that 5™ (wa) > b (wa), do the following.

1. Let §(wa) = pk™ (wa) — ps™ (wa).
If Y zq 0(wa') + 6(wa) > p(w) — ps(w), let 6(wa) = (f(w) —
Vlﬁ(w)) - Zu’;«éa 5gwa,>'
Else let 6(wa) = é(wa).

2. Find a w’ # w such that

HKw,w') > Y d(way, w'ay).
a1,ap€A
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Now, for any a’ € A, let

p(a') = s (w'a) — piH (w'a')
_ Z 2 dkH(w”al,w/a’)
w' e Ak mEeA
w//#w/
Then, find 4’ € A such that y(a’) > 0
Now, if §(wa) > (a’), then:
e Update d“*1(wa, w'a’) + p(a’)
e Update 6(wa) < é(wa) — p(a’)

¢ Return to 2.
Else, update d**1(wa, w'a’) + 6(wa).

We claim that, in the procedure above, there always exists such a w’ for a
given wa. Otherwise, } 44 K(w,w'") < pk(w) — pk(w), which is impossi-
ble by Lemma 6.4. Also, we claim that there also always exists such a’ for
a given wa and w'. Otherwise, for all 4’ € A,

Z Z de+1(w”a1,w’a’)
a'eAy'cpka€A

w' #w'

Z ‘uk+1 ]1]{+1( )

aceA

which means by construction that

Z 2 chﬂ(w”al,w’a')

a'€A ' cpka€A
// /
#w
k+1 k+1
> ) —uy(w'a'),

aeA

which is p&(w) — uk(w) > pk(w) — pk(w) by Lemma 6.5. Moreover, by
construction we have that, for all w # o/,

HFww')= Y d(way,w'a). (6.7)

ﬂl,azeAk
Now, we construct the diagonal blocks d**1 (way, way). For eachw € A*
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anda € A, let

ﬁ1{+1 (wa) — y11<+1(wa) _ Z Z dk+1 (wa, w’a’),
w'#£wacA
ﬁ’Z‘H (wa) = y’ﬁ“(wa) -y ) A (w'a’, wa).

w' #wacA

6.8)

Now, for a given w, let us solve the following balanced optimal transport

problem:
inf m™* Y d" N (way, way)
dk+l a1, €A

a1 #a;

s.t.Vag € A: de+1(wa1,wa2) = 1 (way),
a
Vay € A: Y d" ™ (way, war) = 5T (wa).
a
Following the definition of fi; and fiy, this is a balanced optimal transport
whose trivial solution is given by

m* <rk(w) -) rk+1(wa)> : (6.9)

acA

Now we conclude the proof. By (6.7) and (6.8), d“*! is a coupling of

y’{“ and ygﬂ. Indeed it is positive, and for any w; € A* and a; € A,

Z ): dk+1(w1ﬂ1/w2ﬂ2)

wZEAk ”ZGA
=) A (wiay, wiay) + Y ) A (wyay, waay)
aeA '(UQGAk aeA

Wy Fwy

= ﬁlf+1(w1ﬂ1) + (V’f“ (wiay) — ﬁlfﬂ(wl%)) = ﬂ11(+1(w1ﬂ1),
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and similarly for u5*!. Finally,

Y Y Clwiar, woan)d ™ (wiay, woay)

wy,wy €Ak a1,3€A

= Z C(wy, wo) Z dk+1(w1111/w2ﬂ2)

wl#wz ai,az
—l—m_kz ) A (way, way).
w ai,ap
a1 #ay

By (6.7), the first term is K’é, and by (6.9), the second term is

Z rk(w) — Z rkH(wa)

we Ak acA

This provides an upper bound on K’é“, and the proof is completed. O

Proposition 6.7 ([CK14]). Let I'1 and I'y be two LMCs defined over the same
alphabet A. For any k € IN, it holds that

TV(k, ub) =1 My,

where yk and yb are the probability measures on (A, 2Ak) generated by I'y and
I, respectively, and where My, is defined such as in (6.3).

Proposition 6.6 shows that, for any k, one can compute Kc(p%, 1) by
computing the minimum between p (w) and p}(w) for all i < k. It turns
out that this minimum quantity is also sufficient to compute the TV dis-
tance between 15 (w) and p&(w), such as highlighted in [CK14]. The com-
bination of these two observations yields the following result.

Theorem 6.8. Let I'y and I'y be two LMCs defined over the same alphabet A. It
holds that

CK(T1,T2) = (m—1) Y m ' TV(ui, 1),
i=1

with m := |A|, and where y} and p are the probability measures on (AP, 24"
generated by I'1 and I'y, respectively.
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Proof. First, from Proposition 6.6, it holds that

k ok 1 /1—m 1
Ke(pi pz) =1+, ( i ) M; —m~ =D,
i=1
Now, replacing M; = 1 — TV(u!, b ) from Proposition 6.7 yields

Ke(p, p5) = 1+ Zm —mm Y

+ 2 (m — ) TV(P‘lfﬂz) +m'” kTV(M/P’z)

It remains to see that the first three terms of the equation above cancel,
which implies

c(uh, ub) Z( >TV(#1/V2) m KTV (f, 18).

Since TV (uk, u%) converges to a finite value and that limy_,o, m' =% = 0,
taking the equation to the limit k — oo yields the statement, and the proof
is concluded. O

Remark 6.9. Theorem 6.8 is central in this paper as it provides both theo-
retical and practical insights about the CK distance. In particular, it shows
that, up to a factor (m — 1), the CK distance can be seen as an instance of the
discounted TV distances studied in [[MGLM14], but one that arises directly
from the natural topology generated by the underlying Cantor metric.

Theorem 6.8 will also be crucial in the development of the rest of this
chapter. For instance in Corollary 6.10 we show that the CK distance is
well-defined, in the sense that the limit in (6.1) converges, and that the
resulting distance is a trace-based distance, i.e.

CK(I'1,T2) =0 <= uf =u5.

We refer the reader to Definition 1.27 for a formal definition of trace-based
distance.

Corollary 6.10. For any two LMCs I'y and I'y defined over the same alphabet A,
the CK distance converges, is a trace-based distance between LMCs as defined in
Definition 1.27, and is such that 0 < CK(I'1,Tp) < 1.
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Proof. We first prove that the distance converges, and is contained in [0, 1].
By Theorem 6.8, it suffices to show that the sequence of partial sums (S )x>0
converges, where

Let

Since 0 < TV(yi, yi) < 1forall i, it holds that 0 < S, < S for all k. By the
comparison test, (Sx)x>( converges to a value that is lower bounded by 0
and upper bounded by limy_,, Sy = 1.

We now prove that it is a trace-based distance. First, by Theorem 6.8,
CK is a pseudo-distance since it is a discounted sum of distances. We there-
fore conclude by showing that CK(I';, ) = 0is a necessary and sufficient
condition for ui’ = uy’. The latter follows from the fact that, by Theo-
rem 6.8, CK(I';,I2) = 0if and only if TV(uk, u5) = 0 for all k € N which,
by definition of 3§’ and p§’, is true if and only if p{’ = uf’. O

We conclude this section by providing an interpretation of the REFINE
algorithm (from Chapter 4) used with the CK distance.

Remark 6.11 (Interpretation of Algorithm 3 with the CK distance). The
CK distance defines a metric space in which two LMCs are close if they
have similar short-horizon behaviours — this directly follows Theorem 6.8.
The procedure REFINE with the CK distance therefore tends to choose the
model with a different short-term behaviour.

6.2 Continuity properties

In this section we study the continuity properties of the CK distance, de-
scribed in Chapter 1. We recall these definitions hereinafter.

Definition 6.12 (Parameter continuity). A pseudo-distance CK between
LMCs is said to be parameter continuous if, for all € > 0, there exists § > 0
such that, for any two LMCs I'; and I';,

I'1 and I'; are J-approximately bisimilar = CK(T';,I2) <,
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where §-approximate bisimilarity is defined in Definition 1.23.

Definition 6.13 (®-continuity). Let ¢ C A“ be a property. A pseudo-
distance CK between LMCs is said to be ¢-continuous if, for all € > 0, there
exists & > 0 such that, for any two LMCs I'; and I',

CK(T1,Ty) €6 = sup [uf’(w) — p3 (w)| <.
weP

Let @ be a class of properties, a distance CK is said to be ®-continuous if it
is ¢-continuous for all ¢ € P.

In this section we will show that our distance is (B-LTL)-continuous,
where B-LTL is the LTL class of properties, however omitting the "until" 2/
temporal modality (see Chapter 1 for a formal definition).

Dovetailing on Remark 6.9, Jaeger et al. already showed in [[MGLM14]
that this distance is both parameter and (B-LTL)-continuous. In this sec-
tion, we extend the results in [[MGLM14] in two separate ways:

1. We quantify in Proposition 6.15 the value of € such that

I'1 and I'; are d-approximately bisimilar = CK(T'1,T) <.

2. We quantify in Proposition 6.17 the value of € such that

CK(T1,Tp) <6 = |uf(w) — ph(w)| <,

for all finite words w € AF.

Hence, we recover the less general continuity results shown in [[MGLM14],
as corollaries of these two propositions in Corollary 6.16 and Corollary 6.18.

We start by showing that, if two LMCs are J-approximately bisimilar,
then the CK distance is upper bounded by a function of §. To prove this
result, we rely on a result proven by Bian and Abate in [BA17, Theorem 4].

Proposition 6.14 ([BA17]). Givené € (0,1), let I'y and T'5 be two é-approximately
bisimilar LMCs defined on the same set of labels. For all k > 0, it holds that

TV(k, ub) <1—(1-0)%, (6.10)

where ;4’{ and ;4’2‘ are the distributions on A respectively generated by T'y and T.
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Proposition 6.15. Given 6 € (0,1), let 'y and T'5 be two S-approximately bisim-
ilar LMCs defined over the same alphabet. It holds that

mé

< ——. 6.11
CK(Fl,Fz)_m_H_(S (6.11)
Proof. By Theorem 6.8 and applying the bound (6.10), it holds that
= (m—1 P
eK(ry T2 = ¥ ("0 ) TV )
i=1
> (m—1
< . 1—(1-9)
<y (") a-a-a
=(m-1 — ) —(m-1 —
1Y () -~ E (5
_ . (m-1)(1-9) mé
B m—1+46 m—1+¢
which proves the claim. O

An illustration of the bound (6.11) can be found in Figure 6.4 for the
cases m = 2,...,10. A second illustration is also presented in Section 6.3
(see Figure 6.5).

Proposition 6.15 provides practical insight about the CK distance. Sup-
pose that a lower bound CK(I'1,T;) > CK is known. Then, with

6:=(m—1)CK/(m— CK),

it is impossible that I'; and T'; are -approximately bisimilar for all § < 6.
Proposition 6.15 also provides theoretical insight, as it offers a proof for a
less restrictive notion of parameter continuity (see Remark 1.31).

Corollary 6.16. The CK distance is parameter continuous.

Proof. Foralle € (0,1),letd(¢) = (m — 1)e/(m — ¢€). By Proposition 6.15,
foralle € (0,1),if I'; and I'p are é(¢)-approximately bisimilar to each other,
then CK(I'1,T,) < ¢, and the proof is completed. O

We now show that, if CK(I'y,T,) < 4, then the TV distance TV(y’l‘, ‘ug)
is upper bounded by a function of § and the horizon k.

Proposition 6.17. Let T'y and I'y be two LMCs defined over the same alphabet.
For all k > 1, it holds that, if CK(T1,T2) < 6, then TV (uk, uf) < m*=1s,
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Fig. 6.4 Upper bound (6.11) on the CK distance between two ¢-
approximately bisimilar LMCs. The upper bound is given as a function
4 € (0,1), and for different numbers of labels.

with ]/t'{ and ;412‘ the probability measures on (Ak,2Ak) generated by I'y and I'y,
respectively.

Proof. Since TV( y’l‘, 1) is increasing with k, by Theorem 6.8, it holds that,
forallk > 1,

eK(ry,T2) = 1 (") TV )
)

The inequality above implies that ml’kTV(;ﬂl‘, ;4’2‘) < CK(Tq,T7) < 6, which
concludes the proof. O

Again, Proposition 6.17 provides a practical insight about the CK dis-
tance. Suppose that an upper bound CK(T1,T,) < CK is known. Given a
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threshold & € (0,1), for all

k<1 rog(s/CK)J ’

log(m)

then TV(y’lf, #5) < e. Therefore, given a threshold ¢ and an upper bound
CK(T1,T2) < CK, the result above gives a maximal horizon k such that
|1k (w) — p(w)| < e for all k-long word w € AF.

Proposition 6.17 also provides theoretical insights as it provides an al-
ternative proof of (B-LTL)-continuity.

Corollary 6.18. The CK distance is (B-LTL)-continuous.

Proof. Let ¢ C A“ be any (B-LTL)-definable property. Following Proposi-
tion 1.16, there exists a finite number of finite prefixes W C A* such that
¢ = Upew wA®. This implies that

sup |5 (w) — g’ (w)| < max [t (w) — ™ (@)],  (6.12)
wWEP weW

where k(w) = |w|. Let
. k(w) .\ Kkw)
W, 1= argmax iy (w) — py 7 (w)],

and k. := k(w,). Since W is a finite set of words, such maximum exists.
Now, for all ¢ € (0,1), let 6(¢) = (1 — m~*)e. By Proposition 6.17, if
CK(T'1,T7) < 4(¢), then TV(y’f*, yg*) < ¢&. By definition of the TV distance,
the latter is an upper bound on (6.12), and the proof is completed. O

In this chapter, we studied continuity with respect to B-LTL proper-
ties. It could be interesting as further work to investigate continuity with
respect to discounted LTL formulae, where the “eventually” operators of
LTL are relaxed into discounting operators, so that the satisfaction value
—1in [0,1] — decreases the longer it takes to fulfill eventuality requirements
(see [ABK14] for an introduction).

6.3 Approximation

In Section 6.1, we showed that the CK distance is an infinite discounted
sum of TV distances. In this section, we investigate the approximation
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scheme in which we truncate this sum. More formally, for any two LMCs
I'1 and I'; defined over the same alphabet, and for any k € N, let

k . . .
Sk(T1,T2) = (m—1) ) m 'TV(uy, u3), (6.13)
i1

where yg and 4}, are the probability measures on (A, 2A[) generated by I'y
and T', respectively. We show in Proposition 6.19 that computing S;(I'1, T'2)
allows to approximate CK(I';,T2) up to an arbitrarily small precision.

Proposition 6.19. Let I'y and I'y be two LMCs defined over the same alphabet.
Forall k € IN, it holds that

0 < CK(I'y,T2) — STy, T2) < m ¥,
where Sy, is as defined in (6.13).

Proof. The fact that the difference is non-negative follows trivially from
Theorem 6.8 and the fact that TV (u,v) > 0 for any two distributions u, v.
We now prove the upper bound. By Theorem 6.8, and since TV(y,v) <1
for any u, v, it holds that

A

B
|

=

e
§\

which concludes the proof. O

Proposition 6.19 implies that, in order to reach an error of at most € €
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mommm

10 °

ST, T.) —d(,T.)

10

Fig. 6.5 Approximation of the CK distance CK(T,T¢) for ¢ €
{1071,1072,1073,10~*}, and where T and T, are the LMCs from Exam-
ple 6.1. The plain line is Sx(T,T¢), and the dashed line is the upper bound
(6.11). As expected from (6.13), Sx(T, T¢) converges.

(0,1), it suffices to choose

= [ |

Example 6.20. Let I be the unbiased Markov chain from Example 6.1, and
consider biased Markov chains T with ¢ € {1071,1072,1073,1074}. In
Figure 6.5, we approximated CK(T,T¢) with S;(T1,T») for k = 1,...,15,
thereby achieving a precision of m ™% = 2715 ~ 3.1075.

6.4 Computational complexity

In the following, we will show that computing the CK distance is #P-hard.
This result relies on computational complexity concepts including binary
encodings e : I — {0,1}*, counting problems P : {0,1}* — IN, the #P com-
plexity class, hardness, and polynomial reduction. For details, see Appendix E.

To prove hardness, we reduce a known #P-complete function to the
computation of the CK distance. This reduction is based on the notion
of product distribution, defined hereinafter.

Definition 6.21 (Product distribution). For any k € IN, a product probability
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measure 7t over ({0, 1}k,2{0'1}k) is described by k parameters p; € [0,1] for
i=1,...,k and is defined as

1_p11 aj;

::]»

:1
forall w := (ay,...,a;) € {0,1}%.

The problem that we will reduce is taken from [BGM 23] and consists
in computing TV(7ry, 712) between any two product distributions. More
precisely, and in the framework of Appendix E, the concrete counting prob-
lem f1v prod : {0,1}* — IN is defined as follows.

Definition 6.22. The function frv prod : {0,1}* — N is the counting func-
tion that computes the TV distance between the binary encoding of any
two product distributions. For any two product distributions 711 and 71,
defined by 2k rational parameters p;, g; € [0,1] N Q, it is defined as

frvprod(e(71), e(m2)) = 2MTV(711, 712),

where ¢ is the binary encoding (as defined in Appendix E), and M is the
product of the denominators of py, ..., px, 41, - - ., gk and the denominators

Ofl—pl,...,l—pk,l—ql,...,l—qk_

Note that, in order to frame the computation of the TV distance to a
counting problem, the problem that we reduce is not exactly the one of
computing TV(7ry, 712) but is equivalent.

Proposition 6.23 ((BGM"23]). The function frv pra = {0,1}* — IN such as
defined in Definition 6.22 is #P-complete.

Definition 6.24. Let fck : {0,1}* — R be the function that computes the
CK distance between two LMCs. For any two LMCs I'; and I'; with ratio-
nal parameters, it is defined as

fek(e(T'1), e(I2)) := CK(T'y, I2),

where e denotes the binary encoding of the parameters of the LMCs (as
defined in Appendix E).

Remark 6.25. It is an open question whether there exists an algorithm to
compute this function exactly. However, we proved in Proposition 6.19
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that the CK distance can be computed up to an arbitrarily small precision
with the truncated sum Sy (T'1,I'2), for which an algorithm exists2, making
the CK distance computable up to arbitrary precision.

We now prove that the CK distance is #P-hard. The proof relies on
the reduction of fry prod to the computation of fck (see Appendix E for a
formal definition).

Theorem 6.26. The function fck : {0,1}* — R such as defined in Defini-
tion 6.24 is #P-hard.

Proof. We will prove that there exists a polynomial-time functionr : {0,1}* —
{0,1}* such that fry,prod/2M = fck(r(x),7(y)) for x,y the binary encod-
ings of two product measures, where M is as defined in Definition 6.22.

First, given a product measure 71° described by k parameters p1, .. ., p,
we introduce a LMC I« that encodes 7*. Let T x = (S, {0,1},1,7,1) be such
that

e Sisa setof 2k states 01,...,0r and 14,...,1,

e sissuch that (1) = py,1(01) =1 — py, and «(1;) = 1(0;) = O for all
i=2,...,k

e Tissuchthat, foralli=2,...,k t(1;|1;_1) = p;, T(0;|1;_1) =1 —p;,
7(1;]0;,.1) = p;, T(0;]0;_1) = 1 — p;, and all other entries are null.
Also, we require that 7(0x|0x) = T(0¢|1x) = 1.

e lissuchthat/(1;) =1and /(0;) =0foralli=1,... k.

An illustration of I'; is provided in Figure 6.6 for a product measure 7.
The LMC T« is as follows:

* all distributions generated by the LMCT_x up to horizoni < k, noted
y;k, are the product distributions described by the first i parameters

p1,.-.,pi, thatis Virk =7,
¢ and all distributions generated by the LMC I' x up to horizon i > k,

are such that, for w = (ay,...,ax,a541,...,4;) € Al

Plirk(w) _ nk(al,...,ak) if (akﬂf...,ai) =(0,...,0)
0 otherwise.

2Indeed, for a finite horizon k, computing the TV distance is straightforward with (D.1).
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#(01) =1—p;

Fig. 6.6 The LMC I';; that encodes the product distribution 7t described
by parameters py, ..., p.

Now, given two product distributions 7 and 775 respectively described
by p1,....,prand q1,...,qx, let Fn;f and Fn;é be the two LMCs that encode

7111‘ and 7r’2‘, respectively. A first observation is that, for all i > k, it holds
that

) ) 1 . ‘
TV(Vlnk/Z/llnk) =3 Z |‘u17rk (w) — y’nk(w)|
! ? we{0,1} 1 2
1 ) )
=5 L luu(@0...0) — pl ('0...0)]
w'e{0,1}k ! 2
1
=5 L |mi@) - @)
w'e{0,1}k

= TV(n’f, 7r’2‘).
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The latter yields

I
™2

Il
—

CK(T e, T ) 2_iTV(yin,l<,y;,2()

27TV (), )

I
e

I
—

(6.14)

T
L

27TV (i, 7)) + TV (i, k) (ZZ )

= =
Fol
—_ =

27TV, b)) + 2V R TV (e, 7).
1

In order to lighten the notation, for all i < k, let CK; := CK(Fn’f/rn’g)
and TV; = TV(ni, 7h), it holds from (6.14) that

CK; 1 TV,
CK, 2-1 21 TV,
CKj 271 272 22 TV;
CKy_» 271 278 -2 0 3k TVi_s
CKy_1 271 28 22 2k g2k TV
CKy 271 273 272 92k pl-k pl-k TV,

The matrix in the expression above is invertible since it is a triangular ma-
trix whose diagonal entries are all strictly positive. Therefore, one can com-
pute TV; = TV(7¥, 7§) in polynomial time by computing k times the CK
distance, and solving the linear system of equations above. Therefore, by
Proposition E.12, there exists a polynomial-time function r : {0,1}* —
{0,1}* such that fck o = frv,prod/2M, where M is the constant defined
in Definition 6.22. O

Theorem 6.26 implies that, unless P = NP, there is no algorithm that
computes exactly the CK distance in polynomial time.

We now prove a similar result for the approximation scheme presented
in Section 6.3.

Definition 6.27. For any k € IN, let fs, : {0,1}* — R be the function that
computes Si. For any two LMCs I'y and I', with rational parameters, it is

| 159



6 | Theoretical foundations of the Cantor-Kantorovich distance

defined as
fs,(e(T1),e(T2)) := Sk(T1,T2),

where e denotes the binary encoding of the parameters of the LMCs (as
defined in Appendix E).

Proposition 6.28. Forall k € IN, the function fs, : {0,1}* — R such as defined
in Definition 6.27 is #P-hard.

Proof. We prove this result in the same way as for the exact computation of
fck (see Theorem 6.26): for any two product distributions 7z¥ and 7§ over
{0,1}*, we show that the computation of TV(7I71‘, 7112‘) can be reduced to the
computation of Sy (T'1,T2) in polynomial time.

Given two product distributions n’l‘, n’z‘, let I' x and Fn’g be the two
1

LMCs that encode 75 and 7§ respectively, in the same fashion as in the
proof of Theorem 6.26. Let Sy_;1 and Sy be the truncated sums with the
distributions generated by l"n;{ and l"n;é, respectively up to horizons k — 1

and k, it holds that
TV(rk, k) = mk (sk (rné,rné) — (rﬂ,f,rn,zc)) .

Therefore the computation of TV(p*, g¥) is reduced to the computation of
Sk(rn’;'rng) in polynomial time, and the proof is completed in the same

fashion as for Theorem 6.26. O

Again Proposition 6.28 shows that, unless P = NP, there exists no poly-
nomial algorithm to compute Si(I'1,I5).

6.5 Summary and further research directions

Chapter 6 —- Summary

In this chapter, in the context of the adaptive memory algorithm intro-
duced in Chapter 4, we introduced — to the best of our knowledge -
the first Cantor-Kantorovich notion of distance between LMCs.

Section 6.1 — Definition and link with Total Variation

We introduced the CK distance. We proved the central result that the
CK distance is a discounted sum of TV distances, implying that it is a
well-defined trace-based distance.
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Section 6.2 — Continuity properties

We showed that the CK distance is both parameter- and (B-LTL)-
continuous. We showed that these results give both practical and the-
oretical insight about CK distance.

Section 6.3 — Approximation

We proved that the CK distance can be approximated with arbitrar-
ily small precision with a truncated discounted sum of TV distances,
making the CK distance computable in that sense.

Section 6.4 — Computational complexity

We studied the computational complexity of both the exact compu-
tation and the truncated sum approximation of the CK distance. We
showed that both are #P-hard, making the existence of a polynomial
algorithm to compute them possible only if P = NP.

Chapter 6 — Further research directions

In general we believe that the Cantor-Kantorovich metric, with its
topological and continuity properties, offers a powerful tool for both
theoretical analysis and practical applications. This opens up several
promising avenues for future research.

Efficient approximation scheme

A key open question is whether a polynomial approximation scheme
exists for the CK distance. Recent advances have introduced both de-
terministic and randomized polynomial approximation schemes for
the TV distance, even for distributions generated by Markov chains
[BGM 24, FLL24]. Building on these results, a promising direction is
to combine such schemes with Theorem 6.8 to develop an efficient ap-
proximation for the CK distance.

Framework generalization

While the CK distance was introduced specifically for LMCs (in
the context of Chapter 4), its definition and properties extend nat-
urally to any pair of probability measures on the measurable space
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(A¥,0(T%)). Beyond the theoretical interest, this generalization opens
the door to applications beyond LMCs (e.g. to more general stochastic
processes). Two natural extensions of the setting also deserve atten-
tion. First, one could consider a continuous state-space setting; how-
ever, this direction is arguably less interesting, as the Cantor met-
ric on a continuous alphabet would essentially recover the classi-
cal Wasserstein distance with a p-norm on IR", losing the specificity
of the discrete-alphabet construction. Second, a continuous-time set-
ting appears more promising: the CK distance extends naturally to
continuous-time Markov chains, and studying its properties in that
context is an interesting direction for future work.

Applications

In Reinforcement Learning (see e.g. [SB] for an introduction), it is typ-
ical to transfer a learned policy from one Markov Decision Process to
another. These approaches are referred to as Transfer Learning (TL) al-
gorithms (see [ZL]Z23] for a review). Recent numerical experiments in
[BRJ24] suggest that the CK distance could serve as an effective proxy
for TL performance, making it a promising avenue for further inves-
tigation in TL algorithms. Other applications can be considered, e.g.
the CK distance can be measured for providing sufficient conditions of
safety.

Continuity with respect to discounted LTL

In Section 6.2, continuity was studied with respect to B-LTL proper-
ties. It could be interesting to investigate continuity with respect to
discounted LTL formulae, where the “eventually” operators of LTL are
relaxed into discounting operators, so that the satisfaction value — in
[0,1] — decreases the longer it takes to fulfill eventuality requirements
(see [ABK14]).
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perspectives

as an alternative to classical state space refinement in abstraction-

based methods for the analysis of complex dynamical systems. Mo-
tivated by the challenges of epistemic uncertainty and, potentially, aleatoric
uncertainty, we have developed a family of memory-dependent abstrac-
tions that encode sequences of observations rather than individual out-
puts. Crucially, these abstractions are data-driven: they can be constructed
directly from output samples, without requiring an explicit model. In par-
ticular, we have shown that our method allows increasing the approxima-
tion quality of the abstraction in two major use cases: (1) for black-box
systems, where the output is not chosen by the engineer, and (2) for com-
plex systems, where it is sometimes smarter to use memory from a coarser
partition than naively refining the state space discretisation.

THROUGHOUT this thesis, we have investigated the role of memory

As a transversal contribution, the thesis has introduced the so-called
Cantor-Kantorovich distance, a novel metric between labelled Markov chains.
This distance emerged naturally from the refinement algorithm described
in Chapter 4, and its theoretical properties make it a tool of independent
interest.
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Brief summary of the contributions

In what follows, we summarize the contributions of this thesis.

Part Il — Abstractions of deterministic systems

This part studies memory-dependent abstractions of deterministic dynam-
ical systems affected by epistemic uncertainty. In particular, it studies
the case where the abstraction is constructed from output sequences of
equal length. Our study progresses from uniform memory schemes, where
all abstract states encode sequences of equal length and asymptotic cor-
rectness is proven, to adaptive schemes, where memory depth is locally
adjusted to the dynamics. The adaptive memory framework introduces
timed sequences that encode both past and future information of vary-
ing lengths, establishes soundness guarantees (behavioural inclusion), and
provides a greedy refinement algorithm that iteratively improves the ab-
straction without requiring specification knowledge. This refinement pro-
cedure motivated the development of a metric between labelled Markov
chains, leading naturally to the Cantor-Kantorovich distance studied in
Part IV.

Part Il — Abstractions of stochastic systems

This part extends the memory-dependent abstraction framework to sys-
tems subject to aleatoric uncertainty, modelled through stochasticity. The
central challenge is that partial observability of stochastic systems induces
a fundamentally non-Markovian discrete observation process, causing ab-
stractions to suffer from approximation errors. Memory-dependent ab-
stractions address this issue by increasing the memory length in the ap-
proximating Markov process. The theoretical analysis departs significantly
from the deterministic setting: it relies on transfer operator theory and in-
terprets the abstraction construction as a Galerkin approximation of a lifted
system whose state space encodes ¢-length trajectories. This functional-
analytic perspective provides rigorous approximation guarantees in the
form of total variation bounds between the state distributions of the origi-
nal system and its abstraction. The results demonstrate that memory may
be a good alternative to classical state space refinement, even in the pres-
ence of intrinsic stochasticity.
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This part develops the theoretical foundations of a novel distance between
labelled Markov chains, the Cantor-Kantorovich distance. While initially
motivated by the needs of the adaptive refinement algorithm presented
in Part II, this distance constitutes a transversal contribution with poten-
tial applications beyond the abstraction framework. The CK distance is
constructed by equipping the space of infinite output sequences with the
Cantor distance — a distance generating the natural topology — and then by
computing the Kantorovich distance between the distributions generated
by the two labelled Markov chains. This makes the CK distance — or equiv-
alently the discounted TV — a canonical choice, directly inherited from the
natural topology of the output language. The part formalises this distance,
and establishes continuity, approximation and complexity properties. It is
shown that the CK distance is a discounted infinite sum of TV distances,
enabling an approximation scheme by computing a truncated sum. On the
continuity side, parameter-continuity and bounded specification errors are
proven. On the complexity side, the exact computation and truncated sum
approximation are both shown to be #P-hard.

Perspectives

This thesis opens several paths for future research. At the end of each chap-
ter, we have already added several perspectives for future work. In the
following, we gather, in our view, the most important and general ideas.

Smart abstraction landscape It is clear from our results that memory-
dependent abstractions belong to the family of smart abstractions. Indeed,
it was shown from numerical experiments that, for the same abstraction
size, a memory-dependent abstraction can achieve better approximation
results than a uniform gridding abstraction. However, it is still not clear
how memory-based techniques compare to other smart abstraction meth-
ods or, in other words, which methods best beat the curse of dimension-
ality. In particular, given a dynamical system (and potentially a control
problem), we are still not able to choose a priori the best smart abstrac-
tion method. Concerning memory, identifying the family of systems for
which memory-dependent abstractions are the best choice would be a cru-
cial breakthrough.
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We believe that the solution to this problem may be linked to informa-
tion theoretic concepts. In the recent preprint [DG25], Delimpaltadakis and
Gleizer formalise a fundamental abstraction size-accuracy trade-off limit
by formalising abstractions as encoder-decoder pairs, and size and trade-
off as rate and distortion respectively — concepts taken from Shannon’s rate-
distortion theory [Sha93]. In [DG25], the authors identify examples for
which memory reaches this limit, meaning that memory is the best choice
in the sense of the accuracy described in the paper. More broadly, we also
believe that mixing properties of dynamical systems play a key role in de-
termining when memory-dependent abstractions are well-posed. A mix-
ing system is one whose trajectories eventually explore the entire invariant
set, guaranteeing that the invariant measure is non-degenerate — a condi-
tion that our methods implicitly rely on (see Assumption 3.11 in Chapter 3).
Formalising this connection would clarify the scope of applicability of our
methods.

Application to large-scale systems While our memory-dependent ab-
stractions may reduce the number of states required to achieve a given
approximation accuracy — thereby suffering less from the curse of dimen-
sionality than classical uniform gridding methods — they remain limited in
practice by the state space dimension and the number of outputs. There-
fore, scaling to very high-dimensional systems (e.g., hundreds of state vari-
ables) or to systems with many outputs remains out of reach. A promising
direction to address this limitation is to combine our abstraction methods
with model reduction approaches within the compositional methods frame-
work (see e.g. [LSZ21]). Applied to our framework, one could first re-
duce the system dimension via model reduction techniques and then apply
our memory-dependent abstraction to the reduced model. The composi-
tional guarantees would then propagate the approximation error from the
reduced abstraction back to the original high-dimensional system, poten-
tially enabling scalable verification for systems that are currently beyond
reach.

Fully data-driven setting Our methods are data-driven in the sense that
they only require samples to construct abstractions. However, their guar-
antees overlook two challenges: in practice, abstractions are built from a
finite number of observations, and real-world data is often noisy.

To address these issues, several mathematical tools could be explored.
The scenario approach [CG19] is widely used in control theory, especially

166 |



| *

for abstraction-based methods. Such analysis has already been done in
[CPM23] for the uniform memory and deterministic framework, focus-
ing on the data-driven side, while our qualitative guarantees on abstrac-
tion performance complement these results. Alternative techniques in-
clude conformal prediction [CPLM24] and classical Clopper-Pearson intervals
[NBSA25, NBST25], the latter of which is shown to be less conservative
than the scenario approach in the context of [NBSA25]. Additionally, the
Baum-Welch algorithm — a method for learning labelled Markov chains —
has yet to be applied in this context. Some works investigate the statisti-
cal guarantees of the Baum-Welch algorithm (see e.g. [YBW15]), and could
therefore be used to derive finite-sample guarantees in the context of ab-
straction learning.

Controller synthesis and specification-driven verification Throughout
this thesis, our approximation guarantees are based on the difference be-
tween behaviours in the deterministic case and between state distributions
in the stochastic case, making them focused on specification-free verification.
Two natural and crucial extensions would be to develop (1) specification-
driven construction of the abstractions for a more efficient verification, and
(2) controller synthesis methods that leverage these abstractions, where the
control action depends on a history of previous observations.

To develop specification-driven verification, a promising direction is
the use of a specification-driven distance in the REFINE algorithm from
Chapter 4. To develop controller synthesis for deterministic systems, the
soundness guarantees established in Chapter 4 suggest that solving games
(as in [BYAG17]) on the adaptive memory abstraction would yield con-
trollers that are correct-by-construction for the original system. For stochas-
tic systems, the bounded approximation errors derived in Chapter 5 could
enable probabilistic controller synthesis with quantifiable guarantees, po-
tentially using tools such as PRISM [KNP11].

Field of applications for the CK distance While the Cantor-Kantorovich
distance was developed within the abstraction framework, its construction
as a natural distance between labelled Markov chains suggests broader
applicability. Distances between probabilistic models are central to nu-
merous fields beyond control theory. In reinforcement learning, comparing
policies or value functions across different Markov Decision Processes is
essential for transfer learning [GVF22]. The CK distance’s natural con-
struction makes it a promising candidate for addressing these comparison
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challenges across diverse application domains.

To achieve more applicability, multiple theoretical extensions can be
considered. First, the CK distance can easily be extended to more gen-
eral probabilistic models on infinite languages. Second, generalizing the
CK distance to Markov Decision Processes (MDPs) by incorporating action
spaces could enable comparisons of control-augmented systems. In [BR]24],
a first step was made by computing the CK distance between (fixed policy)
MDPs. We showed that the CK distance was correlated to the transfer
learning efficiency, and could therefore serve as a good proxy for it.
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Topological and metric
spaces

We then introduce the concept of both metric and ultrametric spaces,

two particular cases of topological spaces. All the concepts and re-
sults presented in this chapter are well-established in the literature (see,
for example, [Mun00]).

IN this appendix we introduce the abstract notion of topological space.

A.1 Topological spaces

Definition A.1 (Topology). Let X be a set. A collection T of subsets of X is
called a topology for X if

1. XeTand@ e T,

2. forany collection {T;};c; C T, with I an arbitrary index set, U;c; T; €
T,

3. for any finite collection Ty, ..., T, € 7 with n € IN an arbitrary num-
ber, N\, T; € T.

If 7 is a topology, its members are called open sets.

Intuitively, a topology defines a structure for a set.
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Definition A.2 (Topological space). Let X be a set and 7 be a topology for
X, then the tuple (X, T) is called a topological space.

The notion of open set has a counterpart, called a closed set, which is the
complement of an open set. This is formally defined as follows.

Definition A.3 (Closed subset). Let (X, 7") be a topological space. A subset
Y C X is said to be closed in X if X\ Y € T.

It is sometimes convenient to define a topology by a basis generating
the topology. It is defined as follows.

Definition A.4 (Topology basis). Let (X, T') be a topological space. A col-
lection B is called a basis for (X, 7) if any open set in 7 is the union of sets
in B.

Intuitively, a topology generated by a basis is the smallest topology con-
taining all the sets in this basis.

We now give examples of topologies. First, we introduce the useful
discrete and product topologies, defined as follows.

Proposition A.5 (Discrete topological space). Let X be a set. The discrete
topology 7T on X is defined as the collection of all subsets of X. The topological
space (X, T) is then called the discrete topological space.

Definition A.6 (Product topological space). Let I be any non-empty index
set and, for all i € I, let (X;, 7;) be a topological space. Let X be the Carte-
sian product of the sets X;, denoted by X := [];c; X;. Foralli € I, let

pi = X —= X;: (x]-)jel — X;.

The collection 7 := ;¢ T;, defined as the smallest collection for which
all the projections p; are continuous is called the product topology. The topo-
logical space (X, T) is then called the product topological space.

A.2 (Ultra-)metric spaces

We will now provide another famous class of topologies, namely metrizable
topologies. These are generated by (ultra-)metric spaces, defined as follows.

Definition A.7 (Distance). Let X be a set. A functionD : X x X — R>¢ is
called a distance if
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1. forallx € X,D(x,x) =0,
2. forallx,y € X, if x # y, then D(x,y) > 0,
3. forall x,y € X, D(x,y) = D(y,x),
4. forallx,y,z € X, D(x,z) < D(x,y) + D(y,2).
Definition A.8 (Ultradistance). Let X be a set. A functionD : X x X —

R is called an ultradistance if it satisfies points 1, 2 and 3 of the definition
above, and

4. forallx,y,z € X, D(x,z) < max{D(x,y),D(y,z)}.
It follows from the definition of an ultradistance that it is also a distance.

Definition A.9 (Metric and ultrametric spaces). Let X be a set, and D be a
distance (resp. ultradistance) on X, then the tuple (X, D) is called a metric
space (resp. ultrametric space).

Note that any (ultra-)metric space is also a topological space, although
the converse is not true.

Definition A.10 (Topology induced by a metric). Let (X,D) be a metric
space. A collection 7 of subsets of X is called the topology induced by D if

1. forall x € X and & > 0, the open ball of radius ¢ and centred at x,
defined as
B(x;e) :=={y € X:D(x,y) < ¢},
isin T,
2. any subset T C X isin T if, for all x € T, there exists ¢ > 0 such that
B(x;e) C T.

Such topologies are known as metrizable topologies.
We conclude this section by defining the notion of complete metric space.

Definition A.11 (Cauchy sequence). Let (X, D) be a metric space. A se-
quence (x1,xp,...) of elements in X is said to be Cauchy if, for every ¢ > 0,
there exists K € IN such that for all k,I > K, D(xg, x;) < e.

Definition A.12 (Complete space). A metric space (X, D) is said to be com-
plete if every Cauchy sequence (x1, Xy, ... ) converges inside X.
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which together form the core of measure theory. Measure theory is

fundamental to probability theory (covered in Appendix D) and

will be particularly relevant for this purpose. All concepts and results dis-

cussed in this appendix are standard and can be found in the existing liter-
ature (see e.g. [Hal50]).

We start by defining the more general notions of algebra and pre-measure.

THIS appendix presents the concepts of measurable space and measure,

Definition B.1 (Algebra). Let X be a set. A collection A of subsets of X is
called an algebra of X if

1. X e A,
2.ifA€ A thenX\ A€ A4,
3. if Al, AZ, . ,Ak € A, then Ui:1,2,...,k Ai S A

Definition B.2 (Pre-measure). Let X be a set, and A an algebra of subsets
of X. A function y : A — R>¢ U {+o00} is called a pre-measure if

1. u(@) =0,
2. for every countable collection of pairwise disjoint sets Ay, Ap,--- €

A (Uiz1o,. Ai) = Lic1a,. 1(A).

We now provide the definition of a o-algebra, a particular case of an
algebra.
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Definition B.3 (c-algebra). Let X be a set. A collection A of subsets of X is
called a o-algebra of X if

1. itis an algebra,

2. if a countable collection Ay, Ay, --- € A, thenJ;—1, A; € A.

Note that it also follows from the definition of a c-algebra that it is
closed under countable intersection as well.

Definition B.4 (Measurable space). Let X be a set and A be a o-algebra of
X, then the tuple (X, A) is called a measurable space.

The notion of measurable space resembles the notion of topological
space, although both concepts are fundamentally different. A topology
defines a family of open sets closed under arbitrary unions and finite inter-
sections, while a c-algebra defines a family of measurable sets closed under
countable unions, countable intersections, and complements [Tao10]. In-
tuitively, a topology defines a structure, whereas a o-algebra defines the
notion of size.

Similarly to topologies, it is sometimes convenient to define a o-algebra
from a basis of subsets. The definition of basis extends to c-algebras as
follows.

Definition B.5 (c-algebra basis). Let (X,.A) be a measurable space. A col-
lection B is called a basis for (X, A) if A is the smallest c-algebra containing
all sets in B.

A topology can generate a ¢-algebra, in which case it is called a Borel
o-algebra. Note however that not all topologies are o-algebras, nor are all
o-algebras generated by topologies.

Definition B.6 (Borel o-algebra). Let (X,7) be a topological space. The
Borel o-algebra is the o-algebra whose basis is 7. It is denoted o (7).

In the following, we define the notion of power set.

Definition B.7 (Power set). Let X be a set. The collection composed of all
subsets of X is called the power set of X, and is denoted 2X.

While power sets are defined for arbitrary sets, they take on a particu-
larly simple form when X is finite. Specifically, the power set is the only
o-algebra on a finite set.

Proposition B.8. If X is finite, the unique o-algebra of X is 2X.
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We now define the notion of measure, a notion that will be useful for
defining probability measures in Appendix D. The notion of measure is a
particular case of a pre-measure, defined above.

Definition B.9 (Measurable function). Let (X,.A) and (Y, B) be two mea-
surable spaces. A function f : X — Y is said to be measurable if, for every
B € B, f1(B) € A, where f1(B) := {x € X : f(x) € B} is called the
pre-image of B.

Definition B.10 (Measure). Let (X, A) be a measurable space. A function
p:A— RsoU {400} is called a measure if

1. forall A € A, u(A) >0,

2. for every countable collection of pairwise disjoint sets Ay, Ay, -+ €

A (Uiz1o,. Ai) = Lic1a,. i(A).

Note that countable additivity (point 2 above) implies that (@) = O as,
for any A € A such that u(A) < +oo, u(A) = u(AUQ@) = u(A) + (),
which implies u(®) = 0. A (pre-)measure is said to be finite if there is no
subset A € A such that p(A) = +oo.

Sometimes, it is convenient to define measures by extension, i.e. we
would like to extend a notion of pre-measure defined on some algebra to
a notion of measure defined on the c-algebra generated by this algebra'
Carathéodory’s extension theorem allows for such a construction.

Theorem B.11 (Carathéodory’s extension theorem). Let X be a set, and let
Ag be an algebra of X, and A be a o-algebra generated by Ay, that is the o-algebra
whose basis is Ag. Let pg : Ag — Rso U {400} be a pre-measure, and let the
function py : 2X — R U {+o0} be defined as

3

Ui (A) = inf{Zyo(Ai) tA; € Ag, A C Ai} .
i=1 i=1

1

Then the function defined as y : A — RU {+o0} : A — 1, (A) is a measure on
A. Moreover, if g is finite, then so is .

Carathéodory’s extension theorem is, for instance, useful for defining
measures on finite sets (X, ZX). Indeed, a corollary of this theorem is that
any measure on (X, 2%) is uniquely defined by its values on the singletons

n the sense that the algebra forms a basis of the o-algebra.
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{x}, for x € X, which form the algebra in Theorem B.11. It holds that, for

all A € 2%,
u(A) =) u({x}).
xeA
From now on, by abuse of notation, we will use u(x) := p({x}) for any
x € X in the case of finite sets.
Next, we introduce the Radon-Nikodym theorem, which defines a notion
of density for measures.

Definition B.12 (Absolute continuity). Let (X,.A) be a measurable space,
and let  and v be two finite measures on (X, .A). v is said to be absolutely
continuous with respect to y, denoted v < p, if, forall A € A, if u(A) =0,
thenv(A) = 0.

Theorem B.13 (Radon-Nikodym theorem). Let (X, .A) be a measurable space,
and let y and v be two measures on (X, A). If v < , then there exists a measur-
able function f : X — R such that, forall A € A,

v(a)= [ Flpn). (B.1)

The function f above is uniquely defined p-almost everywhere.? It is
denoted dv/dyu, and is called the Radon-Nikodym derivative. The Radon-
Nikodym derivative can be interpreted as a density of v with respect to
#. This notion will be useful to define probability density functions in Ap-
pendix D.

Measures can be pushed forward by functions, a notion that is particu-
larly useful in the context of dynamical systems (see Chapter 2).

Definition B.14 (Pushforward measure by a function). Let (X, A) and (Y, B)
be two measurable spaces, and let f : X — Y be a measurable function.
Given a measure p : A — Rxq, the pushforward measure of y by f is the
measure f#u : B — Rsq given by (f#u)(B) = u(f~(B)) forall B € B.

Successive pushforward measures are denoted by f*#u, for k € N. It is
formally defined recursively as fX™1#u := f#(ff#u), with fl#u = f#u.

We conclude this section by defining a particular collection of measures,
called transition kernels. This notion will be useful to define Markov kernels
in Appendix D.

2That is, if there is another g satisfying (B.1), then f(x) = g(x) for y-almost every x € X.
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Definition B.15 (Transition kernel). Let (X, A) and (Y, B) be two measur-
able spaces. A function 7 : B x X — R is called a transition kernel from
(X, A) to (Y, B) if

1. for all B € B, the map x — 7(B|x) is measurable,

2. for all x € X, the map B—7(B|x) is a measure on (Y, B).

Similarly to functions, measures can be pushed forward by transition
kernels.

Definition B.16 (Pushforward measure by a kernel). Let (X,.A) and (Y, B)
be two measurable spaces, and let 7 : B x X — R>( be a transition kernel.
Given a measure y : A — R>, the pushforward measure of y by 7 is the
measure t#y : B — R>q given by

(v#) (B) = [ w(Blxu(d)

xeX

forall B € B.

Again, similarly to functions, successive pushforwards by kernels are
denoted t*#u for k € IN.
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this appendix, we assume that X is a real vector space, whose defini-

tion is skipped for the sake of brevity (see e.g. [HK71] for a formal
definition). More precisely, we will define the notions of normed and Ba-
nach spaces, as well as inner products and Hilbert spaces. We will conclude
by introducing L? () spaces of functions. All definitions and results intro-
duced in this appendix are standard in the literature (see e.g. [Wil22]).

IN this appendix, we present concepts from linear algebra. Throughout

C.1 Norms and Banach spaces

We start by introducing normed spaces.

Definition C.1 (Norm). Let X be a vector space. A function || - || : X - R
is called a norm on X if

1. forallx,y € X, ||x +y|| < ||x|| + llvll,
2. forallx € Xand a € R, ||ax| = |«|||x]|, and

3. forall x € X, ||x|| = 0 implies x = 0.

Note that the definition above implies that any norm is non-negative,
thatis, forall x € X, ||x|| > 0.
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Definition C.2 (Normed space). Let X be a vector space, and || - || : X —
R>( be a norm for X, then the tuple (X, || - ||) is called a normed space.

Any norm induces a distance of the form D(x,y) = |x — y|| for any
x,y € X. Therefore, one can say that a normed space (X, || - ||) is also a
metric space (X, D), with D as defined above.

We conclude by introducing Banach spaces, i.e. complete normed spaces
(see Definition A.12 for a formal definition of completeness).

Definition C.3 (Banach space). Let (X, || - ||) be a normed space. If the
metric space (X, D) induced by the norm is complete, then it is called a
Banach space.

C.2 Inner products and Hilbert spaces

We now introduce inner product spaces. Note that, in this thesis, we restrict
to real-valued inner products.

Definition C.4 (Inner product). Let X be a vector space. A function (-, ) :
X x X — R is an inner product if

1. forallx,y € X, (x,y) = (y,x),

2. forallx,y,z € Xand o, B € R, (ax + By, z) = a(x,z) + By, 2),

3. forall x #0, (x,x) > 0.
Definition C.5 (Inner product space). Let X be a vector space, and (-, -) :

X x X — R be an inner product on X, then the tuple (X, (-,-)) is called an
inner product space.

Inner products define orthogonality. Two vectors x,y € X are said to be
orthogonal with each other if

(x,y) =0.

Also, any inner product induces a norm of the form ||x|| = \/(x, x) for
any x € X. Therefore, one can say that an inner product space (X, (-,-))
is also a normed space (X, || - ||), with || - || as defined above. One can
ultimately say that it is therefore also a metric space (X, D), with

Dxy) =[x =yl =/ {x—yx—y) (C1)
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forallx,y € X.
We now introduce Hilbert spaces, i.e. complete inner product spaces.

Definition C.6 (Hilbert space). Let (X, (-, -)) be an inner product space. If
the normed space (X, || - ||) induced by the inner product is also a Banach
space, then it is called a Hilbert space.

Definition C.7 (Orthogonal complement). Let (X, (-, -)) be a Hilbert space,
and let Y C X be a closed subset of X.! The orthogonal complement of Y is
defined as

Yti={xeX:(x,y)=0,VyecY}

Proposition C.8. Let (X, (-,-)) be a Hilbert space, and let Y C X be a closed
subset of X. It holds that

1. YUYt =XandYNY+ =,
2. (YHt =Y, and
3. YL is closed in X.

C.3 LP(u) spaces

We conclude this chapter by introducing spaces of integrable functions,
named LP(u) spaces. These spaces and their properties (especially for
square integrable functions, i.e. p = 2) will be useful to manipulate prob-
ability density functions in Chapter D and are useful in Chapter 5.

Definition C.9 (L”(u) space). Let (X,.A) be a measurable space endowed
with the measure y. Forany f : X — R, and for any p € N U {400}, let
|| - || be defined as

1/p
£l = ([ o) c2)
xeX
for finite p and
| flloo :=1inf{C € R>g : |f(x)| < C p-almost everywhere}.

for p = oo. For any p € N U {+0c0}, the set L”(y) denotes the set of all
functions f : X — R such that || f[[, < +c0.

n the sense that Y is closed in X.
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Proposition C.10. Let (X, .A) be a measurable space endowed with a measure j.
Let1 < p < q < +oo. If y is a finite measure, then L9(p) C LP (u).

The functions || - ||, as defined in (C.2) are norms, and the resulting
normed space is complete. This is formalised in the following proposition.

Proposition C.11. Forall p € N U {+oo}, the tuple (LF (), || - || ) is a Banach
space.

However, L?(y), called the set of square-integrable functions, is the only
Hilbert space among L? (i) spaces.

Proposition C.12. For f,g € L?(u), define

(f,8) = [ Fg)n(dx).

Then (L2(u), {-,-)) is a Hilbert space.

Note that the norm induced by the inner product (-, -) is the norm || - ||
as defined in (C.2).

In Chapter 5, we upper bound the || - ||; norm of functions in the subset
L?(u) € L'(u). The following fundamental result from Holder is useful
for this purpose.

Theorem C.13 (Holder’s inequality). Let (X, A) be a measurable space en-
dowed with a measure p. Let p,q,r € N U {+oo} that satisfy 1/p+1/9 = 1/r.
If f e LP(u) and g € L(u), then fg € L"(u) and

£l < [ £lplIglg-

The following directly follows from Holder’s inequality with p = g = 2
and r = 1, and from Proposition C.10.

Corollary C.14. Let (X, A) be a measurable space endowed with a finite measure
y. Then, for all functions f € L*(u) C L'(p), it holds that

£l < £l
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thesis’ contributions. Building on the foundations established in Ap-

pendix B, we begin by defining probability measures and density func-
tions, concepts that are useful in all chapters of this thesis. To conclude,
we develop notions of distances between probability measures, which are
essential for the results presented in Chapter 6.

IN this appendix we introduce probability theory, a cornerstone of this

D.1 Probability measures and densities

In this section, we introduce the foundational concepts of probability the-
ory, namely probability measures, probability density functions, and Markov
kernels. We also delve into the notion of invariant measures, which plays a
central role in this thesis. All the results and definitions presented here are
standard and can be found in the existing literature (see e.g. [Bil12]).

We start by defining the notion of probability measure, a particular family
of measures (see Definition B.10).

Definition D.1 (Probability measure). Let (X,.A) be a measurable space.
A measure u : A — R is a probability measure if

1. forall A e A, u(A) €1[0,1],
2. u(X) = 1.
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If y is a probability measure on (X, A), the tuple (X, A, ) is often re-
ferred to as the probability space in the literature, and we call X the sample
space and A the event space.

It is straightforward from point 1 in the definition above that a proba-
bility measure is always finite. Also, note that, given a measurable space
(X, .A), for any measurable function f : X — X and probability measure
i A — [0,1], the pushforward measure f#yu is also a probability measure.

Remark D.2. Let us focus on the special case when X = {xl, .. ,xn} is
finite, and therefore A = 2%X. In that case, in order to define a probability
measure, it suffices to define a function y : 2X — [0, 1] such that

1. forallx € X, u(x) € [0,1], and
2. Yrexu(x) =1,

where u(x) := u({x}) by abuse of notation. And, for any A € 2%, the
definition is extended via

u(A) =Y ux).

xeA

It is then straightforward that this function is a probability measure on
(X,2%).

The notion of random variable formalises a quantity that depends on a
random event.

Definition D.3 (Random variable). Let (X, A) be a measurable space, to-
gether with a probability measure u : A — [0,1]. A random variable
(associated with y) is a function x : X — Y, where x is a measurable func-
tion, and (Y, B) a measurable space. An element of the image of x, that is
an element y := x(x) for some x € X, is called a realisation of the random
variable. The probability of a random variable associated with measure y is
noted
Py(x € B) := u({x € X:x(x) € B})

forany B € B.

In the definition above, when clear from the context, the probability
P,(x € B) is simply denoted IP(x € B). Intuitively, a random variable
formalises a quantity that depends on a random event, and a realisation is
one observation of this quantity.
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We will now define the notions of joint and conditional probabilities. We
first introduce the notion of coupling. In the following, we will consider
the product o-algebra. Let (X, A) and (Y, B) be two measurable spaces. The
product o-algebra of X x Y is denoted as A ® B, and is defined as the
smallest o-algebra containing all measurable sets A x B, with A € A and
B e B.

Definition D.4 (Coupling). Let (X, .A) and (Y, B) be two measurable spaces,
and u : A — [0,1] and v : B — [0,1] be two probability measures, respec-
tively defined on (X, .A) and (Y, B). A probability measure v : A® B —
[0,1], defined on the product measurable space (X x Y, A ® B) is called a
coupling of y and v if

1. forall Ae A, y(AxY)=u(A),and
2. forall B€ B, y(X x B) = v(B).

The set of all couplings of two probability measures y and v is denoted
C(u,v).

The notion of coupling formalises (among others) the case when two
random events happen in the same time. Let (X,.A) and (Y, B) be two
measurable spaces, together with probability measures p and v, respec-
tively. Let v € C(u,v) be a coupling of # and v. Letx : A — X and
y : B — Y be two random variables, for any two measurable spaces (X, A)
and (Y, B). Then the joint probability of x and y is noted

P(xe€ A,yeB):=v({xe X:x(x) € A} x{yeY:y(y) € B})

for any two sets A € Aand B € B.

We also define the notion of conditional probability, i.e. a probability that
depends on another random variable. Let 3, v, 7, x and y be such as defined
above. The conditional probability of x given y is defined as

- —  P(xeAyeB
P(x € Aly € B) ::(XE—@
IP(y € B)
for any two sets A € Aand B € B.
A classical tool to work with probability measures is the notion of den-

sity with respect to another probability measure. Let v and y be two prob-
ability measures on a measurable space (X, .A), such that v < p (i.e. v is
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absolutely continuous with respect to y, see Definition B.12). The Radon-
Nikodym derivative f := dv/du (see Theorem B.13) is called the probability
density function of v with respect to u. When clear from the context, we will
simply refer to such functions as densities.

Remark D.5. Classically, the notion of probability density function is inte-
grated in the following way:

V(A) = / _ fax

However, we draw the attention of the reader to the fact that such probabil-
ity density functions correspond to the special case where y is the Lebesgue
measure (see e.g. [Roy88] for a formal definition). In this thesis, we will
not make use of such functions.

Note that any density f (corresponding to any probability measure v)
satisfies

| @l = [ feu(dn) = v(X) =1 < +e.
xeX xeX
Therefore all densities belong to L' (u).

We now define the notion of invariant measure. This notion is crucial for
many of the core contributions in this thesis (see Chapter 3 and Chapter 5).

Definition D.6 (Invariant measure under function). Let (X,.A) be a mea-
surable space, and let f : X — X be a measurable function. A probability
measure y : A — [0,1] is said to be invariant under f if the pushforward
probability measure f#u is equal to the original probability measure y.

In the context of dynamical systems (see Chapter 2), an invariant mea-
sure captures the idea of a stationary probability measure of a deterministic
system (see Definition 2.1): if 4 describes the initial probability distribution
of states x € X, then this distribution remains unchanged as the system
evolves over time. The following fundamental result ensures the existence
of such a measure.

Theorem D.7 (Krylov-Bogolyubov theorem). Let (X, 7T ) be a compact and
metrizable topological space, and let o('T") be the Borel o-algebra for T. Then, if f
is continuous, there exists an invariant measure under f.

We now define Markov kernels, defined as a transition kernel for which
the measures 7(+|x) are probability measures.

188 |



Distances between probability measures | D.2

Definition D.8 (Markov kernel). Let (X,.A) and (Y, B) be two measurable
spaces. A transition kernel 7 : B x X — [0,1] is called a Markov kernel
from (X, A) to (Y, B) if, for all x € X, the map B — 7(B|x) is a probability
measure.

In the same fashion as in the case of functions, the pushforward mea-
sure T#u also remains a probability measure.

Definition D.9 (Invariant measure under kernel). Let (X, .A) be a measur-
able space, and let T : A x X be a Markov kernel from (X, A) to itself. A
probability measure p : A — [0,1] is said to be invariant under T if the
pushforward probability measure t#y is equal to the original probability
measure j.

Note that, similarly as with functions, in the context of dynamical sys-
tems (see Chapter 2), an invariant measure is the stationary probability
measure of a stochastic system (see Definition 2.9).

D.2 Distances between probability measures

We conclude this chapter by introducing notions of distances between prob-
ability measures. In particular, we will define two of them: the Total Vari-
ation and the Kantorovich distances. These notions will be crucial in the
development and analysis of the so-called Cantor-Kantorovich distance be-
tween Markov models in Chapter 6. This section is based on [Vil09].

Remark D.10. Given a measurable space (X,.A), let P(X,.A) be the set
of all probability measures defined on (X, .A). Note that all distances D :
P(X,A) x P(X, A) = R>( defined in this chapter are proper distances (in
the sense of Definition A.7), and therefore define a metric space (P (X, A), D).

We start by defining the Total Variation distance between two probabil-
ity distributions.

Definition D.11 (Total Variation distance). Let (X,.A) be a measurable
space, and let  and v be two probability measures on (X, A). The Total
Variation distance (or TV distance for short) between y and v is given by

TV(u,v) := ilélz [u(A) —v(A)|.
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In intuitive words, the TV distance measures the maximum difference
between the probabilities that u and v assign to the same event. The follow-
ing proposition gives an alternative definition of the TV distance, involving
probability density functions.

Proposition D.12. Let (X, A) be a measurable space, and let vy, v, and y be
probability measures on (X, A) such that v < pand vy < . Let fi = dvy/du
and fo = dvy /dy be the densities of vi and vy, respectively. Then it holds that

V) =5 [ 1AG) = AElx) = 51 = fllug

If, in addition X is finite, then the TV distance takes the following sim-
pler form.!

Corollary D.13. Let X be a finite set, and let y and v be two probability measures
on (X,2%). Then it holds that

Z | (x (D.1)

xeX

We conclude this section by defining the Kantorovich distance. As we
will see, this definition requires that (X, D) is an underlying metric space.
Because it directly depends on D, we call this distance the D-Kantorovich
distance.

Definition D.14 (D-Kantorovich distance). Let (X, A) be a measurable space,
and D : X x X — IR>¢ be a distance on X. Let y and v be two probability
measures on (X, A). The D-Kantorovich distance between y and v is given
by
Kp(p,v) := inf / D(x,y)y(dx x dy).
yel(uyv) JxyeX

It follows from the definition of the D-Kantorovich metric that, if X is
finite, then computing this distance amounts to solving the following linear
program

K V) = i D h that D.2
o (#v) c:Xxn)l(gl[(n xyXE:X % y)e(x,y) such tha (D:2)
Vx,ye X, c(x,y)>0 (D.3)

1We recall that, when X is finite, the only measurable space is (X, 2X ) (see Proposition B.8).
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vxe X, Y clxy)=p(x),
yeX

VweX, Y clxy) =v(y).

xeX

(D.4)

Remark D.15. As we can see in the formulation given by (D.2), (D.3), (D.4),
computing the D-Kantorovich distance amounts to solving an optimal trans-
port problem described as follows:

e Jocations are events x € X,
e supplies are probabilities y(x) for all x € X,
* demands are probabilities v(y) forall y € X,

* the marginal cost of moving mass from x to y is the underlying dis-
tance D(x, y).

The D-Kantorovich distance between y and v is the minimal cost to satisfy
the demand with the supply. More information and intuition is given in
the textbook [Vil09], and an illustration is provided in Figure D.1.
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I1 9 I3 L4

Fig. D.1 Optimal transport problem interpretation of the D-Kantorovich
metric. Suppose that the sample space X = {x1,x2,x3,x4}. Let y be such
that pt(x1) = u(x2) = u(x3) = p(x4) = 1/4, and let v be defined as v(x1) =
1/2, v(x2) = v(xq) = 1/4, and v(x3) = 0. The quantities y(x) are the
supplies (in red) and v(x) are the demands (in blue). The cheapest way of
satisfying the demand with the supplies is to move c(x3,x1) = 1/4 from
x3 to x1 (in yellow), with marginal cost D(x1, x3). The total cost is the D-
Kantorovich distance, i.e. Kp(p,v) = D(x1,x3) /4.
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complexity, drawing primarily from [CLRS09]. We begin by formal-

ising the notion of problem, distinguishing between decision problems
(binary solutions) and counting problems (natural number solutions). Using
the language framework introduced in Chapter 1, we define key complex-
ity classes, including P and NP, languages that are respectively decidable
and verifiable in polynomial time. Central to this framework is the notion
of polynomial-time reducibility, which establishes the relative difficulty of
problems and gives rise to NP-hard and NP-complete problems. For count-
ing problems, we introduce the class #P, capturing functions that count
the number of valid certificates for a given instance. We explore the re-
lationship between NP and #P, highlighting how counting problems gener-
alize decision problems and exhibit greater computational hardness. The
chapter concludes with definitions of #P-hardness and #P-completeness,
extending the complexity hierarchy to functions beyond binary decisions,
and introducing concepts that is be central in Chapter 6.

THIS appendix introduces the foundational concepts of computational

E.1 Basics

Computational complexity deals with the challenge of characterising the
complexity of solving a problem, defined as follows.
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Definition E.1 (Problem). An abstract problem is a binary relation on a set I
of instances and a set S of solutions. A decision problem is an abstract problem
with S = {0,1}. A counting problem is an abstract problem with S = IN.

For example, consider the problem of deciding whether a natural num-
ber is even (associated with 0) or odd (associated with 1). Formally, this
problem is defined as

P ={(n,nmod2)}en,

withI =Nand S = {0,1}.
Now, in order for a computer to be able to solve such a problem, the
input should be encoded, e.g. in binary or unary. The problem becomes

P’ = {e(n),n mod 2},en

where e : N — {0,1}* is an encoding function.! For example, unary and
binary encoding (respectively noted e; and e;) are such that

e1(1) = (1), ex(1) = (1),
e1(2) = (1,1), e2(2) = (1,0),
e1(3)=(1,1,1), e(3) =(11),
e1(4) = (1,1,1,1), ex(4) = (1,0,0)

Such problems always have the set of strings {0,1}* as input set and are
called concrete problems.

Definition E.2 (Concrete problem). A concrete problem is an abstract prob-
lem whose I = {0,1}*.

All the complexity results that follow depend on the encoding of an
abstract problem as a concrete problem (e.g. in unary or binary). In this
thesis, we discard the expensive unary encoding and focus our analysis on
binary encoding.’

1We recall that for any set A, A* refers to the Kleene star of A, defined in Chapter 1.

ZNote that any base strictly greater than 1 results in equivalent computational complex-
ity results. However, there exists concrete problems encoded in unary that can be solved
in polynomial time, but whose corresponding binary problem necessitates non-polynomial
algorithms.
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E.2 Decision problems

We start by restricting our analysis to concrete decision problems (I =
{0,1}*, S = {0,1}). One can view any concrete problem as a language
in {0,1}* (in the sense of Chapter 1). Let P be a concrete decision problem.
The language of P is defined as

L={xe{0,1}*:1€ P(x)}.

With computers, problems are solved with algorithms, defined as a func-
tion A : {0,1}* — S. An algorithm A accepts an input x € {0,1}* if
A(x) = 1. An algorithm A rejects a string if A(x) = 0. We now define the
central notion of decided language.

Definition E.3 (Decided language). Let A : {0,1}* — {0,1} be an algo-
rithm. A language L C {0,1}* is decided by A if, for all x € {0,1}*,

1. ifx € L, then A(x) =1,

2. ifx ¢ L, then A(x) = 0.

Moreover we say that L is decided in polynomial time by A if there exists
¢ € N such that, for any x € {0,1}* of length |x| =k,

1. if x € L, A accepts x in time O(k¢), and
2. if x ¢ L, A rejects x in time O(k°).

We are now able to define the class of problems that can be decided in
polynomial time.

Definition E.4 (P class of problems). The complexity class of polynomial
problems is defined as the set of all languages L C {0,1}* such that there
exists an algorithm A that decides L in polynomial time, and is denoted P.

We will now define the class of problems that can be verified in poly-
nomial time, called NP problems. A wverification algorithm is a function V :
{0,1}* x {0,1}* — {0,1}. The second element of the domain in called the
certificate. Let T : N — IN. We say that a verification algorithm V runs in
time O(T(k)) if, for any instance x € {0,1}* of length k = |x| and any cer-
tificate y € {0,1}*, the computation of V(x,y) terminates within O(T(k))
steps.

Definition E.5 (Verified language). Let V : {0,1}* x {0,1}* — {0,1} be a
verification algorithm. A language L C {0,1}* is said to be verified by V if
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1. if x € L, there exists y € {0,1}* such that V(x,y) =1,
2. ifx ¢ L, thenforally € {0,1}*, V(x,y) = 0.

Moreover the language is verified in polynomial time by V if V runs in poly-
nomial time and if there exists ¢ € IN such that

L = {x € {0,1}" : there exists y € {0,1}* with [y| = O(|x[)
such that V(x,y) = 1}.

We are now able to define the class of problems that can be verified in
polynomial time.

Definition E.6 (NP class of problems). The complexity class of nondetermin-
istic polynomial problems is defined as the set of all languages L C {0,1}*
such that there exists a verification algorithm V that verifies L in polyno-
mial time, and is denoted NP.

It is straightforward that P C NP. However, the question whether P C
NP, thereby making NP problems strictly “harder” than P problems, is still
open.

It is useful to be able to characterise problems as “as hard as” NP prob-
lems. Such problems are known as NP-hard problems, formalised below.

Definition E.7 (Polynomial-time reducibility). A language L; C {0,1}*
is polynomial-time reducible to a language L, C {0,1}* if there exists a
polynomial-time computable function r : {0,1}* — {0,1}* such that, for
all x € {0,1}*, x € Ly if and only if r(x) € L,.

The function r : {0,1}* — {0,1}* is called the reduction function, and a
polynomial-time algorithm R that computes r is a reduction algorithm.

Definition E.8 (NP-hard and NP-complete). A language L C {0,1}* is said
to be NP-hard if, for all L’ € NP, L’ is polynomial-time reducible to L. If, in
addition, L € NP, then L is said to be NP-complete.

NP-complete problems are the “hardest problems” within NP. To show
that a problem P is NP-hard, we show that an NP-complete problem is
polynomial-time reducible to P.

E.3 Counting problems

We now restrict our analysis to concrete counting problems, i.e. problems
such that I = {0,1}* and S = IN (see Section E.1). Note that we restrict
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to problems with only one answer (i.e. relations that can be formalised as
functions).
In the following, we will define the #P class of counting problems.

Definition E.9 (#P class of functions). Let f : {0,1}* — IN be a counting
problem. This function belongs to #P if there exists a polynomial verifica-
tion algorithm V and ¢ € IN such that, for all x € {0,1}*,

f(x) =Hy € {0,1}": |yl € O(|x[) and V(x,y) = 1}].

We can make a direct link between NP and #P. The latter class can be
understood as the counting version of NP. For example, the subset sum
problem is the decision problem stated as

“Given a list of integers, is there a subset of this list that adds up to zero?”
The corresponding counting problem is
“Given a list of integers, how many subsets of this list add up to zero?”

More generally, every counting problem f : {0,1}* — IN € #P has a corre-
sponding decision problem

¢:{0,1}* - {0,1} : x — {1 if f(x) > 0
0 otherwise.
Therefore, any decision problem in NP can be reduced to a counting prob-
lem in #P, making #P “harder” than NP.
The concepts of hardness and completeness (as defined in Definition E.8
for NP decision problems) extend naturally to #P counting problems.

Definition E.10 (Polynomial-time reducibility (for functions)). A function
f1:4{0,1}* — N is polynomial-time reducible to a function f, : {0,1}* —
N if there exists a polynomial-time computable function r : {0,1}* —
{0,1}* such that, forall x € {0,1}*, f1(x) = fa(r(x)).

Definition E.11 (#P-hard and #P-complete). A function f : {0,1}* — N is
said to be #P-hard if, for all f' : {0,1}* — IN € #P, f’ is polynomial-time
reducible to f. A function f : {0,1}* — IN is said to be #P-complete if

1. fe#p,
2. fis #P-hard.
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The following formally states how to prove that a function is #P-hard.

Proposition E.12. Let f : {0,1}* — N be a function. If there exists a #P-
complete function g : {0,1}* — IN such that g is polynomial-time reducible to f,
then f is #P-hard.

Remark E.13. Note that the notion of #P-hardness extends to functions
f :{0,1}* — S where S is not necessarily the natural numbers IN. We
say that such a function is #P-hard if there exists a #P-complete function
¢:4{0,1}* — N, a polynomial-time computable function / : {0,1}* — S,
and a polynomial-time computable function r : {0,1}* — {0,1}* such that
for=hog.

In Chapter 6, we show that, if P # NP, one cannot compute the Cantor-
Kantorovich distance in polynomial time by proving that it is #P-hard. We
will also demonstrate a similar result for a particular approximation scheme
for this distance.
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