B UCLouvain

Institute for Information
and Communication Technologies,
Electronics and Applied Mathematics

Computer-Aided Analysis of
Decentralized Optimization Methods

Sébastien Colla

Thesis submitted in partial fulfillment
of the requirements for the degree of
Docteur en sciences de l'ingénieur

Dissertation committee:

Prof. Julien M. Hendrickx (UCLouvain, advisor)

Prof. Frangois Glineur (UCLouvain)

Prof. Alex Olshevsky (Boston University, USA)

Prof. Angelia Nedich (Arizona State University, USA)
Prof. Bryan Van Scoy (Miami University, USA)

Prof. Pierre-Antoine Absil (UCLouvain, chair)

Version of August 29, 2024.



Abstract

This thesis develops and exploits computational techniques for automati-
cally and accurately calculating the worst-case performance of decentral-
ized optimization algorithms. These algorithms aim to minimize the av-
erage of local functions that are distributed across a network of comput-
ers (called agents), with many applications in machine learning, sensor
networks, and power systems. Decentralized optimization algorithms are
iterative, with agents alternating between local computations and commu-
nication steps. Despite the abundance of decentralized algorithms, accu-
rately analyzing their worst-case performance remains challenging. This
analysis is crucial for their effective application, parameter tuning, and
comparison. Therefore, we propose a computer-aided methodology based
on the Performance Estimation Problem (PEP) approach, which computes
the worst-case performance and identifies a worst-case instance of first-
order optimization algorithms by solving a semidefinite program.

In the first part of the thesis, we extend the PEP framework to decen-
tralized optimization. For this purpose, we propose a practical description
of the effects of a class of communication steps in the algorithm. The devel-
opment of decentralized PEP formulations also allows us to identify con-
ditions that ensure the independence of the worst-case performance from
the total number of agents. These conditions are met by many algorithms
in various settings, enabling the analysis of their performance in the basic
case with just two agents.

In the second part, we use our new PEP-based techniques to analyze,
tune, and compare several decentralized optimization algorithms. Our
results improve on the literature, address open questions, and offer new
analyses and comparisons. Additionally, we investigate the optimal com-
munication weights to be used in decentralized optimization given a spe-
cific network topology. Our analysis reveals that current weight selection
strategies are not optimal, leaving room for performance improvement.
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L’union fait la force.

Belgian motto

Introduction

HILE we can achieve great things alone, our potential multiplies

when we work together. What if the same applied to computers?

This is the matter of this thesis: how to make computers cooper-
ate to solve a problem. And by computer, we mean any system or object
with computation and communication capabilities: a smartphone, a lap-
top, a server, a sensor device, a robot, etc. Such entities are called agents.
The recent advances in digital systems and communication technologies
have led to the development of networked systems and multi-agent sys-
tems, which consist of interconnected agents that cooperate to achieve a
desirable global goal. For example, in sensor networks, the goal of the sen-
sors could be to estimate a parameter from the collected data; in machine
learning, the goal of the servers could be to train a model with a data set
spread across different machines, for privacy or storage issues; in multi-
robot systems, the goal of the robots could be to agree on a rendezvous
that minimizes the total energy expended by the robots. Depending on
the application, the agents cooperate through a centralized or decentral-
ized network architecture, see Fig. 1.1. Unlike the decentralized system,
the centralized one has a central authority (master node) that coordinates
the agents to solve the problem. In many applications, the decentralized
architecture is preferred for several reasons:

® Scalability: a centralized architecture requires the master node to
have many more resources to work over large systems, i.e., with
many agents. The central unit may become a communication bottle-

I 1
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Fig. 1.1 Examples of centralized and decentralized network architectures

neck because it needs to communicate with every single other agent.

¢ Robustness: a centralized network architecture is not robust to the
failure of the central node. Hence, the central unit may be seen as a
robustness bottleneck.

e Privacy: in general, the privacy of agent information cannot be guar-
anteed in centralized systems.

Many goals in multi-agent systems can be posed as a decentralized con-
sensus optimization problem, where the n agents try to minimize a global
objective function f, which is the sum or the average of local functions
fi:R* 5 R (i =1,...,n), privately held by each agent i:

n

min - f(x) = ) fi(x) (L1)

x € R4 i=1

The agents aim to solve such a problem in a distributed manner, using
local computations and communications. The decentralized consensus op-
timization problem is presented in detail in Chapter 2. It has long been
studied, with seminal work dating back to [Ber83,Tsi84, TBA86] in the con-
text of parallel and distributed computation. Over the past decade, this
problem has received renewed interest, due to its diverse applications in
machine learning, sensor networks, distributed control, and power sys-
tems, see e.g., [RN04, FCG10,NL18, CHW *20,HSYS21] and Section 2.2.

As detailed in Section 2.4, various iterative methods have been devel-
oped to solve Problem (1.1) in a distributed manner. In such methods,
each agent i starts with a different estimate x; of the solution and updates
it to gradually agree on a common point x*, which minimizes the global

I 2
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objective function f. The first and simplest algorithm is probably the Dis-
tributed Gradient Descent (DGD) [NO09], where agents update their es-
timate by combining an average consensus step (1.2) and a local gradient
step (1.3):

yi.‘ - 2 wf-‘]-x;‘, fori=1,...,n, (1.2)
j=1
xf“ = yF —aFV £ (a5, fori=1,...,n, (1.3)

where af > 0 are the step-sizes and wi‘] are the mixing weights used in

the consensus. While DGD is simple and intuitive, it does not feature very
good convergence properties, as it will be detailed in Section 2.4. Many
other algorithms have thus been proposed, generally consisting of specific
linear combinations between local computations, involving gradient com-
putations, and local communications, involving average consensus steps
via the dedicated communication network. These include a wide variety
of methods, which can have better convergence properties and be adapted
to different problem settings (type of functions, type of network, etc.).

In this thesis, we focus on undirected synchronous communications
and on the case where the mixing matrices W* = [wf]] used in the con-
sensus steps are symmetric, with rows and columns summing to one, and
matching the topology of the communication network, in which case we
call it averaging matrices. These assumptions are standard to ensure the
convergence of many decentralized algorithms. Precise definitions and as-
sumptions will be presented in Chapter 2.

As with classical optimization, the performance (i.e., the convergence
speed) of decentralized optimization methods is generally assessed on the
basis of worst-case guarantees. In practice, one analyzes what is the worst-
case error produced by the algorithm after a given number of iterations ¢,
and how this error evolves when t increases or the algorithm parameters,
such as the step-size, change. Different error criteria can be analyzed, e.g.,
error on the agents iterates, the functions values, or the global gradient
norm. Accurate guarantees on the worst-case performance of decentral-
ized algorithms are essential to fully understand how their performance is
influenced by their parameters, the conditioning of the objective functions,
and the network topology, which then allows the different algorithms to
be tuned and compared correctly. However, deriving such bounds can of-
ten be a challenging task, requiring a careful combination of the impacts
of the optimization and communication components, which may result in
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Fig. 1.2 Comparison of the theoretical worst-case performance bounds
for DGD [NOR18] with the tight bounds derived in this thesis. The bounds
apply after ¢ = 10 iterations of DGD with a time-invariant step-size « and
a time-invariant averaging matrix W = [w;;] that has a given bound on its
second-largest eigenvalue modulus (SLEM) A (W) (which will be formally
defined in Chapter 2, see (2.8)).

conservative or highly complex bounds. Moreover, theoretical analyses
often require specific settings that differ from one algorithm to another,
making them difficult to compare. For example, for the simple DGD algo-
rithm, Fig. 1.2 shows that the existing bounds [NOR18] for a time-invariant
step-size a is rather conservative, especially for large second-largest eigen-
value modulus A(W) (which corresponds to poorly connected networks),
or small step-sizes. Moreover, Fig. 1.2b shows how this non-tight bound
leads to a suboptimal choice for the step-size tuning in DGD.

This thesis helps to solve such issues by developing tools allowing
to automatically and accurately compute numerical guarantees on the
worst-case performance of decentralized optimization algorithms. Our
new tools rely on a computational approach that finds a worst-case per-
formance guarantee of an algorithm by solving an optimization problem,
known as the performance estimation problem (PEP), recently introduced
in [DT12, Tay17] and which is detailed in Chapter 3. Our new tools en-
able computer-aided analysis of many decentralized algorithms, which can
lead to improvements in their performance guarantees and parameter tun-
ing, and allow rapid exploration of new algorithms. The development of
the tools is the focus of Part I of the thesis and their exploitation is the focus
of Part II. The next section overviews the content and contributions of the
thesis in more details.
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Outline and contributions

This thesis develops and exploits tools that automatically compute accu-
rate numerical guarantees on the worst-case performance of decentralized
optimization algorithms. In addition, the development of such techniques
reveals fundamental properties of worst-case performance in decentral-
ized optimization, such as conditions of independence of guarantees in
terms of the number of agents and the agent symmetry of the worst-case
local functions and variables. We detail the thesis organization and our
contributions below.

Preliminaries
¢ Chapter 2 details the decentralized consensus optimization problem
(1.1) that we are considering in this thesis. It presents some examples
of applications and reviews existing algorithms to solve it. In this
chapter, we also define the type of agent interactions and the class of
decentralized methods that we will focus on in this thesis.

* Chapter 3 presents the Performance Estimation Problem (PEP) for
classical first-order optimization methods [THG15b, THG15a]: its
principle, its formulation, and its resolution. PEP can compute a
tight worst-case performance guarantee of an optimization method
by solving an optimization problem. Understanding the general PEP
theory allows us to extend it to decentralized optimization in Part I
of the thesis.

Part I: Performance Estimation Problems for Decentralized Optimization

In this part, we develop different PEP formulations for decentralized opti-
mization algorithms. The specificities of each formulation, as well as their
relations are summarized in a diagram at the beginning of Part I.

¢ In Chapter 4, we develop an exact and a spectral agent-dependent PEP
formulations which both search for the worst-case local functions and
iterates of each agent. The first formulation gives exact worst-case
performance but is specific to a given averaging matrix. The sec-
ond formulation provides worst-case guarantees valid over an entire
spectral class of averaging matrices, characterized by the range of
their eigenvalues. To build this spectral formulation, we propose a
practical representation of consensus steps in PEPs. The tightness
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of the results is not a priori guaranteed but can be verified a poste-
riori, by recovering a valid worst-case averaging matrix. While the
resulting PEP size depends on the number of agents in the system, in
many cases, we observe that the result of the spectral formulation is
independent of the number of agents, which motivates the formula-
tions of the next chapters. This work combines results from [CH23]
and [CH24a].

* Chapter 5 proposes a relaxed agent-independent PEP formulation with a
problem size independent of the number of agents. It takes a global
system view on the problem and introduces a change of variables.
While the formulation presents another degree of relaxation in com-
parison with the agent-dependent one, it recovers the same results in
all our experiments. This work is published in [CH22].

¢ Chapter 6 exploits symmetries between agents in the spectral agent-
dependent PEP formulation to obtain an equivalent compact PEP for-
mulation, whose size depends only on the number of equivalence
classes of agents, and not on the total number of agents. We also
characterize the situations where the worst-case performance of a de-
centralized algorithm is totally independent of the number of agents,
which allows analyzing and computing the performance in the fun-
damental case with only two agents. Such situations include many
common settings for the performance evaluation of decentralized op-
timization algorithms, and require, in particular, that all the agents
play an equivalent role in the algorithm and its performance evalua-
tion. Finally, we also show that in the worst-case scenario, when all
agents are equivalent, their local sequences of iterates are rotations
of each other and their local functions are identical up to a change of
variables. This work is contained in [CH24a].

¢ Chapter 7 provides some details about the implementation of each
formulation and explains which one to use depending on the algo-
rithm and performance settings.

Part 11: Exploitation for analysis and tuning

The PEP formulations from Part I allow analyzing the worst-case perfor-
mance of any decentralized optimization algorithm that linearly combines
local gradient samples with average consensus steps. In this second part,
we exploit these formulations to analyze, compare and tune different de-
centralized optimization methods.
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* Chapter 8 analyzes the worst-case performance of several algorithms
that are significant in the literature, namely, DGD [NO09], DIGing
[NOS16], Acc-DNGD [QL19] and EXTRA [SLWY14]. Our PEP anal-
ysis significantly improves on the theoretical bounds from the litera-
ture, allows for better tuning of the step-size in the algorithms, and
reveals that many algorithms have the same simple form for their
worst-case averaging matrix. For Acc-DNGD, our PEP tool allows
us to test the convergence conjectures stated in [QL19]. For EXTRA,
we explore relevant and previously unstudied settings, including the
performance of the worst agent, the 80-th percentile of the agent per-
formance, and the average performance under heterogeneous condi-
tioning of local functions. Unlike classical settings, these worst-case
performances do depend on the number of agents n. Using the com-
pact PEP formulation, we examine their evolution with 7, including
when n — co. Finally, the chapter also compares these algorithms,
and a few others, in equivalent and fair settings, revealing in partic-
ular that ATC-DIGing outperforms DIGing and that EXTRA is not
robust to time-varying averaging matrices. This work combines re-
sults from [CH23], [CH22] and [CH21].

* Chapter 9 leverages the exact agent-dependent PEP formulation to
identify the best communication weights to use in decentralized op-
timization algorithms when the network topology is given. We estab-
lish that in decentralized optimization, the prevalent strategy of min-
imizing the second-largest eigenvalue modulus (SLEM) of the aver-
aging matrix for selecting communication weights, while optimal for
existing theoretical performance bounds, is generally not optimal re-
garding the exact worst-case performance of the algorithms. This
suggests that the SLEM is not the best characterization of weighted
network performance for decentralized optimization. Additionally,
we explore and compare alternative heuristics for weight selection.
This work is published in [CH24b].

Part 11I: Conclusion

We conclude the thesis by summarizing the research outcomes and dis-
cussing the perspectives in Chapter 10.



Great things are not done by impulse, but by
a series of small things brought together.

Vincent Van Gogh

Decentralized Optimization

N decentralized optimization, one considers a set of agents V =

{1,...,n}, connected by a set £ of m communication links via the net-

work G(V,E), see Fig. 2.1. Agents may try to achieve various goals
together, many of which can be formulated as a decentralized consensus
optimization problem. In this chapter, we define this problem, provide
some examples of applications, and describe existing algorithms to solve
it. We also define the type of agent interactions and the class of decentral-
ized methods on which we will focus in this thesis.

Fig. 2.1 An example of communication network G(V,&) with
n = |V| = 5 agents (nodes) and m = |€| = 5 communication links (edges).
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Decentralized consensus optimization problem

The agents work together, in a decentralized way, to minimize the average
(or the sum) of their local functions f; : RY — R,

min = f(x)= 2 fi(x). 1)

x R4

Each agent i can perform local computation on its own local function f; and
exchange local information with its neighbors in G to update its own esti-
mate of the solution, denoted x; € IR?. The agents seek to reach agreement
on a minimizer x* of the global function f, i.e, x; = -+ = x, = x*. This
thesis focuses on the cases where the local functions f; are real-valued and
convex (and so is the global function f) and where the global function f
has a non-empty set of minimizers X'*, so that the problem is well-defined.

Definition 2.1. (Convex function) A real function f : R? — R is convex if
and only if, forall y € [0,1] and all x, y € RY, it holds

flyx+ 1 —=7)y) < vf(x)+ 1 —7)f(y)

There exist many characterizations of convex functions, see e.g., [Nes18].
Convexity is widely used in optimization theory because it ensures that
any local minimum is also a global minimum, allowing one to rely on local
information to minimize the function. In this thesis, we will sometimes
work with additional assumptions about the objective functions.

Definition 2.2 (Lipschitz continuous). A function f : R? — Ris Lipschitz
continuous with constant R > 0, also called R-Lipschitz, if

f(x) = fFWI < Rllx =yl forall y, x € R”.

When f is convex, then it is R-Lipschitz if all its subgradients are bounded,
Il <R ¥ge U 3f(),
xeR

where df(x) denotes the subdifferential of function f at point x.
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Definition 2.3. (Smooth) A differentiable function f : R? — Ris L-smooth
if its gradient is Lipschitz continuous, with constant L > 0,

IVF(x) - VI <Llx—yl,  forally,x € R%

When the function is convex, the smoothness condition is equivalent re-
quiring the function to be upper-bounded as

Fly) < f)+ VFT =)+ Sy —xlP,  forallyx € RY. (22)

Definition 2.4. (Strongly convex) A differentiable convex function
f:R? - R is p-strongly convex, with y > 0, if the function is lower
bounded as follows

f@) 2 fO)+VFE =0+ Sly—xP  forally,x R @23)

We generally impose convex local functions to be Lipschitz continu-
ous to ensure convergence of the algorithms in the worst-case, even when
they are not differentiable everywhere. On the other hand, when the local
functions are smooth and strongly convex, this enables well-designed al-
gorithms to converge geometrically to a minimizer x* € &A™ of the global
function f in Problem (2.1). Such a minimizer x* € X*, which agents try to
approximate collectively, satisfies the system-level stationarity condition:

=

1
- Vfi(x*) =0, for differentiable functions,

i=1
where V f; denotes the gradient of f;. This condition also extends to non-

differentiable convex functions, by using notions of subgradient and sub-
differential, see [Nes18].

Problem formulation with a separable function The problem (2.1) can
also be written using a separable function, defined in Definition 2.5 and
referring to the concept of partially additively separable function in math-
ematics [Via08].

Definition 2.5 (Separable function). We say that a function F*» : R" — R
is separable if there are n functions f; : R — R (i = 1,...,n) such that

F(x,. .., xn) = % iﬁ(xi).
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Using a separable function F*" : R" — R, problem (2.1) can be written as

1
min For(xq,.. — (2.4)
xl‘.‘,xne]Rd nz

such that x1 =---=x,.
The local variables of all the agents can be stacked vertically in x € R":

X1

Xn
Using this notation, we now define the set of points x € R" satisfying
the consensus constraint in Problem (2.4), called the consensus subspace.

Definition 2.6 (Consensus subspace). The consensus subspace of R"™ is
denoted C and is defined as

C:{XEJR”d\xlz---:xnele}.

The dimension of C is |C| = d. The orthogonal complement of C is denoted
C* and has dimension |C*| = (n — 1)d:

ct= {xe]R”d\xTyzo, forallyeC}.

Therefore, the feasible set of Problem (2.4) is simply given by the con-
sensus subspace C, and the problem becomes

min  F**(x)
x € R™
s.t. x€eC.

This is why this decentralized optimization problem is called the decentral-
ized consensus optimization problem or the multi-agent consensus optimization
problem.
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Relevance and applications

Many problems can be formulated as minimizing the sum of convex func-
tions, where each function is accessible to only one agent. In such cases,
it could be inefficient or even impossible for all agents to share their lo-
cal functions with a master coordinator or with each other, often because
the agents are too numerous, or the functions depend on large amounts
of data. In addition, sometimes local functions cannot be shared for pri-
vacy reasons. Therefore, it is relevant to use decentralized optimization
algorithms that require only local exchanges of solution estimates or other
variables, instead of the full local functions. Popular fields of applica-
tions include multi-robot systems [CYRC12, HSYS21], sensor networks
[RN04, PKP06, LT10], power systems [YTX13, YHL15, YLW "16, MDS17]
and machine learning [FCG10, MBG10, CHW 720, BPS"23]. These many
useful applications have motivated intense research interest in decentral-
ized consensus optimization over the last decade. We present a few of
them below and refer to surveys [NL18,NOR18,HSYS21] for a more exten-
sive overview.

Decentralized Estimation

In sensor networks or power system networks, it is often needed to es-
timate environmental or system parameters. While this can be achieved
by sending all the data to a central node for processing, a distributed in-
network processing is generally preferable as it can significantly decrease
communication and energy consumption, as shown in [RNO04]. For this
purpose, agents can rely on decentralized consensus optimization algo-
rithms, since parameter estimation consists in minimizing an estimation
criterion f, which often has the following form

fx) = ifi(x),

where x is the parameter to estimate and f;(x) is a local function that only
depends on the data measured by agent i. For example, the estimation
criterion could be

¢ Linear least squares, in which case the local functions are given by

filx) = || Aix — b||%,
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where A;, b; are respectively a matrix and a vector held locally by
agent i and built from its measurements. This has application, for ex-
ample, in large power system networks, for estimating the electrome-
chanical oscillation modes [NZC15], which are needed for maintain-
ing system stability and performance.

¢ Maximum likelihood, in which case the local functions are given by

— ) log(p(njlx)),

jedi

where {17]} denotes measurements of the agents, J; the set of in-
dices of the measurements of agent i, and p(1;|x) the conditional
density probability function, which describes the probability of ob-
serving 77; when the parameter is given by x. Moreover, the mea-
surements are assumed to be conditionally independent given the
model parameter x, so that the total likelihood can be decomposed
in a product as p({;yj}]?’:ﬁx) = ITZy p(nj|x). The resulting prob-
lem is convex for any log-concave density function p, which is the
case for many common probability distributions (e.g., normal, expo-
nential, uniform, logistic, chi, beta). This approach is applicable, for
instance, in wireless sensor networks deployed to monitor remote or
hard-to-reach locations, where the estimate of x is used in scientific
observations (e.g., bird migration patterns) or event detection (e.g.,
avalanches) [BISV08,IBS ™ 10].

2.2.2 Wind farm control

There are various wind farm control problems [KBS15], which can be ad-
dressed with decentralized optimization, including maximizing the to-
tal power production of the wind farm. Turbines are often placed next
to each other to reduce installation, operation, and maintenance costs.
However, turbine operation creates wakes that can diminish wind speed
and power output for downstream turbines. These aerodynamic interac-
tions affect the overall performance of the wind farm. The greedy pol-
icy, where each turbine optimizes its own power output without consid-
ering its impact on downstream turbines, is often used in practice, but
it generally leads to suboptimal power output for the whole wind farm.
This can result in a power loss of over 30% in some worst-case scenar-
ios [XCGN22]. Cooperation between turbines via decentralized consen-

I 13
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sus optimization is therefore a promising alternative studied in the litera-
ture [GSST19,XCGN22]. The distributed power maximization problem in
a wind farm can be framed as

n
max Y Pi(x),
o=

where x is the decision vector with operating parameters of all the turbines
and P,; is the power function of turbine i, taking into account the wake inter-
actions with upstream turbines. The turbine operating parameters that are
optimized can include the yaw angle (angle between wind direction and
rotor axis), the blade pitch angle, and the generator torque of the turbine.
These variables all influence the resulting power production and wake,
and they generally have box constraints that need to be considered in the
problem.

Machine learning

Supervised learning methods (e.g., classification or regression) can mostly
be formulated as fitting a model to data. The task is generally to find the
model parameters x that minimize the loss observed on a set of training
data:

Il’lxil’l i l](x), (2.5)
j=1

where the loss function /;(x) measures the error performed by the model
on the training data j, using parameters x, and the training data set con-
tains u instances in total. Different machine learning models have convex
loss functions (e.g., linear, logistic, ridge regression, and support vector
machines), but this is generally not the case of deep neural networks (e.g.,
multilayer perceptrons). Nevertheless, many empirical works show that
algorithms for convex optimization perform well on deep neural networks
(see e.g., [SC16]).

When the training data set is too large (for huge u), it may become
impossible to store the data on a single server. It may also be desirable to
partition the data across multiple nodes for other reasons, such as privacy
concerns, geographic distribution, or to speed up training by exploiting
parallel computing resources. In these cases, the training problem (2.5) can
be solved using decentralized optimization with local objective functions
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of the form:
filx) =Y Ii(x),
jedi

where J; is the set of indices of training data stored at node i. Such
distributed machine learning problems have been studied, for instance,
in [FCG10, MBG10, LCZ22]. A popular approach for solving distributed
machine learning problems is Federated learning [MMR ™" 17] and relies on
a central server that coordinates the agents, without accessing their local
data sets. Federated learning algorithms can be seen as a specific dis-
tributed machine learning approach that only applies to a star communica-
tion graph, where one central agent is connected to all the others (see Fig.
1.1a). Recently, decentralized federated learning, which does not require
any central node, has also been studied, see e.g., [HBJ18,LCZ22, BPS*23].

Decentralized versus Distributed

In this thesis, we make no distinction between the terms decentral-
ized and distributed and use them interchangeably. Potential dis-
tinctions between the two terms in the literature have evolved over
time [Ver20] and there is no clear scientific consensus. In [Ver20], the
author proposes to distinguish decentralization, as the dispersion
of organizational communications, from distribution, as the disper-
sion of organizational decision-making. While relevant in general,
we will not apply such distinction in this thesis. We refer to decen-
tralized (or distributed) algorithms as multi-agent algorithms that
do not require a central node to make decisions or organize commu-
nications. In general, decentralized systems consider homogeneous
agents, that have similar abilities and perform the same algorithm
to solve the problem. When specified, we sometimes consider a cer-
tain heterogeneity in the set of agents, regarding their type of local
function, their initial estimate of the solution, or the algorithm pa-
rameters. Moreover, the topology of the communication network
is free and can, in particular, correspond to a full graph, linking all
the nodes together, or to a star graph, in which only one node is
connected to all the others.
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Communications and average consensus

Interactions between the agents are essential to allow them to converge to-
ward consensus on an optimal solution x* of problem (2.1). They take place
via a connected communication network G(V, £), where V is the set of
agents and & their set of communications links. During a communication,
the agents share one of their local variables with their neighbors. Then, the
agents aggregate the variables received from their neighbors, usually via a
weighted sum:

n
yi= ) wijxj fori=1,...,m, (2.6)

where x; can represent any vector in R held by agent j, vector y; € R¥ isan
auxiliary variable of agent i that represents the result of the interaction, and
W = [w;;] € R"™" is a mixing matrix, matching the network topology and
generally assumed doubly stochastic. Some decentralized algorithms rely
on a constant mixing matrix, which is the same for each communication,
while others allow time-varying mixing matrices, and so potentially also
time-varying communication networks.

Update (2.6) corresponds to an average consensus step and can be re-
peated as

Xl = Zwl] 5 (2.7)

to converge to the initial agent average, under some conditions on the mix-
ing matrices used, see Section 2.3.2. The average consensus is an important
building block of decentralized optimization algorithms because of the na-
ture of the decentralized problem (2.1). In this section, we first review
a few possible types of communication settings, before providing details
about the setting considered in this thesis. Then, we provide standard con-
vergence results for the linear average consensus (2.7), and we finish by
discussing a few other consensus-related work.

Directed vs Undirected When the communication network G is undi-
rected, the communications are bidirectional and the mixing matrices as-
sociated with the graph are symmetric. Undirected communications are
widely used and result in simpler algorithm analyses. However, many

| 16
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practical applications involve directed graphs. For example, if the agents
communicate through a wireless network, their communication radius de-
pends on their broadcasting power. If agents use different power levels,
the resulting communications will naturally be directed. When the com-
munication network G is directed, this means that the communications are
unidirectional, i.e., a node i can send messages to node j at iteration k with-
out receiving any message from j at this iteration. In that case, the mixing
matrices associated with the graph may be non-symmetric. The directed
communication setting does not generally allow balancing weights to en-
sure convergence of the linear consensus step (2.7) towards the average,
and requires more advanced techniques to achieve average consensus be-
tween agents, such as the push-sum protocol [KDGO03].

Synchronous vs Asynchronous In synchronous algorithms, all agents
perform their updates and communications in a synchronized way. This
ensures that they all perform the same number of updates. Synchronous
algorithms are simpler to analyze but require a common clock in the sys-
tem. Moreover, if there are differences in the computational power of
the agents, the faster agent will wait for the slowest ones, which are of-
ten called stragglers. Asynchronous algorithms resolve this problem by
allowing the nodes to perform their updates and communications inde-
pendently of each other. Practically, for the analysis, one may resort to a
random pairwise gossip communication [BGPS06, DKM " 10] where a ran-
dom link is activated for communication or to a random broadcast com-
munication [AYSS09] where a random node is activated to broadcast its
information to its neighbors.

Setting considered: synchronous and undirected communications

In this thesis, we only consider interactions through synchronous and
undirected communications, that take the form of a linear average con-
sensus on some quantity, i.e.,

n
yi:Zwi]-xj, fori=1,...,n.
j=1
The mixing matrix W = [w; j] € R"*" is assumed to be (i) symmetric, since

the communications are undirected, (ii) generalized doubly stochastic [HL05],
i.e.,, with rows and columns summing to one, to allow average consensus,

|17
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and (iii) matching the network topology. We call such matrices averaging
matrices.

Definition 2.7. We say that a matrix W € R"*" is an averaging matrix if

Qi WT =w, (Symmetric)
(i) W1=1and1TW =17, (Generalized doubly stochastic)
(iii) W e 7, (Network topology)

where T = {W : w;; = 0if (i,j) ¢ £ and i # j}.

An averaging matrix W € R"*" can be considered as an adjacency
matrix of a weighted version of graph G, with possible self-loops.

Remark 2.8 (On the assumptions for the mixing matrices).

o Symmetry: This thesis focuses on symmetric averaging matrices,
which assume undirected communication links, but our results could
be extended to non-symmetric ones, by working with singular values
instead of eigenvalues.

* Possible negative elements: We do not restrict to non-negative matri-
ces, even if the literature of decentralized optimization often assumes
non-negativity through doubly stochasticity. We motivate this choice
by two arguments. Firstly, non-negativity is not needed for conver-
gence of pure linear consensus steps [XB04], see Theorem 2.9 below.
Secondly, among results of decentralized optimization using doubly
stochasticity, we found no results exploiting the non-negativity of the
matrix, see e.g., [NOR18, NOS16,SLWY14, LSY17]. Such results are
thus about generalized doubly stochastic matrices.

2.3.2 Consensus convergence results

The convergence of a linear average consensus protocol (2.7) towards the
agent average can be characterized by the eigenvalues of the mixing ma-
trices used. This statement is detailed in Theorem 2.9 and Corollary 2.10
below, for a time-invariant mixing matrix W € R"*" and for scalar local
variables x; € IR. Equivalent results also hold for vectors of dimensions
d,ie., x; € RY, but require a more complex notation, detailed in Section
2.7. The eigenvalues of matrix W are denoted by A1 (W), ..., A, (W), in de-
scending order of their real parts. Convergence of the average consensus

| 18
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with time-varying matrices, and so potentially also time-varying commu-
nication networks, is analyzed e.g., in [BHOT05, OT09] and is briefly dis-
cussed in Section 2.3.3.

Theorem 2.9 (Average consensus convergence [XB04]). Let W € R™*" and
0 € R" gather the initial scalar values x? € Rofeachagenti = 1,...,n.
The distributed linear consensus X' = WxK converges to the agent average

X

= 1117Tx0 if and only if the matrix W satisfies
(i) W1=1and1TW =17,
(i) A =p(W-15) <1,

where p(-) = max{|A1(-)|,..., |An(-)|} denotes the spectral radius of a matrix.
Moreover, the asymptotic convergence rate of x* toward X is given by A:

1/k
k_ % 11T
sup lim <||xx||2> p(W— 7)2 A,

X0£X k—o0 ||XO — x||2

and the per-step convergence rate is given by:

su 7”)(“1 —Xll2 _ H _ E
ok x0T Tl
where || - ||2 denotes the spectral norm of the matrix, i.e., its maximum singular

value.

The proof of Theorem 2.9 can be found in [XB04, Theorem 1].

When the matrix W is a symmetric averaging matrix, condition (i) is sat-
isfied by Definition 2.7, and the two convergence rates coincide since the
singular values of a symmetric matrix correspond to its absolute eigenval-
ues:

(e I [T

Therefore, we can simplify the result of Theorem 2.9 as follows

Corollary 2.10. Let W € R"™" be a valid symmetric averaging matrix for a
given graph G (Definition 2.7) and let xX° € R" gather the initial scalar values
x) € Rofeachagent i = 1,...,n. The distributed linear consensus X1 = Wxk

converges to the agent average X = %xo if and only if

117
=[|[W— *Hz <L

Moreover, the convergence rate of x* toward X is given by A.
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By definition, an averaging matrix W always has 1 as eigenvalue, as-
sociated with eigenvector 1. When A = ||W — % ll2 < 1, we know that 1
corresponds to the largest eigenvalue of W, i.e., A1(W) = 1, and A gives
the Second Largest Eigenvalue Modulus (SLEM) of W:

AW) = W= == = max{laa(w)l, [2a(W)]} 2.8)

In graph theory, the SLEM of a non-negative averaging matrix W is related
to the algebraic connectivity (W) of the corresponding weighted graph,
defined as the spectral gap of W

(W) =1— A(W).

The algebraic connectivity < is usually defined as the second-smallest
eigenvalue of the (weighted) Laplacian matrix L = I — W, see e.g.,
[Fie89, DA07]. The value of 7 characterizes, in some sense, the connec-
tivity of the resulting weighted graph, and in particular, it can be used to
bound the edge and vertex connectivity [Fie89, DA07].

Example 2.11. When v = 1, we have A = 0. This corresponds to a perfectly
connected and balanced weighted graph, associated with the averaging

matrix W = 110 whichhas Ay =1land A; =0fori=2,...,n.

TRl

Here is a well-known proposition showing a link that exists between
the SLEM of matrix W (2.8) and the connectivity of its underlying graph.
Recall that an undirected graph is said to be connected if there is a path
between every pair of vertices in the graph.

Proposition 2.12. Let W be an averaging matrix (Definition 2.7) and Gy, its
underlying weighted graph. The following implication holds

AW) <1 = Gy is connected

Moreover, if W is non-negative, then the reverse implication also holds, meaning
that the two conditions are equivalent:

AW) <1 <& Gy is connected

Proof. We prove the first statement by showing that an averaging matrix
W associated with a disconnected Gy always has its second-largest eigen-
value modulus equal to one: A(W) = 1. An averaging matrix W associated

| 20
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with a disconnected Gy has at least 2 distinct connected components and
can thus be written with at least 2 blocks on the diagonal:
Wp 0
W= .
{ 0 Wz]

Since W1 = 1, we also have W,1, = 1, for u = 1,2, and vector 1, of
appropriate size. Therefore, the matrix W has (at least) two independent
eigenvectors associated with eigenvalues 1:

op=[ ... 10 ... 0" and vp=1[0 ... 0 1 ... 1]".
This means that the two largest eigenvalues of W are equal to 1, and so
AW) =1

The second statement is well-known in graph theory and follows from
the fact that the multiplicity of the 0 eigenvalues of the Laplacian matrix
L = I — W corresponds to the number of connected components of the
underlying graph, see e.g., [GRO1] for a proof. O

The first statement of Proposition 2.12 means that for averaging ma-
trices (that can have negative entries), having A < 1 guarantees that the
underlying graph is connected, but the converse is not true since there are
connected weighted graphs for which A(W) =1, e.g., the graph associated
with the following matrix

-1/3 2/3 2/3
W=1|2/3 -1/3 2/3
2/3  2/3 -1/3

Finally, we can also combine Proposition 2.12 and Corollary 2.10 to
claim that any non-negative averaging matrix W (Definition 2.7) associ-
ated with a connected graph G guarantees the convergence of the pure
linear consensus to the average, at a rate given by A (2.8).

Related work

We close this section by providing some details and references on other
related work relevant to the field of average consensus and distributed al-
gorithms, that has not been discussed previously.
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Time-varying communication networks In the literature of consensus,
time-varying graphs refer to a graph sequence Gy, Gy, ..., in which each
graph instance Gy has a time-invariant set of agents V and a time-varying
set of edges &. Then, iteration k of a consensus protocol relies on commu-
nication network G. In the undirected case, agents i and j can exchange
information at iteration k if and only if they are linked by an edge in Gy, i.e.,
(i,7) € &. Convergence results with time-varying graphs generally rely on
the assumption that the graph sequence is B-connected, for some constant
B > 1,seee.g., [JLM03,0T09,NOOT09,CI14,L]11,SRNV12, NOS16].

Definition 2.13 (B-connected graph sequence). A time-varying undirected
graph sequence G, G, ... is B-connected if each subsequence of B succes-
sive graphs is jointly connected, i.e., their union is connected:

uﬁj’,j+3—1gl is connected forallk =0,1,....

This definition extends to directed graphs, by replacing the term "con-
nected" by "strongly connected". Recall that a directed graph is strongly
connected if there is a path between each pair of vertices of the graph, in
both directions. The use of time-varying averaging graphs is useful, for
example, in multi-robot systems applications where the agents are moving
in the space and therefore have time-varying neighbors to communicate
with [JLMO03].

Open multi-agent systems Some work has also been done in the case
where the set of agents can also vary over time [VMdGF'24], which oc-
curs in applications with frequent departures and arrivals of agents such
as social network, multi-robot systems, and epidemics [VFP24]. These sys-
tems are known as open multi-agent systems [VMdGF'24]. When the set
of agents is constantly evolving, the consensus between the agents in the
system may never be reached [MdGH22].

Another convergence characterization The convergence rate of the av-
erage consensus (2.7) can also be characterized based on the number of
agents and a lower bound on the nonzero weights used in the algorithm,
see e.g., [NOOT09]. In [NOOTO09], the authors prove that the worst-case
convergence time of the linear average consensus (2.7) with time-varying
averaging matrices scales quadratically with the number of agents n and
that this dependence is tight. While the graph topology can generally not
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be chosen, we can choose the weights used during the communications to
improve the rate dependence on n [XB04, NOOT09, NOR18]. Moreover,
when the agents all know a common upper bound U on the number of
agents in the network, [Ols17] proposes another consensus algorithm for
which the worst-case convergence time scales linearly with n. This acceler-
ated consensus algorithm relies on local degree information to choose the
communication weights in the linear consensus (2.7) and add a momentum
step which exploits the value of U.

Other related work There are many interesting and relevant works
in the field of average consensus and distributed algorithms, e.g., re-
lated to privacy issues [MM16, GKC17, RAW17], faulty or malicious
agents [PBB11], packet losses [FH13, GH18, XMX19], communication
noise [XBK07, KM08, LZ10, RW10], communication time-delays [OSM04,
BHOTO05,NO10,L.QZS12,CYY "15] and quantized or compressed commu-
nications [RN05, ACR08, NOOT09, FCFZ09,KSJ19, TU22].

Existing algorithms for decentralized optimization

This section reviews the algorithms that exist to solve the decentralized
problem (2.1). We provide a few details on the main or historical methods,
which have inspired many others. We refer to [YYW'19] and [GRB22]
for more detailed surveys.

DGD

One of the first methods proposed to solve (2.1) is the distributed
(sub)gradient descent (DGD) [NO09] where agents successively perform
an average consensus step (2.9) and a local gradient step (2.10), as de-
scribed in Algorithm 1.
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Algorithm 1 Distributed Gradient Descent (DGD)

Input: x? € RY, step-sizes a¥ > 0 and averaging matrices Wk € R"*",
Fork=0,1,...

n
vk = Z wffjxf, fori=1,...,n, (2.9)
j=1

xf“ =y — "V (6, fori=1,...,n, (2.10)

Convergence in a neighborhood The DGD algorithm is simple and intu-
itive, but it is only converging to a neighborhood of the optimal solution
when the step-size is constant [YLY13]. In particular, the optimal solution
x* for (2.1) is not a stationary point for the update (2.9)-(2.10) since the local
gradients can be non-zero at the optimum, i.e., V f;(x*) # 0.

Convergence with diminishing step-sizes Convergence to the optimum
can be guaranteed for decreasing step-size sequences and (possibly) non-
smooth convex local functions [SRNV12, NOR18]. The proof holds for
time-varying mixing matrices which are doubly stochastic, associated with
a B-connected graph sequence. In theory, convergence holds for directed
graphs, but in practice, directed communications do not generally allow
balancing weights to have doubly stochastic mixing matrices. To obtain a
converging algorithm over time-varying directed graphs, without the dou-
bly stochasticity assumption, the authors of [NO14] combine the DGD al-
gorithm with the push-sum consensus protocol [KDGO03], and prove the
convergence of their resulting subgradient-push method with appropriate di-
minishing step-sizes.

Convergence of the running average Alternatively, DGD with a constant
step-size requires considering the running average iterate, i.e., the average
over all agents and all iterations, to obtain an error going to zero [NO09,
NOR18] in similar settings.

Variants and extensions The asynchronous variant of DGD has been
studied in [NO09, Ned10] and its stochastic variant in [SRNV10].

Then, other algorithms have been developed to tackle the DGD conver-
gence problem with constant step-sizes. Their strategy, to converge to the
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optimal solution x* with a constant step-size, is generally based on the use
of historical information. This is the case of EXTRA [SLWY14] and DIG-
ing [NOS16], which we present below.

EXTRA

The method has been introduced in [SLWY14] as the exact first-order algo-
rithm and abbreviated as EXTRA. The method, described in Algorithm 2,
is built as the difference between two consecutive DGD updates, using av-
eraging matrices W and W, to cancel their remaining error. In particular,
in [SLWY14], the authors showed that EXTRA can be seen as DGD with
a cumulative correction term to compensate for the error that appears in
DGD with a constant step-size. The resulting update (2.11) requires the

two past iterates and local gradients to compute xffH.

Algorithm 2 EXTRA
Input: x) € R? (Vi), step-size a > 0, averaging matrices W, W € R"*"
n
xj =Y wixd — aVfi(x}), fori=1,...,n,
j=1
Fork=1,2,... and i=1,...,n,

n
ot =t 3 (] - o) (VA - VAGED). @
=1

Authors in [SLWY14] recommend choosing W = % This allows com-
puting only one new consensus step at each iteration.

Convergence For an undirected connected network and under some con-
ditions on the constant averaging matrices and step-size, [SLWY14] proved
that EXTRA has a convergence in O(%) for smooth convex local functions
and a linear convergence for L-smooth and (restricted) y-strongly convex
local functions.

Accelerated EXTRA The EXTRA algorithm can also be interpreted as a
primal-dual algorithm using the augmented Lagrangian function [MR16,
HHZ17,LL20]. The authors in [LL20] leverage this form of the algorithm
to sharpen its performance analysis and provide an accelerated version of
EXTRA using the Catalyst framework [LMH18].
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Composite convex distributed problems The EXTRA algorithm has also
been extended to composite convex problems where agents hold local
functions with smooth and non-smooth convex composites, resulting in
the proximal gradient exact first-order algorithm (PG-EXTRA) [SLWY15].
Such composite problems are particularly relevant for machine learning
applications where the regularization terms are often non-smooth.

Other decentralized algorithms have been designed for solving such
composite convex distributed problems, see e.g., NIDS [LSY17], P2D2
[AYS19], SONATA [SSD22], ProxMudag [YLZZ23], or the unified frame-
work and analysis [XTSS21]. Any method working for composite convex
distributed problems also work for the standard convex distributed prob-
lem, by setting the non-smooth composite to zero.

DIGing

This algorithm has been developed independently in [NOS16] and [QL17].
It combines the distributed inexact gradient method (DGD) with the gra-
dient tracking technique and is abbreviated as DIGing. We describe it in
Algorithm 3. In the algorithm, each agent 7, in addition to its estimate x;
of the optimal solution x*, also maintains a second state variable s; which
estimates the average gradient. Each agent updates its solution estimate x;
with an update similar to DGD, but using the gradient estimate s; instead
of their own local gradient (2.12). The second update (2.13) tracks the av-
erage gradient using dynamic average consensus [ZM10]. The resulting
algorithm requires the agents to communicate two variables (x; and s;) at
each step.

Algorithm 3 DIGing

Input: x? € R?, s? = V;(x?), « > 0 and averaging matrices W € R"*"
Fork =0,1,.

k“ Z wl]x] - zxs fori=1,...,n,2.12)

skl — Zwl]] (Vfl k“)—Vfi(xff)). fori=1,...,n,(2.13)

Convergence In [QL17], the authors established the linear convergence
of DIGing over undirected connected networks, with a constant averaging
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matrix and a constant step-size, under the assumption that local objective
functions are smooth and strongly convex. Then, in [NOS16], the authors
extend the convergence result to time-varying averaging matrices, and so
time-varying communication networks. Moreover, they only assume that
the sequence of graphs is B-connected (see Definition 2.13).

Relation between DIGing and EXTRA For constant undirected net-
works, [NOS16] showed that the DIGing algorithm is a particular case of
the EXTRA algorithm, with a specific choice for the two averaging ma-
trices in EXTRA. Moreover, they also gave a primal-dual interpretation
of the DIGing algorithm based on the augmented Lagrangian function.
In [Jak18], the authors proposed a unified primal-dual analysis of EXTRA
and DIGing and revealed that an important difference between these two
methods is on how the primal error affects the dual error. They used this
insight to generalize these methods by deriving a new method that reduces
the negative effect of primal error on the dual error.

Push-DIGing In [NOS16], the authors also adapt the algorithm to di-
rected communication graphs, by combining it with the push-sum con-
sensus protocol [KDGO03]. The resulting algorithm is called Push-DIGing.

ATC-DIGing The algorithm proposed in [NOSU17,XZSX15] corresponds
to the adapt-then-combine (ATC) version of DIGing;:

k“ Zwl](x — s’ ) fori=1,...,n, (2.14)

skl = qu(s + V() - Vf]-(x;.f)). fori=1,...,n, (2.15)

ATC-DIGing differs from DIGing only in the order of operations: it first
adapts the variables with local information, then combines them with in-
formation from other agents. Distributed algorithms generally require
agents to coordinate in advance, so that they all use the same step-size a
for their updates, but the ATC-DIGing allows working with uncoordinated
constant step-sizes a1, ...,«&,, while preserving the linear convergence of
the algorithm. In [NOSU17], they also observed that the ATC structure
can accelerate the convergence compared to the combien-then-adapt (CTA)
structure used in DIGing or DGD. This observation will be validated by
our analysis in Chapter 8.
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Gradient tracking There are many other recent decentralized optimiza-
tion algorithms that rely on the gradient tracking technique, such as the
Accelerated Distributed Nesterov Gradient Descent (Acc-DNGD) [QL19],
the Accelerated Gradient Tracking (Acc-GT) [LL21] and the Optimal Gra-
dient Tracking method (OGT) [SSPY23].

Dual-based methods

Primal methods directly focus on solving the original primal problem (2.4)
without explicitly considering any associated dual problem. The consen-
sus constraint in the primal problem (2.4) is linear and allows for a dual
reformulation of the problem. Dual methods introduce the Lagrangian
function in the objective and work in the dual space to solve the dual
problem. The DGD, EXTRA, and DIGing algorithms are explicit primal
methods, that combine gradient sampling and consensus steps. However,
EXTRA and DIGing can also be written in a primal-dual form, meaning
they simultaneously optimize both the primal and dual problems, and
their reformulated updates involve primal and dual variables. By the
term dual-based methods, we mean both primal-dual methods and dual
methods, where the use of the dual problem and dual variables is an in-
tegral part of the algorithm. Distributed dual-based algorithms include
the dual ascent [TTM11] and its accelerated version [ULGN20], the dis-
tributed dual averaging (DDA) [DAW12], the multi-step dual accelerated
(MSDA) [SBB"17], the multi-step primal-dual (MSPD) [SBB' 18], the de-
centralized communication sliding (DCS) [LLZ20], the accelerated decen-
tralized optimization method (ADOM) [KSR"21, KGGR21] and the dis-
tributed version of the alternating direction method of multipliers (D-
ADMM) [SLY "13,BPC"11,IBCH15,LLST16,MO17, AWLM17]. Many dual-
based methods have a larger computation cost per iteration since they in-
volve a gradient evaluation of the Fenchel conjugate of the local objective
function or its proximal mapping.

Accelerated and optimal methods

In general, optimization theory evaluates the efficiency of an algorithm
by counting the number of iterations needed in the worst-case to obtain
a guaranteed e-accuracy on the optimal solution. While this is also done
in decentralized optimization, the literature often distinguishes the gra-
dient computation complexity from the communication complexity. The
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gradient computation complexity counts the number of local gradients
computed by each agent, to achieve the desired accuracy. The commu-
nication complexity counts the number of communication rounds needed
to achieve the desired accuracy. These complexities of course depend on
the required accuracy €, but also on the conditioning of the problem, i.e.,
the conditioning of the global or local functions and some characterization
of the network connectivity, such as its SLEM A. Over the last years, effort
has been deployed to identify the lower complexity bounds in different set-
tings [SBB 19, KGGR21] (see Table 2.1), as well as accelerated algorithms
matching or approaching these lower bounds.

Gradient computation Communication
complexity [Nes18] complexity [SBB*19]

y-stri_rigll;(zg;wex Q (\/E log (%> ) = ( V ﬁ log (%> )
i a(y/4) (/i os(2))

Nonsmooth convex Q ( 617) Q (ﬁ)

Settings

Table 2.1 Lower bounds complexities for decentralized optimization al-
gorithms over time-invariant graphs, to reach € accuracy in terms of func-
tional error [Nes18,SBB719], i.e.,f(xf) — f(x*) <eforalli=1,...,n.

Smooth and strongly convex functions Many accelerated decentral-
ized optimization methods have been developed for L-smooth and u-
strongly convex functions. To improve the rate dependence on function
conditioning, accelerated methods generally relies on the Nesterov’s ac-
celeration technique, either applied in the primal space, see e.g., Acc-
DNGD [QL19], APAPC [KSR20], Acc-GT [LL21], Mudag [YLZZ23], APD-
SC [SSPY24], or in the dual space, e.g., ADA [ULGN20], MSDA [SBB"17],
IDEAL [ABC™20], Acc-EXTRA [LL20], ADOM [KSR*21]. To improve
the rate dependence on network conditioning, most methods relies on
an inner loop with multiple communications rounds: either by applying
the same averaging matrix multiple times, see e.g., [VSL19] or DAGD-
C [RLG21], by applying an accelerated average consensus (FastMix), see
e.g., Mudag [YLZZ23] or APM-C [LFYL20], or relying on Chebyshev poly-
nomials to cleverly adapt the communication weights in the inner loop,
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see e.g., MSDA [SBB"17] or OPAPC [KSR20]. When the graph is time-
varying, [LL21] and [KGGR21] developed an adapted multi-consensus
scheme (MC). In [SSPY23], the authors proposed an Optimal Gradient
Tracking (OGT) method which relies on a loopless Chebyshev accelera-
tion technique and does not require multiple communication steps at each
iteration. The method is called optimal because it matches the lower com-
plexity bounds, for both the gradient computations and the communi-
cation complexities, that have been established in [SBB"17] for smooth
and strongly convex functions and time-invariant graphs (see Table 2.1).
MSDA [SBB*17], OPAPC [KSR20], Acc-GT+MC [LL21] and ADOM+MC
[KGGR21] also matches these lower bounds. However, MSDA and
ADOM+MC may be difficult to implement in practice because they re-
quire the agents to evaluate the gradients of local Fenchel conjugates at
every iteration. In [KGGR21] the authors also propose a primal version
of their algorithm ADOM+MC, but which involves 10 different updates
and 12 parameters. Algorithm Acc-GT+MC is based on the gradient track-
ing technique, which allows convergence with time-varying graphs, and
it matches the lower complexity bounds provided in [KGGR21] for time-
varying connected graphs.

Smooth and convex Accelerated algorithms that can be applied to
smooth and convex, but non-strongly convex, functions include [CO12],
D-NG and D-NC [JXM14], Acc-DNGD [QL19], OPTRA [XTSS20], APM-C
[LEYL20], Acc-EXTRA [LL20], Accelerated Dual Ascent (ADA) [ULGN20]
and Acc-GT [LL21]. When functions are smooth and convex, the lower
bound for gradient computation complexity can be deduced from cen-
tralized optimization theory [Nes18] and the lower bound for commu-
nication complexity is established in [SBB'19] (see Table 2.1). The Acc-
DNGD [QL19] algorithm was the first accelerated method based on the
gradient tracking idea. In [QL19], the authors have only proved a (’)(65%)
complexity for Acc-DNGD, but they conjectured that its parameters can
be chosen to obtain a O(ﬁ) complexity, which would match the lower
bound for the gradient computations. This conjecture will be investigated
in Chapter 8. Then, [LL21] proposed Acc-GT, another accelerated method
based on gradient tracking. Acc-GT is equivalent to Acc-DNGD for convex
functions (u = 0) and time-invariant graphs, and it matches the lower com-
plexity bounds when combined with a multi-consensus inner loop. Cur-
rently, Acc-GT+MC [LL21] and OPTRA [XTSS20] are the only algorithms
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matching both lower bounds and they both use an inner loop to acceler-
ate the consensus. However, OPTRA only applies to time-invariant graphs
and its convergence rate has only been proven in the Bregman distance
metric.

Non-smooth and convex In general, results for non-smooth and convex
functions assume that the local functions are Lipschitz continuous, i.e.,
with bounded subgradients. In these settings, the function properties
cannot be exploited to accelerate the optimization component of the
algorithms, but some effort can still be made to make the algorithms
communication-efficient. In particular, this has been done in primal-dual
algorithms, e.g,, DCS [LLZ20], MSPD [SBB*18], and others such as
APM [LFYL20]. These methods all include a proximal step or an inner
loop of subgradient steps. Another inner loop of communication rounds is
employed in MSPD to further reduce their complexity via the Chebyshev
acceleration. The lower complexity bounds for these settings have been
established in [SBB 18] (see Table 2.1) and are reached by MSPD and APM.

Other related work

Methods with directed communications As explained for DGD, many
methods work for directed graphs, provided that the mixing matrices used
are doubly stochastic. However, in practice, directed communications do
not allow easily balancing of mixing weights to get doubly stochastic ma-
trices. Therefore, directed communications generally refer to the case where
communication graphs are directed and unbalanced, i.e., mixing matrices
are not doubly stochastic. In that case, classical decentralized algorithms
are generally not working, but can be adapted by changing the consensus
protocol used, see subgradient-push [NO14] and Push-DIGing [NOS16],
DEXTRA [XK17] and their accelerated versions [XXK18], [XXK18] and
[SSPY24]. All these algorithms rely on the push-sum consensus proto-
col [KDGO3]. Besides these algorithms, we also mention the Push-Pull gra-
dient methods [PSXN20] and the AB/Push-Pull framework [XPNK20] that
allow unifying different computation and communication architectures, as
well as different algorithms, and that work both for undirected and di-
rected graphs, synchronous and asynchronous settings.



Existing algorithms for decentralized optimization | 2.4

Methods handling constraints In this thesis, we focus on the uncon-
strained decentralized optimization problem (2.1). However, many prac-
tical applications, such as motion planning or distributed resource alloca-
tions, involve constraints. We can define a (convex) constrained decentral-
ized optimization problem as follows

n n
min f(x) = % Y filx) suchthat xe X =()4&;, (216)
i=1 i=1

where f; is the real convex local function of agent i and AX; its closed convex
set, representing the local constraint set of agent i. When all agents hold
the same closed convex constraint set, i.e., X; = X for all i, the existing
algorithms can be modified by adding a projection on X in the local up-
dates for the solution estimates. For example, DGD (Algorithm 1) can be
modified with the following update:

n
A =Ty | wi-‘]-xj — "V, (2.17)
i=1

where ITy[] is the Euclidean projection on the set X'. Since the projection
operator is non-expansive, meaning ||ITy[x] — ITy[y]|2 < |lx —y||2 for
all x,y € RY, the convergence properties obtained for the unconstrained
case are still applicable [NOP10]. When the constraint sets A; are differ-
ent, update (2.17) can be modified by replacing ITy[-] with TTy[-], but
convergence analysis is less straightforward. This distributed projected
(sub)gradient method has been introduced and analyzed in [NOP10].
Other works, developing new methods for solving the constrained prob-
lem (2.16), or performing convergence analysis of existing methods, in-
clude [ZM11,S5N11,LN15,YHX15,LRS16, LYH17].

Stochastic methods In stochastic distributed optimization, the local gra-
dients are computed with stochastic errors. Stochastic methods are very
popular for data and machine learning applications. The main algorithms
presented above have their stochastic variants: The stochastic variant of
DGD has been studied in [SRNV10,KLB*20], the stochastic variant of DIG-
ing in [PN21] and the stochastic variant of EXTRA in [MR16].

Methods for non-convex problems When the local objective functions
are non-convex, it may be difficult to converge toward a global mini-
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mizer of the decentralized problem, but different algorithms guarantee
convergence toward a critical point or a local minimum for smooth non-
convex local functions, such as the in-network successive convex approx-
imation algorithm (NEXT) [DLS16], the proximal primal-dual algorithm
(Prox-PDA) [HHZ17], which corresponds to a primal-dual formulation of
EXTRA, the K-GT algorithm [LLKS24] and the SONATA algorithm [SS19].
Convergence of the classical decentralized algorithms in non-convex set-
tings has also been studied in the literature, see e.g., [DSK20, CN22] for
DIGing and [HHZ17] for EXTRA. We refer to [CHW 20] for a review of
distributed optimization with non-convex functions, with a focus on data
and machine learning applications.

The class of decentralized optimization methods considered

Besides DGD, EXTRA, and DIGing, there are many other methods com-
bining gradient sampling and consensus steps. We call Ap the class of all
these decentralized optimization algorithms.

Definition 2.14 (Class of decentralized optimization methods .Ap). We de-
fine Ap as the class of all the decentralized optimization algorithms built
based on the three following types of operations, which may involve an
arbitrary number of local variables:

(i) Gradient: Each agent samples the (sub)gradient of its local function at
any of its local variables x;,

<i = Vfi(x) fori=1,...,n.

(if) Consensus: All the agents perform a consensus step on any of their
local variables x;,

n
i = Zwijxj, fori=1,...,n. (2.18)
j=1

with weights w;; given by an averaging matrix W (see Definition 2.7).
Different consensus steps can use different averaging matrices, or
possibly the same. .



The class of decentralized optimization methods considered | 2.6

(iii) Linear Combinations: Each agent declares that a linear combination of
its local variables holds, with coefficients known in advance, e.g.,

Xi =Yi— &gis
where x;, y; and g; are local variables of agent i and « is a given linear
coefficient (also called step-size). Depending on the settings, the lin-
ear coefficients (e.g. ) should be identical for all agents (coordinated)
or not (uncoordinated).

Remark. In Definition 2.14, the vector x; € RY refers to any local variable
held by agent i, such as one of its local iterates, its local gradients or any
linear combination of its local variables. Moreover, it can refer to a differ-
ent local variable from one operation to the other. This makes Ap a very
general class of decentralized optimization algorithms.

What is included in Ap  This class of methods includes many algorithms.
The three operations (i-iii) even allow implicit (or proximal) updates, e.g.,
updates where the point at which the gradient is evaluated is not explicitly
known:

= xF V() foralli=1,...,m

Among the primal-based algorithms, Ap includes, for example, DGD
[NO09], DIGing [NOS16], EXTRA [SLWY14], NIDS [LSY17], Acc-DNGD
[QL19], Acc-GT [LL21], Mudag [YLZZ23] and their variations [NOSU17,
XZS5X15, 120, Jak18]. Among the dual-based algorithms, Ap includes,
for example, the Distributed Dual Averaging [DAW12], MSDA [SBB"17],
MSDP [SBB*18], APAPC [KSR20], OPTRA [XTSS20], APM [LFYL20] and
others [ULGN20]. The decentralized version of ADMM [BPC*11,SLY*13]
does not explicitly use average consensus for the agent interactions, but it
can still be reformulated to fit in the class Ap, see e.g., the weighted decen-
tralized version of ADMM [LLST16].

What is NOT included in Ap The class Ap is quite general and con-
tains many existing or future methods. However, it does not include adap-
tive methods (that adjust the step-sizes to the current situation), stochastic
methods (that rely on a stochastic gradient oracle), or methods designed
for directed communication graphs. Indeed, the latter generally rely on the
push-sum consensus protocol [KDGO03], which involves quotients of vari-
ables that are not permitted in our framework .Ap. However, as detailed
in Section 2.3.1, this thesis focuses on undirected communications.
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Performance evaluation of decentralized methods

In optimization, the assessment of the performance of a method is gener-
ally based on worst-case guarantees. This is also the case in decentralized
optimization, where a worst-case guarantee consists in an upper bound on
a given performance criterion P of ¢t iterations of algorithm A € Ap with
n agents, valid for any starting points satisfying a set of initial conditions
Z, any local functions in a given set of functions  and any averaging ma-
trix in a given set of matrices V. Therefore, the guarantee is specific to a
performance setting:

Sy ={n,A,P,t,I,F, W}

Accurate guarantees on the worst-case performance of decentralized
algorithms are crucial for understanding how their performance is influ-
enced by their parameters, the conditioning of objective functions, and the
network topology, thereby enabling correct tuning and comparison of dif-
ferent algorithms. However, deriving such bounds is often challenging,
as it requires a proper combination of the impacts of the optimization and
communication components. This can lead to highly intricate or conser-
vative bounds, as in Fig. 1.2 in the introduction. Moreover, theoretical
analyses often require specific settings that differ from one algorithm to
another, making them difficult to compare.

We note that recent results have proposed decentralized algorithms
with proven optimal asymptotic complexities, for certain specific perfor-
mance criteria and classes of functions, see Section 2.4. In particular, most
of them focus on time-constant averaging matrices. The performance guar-
antees for these methods are particularly intricate and may have large hid-
den constants, preventing them from reaching the optimal rate before a
sufficiently large number of iterations, as we will see in Chapter 8. In addi-
tion, these methods can be complex to implement in practice, because they
use the gradients of local Fenchel conjugates or involve an inner commu-
nication loop. Therefore, it remains more than necessary to have access to
accurate and comparable guarantees on the worst-case performance of de-
centralized algorithmes, to facilitate and improve their tuning, comparison,
and design.

All these reasons motivate the work carried out in this thesis: we de-
velop and exploit tools allowing to automatically and accurately compute
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numerical guarantees on the performance of decentralized optimization
algorithms. Our new tools rely on a computational approach that finds
a worst-case performance guarantee of an algorithm by solving an opti-
mization problem, known as the performance estimation problem (PEP),
recently introduced in [DT12, Tay17] and which is detailed in Chapter 3.

Vector notations

Let xff € R denote the k-th local variable x of agent i. The local variable of
all the agents can be stacked vertically in x* € R":

We can also gather different iterates k = 0,.. ., t in a matrix X € Rrxt+1,
X=[x" ... x].

These vector notations apply to any variable that is used in the decentral-
ized algorithms and assume that the local variable exists for each agent and
each iteration, but our work also applies if the variables are not defined for
all agents or all iterations of the algorithm. Furthermore, our approach
also applies if there is no clear concept of iterations. Using these vector
notations, we can write the consensus step (2.18) for all agents at once as

yo=Wre )Xk,  fork=0,...,t (2.19)

where Wk € R"*" is the averaging matrix used in the consensus step k,
I; denotes the identity matrix of size 4 and ® the Kronecker product. This
latter notation means that we apply the same matrix W for each dimension
of the agent variables. Moreover, if the same averaging matrix W is used
for different consensus steps (k = 0, ..., f), we can write all the consensus
steps at once using matrix notations:

Y= (Wa L)X (2.20)
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The agent average of iterate x* € R™ is denoted ¥ € R and is defined as
¥ = Ly | xk. We can also gather the agent average of different iterates
k=0,...,tinamatrix X € R+ X = [x ... *']. Finally, we denote
the global average over all the iterates as x,y = t%l Z,t(:O 7~



Optimization
Always in service of
Optimization.

Performance Estimation
Problems

TIGHT worst-case performance bound on an optimization algo-

rithm could in principle be obtained by running it on every sin-

gle instance - function and initial condition - allowed by the set-
ting considered and selecting the worst performance obtained. This would
also directly provide an example of “worst” instance if it exists. The per-
formance estimation problem (PEP) formulates this abstract idea as a real
optimization problem that maximizes the error measure of the algorithm
result, over all possible functions and initial conditions allowed [DT12].
This optimization problem is inherently infinite-dimensional, as it con-
tains a continuous function among its variables. Nevertheless, Taylor et
al. have shown [THG15b, THG15a] that PEP can be solved exactly using a
semidefinite program (SDP) reformulation, for a wide class of (centralized)
first-order algorithms and different classes of functions. In this chapter, we
summarize results from [THG15b, THG15a] to present what are the ele-
ments composing a PEP problem, what are the settings for which it can be
written as an SDP, and how this reformulation works. Understanding the
general PEP theory will allow us to extend and adapt it to decentralized
optimization in Part I of the thesis.
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3.1 Elements of a PEP

Let us consider a classical optimization problem

min f(x), (3.1)
xeR4

where f : R? — R is a real convex function with (at least) one real mini-
mizer x* € R. The main ingredients of a Performance Estimation Problem

for computing a worst-case guarantee for a first-order algorithm A solving
(3.1), are

(i) the first-order optimization algorithm A, e.g., the gradient descent
K+ = Xk — oV F(xF);
(ii) a performance measure P, e.g., f(x¥) — f(x*);

(iii) a class of functions F, e.g., the class F, | of y-strongly convex and
L-smooth functions;

(iv) aset Z of initial conditions, e.g., 20— x*[|2 < 1.

These ingredients can be organized into an optimization problem that com-
putes a tight worst-case performance guarantee w:

_ 0 bk
w(S) —f/xg?%,X* P(f,x ,oxthx ) (3.2)
s.t. ferF,

x, ..., x! areiterates from method A applied on f,

x* € argmin f,

x satisfies Z,

where S is the performance evaluation setting which specifies the algo-
rithm A, the number of steps ¢, the performance criterion P, the class of
functions F, and the initial conditions Z:

S=(AtLP,FI).

This formulation of the PEP problem is not directly tractable since it
contains a continuous function in its decision variables, which makes it
infinite-dimensional. In the next sections, we detail how to obtain a finite
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formulation of a PEP problem, based on appropriate interpolation condi-
tions, and then how it can be written as a semidefinite program (SDP),
which can be solved efficiently.

Finite formulation and convex interpolation

To render problem (3.2) finite, rather than considering the function f as a
whole, we only consider the discrete set D = {(x*, ¢, %) }re/ {0,...t%} Of
iterates x* together with their gradient-vectors g¢ = V f(x¥) and function
values f¥ = f(x). These are the only points of the functions that matter
for the PEP (3.2). The only constraint involving the entire function is the
function class constraint, f € F. This constraint can be replaced by inter-
polation conditions on the discrete set D to ensure its consistency with an
actual function f € F, in the sense that the set is F-interpolable.

Definition 3.1 (F-interpolable [THG15a]). Let I be a finite index set and
F be a class of smooth! functions, and consider the set of triples D =
(xK; ¢F; XY ier where xF € RY, ¢k € R? and ¥ € R for all k € I. The set D
is F-interpolable if and only if there exists a function f € F such that both
Vf(xF) = g and f(x*) = f* hold forall k € I.

Interpolation conditions, ensuring that the discrete set D is F-
interpolable, are provided for different classes of functions in [THG15a,
Section 3] and [Tay17, Chapter 3]. We define the two common classes of
functions that are used in this thesis and give their interpolation condi-
tions, for the sake of completeness.

Definition 3.2 (). A differentiable function f : R? — R is in the class
Fyu1if f is L-smooth (Definition 2.3) and p-strongly convex (Definition 2.4),
with0 < pu < L.

Definition 3.3 (Fg). A function f : R — R is in set Fy if f is convex and
R-Lipschitz (Definition 2.2), i.e., with bounded subgradients.

Proposition 3.4 (Interpolation constraints for F,; [THG15a, Theorem
3.3.]). Let I be a finite index set and JF, | the set of L-smooth and p-strongly con-
vex functions with y < L. A set of triplets {(x*, g%, f*) }rey is F, 1 -interpolable

I The definition of F-interpolability also adapts to classes of non-smooth convex functions,
using the subgradients of the function, instead of its gradient.
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if and only if the following conditions hold for every pair of indices k € I and
lel

1 1
Frm = T =) 2 g (= g+l —

—28(gF - g)T(x* — ).

Extension to the case where 1 = L is provided in [RH24].

Proposition 3.5 (Interpolation constraints for 7z [THG15a, Theorem 3.5.]).
Let I be a finite index set and Fg the set of convex and R-Lipschitz functions.
A set of triplets {(x*,g", f*) }xes is Fr-interpolable if and only if the following
conditions hold for every pair of indicesk € I and I € I:

A=) =) >0
lg'l* < R?

Using appropriate interpolation conditions, the PEP problem (3.2) can
be expressed only in terms of the discrete set {x*, g¥, ¥} ,.,_ {0, b5}

w(S) = max P85 e (3.3)
{2585, fFY ka0, 14} ( )
s.t. {xF, g5, f¥}re; satisfies interpolation constraints for F

x!, ..., x! are iterates from method A,

§ =0,

1Y satisfies Z.

It has been shown in [THG15a] that the two problems (3.2) and (3.3) are
equivalent, provided that the interpolation conditions for F are necessary
and sufficient. In PEP (3.3), the performance criterion, the initial condi-
tions, and the interpolation constraints are usually quadratic and poten-
tially non-convex in the iterates and gradients and linear in the function
values. Problem (3.3) is thus a (non-convex) quadratically constrained
quadratic problem (QCQP), which is difficult to solve in general. How-
ever, we can reformulate the problem into a convex semidefinite program
(SDP).
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SDP reformulation

In many settings, all the PEP elements can be written with expressions lin-
ear in the scalar products of the iterates and gradients and in the function
values. For algorithm constraints, e.g., ¥**1 = x* — agk, and other con-
straints that are linear in the iterates and gradient vectors, this can be done
by placing all terms on the same side and squaring the constraint. Alter-
natively, linear equality constraints can be used to substitute vectors with
combinations of others, thus reducing the problem dimension.

Whatever the case, since all the PEP elements can be written with ex-
pressions linear in the scalar products of the iterates and gradients and in
the function values, we can consider these scalar products and function
values directly as decision variables of the PEP. For this purpose, we de-
fine a vector of functions values f and a Gram matrix G that contains scalar
products between all vectors, e.g., the iterates x* € R? and the gradients
vectors g¢ € RY.

f=107%...,f f, (3.4)
G=P'P, with P= [xo,...,xt,x*,go,...,gt,g*] (3.5)

By definition, G is symmetric and positive semidefinite. Moreover, ev-
ery matrix G >~ 0 corresponds to a matrix P whose number of rows is equal
to rank G. It has been shown in [THG15a] that the reformulation of a PEP
(3.2) with (f, G) as variables is lossless provided that we do not impose the
dimension d of the worst-case, and look for the worst-case over all pos-
sible dimensions (imposing the dimension would correspond to adding a
typically less tractable rank constraint on G). The resulting SDP PEP for-
mulation takes thus the form of

w(S) = n?’zéx P(f,G) (3.6)

s.t. G >0,
f,G satisfy  interpolation constraints for F,
algorithm constraints for A,
optimality condition for (3.1),

initial conditions 7.
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Such an SDP formulation is convenient because it can be solved numeri-
cally to global optimality, leading to a tight worst-case bound, and it also
provides the worst-case solution over all possible problem dimensions. We
refer the reader to [THG15a] for more details about the SDP formulation of
a PEP. We note that, in practice, the size of matrix G (3.5) can be reduced
by considering only the scalar products between vectors that cannot be ex-
pressed as linear combinations of the others. However, the dimension of
G always depends on the number of iterations . From a solution (f, G) of
the SDP formulation, we can construct a solution for the discretized vari-
ables {(x*, g%, f*)}ier, e.g., using the Cholesky decomposition of G. Since
this set of points satisfies the interpolation constraints for 5, we can also
construct a corresponding worst-case local function from F interpolating
these points.

Proposition 3.7 states sufficient conditions under which a PEP in the
form of (3.2) can be formulated as an SDP. These conditions are satisfied
in most PEP settings, allowing to formulate and solve the SDP PEP formu-
lation for a large class of (implicit and explicit) first-order methods, with
different classes of functions and performance criteria, see [THG15a]. The
proposition uses the following definition.

Definition 3.6 (Gram-representable [THG15a]). Consider a Gram matrix G
and a vector f, as defined in (3.4)-(3.5). We say that a constraint or an objec-
tive is linearly (resp. LMI) Gram-representable if it can be expressed using
a finite set of linear (resp. Linear Matrix Inequality) constraints involving
(part of) G and f.

Proposition 3.7 (THG15a, Proposition 2.6]). If the interpolation constraints of
the class of functions JF, the satisfaction of the method A, the performance measure
‘P and the set of constraints I, which includes the initial conditions, are linearly
(or LMI) Gram-representable, then, computing the worst-case for criterion P of
method A after t iterations on objective functions in class F with constraints T
can be formulated as an SDP, with G > 0 and £ as variables.

Remark 3.8. This proposition remains valid when the objective function is
the sum of n sub-functions, each belonging to a class of functions with
linearly (or LMI) Gram-representable interpolation constraints.

Remark 3.9. In [THG15a], Definition 3.6 and Proposition 3.7 were only for-
mulated for linearly Gram-representable constraints, but their extension
to LMI Gram-representable constraints is direct. Such constraints will be
used for extending the PEP framework to decentralized optimization.
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Exploitation of PEP

PEP techniques have allowed answering several important questions in
optimization, see e.g., the list in [Tay17], to make important progress in the
tuning of certain centralized algorithms including the well-known gradi-
ent method (GM), and to design optimal algorithms for different problem
settings. This PEP approach has been made widely available via a Mat-
lab [THG17] and Python [GMG"22] toolbox, which makes it easy to for-
mulate and solve PEP problems.

Analysis and tuning of methods

The PEP framework has been used to conduct a tight performance anal-
ysis of many centralized first-order methods, in various settings, such as
the gradient method (and its accelerated version) on smooth strongly con-
vex functions [DT12, THG15b], weakly convex functions [RGP22, RH24],
convex functions with a quadratic upper bound [GTD22], smooth strongly
convex functions composed with a linear operator [BHG23] and other non-
convex settings [GEIGM22, AdKZ23a]. Variants of GM have been analyzed
via PEP, including GM with exact line search [DKGT17], proximal GM
[THG18], and inexact GM with bounded error on the gradient [DKGT20].
Other centralized first-order algorithms have also been analyzed with
PEP approach, in particular, the block coordinate descent method [SL16,
AdKZ22, KHG23], the Bregman gradient method (i.e., the mirror descent)
[DTdB22], the difference-of-convex algorithm [AdKZ23b], the Alternat-
ing Direction Method of Multipliers (ADMM) [ZAdK23], inexact proximal
methods [BTB23] and the Chambolle-Pock algorithm [BHG23].

From Proposition 3.7, the SDP formulation of PEP directly applies to
the analysis of Gram-representable algorithms. This does not include al-
gorithms with adaptive step-sizes. However, a PEP-based analysis of such
algorithms has still been performed in [BTd20] and [DGFST23]. In [BTd20],
the authors analyze Polyak steps with an SDP PEP, by using an appropriate
change of variables and a parametric analysis. In [DGFST23], the authors
analyze nonlinear conjugate gradient methods via a PEP approach, by for-
mulating and solving non-convex QCQPs.

In addition to analyzing optimization problems and methods, the PEP
techniques can also be exploited to study worst-case performance of algo-
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rithms intended to solve problems involving operators, such as fixed-point
problems [RTBG20, Lie21], maximal monotonic inclusion problems [GY20]
and variational inequalities problems [GY22, GLG22, GTG22, GTHG23].

Deriving proofs using the Lagrangian dual solutions

Feasible points of a PEP provide lower bounds on the worst-case perfor-
mance of the given algorithm, whereas feasible points of the Lagrangian
dual of a PEP give upper bounds on the algorithm’s worst-case perfor-
mance. Lagrangian dual problems work with a decision variable for each
constraint of the primal problem. Therefore, the proof of a worst-case
guarantee for an algorithm is obtained by linearly combining the PEP con-
straints, with coefficients that are the dual variables of the PEP. The proof
holds for any feasible solution to the dual problem, and it provides the best
possible worst-case guarantee with the optimal dual solution. This PEP
feature has been exploited to derive analytic proofs for algorithm perfor-
mance guarantees, see e.g., [THG18, GDT23]. The main inherent difficulty
of this approach is to obtain an analytic expression for the dual PEP solu-
tions. However, it may still be a lot easier than deriving analytical proofs
from scratch. This approach has been detailed in [GDT23] and helps to un-
derstand general proof structures in first-order optimization. In [GDT23],
the authors show how this can be used to generalize performance guaran-
tees onto broader classes of functions or methods, but also to design new
optimization methods and derive their corresponding performance guar-
antees.

Designing optimal methods

The design of an optimal method for settings S consists in finding the
method providing the best worst-case guarantees in these settings, among
all the possible methods of a given class, e.g., first-order methods using
only past iterates information to compute the new one. Therefore, the de-
sign of an optimal method can be seen as a large tuning problem, which
searches for the parameters of a very general method minimizing the re-
sulting worst-case performance. PEP can be used to compute the worst-
case performance to minimize, resulting in a min-max problem. Such
min-max problems are not easy to solve, but the authors in [KF16] rely
on the dual PEP to reformulate it as a convex SDP, resulting in the Op-
timized Gradient Method (OGM), which is optimal for smooth convex
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functions, in terms of functional error decrease [KF16, KF17, KF18] and its
variant OGM-G, which is optimal for the gradient norm decrease, up to
a constant [KF21]. After OGM, much work was devoted to the design of
optimal methods using PEP, for different settings, including smooth con-
vex functions [DT16, DT20, PR24], non-smooth convex functions [DT20],
smooth strongly convex functions [TD23, DGVPR24], non-smooth com-
posite convex problem [JGR23], smooth non-convex functions and non-
smooth weakly convex functions [DGVPR24]. This last work [DGVPR24]
does not rely on a convex reformulation of the problem, but formulates it as
a non-convex QCQP, and proposes a spatial branch-and-bound algorithm
to solve it to global optimality.

Extension and application to decentralized optimization

The PEP framework presented above does not directly apply to decen-
tralized optimization algorithms. Indeed, a worst-case instance in de-
centralized optimization consists of n worst-case local functions and se-
quences of iterates (one for each agent), as well as a worst-case commu-
nication network. To be able to look for such a worst-case, the classi-
cal PEP framework lacks ways of representing the agent interactions that
appear in decentralized algorithms. To the best of our knowledge, our
work [CH23, CH21, CH22, CH24a] presented in this thesis is the first to
adapt the performance estimation framework to decentralized optimiza-
tion and to exploit it to analyze decentralized methods. For this purpose,
we propose necessary interpolation constraints for consensus steps to of-
fer a practical representation of agent interactions in the PEPs, see Chap-
ter 4. This allows identifying the form of the worst-case averaging ma-
trix in many cases. Moreover, further development of such PEP formula-
tions reveals fundamental properties of worst-case performance in decen-
tralized optimization, such as conditions of independence of guarantees
in terms of the number of agents and the agent symmetry of the worst-
case local functions and variables, see Chapter 6. In addition, it allows
us to study how to tune the communication weights in decentralized op-
timization [CH24b]. Finally, the techniques developed for decentralized
optimization PEP have served as inspirations for the analysis of methods
with linear operator [BHG23], and it might serve for other PEP problems
in the future, such as the efficient PEP analysis of stochastic methods.
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An alternative approach from control theory

Integral Quadratic Constraints (IQC) An alternative approach for au-
tomatic performance estimation relies on tools from robust control and is
proposed in [LRP14]. They formulate optimization methods as dynamical
systems and adapt integral quadratic constraints (IQC) to obtain conver-
gence guarantees. Integral quadratic constraints are a method of stabil-
ity analysis of dynamical systems in feedback with non-linearities [MR97].
If the dynamical system we analyze is an iterative optimization method,
the non-linear component is the gradient of the objective function. The
key idea behind IQC is to replace the non-linear component (the gradient)
with (necessary) quadratic constraints satisfied by its inputs and outputs.
This idea is similar to interpolation constraints in PEP (Section 3.2), but
it does not exploit the function values in the constraints, which are there-
fore generally not sufficient to describe the effect of a gradient. Relying
on these quadratic constraints, one can formulate sufficient conditions for
the method to converge with rate p, by solving an LMI feasibility problem
(see [LRP14, Theorem 4]). Then, the best possible rate can be found with
a bisection scheme. The feasibility problem relies on finding a valid Lya-
punov function (also called a potential function) for which the convergence
rate p can be guaranteed. One generally looks for a quadratic Lyapunov
function of the form:
V(gH) = (€ -&)TQE" - ),

where ¢ is a vector with all the state variables of the optimization algo-
rithm, and Q is a positive definite matrix, to be determined in the feasibil-
ity problem. One can also consider Lyapunov functions involving a linear
term in the function values. The Lyapunov function can be assimilated to
the performance criterion in PEP. However, in PEP, the performance cri-
terion is fixed a priori and is not optimized. This IQC-based Lyapunov
analysis is well-suited to algorithms and settings that exhibit a geometric
(i.e., linear) convergence, such as the smooth and strongly convex setting.
In that case, it focuses on one generic iteration of the algorithm to pro-
vide a bound on its infinite-horizon convergence rate, by solving a series
of small semidefinite programs. In some cases, the technique can also be
extended to non-geometric (i.e., sublinear) convergence by considering a
lifted state with multiple past iterates variables, and a well-crafted family
of Lyapunov functions.
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Tight Lyapunov analysis with interpolation conditions Lyapunov anal-
ysis of first-order optimization methods can also be applied using interpo-
lation conditions, instead of IQCs, to represent the effect of the gradient in
the algorithms, see [TVSL18,VSL23,UBTG24]. Provided that the algorithm
is analyzed over a class of functions for which sufficient and necessary
interpolation conditions are available, the Lyapunov function obtained is
tight in the sense that it guarantees the best worst-case decrease rate pos-
sible for any single (or fixed number of) iteration of the algorithm and for
any quadratic Lyapunov function. In [TVSL18, UBTG24], the authors de-
tail this tight Lyapunov analysis technique and apply it to discrete-time
first-order algorithms. It has also been applied to the analysis of stochastic
methods [TB19, VSL21] and continuous-time models [MTB23].

Comparison with PEP Compared to the PEP framework, one of the as-
sets of the tight Lyapunov approach is its tractability, since the SDPs to
solve are of small size. On the other hand, it cannot (easily) deal with time-
varying steps or sublinear rates, and the PEP framework can achieve better
rates by analyzing several steps. Finally, it also appears less amenable to a
modular representation since the algorithms need to fit into a given frame-
work of linear time-invariant dynamical systems. The PEP framework al-
lows working directly with a large diversity of methods and is made very
modular and user-friendly via the dedicated toolboxes (PESTO [THG17]
and PEPit [GMG22]).

Application to decentralized optimization An extension of the Lyapunov
analysis to decentralized optimization is presented in [SVSL20, VSL20] and
is also exploited for designing a new decentralized algorithm that achieves
a faster worst-case linear convergence rate in the smooth strongly convex
setting. Their formulation relies on problems whose size is independent
of the number of agents n and it considers a fixed framework of decen-
tralized algorithms that embeds many explicit first-order methods such as
DIGing [NOS16], EXTRA [SLWY14] and NIDS [LSY17]. This methodol-
ogy cannot be directly applied to DGD, nor to smooth convex functions or
any other situation that does not have a geometric convergence. Moreover,
it can only consider worst-case over time-varying averaging matrices. In
comparison, the PEP approach, which is extended to decentralized opti-
mization in this thesis allows in particular the analysis of sublinear rates,
time-varying step-sizes, and time-invariant averaging matrices. Moreover,
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it applies directly to any decentralized method from Ap, i.e., any decen-
tralized method (implicit or explicit) that involves linear average consen-
sus steps (2.18), without the need to cast the method into a specific frame-
work.
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The following diagram summarizes the different PEP formulations that
we develop in this part of the thesis, in order to analyze the performance
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The agent-dependent PEP
formulations

E EXTEND the Performance Estimation Problem (PEP) to decen-

tralized optimization, developing an exact and a spectral agent-

dependent PEP formulations which both search for the worst-
case local functions and iterates of each agent. The first formulation gives
exact worst-case performance but is specific to a given averaging matrix.
The second formulation provides worst-case guarantees valid over an en-
tire spectral class of averaging matrices, characterized by the range of their
eigenvalues. To build this spectral formulation, we propose necessary in-
terpolation constraints for consensus steps to get a practical representation
of agent interactions in PEP. The tightness of this spectral formulation is
not a priori guaranteed but can be verified a posteriori, by recovering a
valid worst-case averaging matrix.

The chapter is organized as follows:

* Section 4.1 provides a high-level description of the performance esti-
mation problem for decentralized optimization.

* Section 4.2 explains which elements of the decentralized PEP are
Gram-representable and can thus be reformulated into a semidefinite
program (SDP) with the same techniques as the standard PEP frame-
work from Chapter 3. This includes the consensus steps of decen-
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tralized algorithms when the averaging matrix is given. This directly
leads to the exact agent-dependent PEP formulation.

* Section 4.3 focuses on the representation of consensus steps in PEP,
when the averaging matrix can be any matrix from a given spectral
matrix class. We provide Gram-representable necessary interpola-
tion constraints to represent such consensus steps and analyze their
sufficiency. This leads to the spectral agent-dependent PEP formula-
tion, which provides more general worst-case performance guaran-
tees. We also detail how the tightness of this spectral formulation
can be verified a posteriori, by recovering a valid worst-case averag-
ing matrix.

¢ Section 4.4 provides an explicit example of the exact and spectral
agent-dependent PEP formulation for the DGD algorithm.

¢ Section 4.5 presents some numerical results of the spectral PEP for-
mulation to show that its results often appear to be independent of
the number of agents. Moreover, we verify the tightness of the results
for DGD, by recovering a valid worst-case averaging matrix.

This chapter is based on sections of [CH24a], [CH23] and its preliminary
version [CH21].

High-level PEP description

To compute worst-case performance guarantees for a decentralized opti-
mization algorithm A € Ap, we can rely on the Performance Estimation
Problem (PEP), presented in Chapter 3. One of the main differences in PEP
for decentralized optimization is that the problem must find the worst-case
for each of the n local functions {f;};cy and the n sequences of local iter-
ates {xV...x!};cp, with V = {1,...,n}. The dimension of the problem
therefore increases with both the number of iterations t and the number
of agents n. A high-level description of a PEP problem for decentralized
optimization can be written as follows,
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w(Sy) = max P(fi, x?, ) ..,xf,x*) g 1¢ (@) - fi(x")) (41)

x*,{x?,...,xf, fi}iEV n i=1

st. fieF ie), (class of functions)
{x?, ..., xl}iey  from algorithm A, (algorithm)
| n with W e W,
- Y Vfi(x*) =0, (optimality for (2.1))

i=1

x? satisfies Z, (initial conditions)

eg, |[x) —x*|?<1,ieV

where S, is the performance evaluation setting which specifies the number
of agents 1, the algorithm A, the number of steps ¢, the performance crite-
rion P, the class of functions F for the local function, the initial conditions
7 and the class of averaging matrices }V that can be used in the algorithm:

Sp={n,At,P,F,I,W} (4.2)

For simplicity, we assume here that the local functions all belong to the
same function class, but the formulation can be directly extended to the
case where agents have local functions from different classes.

SDP reformulation and Gram-representable settings

The same techniques as in Chapter 3 can be applied to discretize problem
(4.1) and reformulate it as an SDP. The finite formulation relies on the use
of appropriate interpolation conditions on each local function, see Section
3.2. The SDP reformulation of (4.1) relies on the use of (f, G) as variables;
where f and G are defined similarly as in the centralized case from Section
3.3, but with all agents: f is the vector of local functions values and G
the Gram matrix containing the scalar products between all vectors of the

problems, e.g., the local iterates x, ¥ € R and the local gradients vectors

1
gf €RY,
f= Lflo/ o filiev € R"(2), (4.3)

_ pT 3n(t+2) x3n(t+2) . _ [k ok ok
G=PTPeR , with P = [y x] gl}iev,kel’ (4.4)

where V = {1,...,n}and I = {0,...,t x}. By definition, G is symmetric
and positive semidefinite. As in the centralized case, the size of G can be
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reduced in practice, by defining the columns of P as all the vectors used
in the performance estimation problem (4.1), that cannot be expressed as
linear combinations of the other columns. The resulting SDP PEP problem
has the same form as (3.6):

w(Sy) = max P(f,G) (4.5)
s.t. G >0,

f,G satisfy interpolation constraints for F,
algorithm constraints for A,
optimality condition for (2.1),

initial conditions 7.

Therefore, according to Proposition 3.7, to be able to write such an SDP PEP
formulation with (f, G) (4.3)-(4.4), we need to use linearly or LMI Gram
representable performance criteria, classes of functions, initial conditions
and algorithm description (see Definition 3.6). We review below the main
settings that can be written linearly with f and G and are therefore Gram-
representable. In particular, we will see that the updates of a decentralized
method A € Ap with a given averaging matrix are Gram-representable.
However, when we allow an entire class of averaging matrices, we do not
yet have a Gram representation of the consensus steps, which are part of
decentralized algorithms from Ap. Therefore, Section 4.3 below focuses on
developing Gram representation of consensus steps with an entire spectral
classes of averaging matrices, so that decentralized algorithms can be ana-
lyzed in PEP in such settings.

Gram-representable performance criteria

Here is a non-exhaustive list of common performance criteria in decentral-
ized optimization that are linearly Gram-representable and can therefore
be used in a PEP. Linear combinations of these expressions also provide
linearly Gram-representable performance metrics.

* Agent average of the last local iterate error:

1 n
P = - Z||xf—x*||2, (4.6)
i=1

where x* is the optimal solution of the decentralized problem 2.1.
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Error of the last agent average iterate:

1 n
P =% —x*|?, where¥ = - Y«
i=1

Agent average distance to consensus:

P_ln t =t)2
== llx -
ni3

Average function error at the last iterate:

n

Y (filxp) = fi(x™)).

1
p—=
i3

Function error at the last agent average iterate:
P =f) - f(x"),

where f(x) = 1YL, fi(x).

Function error at the running average iterate
P = f(xay) — f(x7),

where x5y = ﬂ%l Z,t{:O 7.

Squared gradient norm at the last agent average iterate

P =|VFE)IP.

Gram-representable initial constraints

(4.7)

(4.8)

For each of the above performance criteria, we can verify that it can be
expressed linearly in terms of f and G (4.3)-(4.4).

Any linearly Gram-representable performance criterion P, listed above,
can be used or linearly combined in linearly Gram-representable con-
straints, e.g., P < D, with a given constant D. This gives initial con-
straints when we set t = 0 in the above expressions. Other sets of Gram-
representable initial constraints include, for example,
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e Uniform bound on the initial iterates:
[ — x*||> < D?, forallieV,

with a given constant D € RR.

¢ Uniform bound on the squared norm of the initial local gradients:

HVfi(x?)IIZ < D? forallie V.

¢ Equal starting points for the agents:

0_ .0

foralli,j € V & |x} =x?|> =0 foralli,je V.
For each of the above constraint expressions, we can verify that it can be
expressed linearly in terms of f and G (4.3)-(4.4).

Gram-representable classes of functions

There are many classes of functions and operators for which we
know linearly Gram-representable interpolations conditions, see [Tay17],
[THG15a], [RH24] and the PEPit documentation [GMG"22]. As explained
in Chapter 3, the use of necessary and sufficient interpolation conditions
is key to formulating a PEP problem in a finite manner. Here are the two
Gram-representable classes of functions that we use in this thesis:

* Fy,L: L-smooth and p-strongly convex functions with 0 < p < L, see
Definition 3.2. Interpolation conditions for F, | are given in Proposi-
tion 3.4

e Fr: convex and R-Lipschitz functions, see Definition 3.3. Interpola-
tion conditions for F are given in Proposition 3.5.

Gram-representable algorithm constraints

Any decentralized algorithm A € Ap with given parameters and coeffi-
cients is Gram-representable. Indeed, algorithms from Ap only combines
3 types of operations (see Definition 2.14):

(i) Gradients: each time an agent i samples the gradient of its local func-
tion f; at a point x¥, the triplet {x¥, ¢, f} is added to the set of

1
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points to interpolate to represent the function of agent i, such that
g = V£Ai(xE), fF = fi(x¥) and f; € F. Therefore, local gradient
sampling in the algorithms is handled in PEP via Gram-representable
interpolation constraints, previously described.

(ii) Consensus: when the averaging matrix W = [w;)] is given!, the con-
sensus step (2.18) corresponds to a set of linear equality constraints
on y; and x;, which are equivalent to the constraints

(yi - i‘iwijxoT(yi - iwijxj) =0, fori=1,...,n.
= j=

These constraints only involve scalar products from G (4.4) and are
thus linearly Gram-representable. They can therefore be used in the
SDP formulation of a PEP, see Proposition 3.7. Alternatively, linear
equality constraints (2.18) can also be used to substitute the values
of y; in the problem, allowing to reduce its size. This solution is also
preferable for numerical reasons.

(iii) Linear Combinations: Similar reasoning also holds for any linear com-
bination of vectors, with given coefficients.

This allows writing a performance estimation problem providing the
exact worst-case performance of a given decentralized method A € Ap,
with specific parameter values and a specific averaging matrix W, given a
priori. We call this the exact agent-dependent PEP formulation, because the
PEP formulation depends on each agent individually. In principle, it can
be applied to any matrix W, even those that do not respect the symme-
try or the stochasticity assumptions made in Definition 2.7 of averaging
matrices. This PEP formulation can be useful for trying different network
matrices and observing their impact on the worst-case performance of the
algorithm, see Chapter 9.

However, the literature on distributed optimization generally provides
bounds on the performance of an algorithm that are valid over a larger
set of averaging matrices W, typically based on its spectral properties,
see [NOR18] for a survey. Such bounds allow better characterization of
the general behavior of the algorithm and can be applied in a wider range
of settings. Obtaining such bound with PEP requires having a Gram-

!In that case, the class of averaging matrices W, provided in the performance evaluation
setting Sy, contains only one matrix, W = {W}.
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representable representation of the set of all pairs of vectors {(x¥,y*)} that
can be involved in consensus steps with the same matrix from the given
matrix class. The resulting PEP will keep the form of (4.1), with changes
only for the decentralized algorithm description, in particular for the con-

sensus steps it involves.

The next section provides necessary constraints for describing the pos-
sible pairs of points involved in consensus steps with symmetric and gen-
eralized doubly stochastic matrices with a given range on their eigenval-

ues, and analyzes their sufficiency.

Chronology of results

In [CH23], we introduced a set of necessary constraints to represent
consensus steps (2.20) with a spectral class of averaging matrices in
PEP. We proved their necessity using classical eigenvalue analysis
techniques, but we did not know whether these constraints were
sufficient or not, and if not, the precise class it actually described.
A few months later, in [BHG23], colleagues Bousselmi et al. es-
tablished similar constraints to represent the effect of a symmetric
linear operator in PEP for centralized optimization. They showed
the necessity and sufficiency of their conditions using a constructive
proof. Then, in [CH24a], we exploited this result for decentralized
optimization, where averaging matrices in consensus steps can be
seen as symmetric linear operators, preserving the consensus sub-
space. The results from [BHG23] allowed us to remove a redundant
constraint in the set of constraints from [CH23]. However, in our lat-
est paper [CH24a], we showed that this updated set of constraints
is not sufficient to represent consensus steps in PEP because these
steps require applying the same averaging matrix to the different
vector components. Building on results from [BHG23], we were
able to provide a complete characterization of the points allowed
by the set of constraints. This thesis presents the most recent and
comprehensive results, following the line of thought of our latest
paper [CH24a].
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Spectral representation of consensus steps in PEP

In PEP for a decentralized optimization algorithm A € Ap, with n > 2
agents, we would like to find Gram-representable constraints to represent
all the pairs of points {x¥, y*} such that

Y= (W)X, fork=1,..t  with WeW, ., 49)

where W, - )+, is the following set of symmetric averaging matrices, with
fixed bounds A~, A" € (—1,1) on the eigenvalues (except for A; = 1):

Wl =w
Wi =AW ER™ . A (W) =1, v (W) =1/ ya - (410
AT < A(W) <o S (W) < AT

Such a set is often used to derive theoretical bounds on distributed algo-
rithms [NOR18]. The first two lines in (4.10) are equivalent to conditions
(i) and (ii) from Definition 2.7 of an averaging matrix. You may notice
that the set W( A=A is not restricted to non-negative matrices, even if the
literature often assumes non-negativity through doubly stochasticity. The
reasons for this choice are detailed in Remark 2.8 and its impact on the per-
formance guarantees of decentralized algorithms is analyzed in Section 4.5.
A set of pairs of points {(x¥, y¥)} satisfying the consensus steps constraints
(4.9) is called W( A, A+)-'1nterpolable.
Definition 4.1 (W( -, A+)-interpolability). Let I be a finite set of indices. A
k

set of pairs {(xX, y*) }repis W (A-,A+)-interpolable if,

IW e Wi- 1+ - v = (WaI)x* forallke I

In this definition, the pairs of points {(x¥, y*) }1c; are all linked by the same
averaging matrix W € W~ ,+). Thus, settings or algorithms using dif-
ferent averaging matrices work with different sets of pairs of points.

This section first shows why there is no Gram-representable constraints
to characterize W, - ,+)-interpolability of a set of pairs of points {xK,y*}
involved in consensus steps of the form of (4.9), preventing its tight repre-
sentation in an SDP PEP formulation. Then we present a relaxed Gram-
representable description of Wi~ a+)-interpolable pairs of points and

| 60



43.1

Spectral representation of consensus steps in PEP | 4.3

characterize the points allowed in this relaxed description. We also explain
how it can be used to build the spectral agent-dependent PEP formulation,
which provides worst-case guarantees for a decentralized algorithm, that
are valid for any averaging matrix from W, - ,+). Tightness of the results
cannot be guaranteed a priori but can be verified a posteriori by recovering
a valid worst-case averaging matrix interpolating the worst-case points, as
detailed in Section 4.3.3. Finally, we present some additional theoretical
results suggesting that the relaxation of the consensus step representation
in PEP should not have a large impact on the PEP results.

The intractable quest for tightness

It would be ideal to find necessary and sufficient conditions for a set of
pairs {(xk, y¥)} to be W(a-,\+)-interpolable, see Definition 4.1. Moreover,
the conditions should be Gram-representable, i.e., linear in the scalar prod-
ucts of x; and y;, to be able to use them in an SDP PEP formulation (see
Proposition 3.7). In this subsection, we will show, by a non-convexity ar-
gument, that there are no tight conditions for Wi\~ r+)-interpolability that
are Gram-representable.

Theorem 4.2. There is no Gram-representable necessary and sufficient conditions
for Wa-, A+)—interpolability of a set of pairs of variables {(x*,y*) }re1.

The proof of this theorem relies on a lemma showing the non-convexity
of the set of Gram matrices we are considering. To define this set properly,
we consider matrices Py, Py € R¥*™ aggregating consensus iterates of n
agents over ¢ consensus steps.

Definition 4.3 (g()f,/ﬁ))- We define g()ﬁ,/ﬁ) as the set of symmetric and
positive semidefinite Gram matrices of the form

x0

——
oo [P§PX ngy] where Py = [xJ...29. .2l .. xl] € R,
¢ |pfpx Plpy)’ Py=[ by ] € R,
\—\/—/
y0

.....

sense of Definition 4.1.

In practice, in the PEPs, the Gram matrices can involve other variables
than those of the consensus (e.g., gradients). We can therefore consider
G, as a submatrix of the full Gram matrix, which contains only the scalar
products related to consensus steps.
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Lemma4.4. Let A~ < AT € (—1,1). The set G(A-, a+) is non-convex.

Proof. We build two Gram matrices G1, Gz € G- )+) and show that their
combination G3 = %(G; + Gy) is not in G(r-,r+)- We build a counter-
example for one consensus step, i.e., for t = 1, and then we explain why it
can also be used for t > 1. In the set Q( A AT) there is no constraint on the
rank d of the matrices, so we choose to build G; and G, withrankd = 1, as
follows

let x=[n 0 ... 0 er",
1+(n—1)A~ fori—i 1+(n—1)AT fori—i
[Wl}lj = {1An . ].r [WZL']' = {1A+n . ].r
- fori # j = fori # j
14+ (m—1)A" 1+ (n—1)A"
1-A" 1-AF
and y1 = Wix = : , Yo =Wox= : ,(4.11)
1-A" 1-At
we build G; and G; as
xxT  xyT xxT  xyl
o=l ol el
yix Ylle yox! YzYzT

The eigenvalues of W; are {A~,...,A7,1}, and those of W, are
{AT,...,AT,1}, so that Wy, W, € W=, a+)- Therefore, by construction,
both pairs (x,y1) and (x,y;) are W)~ a+)-interpolable, and so G and G,
are in g(/\*,)ﬁr)r and can be combined as G3 = %(Gl + Gy),

Gs = xx! %X(yl +y2)T :| — P)€3PX3 P§3PY3
3(y1+y2)x

. 412
T Yyyl +y2y1) Py, Px, PYTgPYJ

We show that, for any dimension d3 > 0, there is no Py, Py, € R%>" gatis-
fying (4.12) and such that G3 € g( A-,A+)- Letus proceed by contradiction.
Suppose there is some Py, Py, satisfying (4.12) and

Py, = W3Pg,, for W; € Wi Aty (4.13)

Then, the block P)Ea Px, = xx has rank one, because x € R", and thus
the block P}; Py,, which can be expressed as P;s Py, = W3P)7£3 Px, W3 using
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(4.13), also has rank one?. However, the block is also defined as PYT3 Py, =
$(y1yT + yay}) from (4.12), which has rank 2 for any A~ # AT € (—1,1),
because vectors y; and y» (4.11) are linearly independent in that case. By
this contradiction argument, we have proved that G = %(Gl + Gy) is not
in Q( A= AT, meaning that this set is not convex for t = 1.

When we consider multiple consensus steps using the same matrix, i.e.,
when t > 1, the counter-example developed above for t = 1 can still be
chosen for one of the steps, and the Gram matrices G, G,, and G3 would
then be submatrices of the Gram matrices in g( A AT, showing the non-
convexity of gwlm for t > 1 as well. O

Proof of Theorem 4.2. By definition, Gram-representable constraints defines
a convex subset of symmetric and semidefinite Gram-matrices. However,
by Lemma 4.4, we know that set G (A, A1) of Gram-matrices such that the

pairs of points {x*,y*} are W)~ y+)-interpolable is a non-convex. There-
fore, we know that there exists no Gram-representable constraints that
tightly describe all the points {x*, y*} that are W~ r+)-interpolable. [

A relaxed formulation

We present Gram-representable necessary constraints to represent the set
of pairs of points {x¥, y*} involved in consensus steps of the form (4.9), i.e.,
points that are W, - +-interpolable. These constraints describe a convex
set of Gram matrices that contains the non-convex set g( A=, AT) and can
therefore be exploited in PEP to derive upper bounds on worst-case per-
formance of distributed algorithms. To build this relaxation, we consider a
larger class of steps, containing the consensus step as a particular case and
derive tight interpolation constraint for it.

Generalized consensus steps The consensus steps (4.9) can be seen as a
linear operation on vectors xk € R"™ with a matrix M € R">*" that has a
specific Kronecker structure:

yk:Mxk, fork=1,...,t with M =W ® [; and WEW(/V,N).

We consider generalized consensus steps where the Kronecker structure is
relaxed, so that the vectors x* are multiplied by a full matrix with similar

2This is due to rank(AB) < min(rank(A), rank(B)).
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properties:

v =Mx5, fork=1,...,t, with M€ M- any,  (@14)

where M - ;) is a set of symmetric matrices that have the same prop-
erties as W ® I; with W € W( A= A+ but without constraint on their
structure. In particular, matrices in M)~ ,+) are still symmetric, gener-
alized doubly stochastic and with the same range of eigenvalues. The set
M-, a+) is formally defined as follows, for a given range of eigenvalue
AT AT e (=1,1),A" < AT

M'=M
My yoy = § MER™M M(M) = = Ay (M) =1,
(A7,A7) with eigenvectors forming a basis of C ’
AT < Aa(M) < - < Aea (M) < AT
where C = {x € R™ | x; = --- = x, € R¥} is the consensus subspace

(Definition 2.6) and has dimension |C| = d.

We say that a matrix M € M ;- ,+) preserves the consensus subspace
C as we have Mv = v for any v € C. Relaxation of the Kronecker structure
in a consensus step allows different weights to be applied to each compo-
nent of the agent vectors, and different components to be mixed.

Interpolation constraints We provide tight interpolation constraints on
a set of pair of points {x*, y*} for such generalized consensus steps (4.14),
hence providing necessary constraints for describing classical consensus
steps (4.9). Interpolation constraints are necessary and sufficient condi-
tions for a set of pair of points {x,y*} to be interpolable by a matrix
Me M( A=, A

Definition 4.5 (M, )+ )-interpolability). Let I be a finite set of indices. A
set of pairs of points { (x¥, y*) }re; is M -, \+)-interpolable if,
IM e M- 1+ - y* = Mx* forallk € I.

This definition is related to the interpolation of a symmetric linear op-
erator, developed in [BHG23]. In this work, we focus on linear operators
preserving a given subspace, namely the consensus subspace C. Based on
results from [CH23] and [BHG23], we give necessary and sufficient condi-
tions to have M, - ,+)-interpolability of a set of pairs of points. Before
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stating these interpolation conditions, we first introduce a few notions. We
aggregate all the vectors {(x*, y*) }xc; in matrices X, Y € R"**:

X=[x'..x] and Y=[y'...y/]

We also consider the decomposition of matrices X and Y in two orthogonal
terms:
X=Xy+X,andY =Y,+Y,,

where X, Y, € R"**and Y|, X, € R"*! are obtained by projecting each
column of X and Y respectively on the consensus subspace C and on its
orthogonal subspace C*. This decomposition allows decoupling the effect
of the generalized consensus steps (4.14) as follows:

Y=MX=MX,+X,)=X,+MX, < Y,=X,and Y, =MX,,
where MX), = X, because X, € Cand M € M- )+).

Theorem 4.6 (M- ,+) interpolation constraints). Let I be a set of t indices
and A=, AT € (=1,1), A= < AT. A set of pairs of points {(x*,y*)}res is
M (-, r+y-interpolable if, and only if,

X,=Yy, (4.15)
(Y. = A"X )T (Y - ATXy) =0, (4.16)
xTy, =vTx,, (4.17)

where X;,Y; € R">** contains columns of X and Y projected onto the subspace
C,and X, ,Y, € R™*! the columns projected on its orthogonal complement C=.

Remark 4.7. Theorem 4.6 is stated for the case where symmetric linear op-
erators from M, - +) preserve the consensus subspace C (Definition 2.6),

but it actually holds for any general preserved subspace B C R"™. Indeed,
the proof below remains valid if we replace the consensus subspace C by
any subspace B.

Proof of Theorem 4.6. We need to prove that conditions (4.15), (4.16) and
(4.17) are necessary and sufficient for the existence of a matrix M €
M-, y+) such that Y = MX. The proof relies on the use of [BHG23, The-
orem 3.3] which proved the necessity and sufficiency of interpolation con-
straints similar to (4.16) and (4.17), for general linear operators, without
any preserved subspace. In our case, we know that the matrix M has no
impact on the consensus subspace C and only acts on the part in C*+. We
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thus need to use [BHG23, Theorem 3.3] on this part only. Decoupling both

parts can be done using an appropriate change of variables:

3 >~<//} Q) T

X=|"|=|X=0'X, 418
[XJ_ [QE © 19

where Q = [Q/, Q. ] € R™*" is an orthogonal matrix of change of vari-

ables and is split into two sets of columns: Q, € R"*[C| form a basis

of the consensus subspace C and Q, € R"¥IC*] 3 basis of its orthog-
onal complement C*. The new variable X has thus two sets of compo-
nents, X/, € RICI*t describing the coordinates along the subspace C, and
X, € RICTIxt describing the coordinates along the orthogonal complement
Ct. By definition, X/, and Y/, have components only along C and X and
Y, only along C L

X//IQ[}(()//]’ Y//IQPg/]I

0 0
x=o|g] v=elp] aw

By applying this change of variable to condition (4.15), we obtain X,, = Y),.
The two conditions are well equivalent because the change of variable is
reversible. By applying this change of variable (4.19) to conditions (4.16)
and (4.17), since Q is orthogonal, i.e., QTQ = I, we obtain

(Y. —AX)T(Y - ATX)) =0,
Xy, =vIx,.
As the change of variable is reversible, the two sets of constraints are equiv-
alent. By [BHG23, Theorem 3.3], these two constraints are necessary and
sufficient for the existence of a symmetric matrix M, € RICTIXIC*] with

eigenvalues between A~ and A" such that Y, = M, X, . Therefore, we
have proved that conditions (4.15), (4.16) and (4.17) are equivalent to

Y// _ I 0 X// . ~ T B -
{YL] B [O MJ {XL with M =M, AM;) €A, A7]. (420)

We now need to come back to the initial variables X and Y and characterize
the matrix M in terms of M | . We can use the (reversible) change of variable
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(4.18) to express equation (4.20) in terms of Y and X

Id 0 T . =~ — +

Y=Q - Q"X with A(M, ) € [A7,A7].
0 M;

| S —
M

By splitting Q as Q = [Q/, Q |, matrix M can be written as
M=Q,Q}+Q M QT  withA(M,) € [A7,AT].

Since M, is symmetric, this expression shows that M is also symmetric.
We now show that symmetric matrix M has |C| eigenvalues equal to 1,
with associated eigenvectors Q. Let v, denote any column of Q//, i.e., any
basis vector of the consensus subspace C, we have well that

M'U// = Q//Q/];U// + QJ_MJ_QEU// =vy.

Indeed, Q7 v, = 0 and Q//Q/T/v// = vy, since vy, is a column of Q, which

satisfies Q1 Q= 0and Q/Q/ = I. i

The other eigenvalues of M are equal to the ones of M. Indeed, Let
(v, A ) be a pair of eigenvector and eigenvalue of matrix M, € RC™*C",
then (Q,v,,A ) is a pair of eigenvector and eigenvalue of matrix M €

R"™>" This can be verified easily as
M(Qro1) = QyQ)(QuoL) + QLM QT (QuoL) =A1Quvy,

since Q)Q, =0and QT Q, = I. O

In Theorem 4.6, we have proved that conditions (4.15), (4.16) and (4.17)
are necessary and sufficient for the existence of a matrix M € M ;- ,+)
such that Y = MX. We now give some interpretation of the constraints,
explain why they are only necessary for W, - ,+)-interpolability, and de-
scribe the impacts in the PEPs for decentralized optimization.

Interpretation of the constraints By Definition 2.6 of the consensus sub-
space, the orthogonal decomposition terms can be expressed using the
agent averages:

X, =X®1, X, =X-X,, (4.21)
Y// =Y® 1, Y =X- Y//, (4.22)
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where X, Y € R?*! are agent average of X and Y, i.e., X j = 2 Y7 | xk.
Therefore, constraint (4.15) is equivalent to

X =Y,

This constraint is related to the 1 eigenvalues of the matrix and their corre-
sponding eigenvectors, which form a basis for the consensus space C. The
constraint imposes that each vector x* have the same agents average as y*,
for each generalized consensus step (4.14) (k =1, ...,1).

Linear matrix inequality (LMI) constraint (4.16) implies, in particular,
scalar constraints for the diagonal elements. They correspond to indepen-
dent constraints for each consensus step, i.e., for each column x|, € R™
and y, € R™ of matrices X |, Y, € R"*"

(yi—A"x ) (y —Atx,) <.
This constraint implies in particular that
yly, <A?xTx;, where A = max(|A7],|AT]),

meaning that the disagreement between the agents, measured by y! v for
yand xT x, for x, is reduced by a factor A2 € [0,1) after a consensus.

Constraints (4.16) and (4.17) also allow linking different consensus
steps to each other, via the impact of off-diagonal terms which exploit the
fact that these steps use the same averaging matrix. Moreover, we can
interpret constraints (4.16) and (4.17) as a sum over all the dimensions
j = 1,...,d of the local vectors. Each term of this sum corresponds to
the same constraint expression as (4.16) and (4.17), but applied only to ma-
trices X]J_ and Yj_ € R"™ !, containing the j-th component of each vector.
Indeed, any product involving X | or Y| € R"*! can be written as a sum
over the dimensions d. For instance, for XJT_ X, we have

d . .
XTX, = 3 (X))"X.
j=1

Necessary interpolation conditions for W(/\,,/\ﬂ In Theorem 4.6, we
have proved that conditions (4.15), (4.16) and (4.17) are necessary and suf-
ficient for the existence of a matrix M € M( A-,a+) such that Y = MX.
By definition of M;- ,+) and W(,- ,+), these conditions are necessary
for the existence of an averaging matrix W € W~ ,+) such that ¥ =
(W ® I;)X, as shown in the following corollary.
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Corollary 4.8. Let {(x*,y*)}res be a set of t pairs of points and A=, A+ €
(—1,1), A= < AT IF{(55, y9) ey s W~ r+y-interpolable (Definition 4.1),
then we have

X =Y, (4.23)
(YL —A"X)T (Y —ATX,) =0, (4.24)
xTy, =vTx,, (4.25)

with X,Y € Rt and X |, Y| € R™*! defined in (4.21)-(4.22).

Proof. From a matrix W € W,- )+), we can always build a matrix
M = W®ls) € M- )+), meaning that any set of pairs of points
that is W, - )+ -interpolable is also M,- )+ -interpolable. Therefore,
the points {(x*,y*) }rcs are M -, +)-interpolable and satisfy constraints
(4.23), (4.24) and (4.25) by Theorem 4.6. O

The reverse statement does not hold since constraints (4.23), (4.24) and
(4.25) guarantee the interpolation by a matrix M € M ,- )+, that may
not have the Kronecker structure required to extract an averaging matrix
W € Wy~ )+)- The full mask of M € M,- + allows different weights
to be applied to each component of the agent and can also mix different
components together, which is not the case for consensus steps (4.9) that
impose a sparse mask of the form (W ® I;).

Relaxed Performance Estimations Problems Proposition 4.9 below
shows that the constraints from Corollary 4.8 are Gram-representable, and
by Proposition 3.7, they can therefore be used in SDP PEP formulations.
Since the constraints are only necessary for W,- +)-interpolability, they
lead to potentially non-tight performance bounds when exploited in PEP
for decentralized optimization.

Proposition 4.9. The constraints (4.23), (4.24) and (4.25) from Corollary 4.8 are
LMI Gram-representable.

Proof. Constraint (4.23) is linearly (and thus also LMI) Gram-representable
because it can be expressed using only elements of G (4.4), i.e., scalar prod-
ucts between xf-‘ and yé?,

X=Y & (i;(xf—yg)T(:l;(xf—y;‘)) =0 fork=1,..,¢t
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Constraints (4.24) and (4.25) are LMI Gram-representable because they are
LMIs whose entries can be defined using only the entries of G. For ex-
ample, the entry k,/ of XT X can be expressed as the scalar product of
columns kand [ of X |

= (e e) (-

i=1 j

(X0)%

:\»—\
-
Ratl
v

O

Using necessary constraints (4.23), (4.24) and (4.25) to represent con-
sensus steps of the form of (4.9) in PEP allows obtaining worst-case perfor-
mance guarantees for a decentralized optimization algorithm A € Ap,
that are valid for any averaging matrix W € W,- ,+). We therefore
call this formulation the spectral agent-dependent PEP formulation and its re-
sults the spectral worst-case. This is an agent-dependent PEP formulation
because the PEP it depends on each agent individually. When different
averaging matrices are used for different sets of consensus steps in the
algorithm, these constraints from Corollary 4.8 can be applied indepen-
dently to each set of consensus steps. The bounds obtained with this for-
mulation have a priori no tightness guarantees because it considers larger
sets of possible consensus iterates {x,y}, i.e., those that are M( A= AT)”
interpolable. However, this relaxation of the Kronecker structure in con-
sensus steps does not appear to impact the worst-case results, as observed
numerically in Section 4.5 below. Some theoretical explanations are also
given in Section 4.3.4. Moreover, one can always check the tightness of the
PEP solution a posteriori, by checking if the provided solutionis W, +)-
interpolable. If successful, this check also recovers an instance of the worst
matrix W € W, - ,+). This reasoning is detailed in the next section.

Tightness check and worst-case averaging matrix

Corollary 4.8 provides necessary constraints for describing a set of con-
sensus steps Y = (W ® I;)X that use an unknown averaging matrix W
from a spectral class W( A= ) Indeed, constraints (4.15), (4.16), and (4.17)
from Theorem 4.6 guarantee that there is a matrix M € M( A-,A+) such
that Y = MX, but we have no guarantees about the specific structure of
matrix M and we do not know if there is a matrix W € W, - ,+) such that
Y=(W®aI)X.
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Recovering a valid worst-case averaging matrix

From a given SDP PEP solution (f, G) (4.3)-(4.4) of the spectral formula-
tion with range [A~,A"], we can factorize the Gram matrix G to obtain
associated values for consensus iterates X, Y € R"¥**. To check the tight-
ness of the spectral worst-case PEP solution, we need to verify that X,Y
are W,- )+ )-interpolable, meaning that there is a matrix W € W~ ,+)
such that Y = (W ® I;)X. This can be verified by solving the following
worst-case averaging matrix estimation problem and checking if #* = 0:

r* = min r(W) = ||Y — WX||F (4.26)
WeW( A=A

where || - || is the Frobenius norm, i.e., ||Al|2 = tr(ATA) = ¥ ) aiz]«, and
matrices X, Y € R"** stack the components of each local vector horizon-
tally and thus reshape matrices X, Y € R"**. This reshaping is needed for
recovering a matrix W that is identical for every component and has the
appropriate size (n x n). Using the reshaped matrices, the consensus steps
can be written as follows: Y = WX. Note that problem (4.26) can easily be
solved as an SDP, by formulating the constraint W € Wr-, a+) as follows

N N n R 11T
WI=Wand W1=1 and A< (W—=—o) < ATI

For any A—,AT € (-1,1), A~ < AT, problem (4.26) always has (at
least) one optimal solution W* & Wr-,a+) which gives the matrix from
Wir-,a+) that best links X and Y. If its optimal cost r* = 0, then the cor-
responding matrix W* satisfies Y = W*X and W* € W, ,+), meaning
the PEP worst-case solution is W( A A+)—interpolable, its worst-case value
is tight, and W* is a valid worst-case averaging matrix. However, if r* > 0,
then there is no matrix W € W,- )+ such that Y = WX and the PEP
solution is not W, - )+ -interpolable. Since the PEP solution is not guar-
anteed to be unique, this does not necessarily mean that the resulting PEP
worst-case value is conservative since there may be another PEP solution
which is W, - )+ )-interpolable and achieve the same performance value.

Alternatively, problem (4.26) without any constraints is a least-square
problem whose solution is cheaper to compute and is given by W,; = YX,
where X' is the pseudo-inverse of X. This estimate benefits from the fol-

lowing property.
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Proposition 4.10 (Estimating W with pseudo-inverse). Let W,; = YXT,
where X' is the pseudo-inverse of X. If there is a matrix W € R™ " such that
Y = WX, then we have that

~ ~

W,.X = WX =Y.

If, in addition, X € R™*" has linearly independent rows, then W, = W.

Proof. By definition, the pseudo-inverse satisfies XX*X = X. Then, if Y =
WX, we have that

WX =YX'X = WXX'X=WwX =Y.

If, in addition, X has linearly independent rows, then its pseudo-inverse
can be written as X' = XT(XXT)~! and

O

Using this result, we can do the following reasoning (summarized in
Fig. 4.1) to know if there exists a matrix W € W, - ,+) that links Xand Y
and which one it is. We compute the pseudo-inverse estimate W,; = YX*
and its remainder (W) = ||Y — W, X||r. If the remainder is larger than
zero, then we can use the contraposition of Proposition 4.10 to state that
there is no matrix W such that Y = WX. If the remainder is zero, then we
still need to check that the estimate W, is symmetric, generalized doubly
stochastic, and has the good range of eigenvalues, i.e., WLS c W( A At
If this is the case, then W, is an optimal solution of problem (4.26) with
r(W,5) = 0. Otherwise, W, is not a feasible solution of problem (4.26), and
we should probably solve it; except if the rows of X are linearly indepen-
dent in which case the second part of Proposition 4.10 applies.

no W with olve (4.26) an
NO ST Wis: not feasible NO
solution of (4.26)

s = TX'
Is r(Wrg) = 0?

4
Does X has linearly

independent rows? }Es‘

I

Is WLS €
Wa-a5)?

no W e Wg;- i+
with 7(W) = 0

|

Wis: solution of (4.26)
with r(Wis) = 0

Fig. 4.1 Diagram for existence and estimation of an averaging matrix
W € W, y+) such that (W) = ||Y — WX][r = 0.
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Check tightness using the exact PEP formulation

Let Szpearal = {n,AtP,F1I, W( A, /\+)} be a performance evaluation
setting with a given spectral class of averaging matrices and Sfxed —
{n,A,t,P,F,Z,{W}} one with a given and fixed averaging matrix
W e W - a+)- Letw(W,- )+)) and w(W) denote the worst-case perfor-
mance associated with these settings. By definition, since W & W( A= AT,
we have that

w(W) <wWi- a))-

The lower bound w(W) can be computed using the exact PEP formula-
tion with a fixed averaging matrix, given by W, see Section 4.2. Moreover,
an upper bound on w(W( A A*)) can be computed via the spectral PEP
formulation for the set W, - )+ of averaging matrices and is denoted by

wsp(W(/\—,)ﬁ')):
w(W) SwWi - 1+)) < wsp(Wir-,1+))- (4.27)

If we find an averaging matrix W* € W~ ,+) such that its associated
worst-case w(W*), computed with the exact PEP formulation, is equal to
the spectral worst-case wp, (W( A, AT ), then both bounds in (4.27) are tight
and match the worst-case value w(W( A /\+)) that we aim to identify.

If w(W*) = wep(Wn- a+)),
then ZU(W*) = wsp(W w(W(A*,)ﬁ))-

In practice, we can try to find this "worst" averaging matrix W* by ex-
ploring and testing different matrices from WV~ ;+) in the exact PEP for-
mulation. The size of the set W, ,+) rapidly increases with the num-
ber of agents, making its exploration very time-consuming. To avoid this
long exploration, we can try smart guesses for W*, such as the matrices
estimated from the optimal solution of the spectral PEP formulation, i.e.,
W* computed via (4.26), and measure the gap A there is between its spe-
cific exact PEP worst-case value w(W*) and the spectral worst-case value
wsp(W(p-,a+))- By (4.27), we know that this gap A provides an upper
bound on the relaxation gap wsp (W5~ 1+)) —w(Wi- j+)):

A = wsp(Wir- 1)) = w(W) = wspWir- a)) = w(W - 1))

As explained previously, if #(W*) = ||Y — W*X||r = 0, then the PEP so-
lution is tight, and we expect to have a zero gap A = 0. This test can
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serve as a double-check on the tightness of the spectral PEP solution. If
r(W*) > 0, then we do not know whether the spectral PEP worst-case
guarantee wsp ( Wa-, )ﬁ)) is tight, and we can compute A to have an upper
bound on the relaxation gap. If A = 0, then the spectral bound is tight.

These checks are used to show the tightness of the spectral PEP for-
mulation for the DGD algorithm in Section 4.5 and will be systematically
performed in Chapter 8.

Impact of the relaxation

We conclude this section with some additional theoretical results that sug-
gests that the relaxation of the consensus step representation in PEP should
not have a significant impact on the PEP results.

The structure of the matrix While the literature for distributed opti-
mization usually assumes consensus steps of the formy = (W ® I;)x with
W € Wy~ )+, the existing theoretical performance guarantees also ap-
pear to use non-tight description of these consensus steps. Indeed, we
did not find any theoretical guarantee that exploits the Kronecker structure
(W ® I;) of the consensus steps. In particular, many results in decentral-
ized optimization remain valid for generalized consensus steps y = Mx
with M € M, - ,+) because the proofs generally rely on the convergence
analysis of the consensus step, which is not impacted by the structure of
M € M)~ )+, as shown in Proposition 4.11. This proposition extends
classical results of consensus theory, such as Corollary 2.10, to the use of
matrices M € R™>*"? that do not have the Kronecker structure of (W ® I;).
When d =1, we have M = W € R"*" and no extension is needed.

Proposition 4.11. Let M € M- 1+ C R with A=, A+ € (—1,1) and
x" € R™ q vector stacking the variables XY e RY of each agent. If the vector x°
is updated with a series of general matrix steps x**1 = MxE, then the sequence of
vectors x* converges to the agent average consensus vector, i.e., a vector stacking
n times the agent average x° = % Y a0

lim xf = 1, @ x°.

k—o0
Proof. Since M € M~ )+, the matrix admits the following spectral de-
composition:

M=vzVvl, with Vi _g=1.®1I;)/ v, (4.28)
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where V is the orthogonal matrix of eigenvectors of M and X the diagonal
matrix of eigenvalues of M. We define a new variable zk = VTxk, for which
the matrix step x**1 = Mx* becomes

2 = y7k

The d first eigenvalues in X are associated with eigenvectors V; _ ; and are
equal to 1; all the others are smaller than 1 in absolute value. Therefore,

. . T
lim z* = lim 2kz° = E zg 0 ... 0] =39
k—o0 k—o0
where vector z° contains the d first entries of z0 and (n — 1)d zeros. Thus,
the sequence x* converges to Vz° which is the combination of the columns
V1.4 with coefficients given by the d first entries of 2 ie,

lim x* = lim VzFk = vz® = Vi d PA
el 21,..,d
k—o0 k—o0 e

Finally, by definition of variable z, we have z° = VTxY, meaning that the d
first entries of z° are given by z(l] 4= VI X% and therefore:

1
klim X =v VI X0 = 5(1,11,{ @L)x'=1,2%,
—00 e

where the second equality holds by definition of V; 4 (4.28). O

Convex hull perspective By Propositions 4.9 and 3.7, the interpolation
constraints from Corollary 4.8 can be used in an SDP PEP formulation and
thus define a convex set of Gram matrices 7—[( A=, AT which contains the
non-convex set G- +).

Definition 4.12 (H (A, A*))° We define H (A-,A+) @s the convex set of sym-
metric and positive semidefinite Gram matrices of the form

G — [P;PX P%PY} where Py = [x)...x0...x .. xl] e R,
‘7 |PIPx PlPy)’ Py =[y)...95. ..y ...yl € R,

such that the points aggregated in matrices X, Y € R"?** satisfy interpola-

tion constraints (4.23), (4.24) and (4.25) from Corollary 4.8.

When we consider only one consensus step (! = 1), we can show that
this convex set H( AT A is the smallest convex set containing G (A=, A)7 ie.,
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its convex hull.

Theorem 4.13. Let t = 1, meaning we focus only on one consensus step. The set
of Gram matrices H - )+, that we describe using interpolation constraints from
Corollary 4.8 (see Definition 4.12), is the convex hull of the set of Gram matrices
G(A-, a+) that are consistent with a consensus step (see Definition 4.3):

Hr-,a+) = ConvexHull{G - »+} when t=1.

The proof of Theorem 4.13 relies on the use of Lemma 4.14 which states
that the intersection of the SDP cone with a linear constraint always admits
a rank one decomposition.

Lemma 4.14 (Corollary 4 from [SZ03]). Let G € R™ " be a positive semidef-
inite matrix of rank r and A € R™™" be an arbitrary symmetric matrix. If
tr(ATG) > 0, then we can always find vectors p; € R" allowing to write a
rank-one decomposition of G such that

tr(ATG)

.
G=Y pipi and plAp;= >0 foralli=1,...,r.
i=1

Proof of Theorem 4.13. To prove that # ;- )+ is the convexhullof G- )+,
we show that all the extreme rays of 7-[( A-,A+) are also in g( A= ) A
simple case where this holds true is when the extreme rays of Hi- ah
are rank-one matrices. Indeed, any rank-one Gram matrix from # - ;+)
is Wy~ a+)-interpolable, and hence in G- )+). A rank-one Gram ma-
trix from ;- )+ corresponds to one-dimensional variables x,y € R"
that are M)~ ,+)-interpolable by definition, and hence also W,- )+-
interpolable, since M- 3+) =W~ )+) whend = 1.

Let us now use Lemma 4.14 to show that the extreme rays of #,- ,+)
are effectively rank-one matrices. By definition, set #{,- ,+) contains SDP
matrices G, that satisfy constraints (4.23), (4.24) and (4.25). When t = 1,
this set can be described only with the SDP constraint G, >~ 0 and the scalar
constraint (4.24). Indeed, when t = 1, constraints (4.24) and (4.25) become
scalar constraints, in which case, the constraint of symmetry (4.25) is al-
ways satisfied, by symmetry of the scalar product. Moreover, the equality
constraint (4.23) does not need to be included since it can be used to express
one variable in terms of the others and reduce the number of variables in
the Gram matrices. Therefore, for any G. € 7-[( A= AT Lemma 4.14, ap-
plied to G = G, >~ 0 and matrix A chosen according to constraint (4.24)
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with ¢t = 1, shows that there exists a rank-one decomposition of G.. Since
all matrices from 7—[( A A admit a rank-one decomposition, extremes rays
of H( A, AT are rank-one matrices. O

This result means that if we want to analyze the performance of a dis-
tributed algorithm using time-varying consensus steps, we cannot find a
better convex description of the effect of each consensus steps than the one
of Corollary 4.8. There is currently no proof of such a result for multiple
consensus steps using the same averaging matrix, i.e.,, when t > 1.

When facing a non-convex set of Gram matrices in PEP, relaxing this set
to its convex hull allows recovering a worst-case solution from the desired
non-convex set since the objective function is linear in the Gram matrix
G (see [Jagll, Lemma 8]). However, in PEP, we often combine different
sets of Gram matrices related to different properties: set of functions, set
of averaging matrices, initial conditions, etc. Hence, having an accurate
(tight or convex hull) Gram-representable description for each property
individually does not guarantee a tight description of their intersection.
For the convex hulls, the reason why it arises is explicit:

ConvexHull(G; N G,) # ConvexHull(G) N ConvexHull(G).

The issue of obtaining an exact representation for an intersection of tight
sets also arises when analyzing classes of functions or objects combin-
ing several properties, e.g., convexity and smoothness [RBCH23]. As ex-
plained in [RBCH23], the tight description of smooth convex functions dif-
fers from the juxtaposition of the tight descriptions of convex and smooth
functions. In general, to conserve tightness, a new ad-hoc description
needs to be considered but there is as yet no automatic way of building
it.

Example: the exact and spectral PEP formulations for DGD

We consider ¢ iterations of DGD, described in Algorithm 1, applied on n
agents and with constant step-size « and a constant averaging matrix W, in
order to solve problem (2.1), i.e.,, minimizing f(x) = % Y fi(x), with x*
as minimizer of f. We formulate the PEPs under the same settings as the
theoretical DGD performance guarantee [NOR18] to which we compare
them in Figure 1.2 and Chapter 8. Namely, the evaluation settings are:
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* The class of functions Fr (Definition 3.3): all local functions are convex
with subgradients norm bounded by R, i.e., f;,..., fu € Fr,

e [nitial conditions impose equal starting points and bounded distance
to the optimum:

[x? —x*|>? < D?> and V= x? foralli,je V.

® The performance criterion is the function error at the running average
iterate (4.8):

. 1 &
P = f(Xav) — f(x*), withxgy = —= ) XK.
t—i—lk:O

In such settings, our exact PEP formulation searches for solutions to the
following maximization problem, for a given averaging matrix W € R"*":

1 n
max = (filxav) = fi(x")) (DGD(W)-PEP)
e fiadal oyt 1
fori=1,..n
s.t. fi € Fr fori=1,...,n,

1 n
— . * f—
n ;fl(‘x ) 0/
i=1
|x) —x*[|* < D* and x?:x? fori,j=1,...,n,
k _ k
Yi = L1 wijxj, for ,

i=1,...,n (4.29)
x;{+1=]/f—ﬂékVﬁ(X§), fork=0,...,t—1.

DGD {

The objective function and the constraints of (DGD(W)-PEP) are all lin-
early Gram-representable and the problem can then be formulated as an
SDP, according to Proposition 3.7. This is referred to as the exact PEP for-
mulation because it finds the exact worst-case performance of the algorithm
specific to the given matrix W. The spectral PEP formulation relaxes the
consensus constraints imposed by equation (4.29) and replaces them with
the constraints from Corollary 4.8 with chosen values A~ and A™ for the
range of eigenvalues. Those are LMI Gram-representable (see Proposi-
tion 4.9) and can then be used in the SDP formulation of PEP, according
to Proposition 3.7. This formulation provides spectral worst-cases, i.e., up-
per bounds on the worst-case performances of the algorithm, valid for any
matrix W€ Wi - )+).
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Time-varying averaging matrices To obtain a spectral PEP formulation
allowing time-varying matrices in DGD,

k k. k
Yi = Zwijxj/

=1
we relax these consensus constraints in (DGD(W)-PEP) and replace each
of them by the set of constraints from Corollary 4.8 where iterate matrices
only contain vector from one iteration k: X = [x*], Y = [y¥]. Since X and
Y have only one column, the symmetry constraint (4.25) is always satisfied
and the LMI constraint (4.24) becomes a scalar inequality.

Numerical results

The exploitation of our PEP tools for analyzing the performance of decen-
tralized optimization methods is the focus of Chapter 8. Therefore, this
section provides only experiments and observations that help to under-
stand and interpret the PEP formulations developed in this chapter and
motivate our approach in subsequent chapters. Firstly, we observe that
the spectral PEP bounds are independent of the number of agents n in the
problem, for a large variety of settings. This observation motivated us to
design PEP formulations that are independent of the number of agents and
that we present in Chapters 5 and 6. Secondly, we use results from Section
4.3.3 to analyze the tightness of the spectral worst-case bound, including in
the case where we restrict our setting to (non-negative) doubly stochastic
averaging matrices.

Implementation We have updated the Matlab PESTO toolbox [THG17]
to allow easy and intuitive implementation of the exact and spectral PEP
formulations for any decentralized optimization methods from Ap. We
have also added code examples for a few decentralized algorithms (DGD,
DIGing, and Acc-DNGD). We refer to Chapter 7 for more details about the
PESTO toolbox and the practical use of the agent-dependent PEP formu-
lations, and to the GitHub repository Performance-Estimation-Problems-
for-distributed-optimization for all the code examples with practical im-
plementation of our PEP formulations for distributed optimization.


https://github.com/sebcolla/Performance-Estimation-Problems-for-distributed-optimization
https://github.com/sebcolla/Performance-Estimation-Problems-for-distributed-optimization
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Fig. 4.2 Independence of the number of agents n for the spectral worst-
case performance of ¢ = 5 iterations of different algorithms with a constant
step-size, a constant averaging matrix from W_, ) and different settings:
(@) DGD with &« = 1/+/tand f; € Fr with R = 1, for all i € V; (b) EXTRA
witha = 5 and f; € 7y, with p = 0.1, L = 1, forall i € V; (c)-(d) DIGing
and ATC-DIGing with « = 0.44(1 — A)*and f; € F,,p withpy =0.1,L =1,
foralli € V.
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Independence of the number of agents

The size of the PEP formulations for decentralized optimization presented
in this chapter is depending on the number of agents in the system, see
e.g., (4.5). However, in our numerical experiments, we have observed that
the results of the spectral PEP formulation are independent of the num-
ber of agents n > 2 in many settings. This is shown in Fig. 4.2 for
t = 5 iterations of DGD [NO09], EXTRA [SLWY14,LL20], DIGing [NOS16]
and ATC-DIGing [NOSU17, XZSX15] and different spectral ranges. We
chose to show this independence result for different algorithms, classes
of functions, and performance criteria, to show that it seems to hold in
a diversity of settings. We chose to use similar criteria than the liter-
ature, ie.,, P = f(xay) — f(x*) (4.8) for DGD with constant step-size,
P = f(x') — f(x*) (4.7) for EXTRA and P = 1 ¥ ||t — x*||? (4.6) for
DIGing and ATC-DIGing.

These observations suggest that the spectral worst-case performance
could be computed uniformly for all values of #, by solving a PEP problem
independent of the number of agents n. In particular, the size of the PEP
would be independent of n. This motivates the work done in Chapters 5
and 6. In fact, Chapter 6 exploits the symmetries between agents to obtain
an equivalent spectral PEP formulation with a size independent of #, and it
also describes the conditions under which the resulting spectral worst-case
bounds are guaranteed to be independent of the number of agents #.

Impact of relaxations

In this section, we focus our analysis on the DGD algorithm with a constant
step-size, constant averaging matrix, and n = 3 agents. This low number
of agents allows keeping the computational complexity low while keeping
some non-trivial network matrices. As shown in the previous section, the
results of the spectral PEP formulation for other numbers of agents are
identical.

Worst-case averaging matrix and tightness analysis When considering
the spectral PEP formulation for DGD with a symmetric spectral range
—A~ = AT = A, we observe that the worst-case averaging matrix es-
timation problem (4.26) always has (at least) a solution W producing a
remainder r(W*) = ||Y — W*X||r close to zero. The obtained worst-case
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averaging matrix has the form

. 117
where [ is the identity matrix. This matrix has only two different entries:
one for diagonal elements and one for off-diagonal ones,

[Wij = {1—A(n—1) ifi=].

Matrix W* is feasible for (4.26) since it is symmetric and generalized doubly
stochastic, leading 1 to be one of its eigenvalues. By definition, all its other
eigenvalues are equal to —A and therefore, W* € W(_a,1)- As explained in
Section 4.3.3, a zero remainder 7(W*) means that the obtained spectral PEP
solution for DGD is W(_) )-interpolable and provides a tight performance
bound for DGD with averaging matrices from W_, ,), even though the
spectral PEP formulation is a relaxation. The tightness of the spectral PEP
formulation for DGD is confirmed by the fact the bound obtained using
the exact PEP formulation with this specific matrix W* for n = 3, t = 10
and plotted in green in Fig. 4.3, matches the spectral bound in blue for all
A € [0,1]. As explained in Section 4.3.3, when the lower and upper bounds
on the worst-case performance w(W_, ,)) coincide, then both bounds are
tight. This observation has been confirmed for other values of ¢ (5, 15, and
20).

In Fig. 4.3, we also observe that worst-case performance of DGD is
better (i.e., lower) for smaller values of A. As explained in Section 2.3.2,
the value of A is related to the connectivity of the underlying network and
smaller values of A corresponds to better connected graphs.

Doubly stochastic versus generalized doubly stochastic Since every dou-
bly stochastic matrix is also generalized doubly stochastic, the spectral
bound for DGD with averaging matrices from W_, ) also provides an
upper bound on the performance of DGD with averaging matrices re-
stricted to (non-negative) doubly stochastic matrices from W_, ,). This
bound remains tight for A < % because the worst-case matrix W* (4.30)
we have obtained is non-negative and is therefore doubly stochastic. For
A > Lo this is no longer the case and the analysis is performed by em-
pirically looking for symmetric doubly stochastic matrices leading to the
worst performance. In Fig. 4.3, for n = 3 and A > 0.5, we have generated
more than 6000 random symmetric doubly stochastic 3 by 3 matrices. We
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have analyzed their associated DGD performance using the exact PEP for-
mulation and have only kept those leading to the worst performances. The
resulting pink curve deviates no more than 20% below the spectral bound.
The curve has three regimes, corresponding to 3 types of worst-case (non-
negative) averaging matrices:

W*(A)  for0 <A <05,
W*(0.5) for0.5 < A <0.62,
WH(A)  for0.62 < A <1,
where W*(A) is defined in (4.30) and W (A) is defined as
0 v 1-7 1
Wr\)=| v 1-9 0 withy = 5 +
=y 0 gt

117(4)\2 —1). (431)

11

e Spectral PEP bound
ir Exact PEP bound for W* = (1 + X)L — A1
Exact worst-case for stochastic matrices

03 I I I I I I I I I
0 01 02 03 04 05 06 07 0.8 0.9 1

Fig. 4.3 Evolution with A of the worst-case performance of = 10 itera-
tions of DGD with n = 3 agents and convex functions with bounded sub-
gradients. The plot shows (i) the spectral worst-case performance (in blue),
(ii) the exact worst-case performance for the symmetric generalized dou-
bly stochastic matrix W* from equation (4.30) (in green), and (iii) the exact
worst-case performance for symmetric doubly stochastic matrices found
based on an exhaustive exploration of such matrices used in the exact PEP
formulation (in pink). This indicates the tightness of the spectral formula-
tion of PEP for DGD with symmetric generalized doubly stochastic matri-
ces, within numerical errors.
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When A > 0.5, WF(A) is a non-negative averaging matrix that always has
eigenvalues {1, A, —A} and leads to smaller worst-case errors than the gen-
eral worst-case averaging matrix W* (1), with no restriction on its sign. For
A € [0.5,0.62], matrices W+ (A) is not the worst-case non-negative matrix,
since W*(0.5) leads to a larger error. This explains the plateau of the worst-
case error that can be observed in Fig. 4.3 between these values of A.

This shows that the spectral PEP bound is thus no longer tight for DGD
with doubly stochastic matrices. However, as shown in Fig. 1.2 and further
developed in Chapter 8, the resulting PEP bounds still outperform existing
theoretical performance bounds from the literature. This observation has
been confirmed for other values of t and n (n = 3,5,7, and t = 10, 15).

While the worst-case averaging matrix W*(A) (4.30) always has a com-
plete topology, with possibly zero or negative elements on the diagonal,
the worst-case non-negative averaging matrix can correspond to different
topologies depending on A. For example, for n = 3, the worst-case matrix
W™ (A) (4.31) has two non-zero edge weights (out of 3) for A > 0.62.

Summary and conclusion

In summary, in this chapter, we have seen that the worst-case perfor-
mance of t iterations of a decentralized optimization algorithm from Ap
can be computed using an SDP reformulation of the Performance Estima-
tion Problem (PEP) with a size growing with t and the number of agents
n. When the averaging matrix W is given, the resulting PEP worst-case
bound is tight but specific. We refer to such a PEP as the exact PEP formu-
lation. When computing a worst-case valid for all averaging matrices from
Wi~ 1+ (symmetric, generalized doubly stochastic, and with a range on
the eigenvalues), the resulting PEP is a relaxation, which may provide non-
tight performance bounds and is called the spectral PEP formulation. We
have proved that some form of relaxation is inevitable if we want to obtain
a convex formulation (see Theorem 4.2). The constraints we provide to
represent the consensus steps in PEP allow for more general matrix steps
that can mix components of vectors to which they apply (see Theorem 4.6).
While this is not natural, it does not alter the convergence of pure consen-
sus, and we do not expect it to be an important source of conservatism in
performance limits. (see Proposition 4.11). Moreover, the tightness of the
spectral PEP solutions can be verified a posteriori by recovering an instance
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of worst-averaging matrix in V- ,+). According to our experiments, the
spectral PEP formulation for DGD appears to be tight for averaging matri-
ces from W( A, A0 (which includes matrices with negative elements) but
not when we restrict to (non-negative) doubly stochastic matrices. Finally,
in our numerical experiment, we have also observed that the worst-case
guarantees obtained with the spectral PEP formulation are independent of
the number of agents n for various algorithms and settings. This observa-
tion motivates us to build other PEP formulations with a size independent
of n, which are presented in Chapters 5 and 6.



To solve the puzzle
Gather similar pieces
Then take a step back.

Agent-independent relaxed
PEP formulation

HE GOAL of this chapter is to develop a formulation of the Per-

formance Estimation Problem (PEP) for decentralized optimization

with a problem size independent of the number of agents in the
network. The agent-dependent PEP formulation from Chapter 4 considers
each agent individually, implying that its size grows with the number of
agents n. However, we observed in our experiments (Section 4.5) that the
results are independent of n for many classical algorithms and settings.
This observation suggests that the same results could be obtained with
PEPs that are independent of 7, and motivates the work of this chapter,
and of Chapter 6. The approach from this chapter leads to a relaxed PEP
formulation, unlike the compact PEP formulation developed in Chapter 6,
which will generally be preferred. Nevertheless, we present this relaxed
PEP formulation because it allows us to observe that the separability of
the global objective function F** does not influence the worst-case perfor-
mance of decentralized algorithms in many settings. This insight opens
the way for further research in this direction.

The approach of this chapter is based on the fact that the size of an SDP
PEP (3.6) depends on the number of variables considered and not on their
dimension (see Chapter 3), so we can obtain an agent-independent repre-
sentation by abstracting the variables and functions at the global level, see
Section 5.1. This requires considering a generalized version of the decen-
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tralized problem (2.4), where the separability of the global objective func-
tion F*" is neglected, which a priori corresponds to a relaxation, see Section
5.2. Then, as explained in Section 5.3, the resulting PEP problem admits a
simple representation that only requires decomposing x € R into two
sets of components, respectively along the consensus subspace and along
its orthogonal complement, as opposed to the 1 sets of components along
each x; used in Chapter 4 to exploit separability of the decentralized prob-
lem. While the size of the resulting PEP problem is independent of the
number of agents 1, the value of n can still appear in the problem as a
parameter and impact the PEP guarantees. However, for many common
algorithms and settings, the problem is totally independent of n.

In Section 5.4, we apply our new agent-independent relaxed PEP formula-
tion to different decentralized methods such as DGD and DIGing and ob-
tain performance bounds that are valid for any network size n. Moreover,
the bounds are tight since they match those computed with the spectral
agent-dependent PEP formulation from Chapter 4. This means that the re-
laxation of the separability of the global objective function does not impact
the worst-case performance in that cases, and thus the worst-case perfor-
mance of these algorithms only depends on the global function properties.

This chapter is based on the paper [CH22].

PEP with global vector and function representation

The SDP PEP reformulation (3.6) has the Gram matrix of scalar products
(3.5) as variable. Hence, the SDP problem size depends on the number of
vectors involved in the problem, but not on their dimension. Therefore, in
decentralized optimization, an intuitive idea to obtain a PEP formulation
with size independent of the number of agents 7 is to consider fewer vec-
tors, but lying in a larger dimensional space, by stacking the local vectors,
e.g., x’lf, e, x’fl € R?, in one vector, x € R™, see Section 2.7 for details on
the notation. The other variable of the SDP PEP is the function values vec-
tors f (3.4), whose size grows with n in the agent-dependent formulation
of Chapter 4 because it considers each local function individually (4.3). To
have a problem size independent of the number of agents 1, we thus need
to only consider the global separable function F*" from the decentralized
problem (2.4). Using this global representation, we can write the following
high-level PEP description,
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w(Sy) = max P(Fs",xo,...,xt,x*) (5.1)

Fsn x0,.. xt x*
s S
s.t. Fore Fon,

x!,...,x* vectors of iterates from

method A € Ap applied on F*",
x* optimal solution of (2.4),

x* satisfies Z,
where we define F*" as the class of functions that are separable into # func-
tions from a given class F.

Definition 5.1 (F°"). Let F (]Rd ) be a class of functions from R to R, e.g.,
JFR or F, 1 from Definitions 3.2 and 3.3. A function F : R™ — R is in
JFon (IR”d ) if there are functions f; € F (IRd), foralli=1,...,n,such that F
is separable as

where x = (x1,...,%,) € R™,

This PEP with global representation for decentralized optimization
only applies to settings that are not agent-specific. For example, we cannot
impose initial conditions on a single agent, or a subset of agents, and we
cannot analyze the performance of the worst agent, or the one of a specific
subset of agents. Indeed, such settings cannot be described with the global
function F*» or the global vectors, e.g., x.

To obtain an SDP PEP formulation, we need to formulate the perfor-
mance measure P and the constraints of (5.1) in a Gram-representable
manner. However, we have no idea how to represent the class of sepa-
rable functions F°7, without distinguishing the different local functions.
Therefore, we relax the separability assumption of the objective function
Fsn R 5 R, by considering a general real function F : R™ — R of the
same class.

Relax the separability of the objective function

When relaxing the separability of the objective function, we generalize the
decentralized problem (2.4). The generalized problem can be written in the
following manner, using Definition 2.6 of the consensus subspace, as well

| 88



Relax the separability of the objective function | 5.2

as the vector notations defined in Section 2.7,

min  F(x), (5.2)
x € R™

such that x € C,

where F : R"™ — R is a real function from a given class of functions F. We
develop results for classes of functions F, | (Definition 3.2) and Fg (Defi-
nition 3.3), and their corresponding classes of separable functions F ;”L and
F f{ (Definition 5.1). The results can be extended to the other classes of
functions that are Gram-representable.

We now argue that the worst-case performance of a decentralized algo-
rithm solving problem (2.4) can be bounded by its performance on problem
(5.2). The argument relies on the following proposition which follows from
Definition 5.1 combined with Definitions 3.2 and 3.3.

Proposition 5.2 (Relaxation of separability). The sets of separable functions
(Definition 5.1) are such that

Fg! gf%, and]-"Z”’L C Fur.

n’n

Proof. From Definition 5.1, we know that F € F}" is separable into
1& .
F(x) = - Zfl(xl) with f; € Fr.
i=1

By Definition 3.3 of Fg, each function f; € Fr is convex and with bounded
subgradients ||g;||> < R?. Therefore, F is convex because it is the sum of
convex functions, and its subgradients g are bounded by

1 & R?
2 2

_ 2 % <

HgH n2 - ”ng =’

meaning that F € F & Similarly, for F € 71,

since it is separable into
1 n
F(x) = - Zfl(xl) with f; € F 1,
i=1

and that each function f; € F, | satisfies constraints (2.2) and (2.3), we
have that, forall x,y € R™,
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n

1 & 1 1 & L &
and — ) filyi) < ) filxi) + - ) VA () (i = %) + 5 2 lyi— x|,
i= i1 i=1

i=1

L
& F(y) SF(X)+VFT(X)(y—X)+ﬂ||y—XH2
1 n 1 n 1 n T ]’l n 5
=Y fily) = =) filxi) + — YV () (i — 2*2 lyi — xil%,
s s s =
& Fy)z F(x)+VFT<x><y—x>+§||y—xH2
meaning that F € F L O

Proposition 5.2 means that any optimization problem, such as a PEP,

with constraint F € F R (resp. F € Fy L) is a relaxation of the one with
n’n

constraint F € Fy!' (resp F e ]—";” ). We can thus compute upper bounds
on the worst-case performance of decentralized algorithms for solving (2.4)
by analyzing their performance on the general problem (5.2). This consists,
a priori, in a relaxation since we no longer exploit the separability of the
objective function, but we observe the tightness of the obtained bounds in
the numerical results of Section 5.4

To analyze the performance of an algorithm on problem (5.2) using an
SDP PEP, we need, in particular, to have Gram-representable constraints
to characterize its optimal solutions. Therefore, we need to express the
consensus constraint x € C in a Gram-representable form. To do this, we
consider the problem in another coordinate system, which relies on the
decomposition of R™ into subspaces C and C*.

Change of variables and new coordinates system

By definition, we have that R" = C @ C*, so that any vector x € R™ can
be uniquely decomposed as

X=Xxy+Xx, withx//GCande_GCL.

Therefore, a vector x € C if and only if x| = 0. Moreover, as we will see, a
consensus step with a symmetric and generalized doubly stochastic aver-
aging matrix does not impact x,;, but only contracts x | . These observations
motivate the following change of variable.
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Definition 5.3 (Change of variable ;x). Let Q, = ﬁ(ln ® I;) be the or-

R < (n=1)d the orthonormal basis of C-L.

thonormal basis of C and Q| €
For any x € R™, we define ,x € R™ as

(R[]t
bx—[xj—\/ﬁ[QE]x—\/ﬁQ X, (5.3)

where X = %E?:l x; € RTand x;, € R4, By definition, the matrix
Q = [Qy Q] is orthogonal, i.e., QTQ = QQT = I, and the change of
variable can thus be inverted via

x = /nQ px. (5.4)

This change of variable can be interpreted as a change of coordinate
system: x describes the coordinates in the standard basis and ;x its coor-
dinates in a new basis b, with X the part of the coordinates describing the
position along the consensus subspace C, and x, the part describing the
position along the orthogonal complement C+. We use factor ﬁ in the
change of variable (5.3) to ensure that X is indeed the agent average. Using
Definition 5.3, we can easily express the constraint x € C.

Proposition 5.4. x € Ciff x| = 0.

Proof. We obtain this from (5.4),
X =nQux+vnQ x,,
where the first term is in C and the second is in C*. O

We now review the impacts of this change of variable on the general-
ized problem, the formulation of a decentralized algorithm, and the per-
formance estimation problem.

Changes in the Generalized Decentralized Problem

We define a new function F(,x) : R" — R depending on the new variable
pX as

F(px) = F(vnQ px) = F(x). (5.5)
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Using our change of variable and function, as well as Proposition 5.4, prob-
lem (5.2) becomes

min F(yx), (5.6)
pX € R™
such thatx, = 0.

Let us analyze what are the properties of the function F and its gradient,
in order to formulate the performance estimation problem for algorithms
solving this problem.

Proposition 5.5 (Gradients of F).
Let VF(yx) be the gradient of F at point ,x and NV F(x) the gradient of F at point
x. There holds

VE(yx) = vnQTVF(x). (5.7)
Proof. Using the chain rule, direct computation shows
vaﬁ(hx) = Vbe(\/EQ bx) = \/EQTVXP(X)'

where indices for V indicate which variable is considered in the deriva-
tives. O

The gradient VF(,x) can be decomposed into two parts that respec-
tively describe the variation of the value of F(;x) with the consensus and
orthogonal components:

VE(x) — @i ig ﬂ (5.8)

Proposition 5.5 implies the following corollary.
Corollary 5.6. The norm of the gradient of F at ,x can be computed as
IVE(x)[l2 = v/l VE(x) -

Moreover, if F € JF*i, so that it is separable as F(x) = L1y fi(x;),
then VF(yx) is the coordinate vector in basis b of the vector
= [V (x1)...VfL(xy)], ie.,

VE(px) = 7 = 18
1y

i Vfi(xi).

In particular, we have that ¥V, F(,x) =
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Proposition 5.7 (Optimal Conditions of (5.6)). The vector y,x* is an optimal
solution for problem (5.6) if and only if

X\ =0 and V,F(x")=0.

Proof. By definition of problem (5.6), x; = 0 for any feasible solution and
thus the problem is equivalent to

min F < {x} ) ,
pX € ]Rnd 0

from which the result follows by convexity of F. O

Proposition 5.8 (Properties of F). Let Fy be the class of Lipschitz convex func-
tions (Definition 3.3) and JF, | the class of L-smooth and p-strongly convex func-
tions (Definition 3.2). In general,

(i) IfFE]:%,thenfe}"R;
(ii) IfFE.FK L,thenﬁe}"%b

In cases where F is separable, this becomes

(iii) IfFF € F3, then F € Fr;
(iv) IfF € ]:;?L’ then F € F 1.

Proof. (i) If F € F &, then |[VF(x)|2 < % for all x and using Corollary
NG

5.6, we have || VF(px)|]2 < R. (ii) Starting from Definition 3.2 for F € Fu L,
we can use equation (5.4), (5.5) and (5.7) to express it in term of variables
px and ,y, the function F and its gradients. Then, using orthogonality of Q,
we recover conditions for F € F, .

Finally, (iii) and (iv) directly follow from (i) and (ii) combined with Propo-
sition 5.2. O

Changes in the Decentralized Algorithms

After applying the changes of variables (5.4), an algorithm for solving
problem (5.2) will be suited for solving problem (5.6). The impact of these
changes of variables can be treated independently for each of the three pos-
sible operations of a decentralized algorithm from Ap.



Change of variables and new coordinates system | 5.3

Gradient: Using Corollary 5.6, the computation of the vector g of local
gradients of function F at point x simply becomes the computation of
VEQ@px) = 18-

Linear combinations: Since Q is orthogonal, the changes of variables do
not modify the linear combination operations, e.g., applying (5.4) to the
combination z = ax + By gives

VnQpz = VnQ(apx + Byy) € pz = apx + Bpy.

Consensus: Theorem 5.9 analyzes the effects of a consensus step on the
new variables.

Theorem 5.9 (Consensus step in basis b). Let W € R"*" be a symmetric
generalized doubly stochastic matrix. The consensus step y = (W & I)x, is

expressed in basis b as
Y X
= = ~ 7 5'9
v L/J {WXJ )

where W € RU=D4x(1=1d s g symmetric matrix with the same eigenvalues as
W with a multiplicity d times larger, except for Ay = 1 that is not an eigenvalue
of W.

Proof. When applying changes of variables (5.4) in the standard consensus
step (2.19), since Q is orthogonal, we have

by = sWex with W =QT(W®I;)Q, (5.10)

where ,WW € R™>" ig the averaging matrix for the consensus expressed
in the basis b and has the same eigenvalues as (W ® I;) by similarity. By
definition, matrix (W ® I;) is symmetric, generalized doubly stochastic,
has the same eigenvalues as W with a multiplicity d times larger for each
of them, and it can thus be written using the eigen-decomposition:

I, 01(Y
Wl =VAVT = d /
® I Vi Vil [0 AJ vT|”
where V), = Qy = %(ln x I;) are the orthonormal eigenvectors cor-

responding to the d eigenvalues equal to 1 and V, are the orthonormal
eigenvectors corresponding to other eigenvalues A . All the eigenvectors
are orthogonal to each other and therefore, since V;, = Q//, the matrix ,\W
from (5.10) is given by
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Q/I; Iy O V/; I, 0
pW = ng \Zaa {0 AL] VT Qy Qi —{ W}’ (5.11)

where W = QEV A VI Q. and is thus symmetric. Eigenvalues of W are
the ones in A since ;W and (W ® I;) have the same eigenvalues. Finally,
we find (5.9) using expression (5.11) for ;W in the consensus step (5.10). O

Theorem 5.9 formalizes the separate effects of a consensus step that we dis-
cussed at the beginning of Section 5.3. We now have access to the problem,
its properties, and any decentralized algorithm A € Ap written using the
new variables. There only remains to formulate the PEP that evaluates the
worst-case performance of A for solving problem (5.6) with a given class
of functions.

Changes in the Performance Estimation Problem

This subsection reviews the effect of the changes of variables (5.4) in a PEP
(3.2) applied to a decentralized algorithm for solving problem (5.6). We
explain how such PEPs can be formulated as SDPs that are independent of
the dimension of vector ,x € R™, and thus independent of 7.

First, the optimal conditions for (5.6) are given in Proposition 5.7. We
observe that they require the use of specific components x; and VF, in-
dependently of the full vectors ;x and VF. This separation of consensus
coordinates and orthogonal coordinates also occurs in the effect of consen-
sus steps in Theorem 5.9. To be able to use such components independently
of each other, we split the vectors ,x* and ,g" = VF(,x") in two parts in the
SDP PEP formulation, described in Section 3.3, and we consider the scalar
product of each part separately. This results then in two Gram matrices:

Gy=P,P; and G, =P[P, (5.12)

where P, € R¥*2K+2 and P, € R"1D#*2K+2 contains respectively the
consensus and the orthogonal components of vectors ,x* and ,g*. By def-
inition, G, = 0 and G, > 0 and the Gram matrices have identical sizes,
independent of the number of agents n. They can possibly be combined
into a single matrix G > 0 as

_ |Gy O
G‘[o GJ'

This modification still allows writing all the constraints involving scalar
products between the iterates ;x or the gradient ;g, e.g., the usual interpo-
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lations conditions for imposing that F € F, using the fact that

) (x) =x"x+xTx1,  (8)"(8) =8/8/+8181,
and  (,x)"(,8) =x"g,+x]g..

The function values vector (3.4), used as the second variable in SDP PEP,
contains function values of F:

= [E(xX°),... F(pxt), E(px*)]. (5.13)

We can therefore reformulate the PEP problem (5.1) into an SDP PEP by
relaxing the separability assumption and applying a change of variables.
The variables of the resulting SDP PEP are G, = 0, G, = 0 (5.12) and
f (5.13). All the elements of the problem (objective performance measure
and constraints) that are not agent-specific can be written linearly in terms
of these variables, i.e., they are linearly Gram-representable, can thus be
embedded in the SDP PEP formulation, see Proposition 3.7.

Indeed, the usual interpolation constraints, e.g., those for 7, L (Propo-
sition 3.4) or Fg (Proposition 3.5), are well linearly Gram-representable be-
cause they are expressed as linear combinations of scalar products between
7", g}‘/ and between x’i, g’i.

Concerning the algorithmic steps constraints, we need to decouple
them into constraints for the consensus components and for the orthog-
onal components. Let us analyze separately each possible operation of a
decentralized algorithm.

Gradient and linear combinations: The gradient sampling of F and the
linear combinations of vectors in basis b can directly be decoupled for the
consensus and the orthogonal components, see (5.8) and (5.3). These con-
straints are linear equalities and are thus linearly Gram-representable (see
Section 4.2 for details).

Consensus: As in Chapter 4, to obtain general worst-case guarantees,
valid for an entire class of averaging matrices, we formulate PEPs with
consensus steps of the form

y=Wal)x,  withWeW;, 4+,

where W, - +) (4.10) is the set of symmetric and generalized doubly
stochastic averaging matrices with a given range of eigenvalues, exclud-
ing A1 = 1. The corresponding separate updates for the consensus and or-
thogonal parts of the vectors are given in Theorem 5.9. For the consensus
components, it corresponds to a linear equality, and so it is linearly Gram-
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representable. For the orthogonal components, it corresponds to a linear
update with an unknown symmetric matrix W € R(*~D@x("=1)d with the
given of range eigenvalues:

v =Wx AT =Wt (5.14)
where the notations A = B denote positive semidefiniteness of A — B. We
stress that the range [A~, AT] of eigenvalues is known in our performance
analysis, but does not necessarily need to be known for the execution of
the algorithms. The representation of such a symmetric linear operator
in PEP has been studied in [BHG23], which provides Gram-representable
interpolation constraints for it. The set of update constraints (5.14) for k =
0,...,t, is replaced in PEP by the set of constraints on pairs {(y,xk )}
provided in Theorem 5.10 below. These constraints allow the PEP to find
worst-case valid over an entire spectral class of averaging matrix.

Theorem 5.10 (Symmetric linear operator interpolability [BHG23]). Let
X € R and Y € RI*, there is a symmetric matrix W € R7*1 such that

Y=WX and A~ > W= AT,

if, and only if, XTY = YTX,
Y-A"X)T(Y-ATX) < 0.

The proof of Theorem 5.10 can be found in [BHG23, Theorem 3.3].

The last important ingredients of PEP are the initial conditions and the
performance criterion. Using (Yk, x’i, g}‘/, g’i, £* )k=0,..t+ as well as all their
properties studied in previous subsections, we can formulate any metric
that is not agent-specific. Propositions 5.11 and 5.12 give two examples of
initial conditions. Metrics used for initial conditions can also be used as
performance criteria after ¢ iterations.

Proposition 5.11. The initialization of variables x? € RY, fori =1,...,n such

that
) =x0foralli, and |x°—x*||3 < D?

where x* € RY is an optimal solution of (2.1), is equivalent to the following
linearly Gram-representable constraints

N =0, and X -%3<D?

v
where px* = [xo } € R™ is an optimal solution of (5.6).
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Proof. All the agents start with the same x?, which means that x? € C and
thus x(j_ = 0, see Proposition 5.4. We also have, by definition, that ¥ =
x¥ and ¥* = x*. These conditions are linearly Gram-representable since
they involve linear combinations of scalar products of vectors x9, %0, and

x*. O

Proposition 5.12. The initialization of variables x9 € RY, fori=1,...,n such
that L ) )
- Z% |x] — x*||5 < D?, (5.15)
1=

where x* € RY is an optimal solution of (2.1), is equivalent to the following
linearly Gram-representable constraints

lox® = ox* (13 = [0 =% |3+ [|1x] —«1[3 < D?, (5.16)
where yx* € R™ is an optimal solution of (5.6).

Proof. Using change of variables (5.4), the initial condition (5.15) becomes
1¢ 0 * (12 1 0 *12 0 *(|2 2
=3l =27 =~ = x*|l7 =[x’ — px7[13 < D
n= n

We then obtain (5.16) by definition of the Euclidean norm. This condition is
linearly Gram-representable since it involves a linear combination of scalar
products of vectors x(i, 70, x% and X*. O

This last example can also apply for metric Y/ ; ||x? — x*||3, but in that
case, n would appear as a scaling parameter for the formulation in basis b.

We now have all the ingredients to build an SDP PEP formulation with
Gy, Gy (5.12) and f (5.13) as variables, with a size independent of the num-
ber of agents n and that compute a bound on the worst-case performance
of any decentralized algorithm A € Ap to solve problem (2.4) for differ-
ent classes of functions (e.g., Fr and F, ). The provided bound is valid
for any averaging matrix that is symmetric, generalized doubly stochas-
tic, and with a given range of eigenvalues, i.e., any matrix from W,- +)
(4.10). The bound may scale with 7 as a parameter, but we can often choose
the initial conditions and the performance criterion to obtain a bound to-
tally independent of n, see Chapter 6 for details on the specific conditions
under which this is possible.
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Numerical comparison with the agent-dependent PEP

Implementation We implement this agent-independent relaxed PEP for-
mulation for analyzing the performance of t iterations of DGD and DIGing
with a constant step-size and averaging matrices from the spectral class
W, a+)- The implementation is in Matlab and relies on the YALMIP
toolbox and the Mosek solver. We refer to Chapter 7 for more details
on the implementation and practical use of this PEP formulation, and to
the GitHub repository Performance-Estimation-Problems-for-distributed-
optimization for all the code examples with practical implementation of
our PEP formulations for distributed optimization.

Comparison  We consider a class of averaging matrices W_, ;) (4.10),
with A € [0,1), that contains symmetric generalized doubly stochastic ma-
trices, with a range of eigenvalues [—A, A] that holds for all eigenvalues,
except for A; = 1. In Fig. 5.1, we compare the result of the spectral agent-
dependent PEP formulation for n = 2 agents, from Chapter 4, and our new
agent-independent relaxed PEP formulation. The figure shows the evolu-

Agent-independent PEP bound
A n =2 agent-dependent PEP bound (tight)

Agent-independent PEP bound
A Agent-dependent PEP bound for n = 2 (tight)

0 0.1 0.2 0.3 0.4 05 0.6 0.7 0.8 0.9 1 0 0.1 0.2 0.3 0.4 05 0.6 0.7 0.8 0.9 1
(a) DGD, f; € Fr (b) DIGing, f; € F, L

Fig. 5.1 Evolution with A of worst-case performance bounds of t = 10 it-
erations of DGD and DIGing with averaging matrices from W_, ) (4.10).
Each plot shows two bounds that coincide: an agent-independent PEP
bound obtained with our new relaxed PEP formulation (in blue) and an
agent-dependent PEP bound for n = 2 from Chapter 4 (in red). Here are
the specific settings of each plot: (a) DGD with step-size & = \%, initial
conditions from Proposition 5.11 with D = 1 and f; € Fg with R = 1, for
alli € V; (b) DIGing with a = 0.44(1 — A)?, initial conditions from Propo-
sition 5.12 with D = 1and f; € F,, L withpy =0.1,L =1, foralli € V.
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tion of the performance bounds of ¢+ = 10 iterations of DGD and DIGing
with the value of A, characterizing the range of eigenvalues. For compar-
ison purposes, we chose to use the same settings as in Section 4.5. While
the value of # can still appear as a parameter in the new relaxed PEP for-
mulation, it totally disappears from the problem in the settings used here.
Therefore, this relaxed PEP formulation leads to performance bounds that
are valid for any value of n > 2 by construction, and not only by a poste-
riori observations, as is the case for the agent-dependent PEP formulation
from Chapter 4.

We observe that both for DGD and DIGing, the bound obtained with
our new agent-independent relaxed PEP formulation matches the one ob-
tained with the agent-dependent PEP formulation with n = 2 agents from
Chapter 4. This matching also holds for other values of n > 2 since the
result of the agent-dependent PEP is constant with 7 in these settings (see
Fig. 4.2). This means that

(i) The agent-independent relaxed PEP formulation is numerically tight
for DGD and DIGing with averaging matrices from W _, ;) since
the tightness of the agent-dependent formulation has been verified a
posteriori in these cases (see Section 4.5).

(ii) The relaxation of the separability of the objective function, which we
have introduced in Section 5.2, has no impact on the PEP results for
DGD and DIGing in such settings.

The fact that the separability of the objective function does not seem to
play a role in the worst-case performance analysis of a decentralized al-
gorithm, such as DGD or DIGing, is quite interesting and would merit a
deeper analysis. In particular, it means that the worst-case performance of
the algorithms is not directly impacted by the properties of the local func-
tions, but only by those of the global function. This feature is particularly
desirable, as it enables the algorithm to guarantee more general worst-case
performance, that holds, for example, even when some local functions are
not well conditioned, or even non-smooth or non-convex, but the global
function still has good properties and conditioning (e.g., L-smooth and y
strongly convex).

As future work, it would be interesting to prove the settings for which
the equivalence between the agent-independent relaxed PEP formulation
developed in this chapter and the spectral agent-dependent formulation
from Chapter 4 holds. Indeed, this would provide settings under which
we know that the performance can be analyzed on general non-separable
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functions, without impact on the worst-case guarantees. Therefore, this
could also help us understand what makes an algorithm robust to hetero-
geneity in local function types or conditioning. One direction would be to
check if a separable function F*" € F*' can be built from any solution G,
G, f,(5.12)-(5.13) of the agent-independent relaxed PEP formulation.

| 101



All agents are born free and equal
in dignity and rights.

Exploiting agents
symmetries in PEP

E SHOW that, in many settings, the worst-case performance of a

distributed optimization algorithm is independent of the num-

ber of agents in the system, and can thus be computed in the fun-
damental case with just two agents. This result relies on a novel compact
PEP formulation that systematically exploits symmetries in the worst-case
performance computation.

In Chapter 4, we have observed that for many performance settings,
the worst-case guarantees obtained with the spectral agent-dependent PEP
formulation are independent of the number of agents, while the PEP prob-
lems are not. This motivates us to find compact ways of formulating the
agent-dependent PEP. We have performed a first attempt in Chapter 5,
where we built a relaxation of the problem whose size is independent of
the number of agents n. In particular, the relaxation does not exploit the
separability of the objective function F°" in (2.4). While the relaxed PEP
formulation gives good worst-case bounds, it remains an open question
whether it is equivalent to the agent-dependent formulation and how to
interpret the resulting worst-case solution for the decentralized problem.

In this chapter, we provide an intuitive and systematic way of exploit-
ing the agent symmetries in the Performance Estimation Problem (PEP) to
make it compact, i.e., with a size independent of the number of agents. In
addition, we characterize the situations where the worst-case performance
of a decentralized algorithm is independent of the number of agents.
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The chapter is organized as follows:

¢ In Section 6.1, we define an equivalence relation between agents in
a PEP for decentralized optimization, and we leverage the convexity
of the PEP to show that we can restrict it to solutions symmetrized
over equivalent agents, without impacting its worst-case value.

® Section 6.2 focuses on the case where all the agents are equivalent,
meaning none of them play a specific role in the algorithm or the per-
formance evaluation. In that case, we show that the agent-dependent
PEP can be written compactly, i.e., with an SDP whose size is in-
dependent of n. Moreover, we show that the worst-case value of
this compact formulation is also independent of # in many common
performance settings of distributed optimization which are scale-
invariant. This result is particularly powerful since it allows deter-
mining situations where the performance analysis of a distributed
algorithm can be reduced to the fundamental case with only two
agents. We further leverage agent equivalence to draw general con-
clusions about the symmetry of worst-case local functions and iter-
ates in decentralized algorithms.

* Section 6.3 generalizes the results from Section 6.2 to situations where
there are several equivalence classes of agents in the PEP, leading to
a compact PEP formulation whose size only depends on the number of
equivalence classes r, and not directly on the total number of agents
n. Indeed, while many performance estimation problems for decen-
tralized optimization have all agents equivalent, there are more com-
plex ones that involve multiple equivalence classes of agents, for ex-
ample, when different groups of agents use different (uncoordinated)
step-sizes, function classes, initial conditions, or even different algo-
rithms. It can also happen that the performance measure focuses on a
specific group of agents, e.g., the performance of the worst agent. Ef-
ficiently and accurately assessing distributed optimization algorithm
performance in such advanced settings would enhance comprehen-
sive analysis and deepen our understanding of their behavior.

* Section 6.4 compares the new compact PEP formulation with the spec-
tral agent-dependent PEP formulation from Chapter 4. By construc-
tion, both formulations give the same worst-case guarantees.

This chapter is based on sections of the paper [CH24a].
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Equivalence classes of agents in PEP

To exploit agent symmetries in the agent-dependent from Chapter 4, let
us define an equivalence relation between agents, along with the corre-
sponding equivalence classes. These will be used to build our new com-
pact PEP formulation whose size depends only on the number of equiva-
lence classes.

Let f and G = PTP be a solution of an agent-dependent PEP, described
in (4.3)-(4.4). We can order their elements to regroup them depending on
the agent to which they are associated:

f=1[fl ... fi], wheref;= [fik}kel € R7is a vector with  (6.1)

the g functions values of agent i,
Similarly, we write P € RY*1P as follows

P=[P ... P where P; € R**P contains the p vectors  (6.2)
related to agent i,

e.g., P = |yfxF ¢F| , and the Gram matrix G € R™*" is thus defined
1 1 1 kel
as

Pfpy PIP, ... Gi1 Gp
G=rPlp=|PfP, . = |Gy - . (6.3)
: Prp, : Gun

Therefore, diagonal blocks G;; are symmetric and off-diagonal blocks are
such that G;; = G}; We assume that each block P; (and f;) contains the
same type and number of variables for each agent i. The variables com-
mon to all agents, such as x*, are copied into each agent block P;. This also
covers the case where agents are heterogeneous and hold different types or
numbers of variables since we can always add variables as columns of P;
(and f;), even if agent i does not use them. Moreover, each agent block P;
(and f;) has the same column order, so we can work with the same coeffi-
cient vectors for each agent. A coefficient vector for a variable x is denoted
ex € RP, and contains linear coefficients selecting the correct combina-
tion of columns in P; € R¥*? to obtain vector x; € RY, ie., Piey = x;,
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for any i = 1,...,n. This notation allows, for example, to write xl-Txl- as
xiTxl- = ezPiTPiex = el Gjey, for any agent i. Similarly, let € (x) be a vector of
coefficients selecting the elements in the vector f; such that e}(x) fi = fi(x)).
These coefficient vectors will be used to explicit our new PEP formulations
in Sections 6.2 and 6.3, as well as in Appendix 6.A.

Using this agent block notation for f and G, we can define permutations
of agents in a PEP solution, leading to the definition of an equivalence re-
lation between agents in performance estimation problems (Definition 6.2
below). For any feasible solution (f, G) of an agent-dependent PEP formu-
lation (4.5), written in the form of (6.1) and (6.3), the solution obtained after
permutation of agents i, j € V in f and G is denoted (fnl.]., Gnl./).

Example 6.1 (Permuted solutions). Let (f,G) be a feasible PEP solution

written as - .

£=f f2 - fil

G=P'P with P=[P, P, ... Py.
Agents 1 and 2 can be swapped to obtain a permuted solution (fy,,, Gy, ):

lezz[sz flT f;ﬂ
Gy, = Py, Py, with P, =[P, P ... Pyl.

Definition 6.2 (Equivalent agents). Leti,j € V be two distinct agents. We
define an equivalence relation between the two agents i ~ j if, for any
feasible solution (f, G) (6.1)-(6.3) of an agent-dependent PEP formulation
(4.5), the permuted solution (fH,-,-/ GH,-]-), with agent i and j swapped, is
feasible for the PEP and provides the same performance value,

P(f,G) = P(fu,, Gr,)-

Intuitively, this means that equivalent agents have exactly the same role
in the algorithm and the performance setting. By definition, this relation
is reflexive, symmetric, and transitive, and thus corresponds well to an
equivalence relation, which induces a partition into equivalence classes.

Definition 6.3 (Equivalence classes of agents). Let V be a set of n agents.
The equivalence relation from Definition 6.2 implies a partition 7 of set V
into r equivalence classes (or subsets) of agents: 7 = {Vy,...,V,}. Each
class only contains agents that are equivalent to each other. The size of
each class V, is denoted n,, (u = 1,...,r). We also denote the equivalence
class of a given agent i by V..
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Proposition 6.4 below proves the existence of a PEP solution for which
equivalent agents have equal blocks in the solution. This will be the build-
ing block of our compact PEP formulations in Sections 6.2 and 6.3.

Proposition 6.4 (Existence of symmetric solution of a PEP). Let f € R™
and G € R"P*"P be any feasible solution of an agent-dependent PEP formulation
for decentralized optimization (4.5), and T = {Vy,...,V,} be the partition of V
induced by the equivalence relation from Definition 6.2. There is a symmetrized
agent-class solution (f5-, G%-), with equal blocks for equivalent agents, providing
another valid solution for the PEP,

G Gh
=W Gr=lan |
' Ghn
with f7 = fii = 1 Y. £ foralli € V (6.4)
l T =y v ,
GZI = 11171 ZkGVui Gkkr fOi’i = j,

Gy = § OB = s tug= kv, Licy, G forf #00 €Va (65)

uiu]v

GE = %ll Zkevui Gk]/ fOrj # 1,] S % \ Vll,"

Moreover, this symmetrized solution (f5-, G5-) provides the same performance
value as (f, G)
P(fr,G¥) = P(f,G).

Proof. By definition, any permutation of equivalent agents IT € R"*" ap-
plied on a given PEP solution f, G provides another valid PEP solution,
with the same objective value:

fn=f(1®L), Pn=P(I®IL), Gun=PiPn=(el) G(IaI,).

A permutation of agents corresponds to a permutation of (sets of) columns
and then the permutation matrix multiplies f and P on the right. The Kro-
necker products ® are used to permute all the variables related to the same
agent at the same time.

Since the PEP problem is linear in f and G, the combination of PEP so-
lutions with the same objective value will give another PEP solution with
the same objective value. We can thus construct a symmetrized PEP solu-
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tion with the same objective value as (f, G) by averaging all the possible
permuted solutions (fry, Gr1). Each permutation only involves agents from
the same equivalence class, and therefore, the average applies to each class

separately:
(n,, —1)! 1 " .
ff=# Efk:T Y. fe=14, foralli eV,
Uit keVy, Ui keVy,
ny, —1)! 1 .
Gfizi( - | ) Z Gk = — Z Gkk:GZ‘l, foralli €V,
Muis kev,, Ui keV,,
Gy = (=2t Gy = —— Gy = GY, forall i
=t L L Gu= gy L, ) Ga =Gyl forall Zhey,
M keVyleVy, Uik k€Vy, 1€V,
1#k 1#k
(I’Iui - 1)! 1 Uil icy
GIS] = T 2 Gk] = n— 2 Gk] = GE ’, for all }iiev\vuz.
ui* kEVy, Ui keVy,

O

Remark 6.5. The blocks composing f° (6.4) are denoted by f}. For the sym-
metrized Gram matrix G°® (6.5), we denote the three types of blocks com-
posing it by G, G, and G§?, for all equivalence classes u,v =1,...,7.

* Blocks G% € RP*? (foru = 1,...,r) correspond to the blocks of the

Gram matrix containing the scalar products between the variables of
one agent from V,. These blocks lie on the diagonal of G* and are
symmetric by definition.

Blocks Gy € RP*P (for u = 1,...,r) correspond to the blocks of
the Gram matrix containing the scalar products between variables
of two different agents from the same class V,,. These blocks are sym-
metric because they can be written as a sum of symmetric matrices
m Lk lev, ko1 (G + GJL). Moreover, they are only defined for

classes with at least 2 agents (11, > 2).

Blocks G£¢ € RP*P (foru # v = 1,...,r) correspond to the blocks of
the Gram matrix containing the scalar products between variables of
two agents from different classes V,, and V,. These blocks are non-
symmetric and are only defined when there are at least 2 different
classes of agents (r > 2).
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Therefore, we can solve the agent-dependent PEP problem, described
in Chapter 4, restricted to symmetric solutions of the form of Proposition
6.4, without impacting the resulting worst-case value. The symmetry in
the solutions allows working with a limited number of variables f%, G%,
Gy, and GE? in PEP, depending only on the (smaller) number of equiv-
alent classes of agents . This requires reformulating all the elements of
the agent-dependent PEP (objective and constraints) in terms of these vari-
ables. Section 6.2 shows how to perform such a reformulation when all
the agents are equivalent in the PEP, which occurs in many usual settings.
This leads to a PEP formulation with only one equivalence class and hence
whose size is independent of the number of agents. Section 6.3 generalizes
reformulation techniques from Section 6.2 to a general number of equiva-
lence classes.

Other symmetries that could be exploited In this chapter, we only con-
sider symmetries of agents two by two, for which the permutations in the
PEP do not impact its optimal value. This allows working with equivalence
relations and classes of agents. However, there could also be symmetries
involving more than two agents, such as cyclic symmetries, based on cyclic
permutations of agents. We denote by (fry,, Gry,) the solution obtained af-
ter a cyclic permutation of agents i1,...,ic € V in a feasible PEP solution
(f,G). Specifically, this cyclic permutation is where i1 — i, i — i3,...,
lc — 11.

Definition 6.6 (Cyclic agent symmetry in PEP). We define a cyclic sym-
metry between the c agents ij...,i. in PEP if, for any feasible solution
(f,G) (6.1)-(6.3) of an agent-dependent PEP formulation (4.5), the cyclic
permuted solution (fry,, Gry, ), is feasible for the PEP and provides the same
performance value,

P(f,G) = P(fr,, G, ).
When ¢ = 2, this amounts to Definition 6.2 of equivalent agents.

Such cyclic symmetries can also be used to partition the set of agents V.
If an agent is part of different cyclic symmetries, then they can be joined
into one larger cyclic symmetry. Therefore, this type of symmetry can be
exploited in the same manner as the equivalence classes in Proposition 6.4
to show the existence of symmetrized PEP solutions. However, we will not
consider cyclic symmetries in this work, because they have limited appli-
cations and are less intuitive.
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Agent-independent PEP when all agents are equivalent

This section focuses on cases where all agents are equivalent.

Assumption 6.7 (Equivalent Agents). All the agents are equivalent in the
Performance Estimation Problem applied to a distributed algorithm, in the
sense of Definition 6.2. Therefore, there is only one equivalence class which
is V.

In other words, this assumption means that all the agents can be per-
muted in a PEP solution without impacting its worst-case value and thus
no agent plays a specific role in the algorithm or its performance evalua-
tion. This assumption is satisfied in many usual performance evaluation
settings S, for which all agents play an identical role in the algorithm and
its performance evaluation. Under Assumption 6.7, the symmetrized solu-
tion from Proposition 6.4 only has a few different blocks that repeat.

Corollary 6.8 (Fully symmetric PEP solutions). When all the agents (n > 2)
are equivalent, see Assumption 6.7, any PEP solution (f,G) can be fully sym-
metrized, without impacting its worst-case value:

Ga Gg
£~ fi], G=|Gs ,
. Ca
1 n
with  fa = ;Z fi €RY, (6.6)
i=1
Ga=1Y Gy eRPP, Gp=— Y} Gj eRP. (67)
A —_ — .. , B = i1 . .
= nn=1) 57"

Proof. The results follow from applying Proposition 6.4 with V as the only
equivalence class. Since there is only one equivalence class of agents, the
Gram matrix only has two types of blocks, as explained in Remark 6.5. O

We consider the agent-dependent PEP formulation (4.1) from Chapter
4, with a spectral class of averaging matrix, and we constrain its solution
to be fully symmetric, as expressed in (6.6) and (6.7), to obtain a compact
PEP formulation with size independent of the number of agents. Then,
we describe the implications of a fully symmetrized PEP solution on the
worst-case local iterates and functions.
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6.2.1 The PEP formulation restricted to fully symmetric solutions

When all agents are equivalent (Assumption 6.7), Corollary 6.8 shows that
it does not impact the value of the worst-case, and we will see in Theorem
6.13 that it allows writing the PEP in a compact form since the performance
measure and the constraints can be expressed only in terms of the smaller
blocks fa, G4, and Gp that are repeating in f* and G®. Theorem 6.13 states
sufficient conditions for which a PEP for distributed optimization can be
made compact and for which it provides a worst-case value independent
of the number of agents #n. The theorem relies on the following definitions.

Definition 6.9 (Scale-invariant expression and constraint). In a distributed
system with n agents, we call a Gram-representable expression h scale-
invariant if it can be written as a linear combination & = Y cihj, where
coefficients ¢; are independent of n and terms h; are any of these three
forms, for any vectors x; and y; assigned to agents i and j (including the
case x; = yj):

1 n
(a) ” Y filxi), the average of local function values,
i=1
Iy 1 the average of scal d b
L ge of scalar products between two local
(b) n Zl *i Yir variables of the same agent,
1=
1 Gvor the average of the scalar products between local
(©) n2 Z 2 XiYj: variables of any two agents.

Il
_
.
Il
—_

A Gram representable constraint 1 < D, for D € IR, is scale-invariant if the
expression / is scale-invariant.

Remark 6.10. The name scale-invariant comes from the fact that, if we dupli-
cate each agent of the system, with its local variables and its local function,
then the value of a scale-invariant expression is unchanged. For example,
the following expressions can be shown, possibly after algebraic manipu-
lations, to be scale-invariant:

‘2

1 n 1 n . 1 n _ 1 n
n o i =il 4 i = x %, ;;lei—xll% Hﬁgvjﬁ(xi)

The variables common to all agents, such as X or x*, can indeed be used
in scale-invariant expressions because they are assumed to be copied into
each agent set of variables:

=

xizfz% xj forallieV and x; =x" forallie V.
j=1
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These constraints can then be written with scale-invariant expressions. See
Appendix 6.A.1 for details.

Definition 6.11 (Single-agent expression and constraint). In a distributed
system with n agents, we call an expression & single-agent if it can be writ-
ten as a linear combination h = Y cxhi (i), where coefficients ¢ are inde-
pendent of n and all terms /(i) only involve the local variables and the
local function of a single agent i. A constrainth < D, for D € R, is single-
agent if the expression / is single-agent.

Remark 6.12. When all the agents are equivalent in the PEP, they all share
the same single-agent constraints. Here are examples of single-agent con-
straints

|x;—x*|> <1, forallicV, IVfi(x)||> <1,  forallie V.

We can now state Theorem 6.13 which characterizes the settings where
the worst-case value w(S,) can be computed (i) in a compact manner for
all n > 2 and (ii) independently of the value of n. We remind that w(S, =
{n,A,t,P,F,Z,W}) denotes the worst-case performance of the execution
of t iterations of distributed algorithm A with n agents, with respect to the
performance criterion P, valid for any starting point satisfying the set of
initial conditions Z, any local functions in the set of functions F and any
averaging matrix in the set of matrices W.

Theorem 6.13 (Agents-independent worst-case performance). Let n > 2
and W = Wi, a4 with A= ,A" € (=1,1), A~ < AT, defined in (4.10).
We assume that the algorithm A € Ap, the performance measure P, the initial
conditions I, and the interpolation constraints for F are linearly (or LMI) Gram-
representable. If Assumption 6.7 holds, meaning that all the agents are equivalent
in the PEP, then

1. The computation of the worst-case performance w(Sy) can be formulated
as a compact SDP PEP, with f4 € R1, G4 € RP*P and Gg € RP*P as
variables, meaning that its size is independent of the number of agents n.

2. If, in addition, the performance criterion ‘P is scale-invariant and the set of
initial conditions I only contains single-agent constraints, applied to every
agent i € V, and scale-invariant constraints, then the resulting SDP PEP
problem and its worst-case value w(S,, ) are fully independent of the number
of agents n.
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Corollary 6.14. Under the conditions stated in part 2 of Theorem 6.13, a general
worst-case guarantee, uniformly valid for any n > 2 (including n — o0), can be
obtained using n = 2:

w(Sy) =w(Sy)  foralln > 2.

Remark 6.15. The conditions of part 2 of Theorem 6.13, which guarantee
agent-independent worst-case performance, are satisfied for many usual
settings, as illustrated in Appendix 6.A.1.

To prove Theorem 6.13, we rely on Lemma 6.16 which gives a way of
imposing the SDP condition G° > 0 solely based on its block matrices G4
and Gg.

Lemma 6.16. Let G° € R"P*"P be a fully symmetrized Gram matrix, as defined
in (6.7), for n > 2. The SDP constraint G* >~ 0 can be expressed with G4 €
RP*? and Gg € RP*P:

G >0 & Ga+(n—1)Gg>=0 and G, —Gp>=0. (6.8)
Proof. We will use the fact that
G0 < zIG2>0 forallze R"Y.

Let us separate the vector z € R"” into n sub-vectors z; (i = 1,...,n) that

can each be written as the sum of an average part z € IR” and a centered
L.

one z;:

B B 1 n n
zi=Z+z}, wherez:;Zziandeil:
i— i—

Using this decomposition of z, together with the definition of G® (6.7), we
can express z! G°z as follows

742471 [Ga G -] [z4z
TGSz = : Gg :
Ztzp] | Gul E+zr
n
:Z (Z—i—zf‘)TGB z+z +2 z+z GA—GB)(Z—i-ziJ‘),
i=1j=1
=n’z (GB)Z+HZ (GA—GB Z+Z GA_GB)( ),

— 2T (nGy + n(n —1)Gg)Z + i(zf)T(GA ~Ga) (=),
i=1
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We used the fact that Y ; z;- = 0 to obtain the third equality. Therefore,
zTG%z > O for all z € R™ if, and only if, inequality (6.9) below holds for all
Z,zi- € RP such that Y/ ; z;- = 0:

i

ZL(nGa +n(n—1)Gp)z+ Y (z)T(Ga — Gp)(z) >0, (6.9)

-

=1

Conditions G4 + (n —1)Gp = 0 and G4 — Gg = 0 are sufficient to ensure
that (6.9) is satisfied and hence that G° > 0. To show the necessity of these
conditions, let us consider different cases for Z and zil:

e When z = 0 for all i, then (6.9) simply imposes that
z'(nGy +n(n—1)Gp)z > 0 for all Z € R, which is equivalent to
Ga + (n—l)GB > 0.

e Whenz =0, zlL = —22l = s, for an arbitrary s € R?, and zil = 0 for

i =3,...,n,then (6.9) imposes that ST(GA — Gp)s > 0foralls € RP,
which is equivalent to G4 — Gg = 0.
O

Proof of Theorem 6.13 (part 1). As detailed in Section 4.3, the set of aver-
aging matrices W, - )+ has Gram-representable necessary interpolation
constraints, see Corollary 4.8 and Proposition 4.9. Since A,P,Z and in-
terpolation constraints for F are also Gram-representable, Proposition 3.7
guarantees that the computation of w(n, A,t, P, Z, F, W( A, A*)) can be for-
mulated as an agent-dependent SDP PEP problem (4.5). Moreover, since
the agents are equivalent, we can restrict to fully symmetric solutions with-
out impacting the worst-case value (see Corollary 6.8). Hence, all the PEP
components can be written in terms of £* and G°, which are composed of
blocks f4, G4, and Gg. Lemma 6.16 shows how the SDP constraint G* > 0,
can be expressed in terms of G4 and Gg. The other elements of the PEP can
directly be expressed in terms of f4, G4, and Gg, using the definition of f°
and G® (6.6)-(6.7), as detailed in Appendix 6.A.1. Since all the PEP elements
can be expressed in terms of blocks f4 € R7, G4 € RP*? and Gp € RP*P,
the problem can be made smaller by considering them as the variables of
the SDP PEP, instead of the full matrix G° € R"*"P and vector f* € R™.
The size of the problem is thus independent of the number of agents n, but
n could still appear as a coefficient in the constraints or the objective of the
PEP problem. O
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It remains to prove the second part of Theorem 6.13, concerning the in-
dependence of 1 in worst-case performance. Lemma 6.16 makes the value
of n appear as a coefficient, but we can define a change of variables to re-
move the dependency on 7 in the constraints (6.8). Let us defined the new
matrix variables G- € RP*? as follows:

GC = %(GA+(H—1)GB). (6.10)

Moreover, we can also express G¢ directly based on the blocks of the initial
Gram matrix G (6.3):

1 n o n
Ge ==Y Gi. (6.11)
=
While G4 contains the average scalar products between local variables of
the same agent and Gp the average scalar products between local variables
of different agents, this new block G¢ contains the average scalar products
between local variables of any two agents. By applying the change of vari-

ables (6.10) in Lemma 6.16, we obtain conditions that are independent of n:

Lemma 6.17 (Constraint G° > 0). Let G° € R"P*"P be a symmetric Gram
matrix, as defined in (6.7). The SDP constraint G° > 0 can be expressed with
Ga € RP*P gnd Ge € RPXP:

G=0 &  Gc=0 and Gu—Gc = 0.

Proof. The result can be obtained by applying change of variables (6.10) in
the constraints stated in (6.8). O

The new variable G¢ allows writing many constraints and expressions
without any dependence on 7, as stated in the following lemma. This result
will be used to prove the second part of Theorem 6.13.

Lemma 6.18. In an SDP PEP for decentralized optimization (4.5), with equiva-
lent agents (Assumption 6.7), any scale-invariant Gram-representable expression
can be written independently of n, using variables fa, G4, and Gc.

Proof. By Corollary 6.8, since all the agents are equivalent, we can restrict
the PEP to fully symmetric solution (f°, G°) from (6.6)-(6.7). Since the ex-
pression is scale-invariant and Gram-representable (Definition 6.9), it can
only combine three types of terms, with coefficients independent of n,
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(a) The average of function values

n

1 1
n Zfi(xi) P

i=1 i

™=

et fi = ety fas (6.12)

Il
-

where e ) is the vector of coefficients such that e fl fi(x;), with
fi defined in (6.1). The second equality holds because fi = faforall
i, by definition of the agent-symmetric £° (6.6).

(b) The average of scalar products between two variables related to the
same agent i:

|-

n 1 n
2 xiTyi - 2 EZGiiey = e?GAey, (6.13)
&~ .

where ey (resp. ey) is the vector of coefficients such that Pey = x;
(resp. Piey = y;), with P; defined in (6.2). The second equality holds
because G;; = G4, by definition of the agent-symmetric G* (6.7).

(c) The average over the n? pairs of agents of the scalar products be-
tween two variables each related to any agent:

1 & 1
A}ffz

i M:

n
Z e Gijey = ef Geey, (6.14)

where the last equality follows from the definition of G¢ (6.11).

We have shown that the three types of terms (a), (b), (c) can be written in-
dependently of n with f4, G4, and G¢, and so can any Gram-representable
and scale-invariant expression. O

We are now ready to prove the second part of Theorem 6.13, about the
worst-case value being independent of the number of agents.

Proof of Theorem 6.13 (part 2). Under the conditions stated in the theorem
(part 2), we will show that an agent-dependent SDP-PEP problem (4.5) can
be written, independently of n, with f4, G4, and G¢ as variables. When
all the agents are equivalent in the PEP, we can restrict to fully symmetric
solutions (Corollary 6.8). In that case, Lemma 6.17 shows that SDP con-
straints G° > 0 can be expressed with G4 and G¢, independently of n.
The proof first focuses on single-agent constraints, by showing they can be
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expressed independently of 7, and detailing in which part of the PEP we
find them. Then, we show that all the other PEP elements can be expressed
with Gram-representable scale-invariant expressions (by definition or by
assumption), which can be written independently of n using Lemma 6.18.

Let us prove that, in the symmetrized PEP, any single-agent constraint
(Definition 6.11) can be written with f4 and G4, independently of n. Since
the PEP components are all Gram-representable, any of its single-agent
constraints for agent i linearly combines local function values f;(x;) and
scalar products of local variables x!y;, with coefficients that are indepen-
dent of n. Here, x; and y; denote any local vector held by agent i. By
definition of the symmetric function values vector £° (6.6), a local function
value term can be expressed with f4 as

filxi) = e}(x)f,' = e}(x)fA, foranyi=1,...,n. (6.15)

By definition of the symmetric Gram G* (6.7), a local scalar product term
can be expressed with G4 as

xl-Tyl- = egGi,-ey = eIGAey foranyi=1,...,n, (6.16)

We have shown that the two types of terms (6.15) and (6.16) can be writ-
ten independently of n with f4, G4, and so can any Gram-representable
single-agent constraint. The resulting constraint, expressed with f4 and
Gy, is valid for any agent i € V. This is consistent with the equivalent
agents assumption, which requires that each single-agent constraint is ap-
plied similarly to every agent i € V. The reformulation of single-agent
constraints, independently of 7, applies to the interpolation constraints for
F, the algorithm constraints for A € Ap (except consensus), and part of
the initial constraints 7.

We now show that the other PEP components, see e.g., (4.1), can also be
expressed independently of n. When agents are equivalent, by Lemma
6.18, any Gram-representable and scale-invariant expression can be ex-
pressed with f4, G4, and G¢, independently of n. As explained in the proof
of part 1 of the theorem, all the PEP components are Gram-representable.
Therefore, we will simply prove that all the PEP components that cannot
be expressed as single-agent constraints, treated above, can be written with
scale-invariant expressions. The performance measure P and the rest of
the initial conditions 7 are scale-invariant, by assumption of the theorem
statement. The optimality condition for (2.1), can be written in a Gram-
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representable manner as

2
:O’

S LA

which is well scale-invariant thanks to the 1/n factor. Finally, the in-
terpolation constraints for consensus steps with averaging matrices from
W( A-, At are given by (4.23), (4.24) and (4.25), from Corollary 4.8. In these
constraints, notations hide sums over the agents and can be written with
Gram-representable and scale-invariant expressions as

T n
X=Y & (31 (Xi_Yi>> (31 (X]—Y])> =0,
j=1

(Y. = A"X )Y, —ATX,) <0

— ~.
Hl“ By
—

(Y =Y) = A~ (X = X)) (% = Y) = AT (X = X)) <0,

S|
.M:

I
—

=
i

xTy, —vTx, =0
1 & — — 1& — —
& EZ(Xi—X)T(Yi—Y)—;Z(Yi—Y)T(Xi—X)=0,
= =

where matrices X;,Y; € R%*! contain the different consensus iterates
xf-‘,yff e R4 (k =1,...,t) of agent i as columns. The two last constraints
have been multiplied by 1/n to obtain scale-invariant expressions. This
does not alter these constraints that have left-hand sides equal to zero.

In the end, all the PEP components can well be expressed indepen-
dently of n, with f4 € R7, G4 € RP*? and G¢ € RP*P. We refer to Ap-
pendix 6.A.1 for explicit expressions of different possible PEP constraints
and objectives. Therefore, the SDP PEP can be made smaller and fully in-
dependent of the number of agents 7, by considering these blocks as vari-
ables of the problem, instead of the full matrix G° € R""*"*? and vector
f° e R™. O
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6.2.2 Impact of agent symmetry on the worst-case solution

Proposition 6.19. If all the agents are equivalent in the agent-dependent PEP
(Assumption 6.7), then there is a worst-case instance for which,

(i) the worst-case sequences of iterates of the agents x?, oxbe RY (i =
1,...,n) are unitary transformations, i.e., rotations or reflections, of each

other:
xf‘ = Rix]{ with R; € R such that Rl-TRi =1, foralli € Vandallk.

(ii) the worst-case local functions have equal values at their own iterates
filxk) = f](x;‘) (forall i,j € V and all k), and can be chosen identical
up to a unitary transformation of variables:

fi(x) = fi(Rlx)  forallie V.

Remark 6.20. Proposition 6.19 is stated for the worst-case iterates, but is
also valid for any linear combinations of columns of P; (6.2). Indeed, as
detailed in the proof below, we have P; = R;P;, with R; € R¥*? such that
RiTRl- = I, foralli = 1,...,n. Moreover, the result is also valid for more
than one agent at a time and can be written for any groups of agents, e.g.,
for groups of two agents, we have:

[Pi P]} = Rl][Pl Pz] with Rl] € R**? such that RE;RIJ =1, forall i,jeV.
This holds by definition of the fully symmetrized Gram matrix G* (6.7)
which has equal diagonal blocks: G;; = G4 for all i € V, but also equal
off-diagonal blocks: G;; = Gp fori # j € V.

Proof of Proposition 6.19. By Corollary 6.8, when the agents are all equiva-
lent, there is a worst-case solution of the agent-dependent PEP, which is
fully symmetric: (f,G) = (f°, G°). When the solution is agent-symmetric,
by definition of G® (6.7), we have

Gii:PiTPi:P]TP]':Gj' foralli,j €V,

which imposes that matrices of agent variables P; are all unitary transfor-
mations of each other. Without loss of generality, we can express all the P;
depending on P;:

P,=R;P; withRIR; =1, forallic V.
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Matrices R; are not especially unique. This unitary transformation relation
is valid for any column or combination of columns of P; and P;, so we have
it for iterates and gradient vectors of the agents:

=Rk gF=Rigd withRTR; =1, foralli€ Vandallk. (6.17)
For the local functions, by definition of £° (6.6), we have, foralli,j € V,

fi=f; where f; € R7is a vector with the functions values (6.18)
related to agent 1.

In particular, we have well that f;(x¥) = f](x;‘), foralli,j € Vandall k. Let

f1 be a function interpolating the set of triplets {x’l‘, g’lf, flk} k=0, ¢ We can
choose f;, the local function of agent i, as follows:

fi(x) = Ai(R]x).

Indeed, f; interpolates well the set of triplets {xf?, gé‘, fl-k }r=o,.+ since (6.17)
and (6.18) guarantee that RiTxf = xk, Rl-Tgf = g¢Fand fik = f¥, which are
well interpolated by f; by definition. O

Compact PEP with multiple equivalence classes of agents

While the agents are all equivalent (Assumption 6.7) for many common
performance evaluation settings, there are advanced settings for which
there are several equivalence classes of agents, see Definition 6.3. For ex-
ample, when different groups of agents use different (uncoordinated) step-
sizes, function classes, initial conditions, or even different algorithms. It
can also happen that the performance measure focuses on a specific group
of agents, e.g., the performance of the worst agent. The ability to efficiently
and accurately evaluate the performance of distributed optimization al-
gorithms in such advanced settings would enable a more comprehensive
analysis and deeper understanding of algorithms performance, as demon-
strated for the EXTRA algorithm in Chapter 8.

In this section, we exploit symmetries in different equivalence classes of
agents in PEP, revealed in Proposition 6.4, to write agent-dependent PEPs
in a compact form whose size only depends on the number of equivalence
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classes 7, and not on the total number of agents n. By Proposition 6.4,
we can solve the agent-dependent PEP problem, described in Chapter 4,
restricted to symmetric agent-class solutions (f5, G5-), without impacting
the worst-case value. These symmetric solutions (f%-, G5-), defined in (6.4)
and (6.5), depend on the partition 7 of the set of agents V into equiva-
lence classes: 7 = {Vy,...,V;}, see Definition 6.3. A symmetrized solu-
tion (f5, G5-) has equal blocks for equivalent agents. In this section, we or-
der the agents by equivalence classes in the symmetrized solution (£, G%-)
(6.4)-(6.5) so that we can write it as

£=[fy ... f,]", with fy, =1, @ 4, (6.19)
Gy, Gy, oo Ghy,
Gy =T O P (620)
Gy - Gs,
G ifn, =1,
with G§, =¢ 4 . 1 M
" 1,1, ® G + (In, @ (G4 — Gg)) ifn, >2,

Gy,y, = 1n, 15 ®GE2,

and where 4 € RY, G, Gy, G¢* € RP*P for u,v = 1,...,r are the blocks
repeating in f5- and G%, which have been defined in Section 6.1 (see Re-
mark 6.5).

Remark 6.21 (Limit cases for r).

e r = n: When no agents are equivalent, the partition 7 contains r = n
equivalence classes of size 1, and then the symmetrized agent-class
solution -, S’T, defined in Proposition 6.4, is identical to the agent-
dependent PEP solution f, G:

=1, and T =0G.

Therefore, the resulting PEP formulation is equivalent to the agent-
dependent PEP from Chapter 4 and is not compact as its size is scal-
ing withr = n.

e r = 1: When all the agents are equivalent, the partition 7 contains
r = 1 equivalence class of size 1, and thus, the symmetrized agent-
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class solution £, G5 defined in Proposition 6.4 is identical to the
fully symmetrized solution f°, G* defined in Corollary 6.8:

=1, and =G

Therefore, the resulting compact PEP formulation is identical to the
one presented in Section 6.2.

6.3.1 The PEP formulation restricted to symmetric agent-class solutions

Based on the results from Proposition 6.4, the definitions of the symmetric
PEP solutions £ (6.19) and G% (6.20), we now show when and how an
agent-dependent PEP can be expressed in a compact form, using only the
blocks f%, G%, Gi, and G{¥ (u,v = 1,...,r) as variables. This will enable
efficient computing of w(S,) for all n > 2, even when all the agents are
not equivalent. We remind that w(S, = {n, A,t, P, Fu,Z,W}) denotes the
worst-case performance of the execution of t iterations of distributed algo-
rithm A with n agents, with respect to the performance criterion P, valid
for any starting point satisfying the set of initial conditions Z, any local
functions being each in a given set of function f; € 7, and any averaging
matrix in the set of matrices W.

Theorem 6.22 (Agent-class worst-case performance). Let V bea set of n > 2
agents, T be a partition of V into r < n equivalence classes of agents, as defined in
Definition 6.2, and W = W(/\,,A+) with A=, AT € (=1,1), A~ < AT, defined
in (4.10).

If the algorithm A € Ap, the performance measure P, the initial conditions T,
and the interpolation constraints for each F,, (u = 1,...,r) are linearly (or LMI)
Gram representable, then the computation of w(Sy) can be formulated as a com-
pact SDP PEP, with f}, G, G, and G¢° (u,v = 1...,r) as variables, meaning
that its size only depends on the number of agent equivalence classes v but not
directly on the total number of agents n.

Remark 6.23. The blocks Gy contain scalar products between variables of
different, but equivalent, agents. Therefore, Gy does not exist for equiva-
lence classes with only one agent 1, = 1. The block G{’ contains scalar
products between variables of different agents that are not equivalent.
Therefore, this block does not exist when r = 1, i.e,, all the agents are
equivalent. The other blocks f} and G%, related to only one agent, always
exist.
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To prove this theorem, we rely on the following lemma which refor-
mulates the SDP condition G* = 0 with the blocks G%, Gg, and G{°, and
generalizes Lemma 6.16.

Lemma 6.24. Let G5 € R"P*"F be a symmetrized agent-class Gram matrix, as
defined in (6.20). The SDP constraint Gﬁr = 0 can be expressed with G € RP %P,
Gp € RP*Pand Gg° € RP*P,u,v =1...,1:

G4t >0 ith n, =1,
=0 A= for u with and  Hrp >0, (6.21)
G —Gg =0 foruwithn, >?2,

where Hy € R'P*'P is a symmetric matrix composed of r* blocks of dimension

pxp:

HE — {”“G% + (e =1)Gy, whenu=o, (6.22)

nynyGE?, when u # v ’
Proof. We have that
Gr=0 < ZTG%—Z >0 forallz € R".

The vector z € R"? can be divided into r sub-vectors of length 1, p to match
with the blocks of matrix G%- (6.20). We also decompose each sub-vector zy
in two terms : the average of z,, over the agents from the class V,, and the
remaining part of z;:

Zy =1y, ®Zy +Zi/

. _ 1 _
with Z, = n—(lnu ® Ip)Tzu, Z, € RP, zj € R™P and z,, € R™P.
u

By definition, we have that n%(lnu ®I,) Tzt = 0forallj =1,...,r. We
now compute ZTGSTZ by summing over each block:

Grz = Z z, IGs Zu + Z Z ZTGVL,VUZU' (6.23)
u=1v#u

where Gﬁju and Gf,u y, are defined in (6.20). In the definition, we have two
cases for Gj, , depending on the value of 7,. In the rest of the proof, we
assume 1, > 2 and only work with Gy, = 14,11 ® Gi + (In, ® (G4 —
GE)). The special case for n, = 1 (G}, = G}), can be recovered from the
case 1, > 2, by defining Gz = 0 when n,, = 1. Here is the development for
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each term of (6.23):

T
Z}JG?;“ZM = (11111 ®Zy JFZuL) (1nu n, ® G + (In, ® (G} — G%))) (1"14 @ zZy + Zi)
u ANT u u 1
= Z n GBZu +z, ”u(GA Gp)zu + (z7)" (In, ® (G4 — Gg))zy

= Z, (mu G}y + mu(my — 1)GE)Zu + (z) T (In, ® (G4 — Gf))zy,

z28 G, 20 = (1,1” ®Zy + z; ) (1,11‘1,2 ® G}L:gv) (1nv ®Zy + zUL)
Zun

Nyt GE Zo.

Using these expressions, we can write (6.23) as a sum of quadratic forms

2'Gyz=2"Hrz + Z T(In, ® (G4 — G§))zar

u=1

where z € R'? is a vector stacking the average vectors z, of each equiva-
lence class (u = 1,...,r), and Hy € R"P*'? is the matrix defined in (6.22).
Therefore, the constraint G- = 0 can be expressed as the following set of
constraints, for all z € R'7 and all z;; € R"" such that (1,, ® I,)Tz; =0,

u

ZTGTZ =z 'Hyz + Z (I, ®
u=1

. ® (G4 = Gj))zyy >0, (6.24)

Conditions Hy = 0 and G — Gg = 0 (forallu = 1,...,r) are sufficient to
ensure that (6.24) is satisfied and hence that G° > 0. To show the necessity
of these conditions, let us consider different cases for zZ and z;\:

e When z;- = 0 for all u, then (6.24) simply imposes that z' Hyz > 0
forallz € R'?,ie.,, Hy = 0.

e Whenz = 0, zj = 0, for all u, except for an arbitrary u = v, then
(6.24) imposes

1y
Y (zo (i)T(GY — GB)zy (i) >0, forallz; € RV sit. (1, @ I,) T2+ =0,
i=1

where z-(i) € R?, fori = 1,...,n,, denotes the ith part of vector
zy € R™P. Since n, > 2, we can choose z; (1) = —z; (2) = s, for an
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arbitrary s € R?, and z; (j) = 0 for j > 3, so that the above equation
becomes sT(G4 — G%)s > 0 for all s € R?, which is equivalent to
GY% — G = 0. This is valid for an arbitrary v = 1,...,7.

Therefore, by setting G = 0 when n,, = 1, we have well proved the equiv-
alence (6.21) for the SDP condition G5 = 0. O

Proof of Theorem 6.22. As detailed in Section 4.3, the set of averaging matri-
ces Wy~ 5+ has Gram-representable necessary interpolation constraints,
see Corollary 4.8 and Proposition 4.9. Since A, P, Z and interpolation con-
straints for each F, are also Gram-representable, Proposition 3.7 guaran-
tees that the computation of w(n, A,t,P,Z, fu,W( A /\+)) can be formu-
lated as an agent-dependent SDP PEP problem (4.5). Moreover, by Propo-
sition 6.4, we can restrict the PEP to symmetric agent-class solutions of the
form of £3- (6.4) and G5 (6.5). The symmetric solutions £- and G- are com-
posed of blocks f%, G4, G, and G¢¥ (u,v = 1...,r). Therefore, all the PEP
elements can be expressed in terms of these smaller blocks. Lemma 6.24
shows how the SDP constraint G%— = 0, can be expressed in terms of G,
Gg, and G{°. The other elements of the PEP can directly be expressed in
terms of f%, G%, G, and G£” (u,v = 1...,r), using the definition of fﬁr (6.4)
and G- (6.7), as detailed in Appendix 6.A.2. Since all the PEP elements can
be expressed in terms of blocks fi € R, G4 € RP*F, G € RP*P (when
ny > 2)and G° € RP*? (u,v = 1...,r), the problem can be made smaller
by considering them as the variables of the SDP PEP, instead of the full ma-
trix G- € R"P*""? and vector f5- € R"7. The size of the problem depends
on the number 7 of equivalence classes of agents, and not directly on the
total number of agents. O

Theorem 6.22 shows that the worst-case performance of a distributed
optimization method can be computed with an SDP PEP whose size only
depends on the number r of equivalence classes of agents, but not directly
on the total number of agents n. Therefore, if the number of equivalence
classes r is independent of 7, so is the size of the problem. However, the
problem can depend on n and n,, (u = 1,...,r) as parameters. Appendix
6.A.2 provides details to explicitly construct this compact PEP formulation.

Infinitely many agents

If the number r of equivalence classes of agents is independent of 7, so is
the size of the compact SDP PEP, and we can solve it efficiently for any
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value of n. In particular, we can take the limit when 7 tend to oo in the
problem, to compute the worst-case performance of an algorithm on an
infinitely large network of agents

nh—ISo w(S,) whereS, ={n,At7P,1I, }-M/W(A*,/\*)}r
and to determine if this performance is bounded or not. In all the cases
we have treated (see Chapter 8), we have observed that if the worst-case
value for n — oo is bounded, then it depends on the size proportions of
each equivalence class p1, ..., pr:
= lim
Pu n—eo 1
Future work could establish conditions, similar to those of Theorem
6.13 but applying to multiple equivalence classes of agents (r > 1), for
which the worst-case performance depends on the size proportions of the
classes p1,...,pr, but not on the total number of agents n. This would
extend the range of situations where we can guarantee that the worst-case
performance is uniformly bounded for all n (including n — o).

Comparison with the agent-dependent PEP formulation

Regardless of the number of equivalence classes, the compact PEP formula-
tion, developed in this chapter, will always give the same worst-case value
as the spectral agent-dependent PEP formulation from Chapter 4. Indeed,
the compact PEP formulation searches only among symmetric agent-class
solutions, which does not alter the worst-case value (see Proposition 6.4).
This is precisely the reason why the compact formulation can work with
a limited number of variables, namely f} € R, G} € RF*F, G € RP*P
(whenn, > 2)and G¢¥ € RP*?, for each equivalence classes u,v = 1,...,7.
Moreover, from a compact solution (f4, G4, G, GE°)y0=1,...r, if we know
the number of agents in each equivalence class ny,...,n,, then we can
use relations (6.19)-(6.20) to construct a symmetric solution ( e GST) to the
equivalent agent-dependent PEP. Worst-case local iterates and local func-
tions of the different agents, associated with symmetric solutions, have
specific symmetry properties, as shown in Proposition 6.19 for r = 1 equiv-
alence class of agents.
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We have implemented the compact PEP formulation in Matlab for dif-
ferent decentralized algorithms (including DGD, DIGing, and EXTRA). We
used the YALMIP toolbox for modeling the problem and the Mosek solver
for solving it. This allows us to verify that, as expected by the theory, the
compact PEP formulation provides the same worst-case performance guar-
antees as the agent-dependent PEP formulation, when applied with the
same performance evaluation settings Sj,.

Since the compact PEP formulation shares the same worst-case values
as the agent-dependent PEP formulation, it also shares the same tightness
analysis of the guarantees (see Chapter 4). In particular, both formulations
compute guarantees valid for all averaging matrices from W, - ,+ (4.10),
that are a priori non-tight but for which tightness can be verified a posteri-
ori by recovering an instance of worst-averaging matrix in W( A-,A+)- For
example, tightness has been verified a posteriori for DGD, DIGing, and
EXTRA in different settings.

Summary and conclusion

In this chapter, we exploited agent symmetries to develop a compact
SDP PEP formulation for computing the worst-case performance of de-
centralized optimization algorithms. By construction, the compact formu-
lation provides the same worst-case performance guarantees as the agent-
dependent PEP one from Chapter 4. When all the agents are equivalent, we
characterized the situations where the performance is totally independent
of the number of agents, which allows analyzing and computing the per-
formance in the fundamental case with only two agents. Such situations in-
clude many common settings for the performance evaluation of distributed
optimization algorithms. We also showed that in the worst-case scenario,
when all agents are equivalent, their local sequences of iterates are rota-
tions of each other and their local functions are identical up to a change of
variables. Moreover, this new compact PEP formulation also allows ana-
lyzing advanced performance settings with several equivalence classes of
agents, enabling tighter analysis and deeper understanding of the algo-
rithm performance, as it will be demonstrated with EXTRA in Chapter 8.
We believe that the different contributions of this chapter can significantly
help the research in the field of distributed optimization by simplifying the
analysis and understanding of the performance of distributed algorithms.
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6.A.1

Appendix of Chapter 6

Explicit expressions of the compact PEP components

This appendix provides explicit expressions for each component of the
compact PEP formulation, to be able to use it easily in practice. We first
focus on the case where all agents are equivalent in Section 6.A.1. Then,
Section 6.A.2 details the case with multiple equivalence classes of agents.

When all agents are equivalent

Theorem 6.13 characterizes the settings in which we can formulate the per-
formance computation of a distributed optimization algorithm as an SDP
PEP which is totally independent of the number of agents n. In particular,
we need all the agents to be equivalent (Assumption 6.7), so we can work
with a fully symmetric solution (f°, G) (Corollary 6.8), composed of small
repeating blocks f4, G4, and Gg. The resulting agent-dependent PEP, ex-
pressed with blocks f4, G4, and Gp has a size independent of the number
of agents n, but the value of n can still appear in the PEP and impact its
solution, as any other parameter of the problem. Using suited changes of
variables, we can obtain a PEP formulation that is fully independent of n,
under the condition stated in part 2 of Theorem 6.13. In this appendix, we
show how we can explicitly build this agent-independent PEP formulation
for many usual settings. For that purpose, we pass through the main com-
ponents of a PEP, that we have introduced in Chapter 4, and detail how
they can be written with the blocks f4, G4, and Gp and which changes of
variable get rid of n.

Firstly, the SDP condition G* > 0 can be expressed with G4, and Gp
using Lemma 6.16. Then, Lemma 6.17 makes it independent of n, by in-
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troducing a new block G¢ = (G, + (n —1)Gg). Similarly to this result,
the agent-independent formulation of other PEP components relies on the
blocks G4 (6.7) and G (6.10) of the Gram matrices. We link these two
matrices by defining the difference block Gp:

Gp = G — Ge. (6.25)

We summarize below how these three blocks, related to the symmetrized
Gram G? by definition, can be expressed based on the blocks of any Gram
matrix solution G (6.3):

1
n2

1=
e
1=

1 1Ly
Ga= ) Gi, Gc=—5)) Gy and Gp = (Gii — Gij)-
i=1 i=1j=1

Il
—
I

1j=1

(6.26)

Using these three blocks, we can easily write many expressions in PEP, in-
dependently of n. However, only two of them should be variables of the re-
sulting compact SDP PEP, as the third one could always be obtained using
(6.25). In this appendix, we call agent-independently Gram-representable
the expressions that can be written f4, G4, G¢, and Gp, without any de-
pendence on the number of agents 7.

Definition 6.25 (Agent-independently Gram-representable). Let f4 be the
block of the symmetrized function values vector, as defined in (6.6), G4,
Gc, and Gp the symmetric blocks defined in (6.26). We say that an expres-
sion, such as a constraint or an objective, is agent-independently Gram-
representable if it can be expressed using a finite set of linear or LMI con-
straints or expressions involving only fa, Ga, G¢, and Gp, without any
dependence on the number of agents 7.

In fact, an agent-independently Gram-representable expression can ei-
ther be a single-agent constraint (Definition 6.11) or scale-invariant ex-
pression (Definition 6.9). The formulation of single-agent constraints
into agent-independently Gram-representable constraints will rely on re-
lations (6.15) and (6.16), involving f4 and G4. The formulation of scale-
invariant expressions into agent-independently Gram-representable ex-
pressions will rely on relations (6.12), (6.13), (6.14), involving respectively
fa, Ga, and G¢. We also define a useful relation involving Gp, which en-
capsulates a combination of relations (6.13) and (6.14). This new relation
allows expressing the average over the n agents of the scalar products of
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two centered variables related to the same agents:

12 T _ 1 1 T T
p Z(xi_x) (yi—y) = ;Z:Z(xiyi—xiyj)
i=1 i=1j=1
1 n n T T
= ZX%]X% ex (Gii — Gij)ey = exGpey, (6.27)

where x; and y; are any variables of agent i and jand X = % ;;1

xjandy =
% Z}Ll y; are their agent averages. The last equality in (6.27) follows from
the definition of Gp (6.26). Moreover, ey, e, € IR” denote coefficient vectors
for variables x and y. As a reminder, a coefficient vector e, contains linear
coefficients selecting the correct combination of columns in P; € R¥*P (6.2)
to obtain vector x; € RY, ie., Piey = xj, forany i = 1,...,n. This notation
allows, for example, to write x] x; as xT x; = el PT Pie, = el Gjpey.

In what follows, we will exploit all these relations, to write all the com-
ponents of a PEP, independently of #.

The following proposition treats the interpolation constraints of a PEP.

Proposition 6.26 (Function interpolation constraints). Let F be a set of func-
tions for which there exist linearly Gram-representable interpolation constraints.
In a PEP for a distributed optimization method, with fully symmetrized solutions
(f°,G*) (6.6)-(6.7), the constraints f; € F, forall i € V can be expressed using a
set of interpolation constraints that are agent-independently Gram-representable
and that only involves f4 and G 4.

Proof. Each constraint f; € JF can be written with a set of Gram-
representable interpolation constraints involving function values of agent
i and scalar products between quantities (i.e., points and gradients) re-
lated to agent i. These are thus single-agent constraints that are all iden-
tical when we restrict to fully symmetric PEP solutions (f°, G%) (6.6)-(6.7).
Hence, they can all be expressed with f4 and G4 using relations (6.15) and
(6.16). O

Remark 6.27. For example, when F is the set of convex functions, we have,

fieF o ff>fl+@)TF—xf) vk

1 1

= 6};ka > e;,fA + 681:1 Ga (exk — exl),

where fF = f;(xF), ¢l = Vfi(xl) and ek, €1, €1, €, and e, are appropriate
vectors of coefficients. The first line gives interpolation conditions for con-
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vex functions, and the second on is obtained by applying relation (6.15) on
fi(x¥) and f;(x!) and relation (6.16) on the scalar product between g! and

k 1
(xf — x;).

Algorithm description The class of methods Ap that we consider is de-
fined in Definition 2.14 and may combine gradient evaluation, consensus
steps, and linear combinations of variables. In the latter, each agent de-
fines the same linear combination of its local variables. It should be the
same combination for all the agents, otherwise, they are not equivalent,
and Assumption 6.7 does not hold. All the variables in the combinations
are related to the same agent and can therefore be squared and formulated
in PEP using G4, as in (6.13). Alternatively, we can reduce the number of
variables in the blocks of the Gram matrix by using the linear combina-
tion to define a vector of coefficients in terms of the others, as shown in
Proposition 6.28:

Proposition 6.28 (Linear combinations). Let P; = [y},...,y!] be the p vari-
ables of agent i. We consider any linear combination of the variables, coordinated
over all the agents i € V,

P
zi= Y Bt foralli, (6.28)
k=1

where By, are given coefficients and yif € R? are any local variables from agent i.
Such a combination step can be formulated in the PEP by defining the vector of
coefficient e, based on the vectors Cyls - Cyp.

4
e = Y Breys
k=1

This avoids adding z; as a new column of P;.

Proof. By definition, we have z; = Pje, and yff = Pl-eyk. Therefore, the linear
equality (6.28) can be written as

p
p; (ez - 2 ﬁkeyk> =0,
k=1

which allows defining e, based on the other vectors of coefficients e, =
EZ:1 B Keyks without adding a new column in P;. O
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Concerning the consensus steps, Theorem 6.13 applies to the set of av-
eraging matrices WV, )+), defined in (4.10) in Chapter 4. Necessary in-
terpolation constraints for this set of matrices are given in (4.23), (4.24)
and (4.25), from Corollary 4.8. Proposition 6.29 below shows that these
interpolation constraints are agent-independently Gram-representable, by
expressing them in terms of G¢ and Gp. In principle, the compact PEP for-
mulation could apply to a general set of averaging matrices M for which
there exist Gram-representable interpolation constraints. Future work may
include the description of other classes of averaging matrices, in particular,
the extension to non-symmetric stochastic matrices with a bound on their
singular value.

Proposition 6.29 (Averaging matrix interpolation constraints). The averag-
ing matrix interpolation constraints (4.23), (4.24) and (4.25), from Corollary 4.8,
are agent-independently Gram-representable and can be expressed using G¢ and
Gp € RP*P gs:

(ex —ey) Gelex —ey) =0, (6.29)
(ey —A7ex)"Gpley —Atex) =0, (6.30)
elGpex —ekGpey =0, (6.31)

where ex,ey € IRP are matrices of coefficients such that Piex = X;, Piey = Y;
with X;,Y; € RY*! the matrices with iterates xf-‘, yi-‘ € R? as columns.

Proof. Firstly, we express (4.23) as (6.29). Equation (4.23), when applied to
the consensus subspace, means that the agent average is preserved, i.e.,
X =Y, which can be written with scalar products as:

n T n
(Tll ;(&—ﬁ)) (31 X;(Xj—Yj)> =0,
i= j=

where matrices X;,Y; € R%*! contain the different consensus iterates
x;,y; € R? of agent i as columns. Using relation (6.14), applied to columns
of X; —Y; and X; — Y, this equation can be written as

1 n n

ﬁ Z Z(X, — Yl')T(Xj - Y]) = (EX - €y)TG(j(€X - €y) =0.
i=1j=1

Secondly, we express (4.24) as (6.30). Equation (4.24) involve centered ma-
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trices X, Y, € R™*t,
(YL —A~X) (YL —ATX,) <0, (6.32)

We can write this product as a sum over the agents of products of centered
variables, which then allows using relation (6.27) to express it with Gp. To
this end, let us define U; = Y; —A~X;, V; = Y; — At X;, and U,V their
corresponding agent average: U = %2?:1 u, Vv = %Z?:l V;. Equation
(6.32) can be written as

u; - (v, - v) =<o.

™=

Il
—

This can be reformulated using relation (6.27) applied to columns of U; and
Vi and dividing the equation by n:

(Ui =U)"(V; = V) = ¢/ Gpey = (ey —A"ex) Gp(ey — Atex) <0

™=

1
ni3

Finally, the symmetry condition (4.25) can be expressed as (6.31) using a
similar technique

n n
XTY =YX, = Y (X=X -Y) - Y (% -1)T(X; - X) =0.
i=1 i=1
This can be reformulated using relation (6.27) applied to columns of X; and
Y; and dividing the equation by #:

€§GD6X — €§GD€y =0.

O

Points common to all agents (x*, X, etc) As explained in Section 6.1,
to build our compact PEP formulation for distributed optimization, we di-
vide the agent-dependent PEP solutions into blocks of variables related to
each agent, see (6.1) and (6.2), recalled below

f= [flT fnT] ,  where f; = [fk}kel € R7is a vector with

1

the g functions values of agent i,
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P=[P ... P where P; € R?*? contains the p vectors
related to agent i,

e.g., D = |yfxFgf| ,and the Gram matrix G € R™*" is thus defined
1 1 1 kel
as
pfp, pfp, ... G G
G:PTP: P2TP1 = GZl
Prp, : Gun

e variables common to all agents, such as x* or X, are copied into eac
Th bl to all t h * t d int h

agent block P;, and their definitions are added as constraints of the prob-
lem, e.g.,

_ 1
n:
)

1=

xj forallieV, (6.33)
1

n
or % Y Vfi(xj) =0, withxf =xj =x"foralli,jeV. (634)
i=1

Such definition constraints are agent-independently Gram-representable,
as shown in Propositions 6.30 and 6.32 below. If used in the problem, each
agent 7 also holds the variables for its local function and gradient values as-
sociated with this common point. For example, for x*, we consider a new
triplet (x;‘, 85 fl*) for each agent i, which is taken into account in the in-
terpolation constraints of its local function. These interpolation constraints
ensure that ¢/ and f;" correspond to a gradient vector and function value
at x* that are consistent with the given class of functions. Vectors x; and
g; are columns of P; and value f;" is an element of vector f;.

To summarize, for any point x, common to all the agents in the problem,
we need two elements in the PEP:

(i) the definition constraints for x., e.g., (6.33) or (6.34),

(ii) the interpolation constraints for the new triplet (x, gc, fc), if gc or f.
are used in the PEP.

The addition of a new triplet of points to consider in the interpolation con-
straints does not alter the result of Proposition 6.34 and they can still be
written as agent-independently Gram-representable constraints with f4
and G4. The definition constraints can be treated as any other constraint of
the problem, e.g., the initial constraints, and these constraints can thus be
formulated independently of # if they can be written with scale-invariant
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or single-agent expressions (see Definition 6.9, Definition 6.11 and Theo-
rem 6.13). Proposition 6.30 gives an agent-independent formulation for
the definition constraint of the optimal solution x* of the decentralized op-
timization problem (2.1).

Proposition 6.30 (Optimality constraint). Let x* be an optimal point for the de-
centralized optimization problem (2.1). The definition constraints for the common
variable x* in a PEP restricted to fully symmetric solutions (£, G%) (6.6)-(6.7),
given by the system-level stationarity constraint

1y * : * * * ..
E ;sz(xl) = O, with X; = x]- =x fOT all i,] c V, (635)

is agent-independently Gram-representable and can be expressed as
eg* Geegr =0 and e; Gpey =0,

where eg, e+ € RP are vectors of coefficients such that Piegr = g = V f;(x*),
and Piey~ = xf foralli=1,...,n

Proof. The first constraint in (6.35) guarantees that the optimal point
x7 held by each agent satisfies the system-level stationarity constraint
Lyn v fi(x}) = 0. Then, the second set of constraints imposes that the
local optimal point x7 is the same for any agent i. Let ¢ denote the gradi-
ent of function f; at the optimal point x;". We can formulate the stationarity
constraint using only scalar products as

() ()i

Using relation (6.14), applied to vectors g7, g]’.‘, we recover condition

e} Gcegr = 0. For the second set of constraints, we can impose them all
with one constraint involving only scalar products:

T
i 2 25 =) (5] =) = g 3 = )T =0
nia j= i=1j=1
which can be written, using relation (6.27), as

1 n n . . . . 1 n n
- 2 Z(xi)Txi — (%] )ij =2 Z 265 (Gii — Gij)ex*

n
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Remark 6.31. Without loss of generality, the optimal solution x* of problem
(2.1) can be set to x* = 0. In that case, the constraint x} = xj’f, written as

el.Gpey- = 0, is not needed to define x* properly. Indeed, it is sufficient to
say that the coefficient vector is zero: e,+ = 0. This improves the numerical
conditioning of the resulting SDP PEP.

Proposition 6.32 gives an agent—independent formulation for the defi-
nition constraint of the agent average iterate ¥*. To simplify notation, we
omit the k index for iterations.

Proposition 6.32 (Agent average definition). We consider a PEP for dis-
tributed optimization, restricted to fully symmetric solutions (£, G*) (6.6)-(6.7).
The definition constraints for X,

1
n

M:

X, =X= j forallieV, (6.36)

1

j

are agent-independently Gram-representable, and can be written as
eLG ez + efGe(ex — 2ex) =0,

where ex, ex € IRP are vectors of coefficients such that Piex = X;, and Piey = x;
foralli=1,...,n

Proof. We can formulate the set of constraints (6.36) with one constraint
involving only scalar products of variables:

N

=1 j=1 1=1

This expression can be expanded to be written with G4 and Gc:

1
EZETE 222 X xl—2x T%) = eLGpex + el Ge(ex — 2ex) =0,
i= i=1j=1

where we used relation (6.13) for the first term and (6.14) for the other
two. O

Initial conditions and performance measures By combining terms of the
form of (6.12), (6.13), (6.14), (6.15), (6.16), and (6.27), possibly involving
common points defined above, it is possible to express many initial condi-
tions and performance measures in terms of f4, G4, Gc, and Gp, without
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dependence on n. Examples of usual initial conditions and their reformu-
lation are given in Proposition 6.33 below. The proposition focuses on the
initial conditions, but all the expressions involved in these constraints can
also be adapted as a performance measure, using the last point x' instead
of the initial point x°.

Proposition 6.33 (Initial conditions). Let x* € R? denote the optimal solution
of the distributed optimization problem (2.1), x? € R the initial iterate of agent

¥ the average initial iterate and R € R a constant. Here is a list of initial
conditions that are agent-independently Gram-representable when restricted to
agent-symmetric solutions, together with their reformulations in terms of f, Ga,
Gc, and Gp:

Initial condition Reformulation
= Z ) — x> < R?, (ey0 —ex:) Galew —ex) < R?,
or 20 —x*|2, <R, Vi€V
- z IVAGDI? < R, TyGaeg < R,
=1
or IVAEE?, < R%, VieV
l n
. Z; Hx? —EOHZ < R?, efOGDexo < R?,
1=
X —x)=0, VijeV elyGpey =0,
1 T
7 2 (AE) =) SR (e —esie) Falep) —ese)) <R

where e,0,ex+,eq0 € RP and Crx0), C(xt) € R7 are vectors of coefficients such
that Pey = x7, Piex: = x*, Pego = V f;(x?), Ef(fo)fi = £(7) and e}(mfi -
fi(x*), foralli=1,...,n

Proof. To obtain the two first reformulations, we can use relation (6.13) ap-
plied respectively to vectors x? — x* and Vf;(x?)

n n

1 1
o Y o) = xt|P = ” Y () =) T (x) = x*) = (ex0 — ex+) " Galen — ex+),

i=1 i=1

=

3 LIVACDIE = £ Y (VAGD) (V) = ehGacy
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When considering the alternative uniform conditions for all agents, we ob-
tain the same reformulations using relation (6.16), applied respectively to
vectors xY — x* and Vf;(x?). For the third condition, we can directly use
relation (6.27) to obtain it. Then, the fourth condition is equivalent to
1 & 1
57 Z () =2 () = x) = —2
i=1j

T Ms
&MS

< T,0
which can be written, using relation (6.27), as

1 1
7 7

H M:
T M:

T
11 - Gij)exo = EXOGDExo =0.

Finally, the fifth and last condition can be reformulated with f, using rela-
tion (6.12) applied to 1 Y, £i(x%) and 1 Y7 fi(x*). O
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6.A.2 With multiple equivalence classes of agents

Let 7 be a partition of the agent set V' into r equivalence classes of agents
(see Definition 6.3). Considering the PEP restricted to symmetrized agent-
class solutions G5 and £5- (6.19)-(6.20), we now detail how we can express
all the PEP elements in terms of f}, G%, Gg, and G (u,v = 1...,7), to
be able to use this blocks as variable of the compact SDP PEP formulation.
For the SDP condition G® = 0, we can be express it with G, G, and
G’ using Lemma 6.24. For the other PEP elements, we need to adapt the
reformulation techniques (6.12), (6.13), (6.14), (6.15), (6.16) and (6.27) to the
situation where the agent set V is partitioned into r subsets of equivalent
agents T = {V1,...,V;}. The terms that we can be expressed in terms of
fia, G, G, and GE¥ are the following (for any vectors x; and y; related to
agents i and j, including the case x; = y;):

¢ The function value of a given agent j € V,

= — Z fi(xi) e}(x)f}{, foranyj=1,...,n, (6.37)

nu iV,

where the first equality holds because f;(x;) = f]'(x]') foranyi,j € V,,
by definition of the symmetric agent-class solution f3- (6.19). This
implies that

12
ﬁizzlfi(xl

n

r 1 r )
Z’ Z T Y e fA = efy far, (6.38)
u=1 u=1

eV,

SM—‘

where vector f4 7 € R7 is given by

faT = % Y nufi. (6.39)

u=1

* The scalar product between two variables related to the same agent
icVy:

xlyi = — 2 x! y] = eTGAey foranyi=1,...,n, (6.40)

Ujev,

where the first equality holds because xiTyl- = x]-Ty]- foranyi,j € Vy,
by definition of the symmetric agent-class solution G3- (6.20). This
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implies that
1 n T 1 r n T 1 T T T
P in Yi= " Z E Xjyj = n Z nyey Gf’q@y = ex(GA,T)ey/
i=1 u=1jevy u=1
(6.41)
where matrix G4 7 € RP*? is given by
1 T
GaT = - Y nuGY. (6.42)
u=1

e The average over the n? pairs of agents of the scalar products be-
tween two variables each related to any agent:

1 n n 1 T T
pZZx?w:;Z Z Z Z xiTyj
i=1j=1 u=lv=1ieV, jeV,
1 < T 1 < T
= AL X L NYitoa LY, LNy
u=1ieV, jev, u=lv#uieV, jeVy
1 < 1 &
= ez; (2 Z (”uGZ\ + nu(”u - 1)G§) + — Z Z Nnyhy va> ey
= [y v£u
1 &Gy T T
& ). ) xy=eaGerey, (6:43)
i=1j=1

where matrix Gc 7 € RP*? is the sum of all the p x p blocks of Hy
(6.22) divided by n%:

1(¢ i
Ger = = (2 ny (G4 + (nu —1)Gg) + Y Y nuny Gﬁ”). (6.44)

u=1 u=1v#u
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* The average over the 1 agents of the scalar products of two centered
variables related to the same agents:

n

LY 0w

i=1

1 n n 1 T r
=Sy Yby—xy)=—Y Y 1 Y (yi—xly),
i=1j=1 u=lv=1ieV, jeV,
=Ty Y muln — (G4~ G+ 5 1 Y mano(GY — G) J ey,
n? u=1 n? u=1v#u
1 n —T —_ T
e SL(@-%) -y =eGprey (6:45)

where X = % Yrx,y=L1Y" y;,and Gp,7 € RP*? is given by

n

Gor = (2 (i~ 1)(G4 — GB) + Y- X nunolGY — Gﬁ”)> (6.46)

u=1 u=1v#u

By definitions (6.42), (6.44) and (6.46), we have G4 7 = G¢c 7+ Gp 7. Us-
ing relations (6.37), (6.38), (6.40), (6.41), (6.43) and (6.45), we can easily
adapt Propositions 6.26-6.33 to this general case with multiple equivalence
classes of agents to build all the PEP elements for distributed optimization
only based on blocks f4, G%, G§, and G{°.

Proposition 6.34 (Function interpolation constraints). Let F, be a set of func-
tions for which there exist linearly Gram-representable interpolation constraints.
When considering symmetric agent-class PEP solutions (fsT — GST) (6.19)-(6.20),
the set of interpolation constraints for Fy, applied independently to each agent of
a given equivalence class V,,, can be expressed with f} and GY.

Proof. The constraint f; € F, for each i € V, can be written with a set of
Gram-representable interpolation constraints involving function values of
agent i and scalar products between quantities (i.e., points and gradients)
related to agent i. These are thus single-agent constraints, that are iden-
tical for all i € V,, when we restrict to symmetrized agent-class solution
(£, G%) (6.19)~(6.20). Therefore, they can all be expressed with f} and G
using (6.37) and (6.40). O

Algorithm description The class of methods Ap that we consider is de-
fined in Definition 2.14 and may combine gradient evaluation, consensus
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steps, and linear combinations of variables. In the latter, the agents from
the same equivalence class should define the same linear combinations of
their local variables, otherwise they are not equivalent. Agents from dif-
ferent equivalence classes may apply different combinations. This allows
considering heterogeneity in the algorithm parameters, for example, to an-
alyze the effect of uncoordinated step-sizes. In any case, all the variables
in the combinations are related to the same agent and can therefore be
squared and formulated in PEP using G%, as in (6.40).

Concerning the consensus steps, Theorem 6.22 applies to the set of av-
eraging matrices WV~ )+), defined in (4.10) in Chapter 4. Necessary in-
terpolation constraints for this set of matrices are given in (4.23), (4.24) and
(4.25), from Corollary 4.8. Proposition 6.29 below shows that these interpo-
lation constraints can be expressed in terms of G¢ 7 (6.44) and Gp 1 (6.46),
and so in terms of G, G, and G¢¥ (u,v =1,...,7).

Proposition 6.35 (Averaging matrix interpolation constraints). The averag-
ing matrix interpolation constraints (4.23), (4.24) and (4.25), from Corollary 4.8
can be expressed with GY%, Gy, and G¢¥ (u,v =1,...,71), as:

(ex —ey)"Ge(ex —ey) =0,
(ey —A~ex)"Gp,r(ey — ATex) <0,

T T
ey GD,T ex — ey GD,’T ey = 0,

where Ge 1 and Gp 1 are defined in (6.44) and (6.46) and ex, ey € R? are matri-

ces of coefficients such that Piex = X;, Piey = Y; with X;,Y; € R4t the matrices

with iterates xff,yif € R as columns.

Proof. The proof is similar to the one of Proposition 6.29 but using relation
(6.43) instead of (6.14) and (6.45) instead of (6.27) O

Points common to all agents As detailed in Appendix 6.A.1 in the case
where all agents are equivalent, for any point x, common to all the agents
in the problem, we need two elements in the PEP:

(i) the definition constraints for x., e.g., (6.33) or (6.34),

(ii) the interpolation constraints for the new triplet (x, g, fc), if gc or fc

are used in the PEP.

The addition of a new triplet of points to consider in the interpolation con-
straints does not alter the result of Proposition 6.26 and they can still be
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written with f% and G'}. The definition constraints can be treated as any
other constraint of the problem. When there are several equivalence classes
of agents in PEP, this allows more types of constraints to be expressed in the
compact PEP formulation, and thus enlarges the type of common points
that can be defined in the problem. Optimal point x* and agent-average
X can still be expressed in the compact problem, as shown in Propositions
6.36 and 6.38.

Proposition 6.36 (Optimality constraint). Let x* be an optimal point for the de-
centralized optimization problem (2.1). The definition constraints for the common
variable x* in a PEP restricted to symmetrized agent-class solutions (f3-, G%-)
(6.19)-(6.20), given by the system-level stationarity constraint

n
% ZVfi(xf‘) =0, withxj =xj =x"foralli,j€V,

can be expressed with GY%, G, and Gg° (u,v =1,...,r) as
T _ T _
[ Geeqr =0 and ey Gdtey =0,

where Ge, 7 and Gp,7 are defined in (6.44) and (6.46) and eg«,ex+ € RP are
vectors of coefficients such that Pieg~ = gi = V fi(x*), and Piey = x for all
i=1,...,n

Proof. The proof is similar to the one of Proposition 6.30 but using relation
(6.43) instead of (6.14) and (6.45) instead of (6.27). O

Remark 6.37. Without loss of generality, the optimal solution x* of problem
(2.1) can be set to x* = 0. In that case, the constraint x; = x]’-‘, written
as el (Gp 7)ex = 0, is not needed to define x* properly. Indeed, it is
sufficient to say that the coefficient vector is zero: ey« = 0. This improves

the numerical conditioning of the resulting SDP PEP.

Proposition 6.38 (Agent average definition). We consider a PEP for dis-
tributed optimization, restricted to symmetrized agent-class solutions (£, G5-)
(6.19)-(6.20). The definition constraints for X

1 .
xi:xzﬁzpcj forallieV,
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can be written with GYy, Gy, and G¢g° (u,0o =1,...,r) as
T - T N\
Ey GA,T ex + eX GC[T(eX — 26x) — O,

where G 5,7 and G, are defined in (6.42) and (6.44), and ex, e, € IR are vectors
of coefficients such that Piex = X;, and Piey = x; foralli =1,...,n.

Proof. The proof is similar to the one of Proposition 6.32 but using relation
(6.41) instead of (6.13) and (6.43) instead of (6.14). O

A point common to all agents, that can only be defined using different
equivalence classes of agents, is the iterate of a given agent x!, at which
all the local functions are evaluated fi(x}),..., fu(x}). This can be used to
evaluate the performance of the worst agent, see Section 8.4.1. The defini-
tion of such a point is treated in the following proposition.

Proposition 6.39 (Specific agent definition). We consider a PEP for distributed
optimization, restricted to symmetrized agent-class solutions (£, G5) (6.19)-
(6.20). Let V1 = {1} be one of the r equivalence classes of the PEP. If x1 is a
common variable used by all the agents in the PEP, its definition constraints are
given by

Xe;=x1 forallieV (6.47)

and can be written with G and GE° (u,v =1,...,r)as
e,{c GY ex. + ef G}4 ey — Zezc Gﬁl ex =0, forallu=2,...,r, (6.48)

where ey, ey, € RP are vectors of coefficients such that Piex, = X ;, and Piey =
xiforalli=1,...,n.

Proof. Constraint (6.47) can be written as (x.; — x1)?> = 0, which can be
expanded as

xCT,ixC,i + xlTxl — 2xCT/ix1 =0 forallie V.

This constraint can be expressed as (6.48), by using relation (6.40) for the
two first terms and definition of G¢° (6.20) for the third term. O

Initial conditions and performance measures We adapt Proposition 6.33
to the case where there are multiple equivalence classes of agents in the
PEP, in order to present usual initial conditions and their reformulation.
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The proposition focuses on the initial conditions, but all the expressions in-
volved in these constraints can also be adapted as a performance measure,
using the last point x! instead of the initial point x°. Other initial condi-
tions or performance measures could involve only one of the equivalence
classes of agents.

Proposition 6.40 (Initial conditions). Let x* € R? denote the optimal solution
of the distributed optimization problem, x? € R? the initial iterate of agent i, x°
the average initial iterate and R € R a constant. When the PEP is restricted
to symmetric agent-class solutions (f5-, G5-) (6.19)-(6.20), here is a list of initial
conditions that can be expressed with f%, G%, Gy, and G{° (foru,0o =1,...,71):

Initial condition Reformulation
|29 —x*||2 < R?, Vi€V  (ep—ex) Ghlew—er) <R, Vu

- Z ) = x| < R?, (e —ex) Gar(en —er) <R,
VA< R?, VieV (eg0) Gl (eg) < R?,  Vu

1¢ .
- Y IVAGHIZ <R, vieV (e00)"Ga1(eg) < R,

i=1
1¢ 0 =02 2 T 2
;Z\Ixi —XI <R (ex0) Gp,T(ex0) < R%,

i=1

=29, VijeV (e,0)TGp 7(en0) =0,

! ]

(ﬁ( )= filtx) SR ey —eri) faT (s — ) < R

S| =
HM:

where fa1, Ga7 and Gp 7 are defined in (6.39), (6.42) and (6.46), and

exo, exs,eq0 € IRP are vectors of coefficients such that Pieyo = x), Peyr = x*

undPlego = Vfi(x i),forz—l,...,

Proof. The proof is similar to the one of Proposition 6.33 but using relation
(6.40) instead of (6.13), relation (6.45) instead of (6.27) and relation (6.38)
instead of (6.12). O
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7.1.1

If in doubt, always follow your nose.
Gandalf

How to use in practice?

N this chapter, we first describe how to implement our different PEP

formulations in practice. For each formulation, code examples have

been made available for different algorithms on the GitHub repository
Performance-Estimation-Problems-for-distributed-optimization.
In a second time, we explain which formulation to use in which situation,
and why. In summary, we recommend using the spectral agent-dependent
PEP formulation from Chapter 4 in most cases, because it is easy to imple-
ment using the PESTO Matlab toolbox [THG17], we can check its tightness
a posteriori, and we can keep the problem small in the many cases where,
by Corollary 6.14, we can obtain performance results for any n > 2 by
computing it for n = 2.

Implementation

The agent-dependent PEP formulation

The agent-dependent PEP formulation, from Chapter 4, is the formulation
that remains the closest to classical PEP problems. The corresponding SDP
can be formulated using the Matlab toolbox PESTO [THG17], or its Python
version PEPit [GMG™22], which are dedicated to the formulation of stan-
dard performance estimation problems. Then, it can be solved with an ex-
isting solver, e.g., Mosek.

| 145


https://github.com/sebcolla/Performance-Estimation-Problems-for-distributed-optimization

7.1.2

Implementation | 7.1

PESTO and PEPit toolboxes These toolboxes allow writing PEP prob-
lems in a very natural manner, i.e., in a high-level description, such as (3.2)
and carry out the discretization, the SDP reformulation, and the resolu-
tion automatically. In fact, the users only have to provide the performance
evaluation settings, but they do not have to know anything about the inter-
polation conditions or the Gram matrix to be able to formulate and solve
the problem. We have contributed to the Matlab PESTO toolbox to make
the formulation of the agent-dependent PEPs for decentralized optimiza-
tion the most user-friendly as possible. Namely, we have embedded in the
toolbox the interpolation conditions for the spectral set of averaging ma-
trices W~ j+) from Corollary 4.8, so that the users do not need to know
them and only specify the set of allowed averaging matrices. Moreover,
we have also added auxiliary functions to automatize the repetition of op-
erations over every agent of the problem. Similar contributions still need
to be made in the PEPit version.

Code Examples Code examples for the agent-dependent PEP formula-
tion are available in the GitHub repository, for DGD, DIGing, EXTRA, and
Acc-DGND, in files DGD_agents.m, DIGing_agents.m, EXTRA_agents.m,
and AccDNGD_agents.m, respectively.

Problem Size For this agent-dependent formulation, the resulting SDP
has a size O(tn x tn), where t is the total number of iteration to analyze
and 7 is the number of agents in the problem.

The agent-independent relaxed PEP formulation

The agent-independent relaxed PEP formulation, from Chapter 5, cannot
be written easily using the PESTO or PEPit toolbox as it requires ad-hoc
adaptations to consider the problem with the new coordinate system and
to split the PEP variables according to the two orthogonal components. We
have rather implemented it in Matlab using the YALMIP toolbox, which
allows building the SDP and calling the Mosek solver to solve it.

Code Examples Code examples for the agent-independent relaxed
PEP formulation are available in the GitHub repository, for DGD,
DIGing, and EXTRA, in files DGD_relaxed.m, DIGing_relaxed.m, and
EXTRA_relaxed.m, respectively.

Problem Size For this agent-independent formulation, the resulting SDP
has a size O(t x t), where t is the total number of iteration to analyze.
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7.1.3

7.1.4

Implementation | 7.2

The compact PEP formulation

Similarly, the compact PEP formulation, from Chapter 6, cannot be writ-
ten easily using the PESTO or PEPit toolbox because the compact SDP
works with different variables than standard PEP problems. We have im-
plemented it in Matlab using the YALMIP toolbox, which allows building
the SDP and calling the Mosek solver to solve it.

Code Examples Code examples for the compact PEP formulation
are available in the GitHub repository, for DGD, DIGing, EXTRA,
and Acc-DGND, in files DGD_symmetrized.m, DIGing_symmetrized.m,
EXTRA_symmetrized.m, and AccDNGD_symmetrized.m, respectively.

Problem Size For this compact PEP formulation, the resulting SDP has a
size O(tr x tr), where t is the total number of iteration to analyze and r is
the number of equivalence classes of agents in the problem.

Examples of running time

All the PEP formulations allows computing the worst-case performance
of a decentralized optimization algorithm in a relatively small amount of
time. Table 7.1 gives an example of running times of the different PEP
formulation for DGD for n = 2. As observed in the table, formulations
with smaller problem sizes generally translate into shorter computation
times.

Running time (in seconds)

PEP formulation SDP size =% =10 =120
Exact %ﬁ:}:ﬁfg‘;ﬂder‘t O(nxtn) | 087 | 236 | 857
SPeCtral( gfae;te'fg’endem O(tnxtn) | 129 | 366 | 17.44
Agem'irzg;z;rt‘gfg; relaxed | ok | 0as | 086 | 268
Compact (Chapter 6) O(tr x tr) 0.46 0.99 6.59

Table 7.1 Running times to built and solve the different PEP formulation
for DGD, in similar settings than Section 4.5, for n = 2 agents and ¢ =
5,10, 20 iterations.
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Which formulation to choose?

Let S, describe the performance evaluation settings of a decentralized op-
timization algorithm A € Ap, see (4.2):

Sy = {n, A t,P,F,I,W}.

In this thesis, we only consider settings that are linearly or LMI Gram-
representable (see Definition 4.3). In Chapters 4, 5 and 6, we have devel-
oped different PEP formulations to compute (bounds on) w(S,), i.e., the
worst-case performance of algorithm A in the settings S,,. We refer to the
visual outline at the beginning of Part I for a summary of the specifici-
ties and relations of the different PEP formulations. This section explains
which formulation to use, depending on the settings, to compute the most
accurate performance guarantees with the smallest possible problems.

In summary

An important setting for performance evaluation of decentralized opti-
mization is the set of allowed averaging matrices V. We consider that
it can either be one given matrix YW = {W}, or an entire spectral class of
averaging matrices W = W, - +) (4.10). Other sets of matrices could be
considered in future works.

A given W To obtain a performance guarantee specific to a given averag-
ing matrix W € R**", use

the exact agent-dependent formulation (Chapter 4).

Spectral class )W, ,+, To obtain a performance guarantee valid for any
averaging matrix from the spectral class W, - )+ (4.10), i.e, any symmet-
ric and generalized doubly stochastic matrix with a given range on the
eigenvalues:
(a) If conditions from Theorem 6.13 (part 2) are satisfied, so that we
know the worst-case performance w(S;,) is agent-independent, use

the spectral agent-dependent PEP formulation with n = 2 agents.
(Chapter 4)

By Corollary 6.14, the obtained worst-case performance guarantee is
valid for any number of agents 7.

(b) Otherwise, use the compact PEP formulation (Chapter 6).
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Most of the standard performance evaluation settings in decentralized op-
timization fall in case (a). Therefore, if you have a doubt, we recommend
using the spectral agent-dependent PEP formulation with n = 2 agents,
which is also the simplest one to implement, especially with the help of the
PESTO toolbox.

The detailed reasons

A given W When the averaging matrix (and so the number of agents)
is explicitly given, the only formulation that applies is the exact agent-
dependent formulation, described in Chapter 4. It provides the exact
worst-case performance, specific to the given matrix W.

Spectral class )V, ,+) When we consider an entire spectral class of
averaging matrices W,- ,+) (4.10), there are three possible PEP for-
mulations. The spectral agent-dependent PEP formulation (Chapter
4), its equivalent compact PEP formulation (Chapter 6) and the agent-
independent relaxed PEP formulation (Chapter 5). Table 7.2 summarizes
the comparison between these three PEP formulations.

The three PEP formulations are relaxations since they do not exploit the
specific Kronecker structure that arises in consensus steps y* = (W @ I;)x*.
However, the agent-independent relaxed PEP formulation has another de-
gree of relaxation since it does not exploit the separability of the global
objective function in the decentralized problem (2.4), in order to obtain

PEP formulation SDP size | PESTO ;;ga};;rrﬁzz

Aot o | o | ke
Agent—lrzg;z;r;jf?; relaxed Ot x 1) X X

Compact (Chapter 6) O(tr x tr) X pf)};feclioii

Table 7.2 Comparison of our different PEP formulation for analyzing ¢
iterations of a decentralized optimization algorithm with a spectral class
of averaging matrices W( A A As a reminder, n denotes the number of
agents and r < n the number of equivalence classes of agents in the PEP
(see Definition 6.3).
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PEP problem with a size independent of the number of agents. Moreover,
we know no way of checking the tightness of this formulation a posteri-
ori, even if it has been observed to provide the same (tight) performance
results as the others in our experiments. Therefore, we do not recommend
using the agent-independent relaxed PEP formulation from Chapter 5 in
practice, even if its size is independent of the number of agents, and so
often smaller than the size of the agent-dependent PEP formulation.

The spectral agent-dependent PEP formulation (Chapter 4) and the
compact PEP formulation (Chapter 6) give equivalent results, by construc-
tion. Both formulations allow checking the tightness of their results a
posteriori, by recovering an instance of worst-case averaging matrix in
Wi, a+)- The size of the SDP for the compact PEP formulation only de-
pends on the number of equivalence classes of agents in the problem and
not directly on the total number of agents, as the agent-dependent formu-
lation. Therefore, the compact PEP formulation is often much smaller than
the agent-dependent PEP. However, when the performance evaluation set-
tings S, satisfy conditions from Theorem 6.13 (part 2), so that we know
the worst-case performance w(S,) is agent-independent, we recommend
using the spectral agent-dependent PEP formulation with n = 2 agents.
When n = 2, the agent-dependent PEP problem is as small as the com-
pact PEP formulation, and by Corollary 6.14, the obtained worst-case per-
formance guarantee is valid for any number of agents n > 2, including
n — oo. Moreover, such an agent-dependent PEP is more intuitive to
formulate and implement, especially with the user-friendly PESTO tool-
box. Finally, the current solvers, such as Mosek, will perform better on the
agent-dependent PEP formulation, than on the compact one.

The Mosek solver, like most of the other existing ones, relies on the
interior-point method and the existence of a Slater point in the feasible set
of the problem. Some equality constraints in the compact SDP PEP prob-
lems may prevent the existence of a Slater point, hence leading the solver
to find solutions of low numerical quality. Indeed, the compact PEP for-
mulation, described in Chapter 6, and detailed in Appendix 6.A, contains
equality constraints that impose rank deflection of the matrix variables of
the resulting SDP, see for example, the optimality constraints, or the aver-
age preserving condition for consensus steps (Propositions 6.30 and 6.29
in Appendix 6.A). This may be problematic for the numerical conditioning
of the problem, and thus the numerical quality of its solution. We have
verified the accuracy of the worst-case value given by the compact PEP
formulation for n < 5 for different algorithms and settings (DGD, DIGing,
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and EXTRA), by comparing its results with those of the agent-dependent
PEP formulation. In all our experiments, we have observed a relative er-
ror of less than 1%. However, the worst-case solutions (i.e., functions and
iterates) can be very high-dimensional.

In the agent-dependent PEP formulations, all the problematic equality
constraints can easily be removed, by exploiting them to reduce the size of
the SDP. This allows the problem and its solution to be well-conditioned.
Such dimensionality reductions are more involved in the compact PEP
SDP formulations. We hope that existing toolboxes and solvers will be
extended to automatically reduce the SDP size by exploiting equality con-
straints. Therefore, for now, if one wishes to evaluate the performance of a
distributed optimization algorithm in settings for which we know the re-
sult will be independent of # by Theorem 6.13, we recommend solving the
agent-dependent formulation with # = 2 because the current solvers will
perform better on this version of the problem.
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PART Il
Exploitation for analysis and
tuning



Stude, non ut plus aliquid scias, sed ut melius.
Study, not to know more, but to know better.

Seneca

Algorithms analysis

SING THE PEP FORMULATIONS from Part I, we can analyze the

worst-case performance of any decentralized optimization algo-

rithm in Ap, in various settings. As explained in Chapter 7, we
will only rely on the agent-dependent and the compact PEP formulations,
so that we can check their tightness a posteriori. These formulations en-
able rapid and automatic computation of numerical performance bounds,
whose tightness has been checked a posteriori in our experiments.

There are many decentralized optimization algorithms tailored to solve
Problem 2.1, see Section 2.4 for a review. In this chapter, we propose to
analyze the performance of a few algorithms that are significant in the lit-
erature:

e DGD [NOO09] with non-smooth and Lipschitz local functions in Sec-
tion 8.1. Our PEP analysis improves on theoretical guarantees, in-
cluding for the step-size tuning, and recovers the worst-case averag-
ing matrix.

¢ DIGing [NOS16] with smooth and strongly convex local functions in
Section 8.2. We show that its worst-case performance is independent
of the number of agents n. Moreover, we analyze its convergence
rate with PEP and propose a tuning of the step-size which largely
improves the performance of the algorithm. The resulting worst-case
averaging matrices are the same as for DGD.

¢ Acc-DGND [QL19] with smooth and convex local functions in Sec-
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tion 8.3. We use our PEP tool to show that the O(1/#?) convergence
conjecture of [QL19] seems to hold if the step-size is correctly chosen.

e EXTRA [SLWY14] with smooth and strongly convex local functions
in Section 8.4. We leverage the compact PEP formulation to analyze
the algorithm in relevant settings that have never been studied in
the literature, such as the performance of the worst agent, the per-
formance of the 80-th percentile of the agent performance, and the
average performance under heterogeneity in the local functions con-
ditioning. Unlike many settings, these worst-case performances do
depend on the number of agents n. We analyze their evolution with
n, including when n goes to infinity.

Finally, Section 8.5 compares these algorithms, and a few others, in
equivalent and fair settings. In particular, we show that ATC-DIGing
[NOSU17] outperforms DIGing, EXTRA is not robust to time-varying av-
eraging matrices, unlike the other analyzed algorithms, and that the accel-
erated algorithms Acc-DNGD and its recent variant Acc-GT [LL21] may
have large hidden constant, as they do not perform better than EXTRA or
ATC-DIGing after t = 10, t = 20 and ¢ = 30 iterations.

This chapter is partially based on sections of [CH23] and [CH24a].

Distributed (sub)gradient descent (DGD)

We start by analyzing one of the first and simplest decentralized opti-
mization methods, namely, the distributed gradient descent DGD [NO09].
While providing similar asymptotic rates, our PEP analysis outperforms
the theoretical performance bounds, allows for better tuning of the step-
size, and recovers the worst-case averaging matrix.

We consider ¢ iterations of DGD, described in Algorithm 1, applied on
n agents and with a constant step-size « and a constant averaging ma-
trix W. As explained in Section 2.4, there are different studies on DGD;
e.g., [NO09,SRNV12, YLY13]. In [YLY13], the authors showed that its it-
erates converge to a neighborhood of the optimal solution x* when the
step-size is constant. In the sequel, we take as baseline the results of a re-
cent survey [NOR18] providing a theoretical bound for the functional error
of the running average iterate, valid when the subgradients are bounded.
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Theorem 8.1 (Performance bound for DGD [NOR18]). Let f;, ..., fu € Fr,
i.e., convex functions with subgradients bounded by R (see Definition 3.3). Let x°
be an identical starting point for all agents such that ||x° — x*||?> < D?. And let
W € W(_), ) for some A € [0,1), i.e., W is a symmetric and generalized doubly
stochastic matrix with eigenvalues Ay, ..., Ay € [—A, A], see (4.10).

If we run DGD for t steps with a constant step-size & = ﬁ and averaging matrix

W, then there holds’

D? + R? 2R?
Xav) — f(x*) < + , 8.1
flaw) = ) S = 1)
where Xy = ﬁ " Z,t(:O xi? is the average over all the iterations and all the

agents.

Theorem 8.1 was stated in [NOR18, Theorem 8] for doubly stochastic ma-
trix W but the proof never uses the non-negativity assumption and there-
fore it also holds for generalized doubly stochastic matrices, that we con-
sider in this thesis. Moreover, the theoretical guarantee remains valid if the
averaging matrix is time-varying. We use a time-constant averaging ma-
trix here because it makes it easier to check the tightness of the PEP bounds
a posteriori, see Section 4.3.3, and it does almost not change the resulting
PEP bound for DGD.

For comparison purposes, we will analyze the performance of DGD
using our PEP formulations in the same settings as Theorem 8.1. These
settings are all Gram-representable and satisfy conditions of Theorem 6.13
(part 2), i.e., performance criterion and initial conditions are scale-invariant
(Definition 6.9). Therefore, we know that the worst-case performance in
these settings is independent of the number of agents when n > 2, so we
can focus our experiments on the basic case n = 2, without loss of general-
ity. This also confirms observations on agent independence from previous
DGD numerical experiments in Section 4.5. Hence, as explained in Chapter
7, our PEP analysis will rely on the spectral agent-dependent PEP formu-
lation with n = 2. We refer to Chapter 4 for details about this formulation.
In particular, Section 4.4 presents an example for DGD.

In our experiments, we also focus on the situation where D = 1 and
R =1, but the results obtained can be scaled up to general values using
changes of variables, as explained in Section 8.1.5.

Note the factor 2 in the second term of the bound (8.1) was missing in [NOR18], but its
presence was confirmed by the authors of [NOR18].
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4 ‘ ‘ ; ;
= Theoretical bound [NOR18]
3.5 | mmthem= Spectral PEP bound 1

Fig. 8.1 Evolution with A of the worst-case performance of t = 10 iter-
ations of DGD in the setting of Theorem 8.1 with n = 2 agents. The plot
shows the theoretical bound from equation (8.1) (in red), largely above the
spectral PEP worst-case performance (in blue).

Comparison with Theorem 8.1

We compare the spectral PEP bound with the theoretical bound from Theo-
rem 8.1 for different ranges of eigenvalues [—A, A] for the averaging matrix.
The value of 1 — A corresponds to the algebraic connectivity of the network,
as detailed in Section 2.3.2. Fig. 8.1 shows the evolution of both bounds
with A for t = 10 iterations of DGD with n = 2 agents. We observe that the
spectral worst-case performance bound (in blue) largely improves on the
theoretical one (in red), especially when A approaches 1, in which case the
theoretical bound grows unbounded. Improvements to the bounds when A
is close to 1 are particularly relevant since large values for A are frequent for
averaging matrices of large networks of agents [BBP19]. For example, for
a 5 by 5 grid of agents with Metropolis weights [BDX04, BGPS06, NOR18],
the range of eigenvalues of the resulting averaging matrix is [—0.92,0.92].
In that case, after t = 10 iterations, our spectral bound guarantees that
the performance measure is below 0.85, compared to 8.2 for the theoretical
bound from Theorem 8.1. This accuracy of 0.85 would only be guaranteed
using Theorem 8.1 with t = 936.
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Worst-case averaging matrix and tightness analysis

As detailed in Chapter 4, we can check tightness of the spectral PEP for-
mulation a posteriori by recovering a valid worst-case averaging matrix
W € W(_j,a)- This has been done for DGD in such settings in Section
4.5.2. The identified valid worst-case averaging matrix always have this

form
o 11T

As detailed in Section 4.5.2, the matrix W* is well in W(_,, 1) and has the
following set of eigenvalues: {1, —A, ..., —A}. Therefore, for the same per-
formance evaluation settings as Theorem 8.1, the spectral PEP bounds for
DGD, are tight, meaning that there is no better (i.e., smaller) bound on the
worst-case performance of DGD in these settings.

Evolution with the total number of iterations ¢

Fig. 8.2 shows the evolution of the spectral PEP worst-case performance for
DGD multiplied by V1, for different values of A. Except when A = 1, all
lines tend to a constant value, meaning that the spectral bound behaves in

O (%) , as the theoretical bound (8.1), but with a much smaller multiplica-
tive constant. When A = 1, the line grows linearly and never reaches a con-
stant value. In that case, the worst-case averaging matrices lead to counter-
productive interactions, preventing DGD from working in the worst case.
Convergence in O (%) for DGD with convex (possibly) non-smooth

functions with bounded subgradients, is as good as the standard conver-
gence result for the subgradient method, in a centralized setting [Nes18].

Tuning the step-size «

The PEP methodology allows us to easily tune the parameters of a method.
For example, Fig. 8.3 shows the evolution of the spectral PEP worst-case
performance of DGD with the constant step-size it uses, in the setting of
Theorem 8.1 withn = 2, + = 10 and A = 0.8. In that case, we observe

that the value & = % used in Theorem 8.1 for deriving the theoretical

performance bound is not the best possible choice for the step-size and
should be divided by two to improve the performance guarantees by 30%.
The optimal value for the step-size regarding our spectral bound, denoted
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10 T T
—e—A=1 o - X=02
—e—)X=0.38 A=0
. 8r A=10.6 Theo. bound for A = 0.6
;; —e—A=04 - =-=1/\1
=
|
;;%
=
<

5 10 15 20 25 30
t (total number of iterations)

Fig. 8.2 Evolution with t of the normalized spectral PEP worst-case per-
formance of ¢ iterations of DGD in the setting of Theorem 8.1 with n = 2
and different value of A. Theoretical bound (8.1) is also shown for A = 0.6.
The shown bounds are normalized by % to show that they evolve at this

rate.

f(@ar) — f(z7)

1072 10 10°
step-size «

Fig. 8.3 Evolution with & of the spectral worst-case performance of t =
10 iterations of DGD in the setting of Theorem 8.1 with n = 2 agents and
A = 0.8 (except for a).
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«*, provides the best worst-case guarantee, whatever the averaging matrix
from W_, ,) is used. The value of " depends on A and ¢. Further numer-
ical explorations are needed to guess an analytical expression for a*, but
we have observed that it decreases when either ¢ or A increases.

The impact of the step-size on the other experiments and observations
can be studied by setting & = Lt, for some i > 0. We focused on i = 1 for
comparison with the theoretical bound from Theorem 8.1. Nevertheless,
all our other observations have been confirmed? for h = 0.1,0.5, 2, 10.

Note on scaling of DGD

In the DGD analysis, we have one constant R to bound the subgradients
51> < R2 (for k = 0,...,t), and another one D to bound the initial dis-
tance to the optimum [[x? — x*||*> < D?. In our performance estimation
problem, we consider general positive values for these parameters D > 0
and R > 0 and we parametrize the step-sizeby & = RD—\]}E, for someh > 0. To
pass from this general problem to the specific case where D =land R =1,
that we actually solve, we consider the following changes of variables:
% = % fi(%i) = %fi(xi) and &= %~

These changes of variables do not alter the updates of the algorithm or
the nature of the problem. They allow expressing the worst-case guar-
antee obtained for f(xay) — f(x*) with general values of D, R, and &,
denoted w(D, R, 1), in terms of the worst-case guarantee obtained for
f(%ay) — f(¥*) with D = R = 1, denoted @(1,1, h):

w(D,R,h) = DR@(1,1,h). (8.3)

The same kind of scaling can be applied to Theorem 8.1. The theorem

is valid for general values of D and R but is specific to « = \%, which is

equivalent to picking h = %. After the scaling, we obtain the following
bound, valid for D =1, R = 1, and any value of & = % with h > 0:
mlih o 2

2Vt Vi1 -A)

2For too small step-size such as h < 0.1, the worst-case averaging matrix is no more given
by (8.2).

f(Fay) — f(&) < (8.4)
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This scaled theoretical bound is shown as a function of & = Lt, in compar-
ison with the PEP bound, in Fig. 1.2b in the introduction. When h = 1, the
bound is equivalent to the one from Theorem 8.1 with D = R = 1, which
was the focus of the numerical analysis in this section.

The bound (8.4) can be extended to any value of D > 0 and R > 0, using
the relation from equation (8.3):

ht+n 2h )

flam) = a7 < DR(*5 7 4 Sy

DIGing

The DIGing algorithm is one of the first proposed algorithms that con-
verges linearly with a constant step-size, for smooth and strongly convex
functions. Moreover, it also introduces the idea of gradient tracking which
has become a frequent technique in decentralized optimization algorithms.
Our PEP analysis reveals that the worst-case performance of DIGing is
independent of the number of agents n, unlike its theoretical guarantees
from [NOS16]. Moreover, it allows tuning the step-size correctly, and uni-
formly for all system sizes, and it largely improves on the existing theo-
retical guarantees. We also recover the worst-case averaging matrices and
confirm the robustness of the algorithm to time-varying networks.

The DIGing algorithm [NOS16], described in Algorithm 3, combines
DGD with a gradient tracking technique. Each agent i holds an estimation
s; of the average of all the local gradients and uses it in its update instead
of its own local gradient. The DIGing algorithm allows using a different
averaging matrix WX at each iteration k.

The linear convergence of DIGing has been established in [NOS16, The-
orem 3.14] provided that the local functions f; are L-smooth and y-strongly
convex (with L > u > 0); the averaging matrices are symmetric, doubly
stochastic, and have their second-largest eigenvalue A below 1 (in absolute
value); and the step-size is within the interval

ac |0 (1-4)°
"2L(1+4yn\/L/p) |

The largest accepted step-size decreases thus as (’)(ﬁ) and has also a de-
1

Ly/L/u

(8.5)

pendence in O(

) which is less favorable than the usual O(1) in opti-
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mization, leading thus often to very small values for accepted a. The spec-
tral condition on the averaging matrices (|]A| < 1) guarantees the network
connectivity at each iteration (see Proposition 2.12). Actually, [NOS16]
imposes a weaker spectral condition which only requires B-connected se-
quence of networks (see Definition 2.13). In this section, we consider the
case B = 1. Under all these conditions, [NOS16, Theorem 3.14] guarantees
the following R-linear convergence:

n
Y [xh = x*])2 < Cpley,  forallt >0, (8.6)
i=1

where C is a positive constant and py,eo € (0,1) is the convergence rate
depending on 7, A, L and y (see [NOS16, Theorem 3.14] for details about
its expression).

R-linear and Q-linear convergence

We recall the definition of the R-linear convergence and the differ-
ences with the Q-linear convergence, based on the definitions pro-
vided in [NOS16]. Suppose that a sequence {x¥} converges to x* in
some norm || - ||. We say that the convergence is:

(i) R-linear if there exists p € (0,1) and some positive constant C
such that ||x* — x*|| < Cp* for all k;

¢ ka_fo*H
[lack =]

(i) Q-linear if there exists p € (0,1) such tha
all k.

< p for

Both convergences are geometric but the Q-linear convergence is
stronger since it implies a monotonic decrease of ||x¥ — x*||, while
R-linear convergence does not. By definition, Q-linear convergence
implies R-linear convergence with the same rate but the inverse im-
plication does not hold in general.

This section analyzes the worst-case performance of DIGing using our
new PEP formulations, in the same settings as [NOS16, Theorem 3.14] to
get a fair comparison. Thus, we consider the set F, | of L-smooth and
p-strongly convex functions for local functions (Definition 3.2). As perfor-
mance criterion, we consider the same as in (8.6) but squared and scaled
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by n, so that it is scale-invariant (see Definition 6.9):
t 1 ¢ t * (12
P :EZHxi—x % (8.7)
i=1

The corresponding theoretical convergence rate for this criterion is given
by p3 ... In DIGing (Algorithm 3), the average gradient estimates are ini-
tialized as

59:Vfi(x?), fori=1,...,n.

We also consider initial conditions similar to those used implicitly in
[NOS16, Theorem 3.14]:

1 .
— Y lIx? =27 < D2, (88)
i=1
Iy Ly vraop < B2 (8.9)
ni=n i3 A .

Condition (8.8) bounds the initial performance criterion P (x°) which mea-
sures the average error of the initial iterates x?. Condition (8.9) bounds
the average error made by the agents on the initial average gradient es-
timates s?. The performance criterion and the two initial conditions are
scale-invariant, so that, by Theorem 6.13, we know the resulting worst-
case performance is independent of the number of agents n > 2. Hence,
as explained in Chapter 7, our PEP analysis will rely on the spectral agent-
dependent PEP formulation with n = 2.

To compare our results to the theoretical guarantee from [NOS16, The-
orem 3.14], we consider time-varying averaging matrices WK & Wi
for A € [0,1), i.e., each matrix is symmetric, generalized doubly stochastic,
and has all its eigenvalues in [—A, A], except A1 = 1, see (4.10). In a sec-
ond time, we will also consider constant averaging matrices in W(_ AA)
We refer to Chapter 4 for details about the spectral agent-dependent PEP
formulation. In particular, Section 4.4 presents an example for DGD, and
explains how to impose a time-constant averaging matrix or how to let it
vary over time in the PEP.

The PEP problem depends on 6 parameters: L, u, D, E, A, a. We fix
L =1and D = 1, as the results can then be scaled up to general values
using appropriate changes of variables, as explained for DGD in Section
8.1.5. The value of E is arbitrarily fixed to E = 1, but all the observations
have been confirmed for other values of E (E = 0.1 and E = 10). Different
values of the step-size « will be analyzed to understand its impact on the
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worst-case performance of the DIGing algorithm. We show the results for
representative values of y and A (4 = 0.1 and A = 0.9).

Impact of the number of agents n

As observed in Section 4.5 (Fig. 4.2), and predicted by Theorem 6.13, the
spectral PEP worst-case of DIGing in the described settings is independent
of the number of agents n (for n > 2). This differs from the theoretical
analysis of DIGing from [NOS16, Theorem 3.14] for which the range of
accepted step-sizes, as well as the convergence rate, depend on n. It ap-
pears that the worst-case performance of DIGing does not get worse when
n increases, and can be bounded uniformly for all values of n, for example
with our spectral PEP bound. Such uniform bound will allow us to better
choose the step-size a of DIGing, identically for all n. For the subsequent
analysis of the results of our spectral PEP formulation for DIGing, we fix
n = 2 for keeping a low computational complexity. Corollary 6.14 ensures
that the worst-case performance obtained with n = 2 is also valid for all
n > 2. The case n = 2 corresponds to the most favorable situation for the
theoretical results [NOS16, Theorem 3.14], which get worse as 1 increases.

Comparison between the theoretical and the spectral PEP bounds

We compare the spectral bounds obtained with PEP with the correspond-
ing guarantees obtained using p3 . , i.e., the square of the theoretical con-
vergence rate bound [NOS16, Theorem 3.14]. Fig. 8.4 shows the evolution
of both guarantees (spectral and theoretical) with the total number of it-
erations t of the algorithm, for different values of the step-size « and for
n=2,A=09and u = 0.1. The spectral bounds are always smaller than
the corresponding theoretical ones.

For the three values of a, we observe a linear decrease of the spec-
tral worst-cases, which strongly suggests a linear convergence rate. The
observed rates are listed in TABLE 8.1 below and can be compared with
the theoretical convergence rate p3 ., which are all larger. The step-size
& = 2.6 x 10~* is the one that optimizes the theoretical convergence guar-
antee Py from [NOS16, Theorem 3.14] for n = 2. For some step-sizes,
such as a = 1073, convergence is not guaranteed by [NOS16, Theorem
3.14], even when n = 2, while our observations suggest that it does occur.
And this gets worse when n becomes larger since it would require the the-
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oretical step-sizes to be smaller, i.e., xmax ~ 4X\}%74 withL =1,y = 0.1
and A = 0.9, see (8.5). Therefore, the spectral bound for DIGing helps to
significantly improve the choice of step size.

The same observations can be done for other values of y and A. In
particular, other values of y lead to the same graphs, with a different scale

for the vertical axis. We test it for 4 = 0.01 and p = 0.001.

1.001 ‘ T T T
| |—@—spectral PEP bound —_—a=10""
| |- = =theoretical bound p% | |[——a =2.6 x 107*
} a=10"3
\

0.998 ‘ : :
0 5 10 15 20 25 30

t (total number of iterations)

Fig. 8.4 Evolution with t of the spectral worst-case of ¢ iterations of DIG-
ing withn = 2, A = 09, p = 0.1, and different values of step-size a.
The corresponding theoretical rates from [NOS16, Theorem 3.14] are also
shown in comparison. Logarithmic y-axis.

step-size & | observed rate with PEP | theoretical rate p3 .

104 1-2x%x107° 1-7x%x10"°
2.6 x 1074 1-5x%x10"° 1-2x107°
103 1-2x10"*% /

Table 8.1 Theoretical [NOS16] and observed spectral PEP rates
forn =2,A =0.9, u = 0.1 and for different step-sizes a.
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8.2.3 Convergence rate analysis with PEP

Fig. 8.4 strongly suggests a linear convergence rate but the performance
guarantees only hold for the values of f tested and we cannot extrapo-
late them with certainty, e.g., the performance could explode after a larger
number of iterations. We now show how to use our PEP formulations to
obtain a guaranteed convergence rate valid for any number of iterations. The
idea is to use the same metric as an initial condition and performance mea-
sure to be able to consider the problem over only one general DIGing itera-
tion. We also need to ensure that the DIGing update preserved the assump-
tions on initial conditions. The metric we use is the weighted combination
of the two error measures (8.8) and (8.9) previously used separately in the
initialization:

1 n

,)/ n 1 n
Ph= Yl P+ LY s -2 Y VAR 610)
i=1 i=1 j=1
where 7 is a positive weighting coefficient.

Proposition 8.2 (Convergence rate of DIGing with PEP). Consider a spectral
agent-dependent PEP formulation of one iteration of DIGing with P% as perfor-
mance criterion and with the following initialization: pick any x9,s9 € RY such
that

n n
Zs? = ZVfi(x?) and 73'2 =1.
i=1 i=1

Let 0., be the optimal value of this PEP, then

PF<PE<OEPY  forally >0andk=0,1,...
Convergence is Q-linear® for P,’; (8.10) and R-linear for Pk (8.7), both with con-
vergence rate 0., depending on coefficient <.

Proof. Let M be a non-negative coefficient. One can verify that the follow-
ing changes of variables,

321- = \/Mxi, §i = \/MSI' and ﬁ(fl) = Mfl-(xl-),

do not affect the behavior of DIGing and scale both Pg and 79% by a factor
M:

PO _ 0 Pl _ 1

Py, = MP,, P, = MP,. (8.11)

3See definition of Q-linear and R-linear convergence in the above remark box
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Since Pg = 1, this means that M = 75,9. Therefore, by definition of 6., as
the optimal (maximal) value of 73%, equation (8.11) leads to

P, < 6,P. (8.12)

Equation (8.12) holds for any value of 75,? >0 (e.g., for 73,’;). Moreover, the
DIGing updates are the same for all iterations, and thus, inequality (8.12)
is valid for any iteration k

k+1 k
Py < 6,P,

provided that iterates x;‘, si-‘ also satisfy the initial condition

n

n
Y osi=Y Vfilxf), for any k. (8.13)
i=1 i=1

This condition (8.13) holds by assumption for k = 0 and is preserved by
a DIGing update with a valid averaging matrix W (see Algorithm 3 and
Definition 2.7), as

z“l zzu)l,ﬁzwz gvmxf)

i= i=1j=1

= Zs,k Y VAT - Y VA
j=1 i=1 i=1

=Y VA,
i=1

Finally, by definition of P¥ (see (8.7)) and PX, we have well that P¥ < 73$
for any k, v > 0. O

Using Proposition 8.2, we can obtain guaranteed convergence rates for
DIGing, which depend on the weighting coefficient 1, for the metric P%.
These convergence rates are also valid for P!, for all y > 0, and can thus be
compared with the observed rates from Fig. 8.4 and the theoretical conver-
gence rates (8.6) ( [NOS16, Theorem 3.14]). An exploration of the different
values for the weighting coefficient ¢ > 0 suggests that the best rates are
obtained for v = T but other rates are also valid. With v = , we recover
exactly the same rates as those observed in Fig. 8.4, but they are guar-
anteed with certainty for any number of iterations t. The spectral agent-
dependent PEP problem from Proposition 8.2 has a small size since it only
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considers one iteration, and is thus rapidly solved. The size of the problem
still increases with the number of agents n but, in many settings, including
those analyzed in this section, solving it for n = 2 provide a worst-case
performance valid for all n > 2, see Corollary 2.10.

The above approach can be applied to other algorithms provided that
their updates are identical for all iterations. It presents some parallels with
the Lyapunov approach used in [SVSL20]. Both approaches analyze the
decrease of a particular function over only one iteration. We design the
decreasing criterion P, by hand and have optimized the value of 7 to find
the smallest rate. The Lyapunov approach [SVSL20] allows easily optimiz-
ing the rate over a wider class of Lyapunov functions, which may result in
smaller rates. On the other hand, our PEP approach provides the worst-
case functions and averaging matrices resulting from the worst-case solu-
tions. It also allows comparing what happens over one iteration and over
several, and with averaging matrices that are variable or constant in time.

Impact of the step-size «

Fig. 8.5 compares the spectral rates, obtained with the spectral PEP formu-
lation from Proposition 8.2 with the theoretical ones from [NOS16, Theo-
rem 3.14] for a wide range of values for the step-size a. The spectral PEP
rates are identical for any value of n and present a first regime where they
decrease as « increases until a certain threshold step-size a*. This decrease
is numerically matching 1 — 2ua for all values of A we tested. After a*,
we observe a sharp increase in the spectral PEP rates. For y = 0.1, this
threshold step-size has been identified numerically to be given by

w2 0.44(1—A)2 (8.14)

Since the theoretical results [NOS16] depends on the value of 1, Fig. 8.5
shows different curves, corresponding to theoretical bounds on the con-
vergence rates for different numbers of agents n. All these curves also
present two regimes, however, the decrease of the first regime is slower
and the sharp increase takes place after a much lower threshold step-size.
Moreover, both the sharp increase and the threshold step-size worsen as n
increases.

Therefore, the spectral rates obtained with PEP allow for significant im-
provements in the tuning of the step-size a by choosing a larger value (a*),
which is independent of . This leads to better convergence guarantees and
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therefore to better use of DIGing. For example, in the setting of Fig. 8.5,
when n = 20, the theoretical bound requires a step-size below 10~*, while
the optimal step-size according to our spectral rate is around 4 x 10~3. This
choice of the step-size allows improving the convergence guarantee by at
least 2 orders of magnitude.

We observed the same two regimes for all the other values of y and A we
tested. However, the smaller the value of A is, the larger the gap between
the values of the theoretical and spectral convergence rate at the threshold
step-size.

1.001 T .
)
)
)
&
g
g 1 | ]
0
o
5)
2
S theoretical rate p% . (n = 20)
theoretical rate p?., (n = 10)
theoretical rate p?,, (n =5)
theoretical rate p% . (n =2)
——PEP rate 6, from Prop. 8.2 (any n)
0.999 ; ;
10 10 10 10

step-size a

Fig. 8.5 Convergence rate evolution with the step-size a for DIGing with
A = 0.9 and y = 0.1. Theoretical rates from [NOS16] are shown for differ-
ent values of n. PEP rates 0., obtained with Proposition 8.2 for ¢y = %, are
lower and allow for larger step-sizes. These rates are computed with n = 2
but the results are valid for any value of 7.
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Impact of time-varying averaging matrices

In the spectral PEP formulation, we can choose to link different iterations
together to analyze the worst-case when we use the same constant aver-
aging matrix W € W_, ,) at each iteration. We can also choose to con-
sider each consensus step independently with potentially time-varying av-
eraging matrices. For DIGing, we have chosen the second option to allow
time-varying averaging matrices and be in the same condition as [NOS16].
However, we observe that both choices lead to the same worst-case val-
ues, even though the solution achieving these worst-cases may be differ-
ent. One worst-case solution obtained with a constant matrix is therefore
also a worst-case solution of the situation with time-varying matrices. We
can thus analyze what is the worst-case constant matrix for DIGing and it
will also be valid for time-varying settings.

Worst-case averaging matrix and tightness analysis

We follow the reasoning of Section 4.3.3 to check the tightness of the ob-
tained PEP rates a posteriori, by recovering a valid worst-case averaging
matrix. Tightness is double-checked using the exact agent-dependent PEP
formulation with this worst-case averaging matrix. When the step-size a is
optimized, i.e., equal to the threshold value a*, we observe that the spec-
tral PEP solutions for DIGing allow recovering a valid worst-case averag-
ing matrix, which is the same as for DGD, i.e., W* € W(_),a) from (8.2),
see details in Section 4.5.2. This matrix is only determined by the value
of A and n and the remainder it produces ||Y — W*X|| is always close to
zero in the described settings, with « = a*. The same worst-case matrix is
also recovered for larger step-size «. The bounds obtained using the exact
PEP formulation with this specific matrix W* exactly match the correspond-
ing spectral bounds, within numerical errors. This means that the spectral
PEP formulation, even though it is a relaxation, provides a tight performance
bound for DIGing with symmetric generalized doubly stochastic matrices
and sufficiently large step-size.

In summary Our spectral PEP formulation provides numerical tight con-
vergence rates for DIGing that are independent of the number of agents
n and allows for better tuning of the constant step-size a, leading to more
efficient use of the DIGing algorithm.
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Accelerated Distributed Nesterov Gradient Descent

We now analyze the accelerated distributed Nesterov gradient descent
(Acc-DNGD) algorithm proposed in [QL19]. We focus on the version de-
signed for convex (not necessarily strongly convex) and L-smooth func-
tions, described in Algorithm 4. It achieves one of the best convergence
rates proven in such setting, i.e. O (tl4%€> for any € € (0,1.4), but there
remain several open questions on the choice of parameters and actual per-
formance. We show how our PEP techniques allow shedding light on these
questions. To maintain consistent notations throughout the thesis, we use
notations that are slightly different from those in the original paper [QL19].
Here, o denotes the diminishing step-size and 6} denotes a weighting fac-
tor. Each agent i keeps variables x;, v;, y;, and s;. The variables s; are local
gradient tracking variables allowing each agent to estimate the average
gradient 1 Y7 | V£i(y;). The step-size ay is diminishing as
«

N =

where & € ( , L) B € (0,2) and kg > 1. The sequence of 6; starts with

6o = VaoL € (0,1) and the next element of the sequence is each time
computed as the unique solution in (0, 1) of

2 Xf4+1 2
=—"(1-6 07.
O o ( e1)0%

Algorithm 4 Acc-DNGD

Input: averaging matrix W € R"*" and sequences «j and 6y,
Initialize x) = v = ) = 0and s? = V£(0) for all i,

Fork =0, 1 and i=1,.
k+1
Z w]y] st
k1 _ v K0k k
Ul» = Z wijv]- — 9751"
j=1 k

k+1 k+1 k+1
vih = O (1= )t

skl = Z wish + VAT = VA,
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Theoretical performance guarantee from [QL19]

The convergence result [QL19, Theorem 4] guarantees that the algorithm
achieves an average functional error bounded as

f(xh) — f(x*) < O(tzi_ﬁ) for B € (0.6,2).

of f. This convergence guarantee for KCC-DNGD only holds under specific
conditions concerning the values of « and ko [QL19, Theorem 4]. These
assumptions seem strong since they impose, in particular, that « tends to
0 and kg tends to co both when A(W) tends to 1 (disconnected graph) and
to 0 (fully connected graph). As detailed in Section 2.3.2, A(W) denotes
the second-largest eigenvalue modulus of the averaging matrix W and is
related to the connectivity of the underlying graph.

Recall that f(x) = %Z?:l filx), xt =1 Yi 4 xt and x* is a finite minimizer

Conjectures The authors of [QL19] conjecture that

(i) Exact values of parameters «, kg do not actually matter and we can
choose values that are not satisfying assumptions from [QL19, The-
orem 4], and still obtain a rate of O(tz%ﬂ) For example, authors
of [QL19] used &« = i, ko = 1 in their numerical experiments with
B = 0.61.

(ii) Choosing B € [0,0.6] leads to the same rate (’)(tz%ﬁ). The case =0
uses constant step-size a and is important because it would lead to a
rate (’)(%2), i.e., the best possible rate in a centralized framework for
similar settings [Nes18, Theorem 2.1.7].

(iii) The uncoordinated initial condition s? = Vfi(y?) leads to the same
convergence rates for the algorithm as the condition s;(0) = V£(0) =
Ly | V£i(0) used in the proof in [QL19] and which, in practice, re-
quires agents to perform an initial consensus averaging protocol.

Performance analysis with PEP

The described performance evaluation settings satisfy conditions from
Theorem 6.13 (part 2), so that we know the resulting worst-case perfor-
mance is independent of the number of agents. Therefore, as explained
in Chapter 7, we use the spectral agent-dependent PEP formulation with
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n = 2 agents to analyze Acc-DNGD in these settings. By Corollary 6.14, the
obtained performance is valid for any number of agents n > 2. This PEP
analysis will allow us to get a better idea of the impact of the parameters
on the algorithm performance and to nuance the conjectures of [QL19].

Fig. 8.6 shows the evolution of the PEP worst-case average functional
error f(x') — f(x*) with the total number of iterations £. We consider a
symmetric range of eigenvalues —A~ = A" = A, and thus we obtain spec-
tral bounds valid over the entire class of averaging matrices W_, ;). The
results are shown for different values of §, « and A, while L, n and ko
are fixed. Fig. 8.6 aims at testing the conjectures (i) and (ii). To test (ii),
about the validity range of 8, conjectured to extend below 0.6, we choose
B = {0,0.1,0.3,0.5}. To compare with proven valid values of § and test
conjecture (i), we also choose g = {0.61,1}. We choose A = {0,0.75} and
a = {0.05,0.5} to have two representative values for each parameter (small
and large). We fix L = 1, because the results for other values of L can be
recovered by scaling, and ky = 1 for simplicity and because it does not af-
fect the long-term evolution of the performance. In particular, the value of
ko has no impact when § = 0, see (8.15).

(i) Impact of the initial step-size « We observe that the value of « in-
fluences the performance of the algorithm. Indeed, when « becomes larger
(e.g., from Fig. 8.6a, 8.6b to Fig. 8.6c, 8.6d), the worst-case functional er-
ror decreases faster in a first phase but it sometimes explodes afterward,
preventing the algorithm to converge. This occurs for example when f is
too small (e.g., B = 0 and § = 0.1 in Fig. 8.6c) or when A is too large
(e.g., in Fig. 8.6d and 8.6b where A = 0.75). In Fig. 8.6d, this sharp in-
crease even occurs in the experimental setting of [QL19], i.e., & = 5~ = 0.5
and B = 0.61 (green line). These observations contradict conjecture (i) as
currently stated.

(ii) Small values for B We observe in Fig. 8.6 that the curves for = 0.5
and B = 0.61 behave similarly in all the different plots. This suggests that
the worst-case values present no phase transition at § = 0.6, and therefore,
supports conjecture (ii) claiming that values of 8 lower than 0.6 also pro-
vide rates O(tz%ﬁ), including the case f = 0. The curves for § = 0 appear
indeed to approach a decrease in O(%z), as conjectured in [QL19], but only
in Fig. 8.6a where the values « and A are sufficiently small. Indeed, the rate
(’)(tlz) cannot be observed for larger values of &« or A where PEP problems
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may become unbounded (see Figures 8.6b, 8.6c and 8.6d). Therefore, the
« parameter should be tuned according to the values of A and the choice
of B. Qualitatively, we can see that it must decrease when A increases or
when 8 decreases. See Fig. 8.7 for tuning « with = 0,t =10and A =0
or A = 0.75. Further analysis should be performed to tune the value of «
in general. Having sufficiently small step-sizes a seems thus to be the key
for conjecture (ii) to be true. Since smaller values for § appear to require
a smaller step-size, the performance would approach the convergence rate
(’)(tz%ﬁ) more slowly in that case. However, even with well-tuned «, we
cannot exclude that the worst-case performance of Acc-DNGD does not
explode after a large number of iterations in some cases, as is the case in an
early phase for some settings in Fig. 8.6.

= =
I 10" | 10
& ——5-0 ———5-061 & e f3=0 —+—B=061 ..
= 02k —e—p=01 =1 = o2k|—e—8=0.1 B=1 Seo
B=03===-0(%) B=03=-=-0(%) o
——f3=05 ——(3=05 ~
-3 -3
1 10° 10t 102 w0 10° 10t 102
t (total number of iterations) t (total number of iterations)
(@) x=0.05,1=0 (b) & = 0.05, A = 0.75

f@) = fa)

5 —e—f3=0 —e—f3=061 ——f3=0 ——p3=061
= 02 h—e—p =01 B=1 102F|—e—B =01 B=1
5=03---0(k) =03---0() |~
——3=05 S~ | ——03=05 \\
10 - 10° -
10° 10* 102 10° 10t 102
t (total number of iterations) t (total number of iterations)
(c)a=05A=0 (d) «a =05,A=0.75

Fig. 8.6 Evolution with t of the worst-case average functional error
f(x') — f(x*) for Acc-DNGD, obtained with the spectral PEP formulation,
withn = 2, L = 1 and k9 = 1. Different values of B, « and A are shown.
Dashed lines show curves evolving in O(tlz), which corresponds to the
rate conjectured in [QL19] when = 0. This asymptotic rate is reached for
B = 0 only when « is sufficiently small.
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Fig. 8.7 Evolution with a of the worst-case performance of ¢t = 10 it-

erations of Acc-DNGD, obtained with the spectral PEP formulation, with
n=2L=1ky=1and § = 0. The plot compares the coordinated ini-

tialization described in Algorithm 4 and the uncoordinated initialization
(8.16)-(8.17) for A = 0and A = 0.75.

(iii) Initial conditions Fig. 8.7 aims at testing conjecture (iii) about the
initial conditions used for the algorithm. The figure shows the evolution of
the worst-case performance of Acc-DNGD with parameter «, both for the
coordinated initial conditions described in Algorithm 4 and for the unco-
ordinated initial conditions (8.16)-(8.17), described below:

W= =y eRY, and 0= V@),

Ly i,0 2 Iy 1y 0y12
- Y ollx) —x*[|* <1, and - Y llsi — - Y VA <1 817)
i=1 1 ]':1

(8.16)

These conditions are less restrictive than those in Algorithm 4 and do not
require initial coordination between agents. They are similar to the condi-
tions used in the DIGing algorithm, see Section 8.2. The inequalities (8.17)
involve initial points from all the agents, but they are only used in the per-
formance analysis of the algorithm and not by agents to determine their
initial points in practice. In Fig. 8.7, we observe that the different values
of A and the different initializations all lead to the same decay phase with
«, but that they differ in the threshold value «; at which the performance
starts to increase with a. Therefore, these different settings lead to the same
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worst-case performance for a sufficiently small, but have different optimal
values for the choice of parameter &. Uncoordinated initial conditions re-
quire a smaller value for a than the coordinated ones. Moreover, large
values for A also require a smaller value for «. We conclude that conjecture
(iii) seems to hold for values of « sufficiently small. However, we reveal
that the initialization impacts the tuning of parameter «.

Tightness analysis The worst-case averaging matrix that is recovered
from the spectral PEP formulation for Acc-DNGD is again W* from (8.2),
as it was the case for DGD and DIGing. For Acc-DNGD also, the bounds
obtained using the exact PEP formulation with this specific matrix W* ex-
actly match the corresponding spectral bounds, within numerical errors.
This means that the spectral PEP formulation, even though it is a relax-
ation, provides a tight performance bound for Acc-DNGD with symmetric
generalized doubly stochastic matrices.

Recent theoretical results from [LL21]

The recent preprint [LL21] proposes a reformulation of Algorithm 4 with
constant step-size «, corresponding to the case f = 0 in (8.15). The algo-
rithm is called Acc-GT. For smooth convex functions, it differs from Acc-
DNGD only in the update order and notations. The initialization also re-
quires an initial coordination step, to ensure all the agents start with the
same points. However, Acc-GT extends differently than Acc-DNGD to
strongly convex functions. In [LL21], the authors provide a refined the-
oretical analysis of the algorithm and prove a convergence in O(tlz) for
smooth convex functions, which confirms conjecture (ii) for § = 0. More-
over, their analysis also provides dependence to the problem parameters

(L and A), so that we know the algorithm requires O (ﬁ \/g ) gradients
computation and rounds of communications to find a solution such that
f(®) — f(x*) < e. This complexity has the optimal dependence on the
precision € and the smoothness parameter L, matching that of the classi-
cal centralized accelerated gradient method (see Table 2.1). However, the
dependence on the network connectivity (1 — A) is not optimal. This de-
pendence can be improved by considering an inner loop with multiple con-
sensus steps, such as the Chebyshev acceleration, when the averaging ma-
trix is time-invariant, see [LL21] for details. Finally, in [LL21], the authors
provide similar convergence guarantees when the three consensus steps
involved in the updates use different averaging matrices, and also when
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these averaging matrices are time-varying. While these results represent
major progresses, they require very specific and small step-sizes, that we
suspect to be conservative. Our PEP analysis can be efficient in determin-
ing wider ranges of validity for the convergence results.

EXTRA

In this section, we leverage our compact PEP formulation, developed in
Chapter 6 by using equivalence classes of agents, to evaluate the per-
formance of the EXTRA algorithm [SLWY14] in advanced settings, and
the performance evolution with system size n. This provides totally new
insights into the worst-case performance of the algorithm. The EXTRA
method, described in Algorithm 2, is a well-known distributed optimiza-
tion method that was introduced in [SLWY14] and further developed in
[SLWY15,]Jak18,LL20], see Section 2.4 for more details.

Theoretical performance guarantees from [LL20] The sharpest conver-
gence results for EXTRA, with W= %, are given in [LL20], and summa-
rized below for the strongly convex case.

Theorem 8.3 (Theoretical performance guarantee for EXTRA [LL20]). We
consider the decentralized optimization problem (2.1) with optimal solution x* €
RY. Under the following assumptions,

1. All local functions are L-smooth and y-strongly convex, with 0 < u <L,

fi€ FuL foralli=1,...,n;
2. Averaging matrix W € W_, ») (4.10), with A € [0,1), and W = @;
3. The starting points satisfy, for some constant D € R,R € R,
|29 —x*|2<D*  and VA <R foralli=1,...,n;
the EXTRA algorithm with o = ﬁ guarantees that

2, R2
P(t) = f(x') — f(x*) < (1—1)f LD%I;/L, (function error) (8.18)

n 2, p2/72
Py(t) == % Yo —xP<(1-1) %, (iterate error)  (8.19)
i=1

1
Z )

Proof. Bounds (8.18) and (8.19) directly follow from [LL20, Corollary 1]. O

~t — 1y t —
wherex' = 5 YL x; and T =
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For comparison purposes, our PEP-based analysis of EXTRA will use
the same assumptions as in Theorem 8.3, with L =1, 4 = 0.1, A = 0.5,
D = 1and R = 1, unless otherwise specified. Our compact PEP formula-
tion, with equivalence classes of agents (Chapter 6), also enables the analy-
sis of a variety of settings other than those of Theorem 8.3, many of which
have not yet been studied in the literature. In this section, we explore, in
particular, the performance of the worst agent, the k-th percentile perfor-
mance, and the performance under agent heterogeneity in the classes of
local functions. Other possible settings include agent heterogeneity in the
initial conditions, the network topology, the algorithm parameters, or algo-
rithm execution. For example, it could be used to analyze the performance
of an algorithm when there is a subset of malicious agents.

Performance of the worst agent

Classical analysis of distributed optimization algorithms often focuses on
performance metrics averaged over all the agents, namely

PO =) S o P =g Ll X 620

where ¥’ = % Y xf. Theoretical guarantees on these criteria for EXTRA
are given in (8.18) and (8.19) from Theorem 8.3. As we have seen in Chapter
6, these error criteria are scale-invariant and lead to performance bounds
that are independent of the number of agents # (see Theorem 6.13) and are
therefore easier to treat analytically. However, there exist other relevant
performance measures that are more difficult to analyze and for which
there are few or no results. This is the case of the performance of the worst
agent in the network,

Praworst(t) = max f(xj) - f(x") (821)
or Pyworst(t) = max |2t — x*|?, (8.22)
ie
where V = {1,. .., n} is the set of agents in the network. To analyze these

performance measures using PEP, we need to fix (arbitrarily) the agent that
will be the worst one and use it in the PEP objective:

fld) = fx®) or fxg =%,

The maximization of such objectives ensures that agent 1 will be the one
with the largest error (on f or x). Indeed, if another agent j has a larger er-
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ror, then the permutation of variables of agents 1 and j in the PEP solution
would lead to another feasible PEP solution with a larger objective. Agent
1 will thus receive a specific role in the PEP solution and is not equivalent
to the n — 1 others. We can formulate a compact PEP using two equivalence
classes of agents

YV =A{1} and Vo =A2,...,n},
and applying the theory developed in Section 6.3.

The worst agent functions error Figure 8.8 shows the evolution of Py
and P orst With the size of the network, for 15 iterations of the EXTRA
algorithm. These results have been computed with the compact PEP for-
mulation (from Chapter 6) and validated with the agent-dependent PEP
formulation (from Chapter 4) for small values of n, for verification pur-
poses. However, as n becomes larger, this agent-dependent formulation
becomes computationally intractable, reaching an SDP size of 325 x 325
for n = 10 (and t = 15). This limitation precisely motivated the develop-
ment of the compact symmetrized PEP formulations from Chapter 6.

Firstly, Figure 8.8 shows that the PEP bound for the average perfor-
mance Py is well constant over 1, as predicted by Theorem 6.13, and out-
performs the theoretical bound from [LL20, Corollary 2], which requires
2750 iterations to guarantee the same error as the PEP bounds after 15 iter-
ations. The theoretical bound is valid for a step-size a = ﬁ, while the PEP
bound is shown for an optimized step-size a* = %, which minimizes
the bound. Since the bound is constant over n, the value of the optimized
step-size can be used for any system size, however, it may depend on other
settings, such as the range of eigenvalues for W: [A~,AT].

Then, Figure 8.8 also shows that the PEP bound for the worst agent
Pf worst (in red) is scaling sublinearly with the number of agents n. Using
the constant step-size a* = % (plain red line), we obtain a logarithmic
slope of 0.92. The step-size can also be tuned with respect to Py yorst, and
would then have a different value for each value of 1, denoted a3, (n). Us-
ing a, (n) (dashed red line), we obtain a logarithmic slope of 0.67, which
means the scaling with # is less important when using suitable step-sizes.
In our case, the step-sizes a3, (n) are diminishing in % However, these
smaller step-sizes deteriorate the average performance Ps (dashed blue
line). There is currently no theoretical guarantee for the worst agent func-
tions error Py yorst (8.21) of EXTRA to compare with, and our analysis is
pioneering in this field.
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Fig. 8.8 Comparison of the average functional error Pf(t) (8.20) and the
worst functional error Py orst(f) (8.21) for t = 15 iteration of the EXTRA
algorithm and their evolution with the number of agents # in the system.
The plot shows (i) the constant theoretical bound on Py (8.18), in black, (ii)
the PEP bounds on the function error of the worst agent Pf yorst, Scaling
sublinearly with 7, in red and (iii) the PEP bounds for the function error
of the average iterate Py, in blue. The constant step-size a* has been opti-
mized for the performance criterion Pf(15) and leads to a bound constant
with n (plain blue line). Step-sizes can also be optimized with respect to
Py worst (15), leading to smaller step-sizes ay, (1) decreasing as ﬁ They im-
prove the guarantee for Py yorst and its scaling with n but they deteriorate
the corresponding guarantee for Pr (see dashed lines). Parameter values:
L=1,u=01and A =0.5.
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The worst agent iterate error There is currently no theoretical guarantee
for the worst agent iterate error Py worst (8.22) of EXTRA in the literature,
but one could derive* a conservative bound on Py worst from (8.19), scaling
linearly with the number of agents n. Using the compact PEP formulation
from Chapter 6, we can analyze such performance metric accurately and
show that the performance of the worst agent Py worst for EXTRA actually
scales sublinearly with 7, as shown in Figure 8.9. Figure 8.9 shows PEP-
based bounds for Py and Py worst. The observations are similar to those of
Figure 8.8. The PEP bound for the average performance P is constant over
n, as predicted by Theorem 6.13 and the corresponding optimized step-size
isa* = 0.78, for L = 1 and p = 0.1. Moreover, the PEP bound for the worst
agent Py worst is scaling sublinearly with the number of agents n. Using
the constant step-size a* = 0.78 (plain red line), we obtain a logarithmic
slope of 0.82. As previously, the step-size can also be tuned with respect to
Py worst, and would then have a different value for each value of n, denoted
aj,(n). Using the optimal diminishing step-sizes a3, (1) (dashed red line),
we obtain a logarithmic slope of 0.60, which means the scaling with # is less
important when using suitable step-sizes. These smaller step-sizes only
slightly deteriorate the average performance Py (dashed blue line).

The 80-th percentile of the agent performance

In some cases, the performance of the worst agent may not be the most
appropriate performance measure. When the network is very large, the
performance of the worst agent can be terribly bad, while the average per-
formance is good. Using our PEP approach, we can consider other per-
formance measures that were so far completely out of reach of theoretical
analysis. Inspired by statistical approaches, we propose here to analyze
the k-th percentile in the distribution of the individual performance of each
agent. In this experiment we have chosen the 80-th percentile, that is the
performance of the worst agent, after excluding the 20% worst agents. In
other words, it measures the error at or below which 80% of the agents fall
in the worst-case scenario. The performance of the worst agent, analyzed
in the previous subsection, can be seen as the 100-th percentile of the agent
performance and can be analyzed via PEP using two equivalence classes
of agents.

4Using the fact that max;ey [|x} — x*||2 < Y7y [|lxf — x*||2.
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Fig. 8.9 Comparison of the average iterate error Py(t) (8.20), the worst
iterate error Py worst(t) (8.22) and the 80-th percentile iterate error Py go(t)
(8.23) for t = 15 iterations of the EXTRA algorithm and their evolution with
the number of agents n in the system. The plot shows (i) the PEP bounds
on the iterate error of the worst agent Py worst, scaling sublinearly with 7, in
red, (ii) the PEP bound on the 80-th percentile iterate error P, gy, in green,
and (iii) the PEP bounds for the average iterate error Py, in blue. The con-
stant step-size a* has been hand-tuned for the performance criterion Py (15)
and leads to a bound constant with n (plain blue line). Step-sizes can also
be hand-tuned with respect to Py worst(15), leading to smaller step-sizes
aj,(n). They improve the guarantee for Py worst and its scaling with n with-
out deteriorating too much the corresponding guarantee for Py (see dashed
lines). Parameter values: L =1, » = 0.1,and A = 0.5.
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When considering smaller percentiles, such as the 80-th, we can formulate
a compact PEP using three equivalence classes of agents:

Vi ={1,...,02n}, Vo, ={02n+1}, Vs ={02n+2,...,n},

where we assume 7 can be divided by 5. The class V; contains the 20%
worst agents to exclude, the class V, contains the agent for which the in-
dividual performance will provide the 80-th percentile, and V3 contains
all the other agents. The PEP will therefore maximize the performance of
agent i € 1, and imposes that the performance of each agent j € V; is
larger:

Prgo(t) = maximum xb—x*||2 withie V 8.23
ot = i Il ? (529
s.t. Hx]t —x*2 > [xd — x||? forallj € Vy,

All the other PEP constraints.
In problem (8.23), the squared norms || x! — x*||? can be written as (e, —
ex+)TGY (e, — ex+) with u chosen according to the class V, containing agent
i. Details about the explicit construction of compact PEP formulations are
given in Appendix 6.A.

Figure 8.9 shows the evolution of P, gy with the size of the network,
for 15 iterations of the EXTRA algorithm (green line). We observe that the
scaling of Pygp with the number of agents n is very limited and quickly
reaches a plateau, making this performance almost as good as the average
performance Py. Moreover, the optimal step-size for this bound, denoted
gy, is independent of n and, in this case, it stays close to a*, optimized for
Py. The value of the plateau for Py gy has been confirmed by solving the
compact PEP with n tending to oo, as described at the end of Section 6.3.

Figure 8.10 shows the evolution with k of the k-th percentile of the agent
performance for EXTRA, when n — oco. We see that the limit of the k-th
percentile performance is finite for all values of k € (0,100) and has a verti-
cal asymptote in k = 100. The 100-th percentile computes the performance
of the worst agent and grows well to infinity with n (see Figure 8.9). Ac-
cording to Figure 8.10, the value of the k-th percentile performance first
increases slowly with k, and then it starts to blow up after some threshold
on k, depending on t, to match the vertical asymptote in k = 100. This
means that it seems useful to exclude a small part of the worst agents in
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Fig. 8.10 Evolution with k of the k-th percentile of the agent performance
for t iterations of EXTRA, when the number of agents tends to infinity (n —
o). Different total numbers of iterations t are compared. Parameter values:
step-sizea =a* =078, L =1, 4 =0.1,and A = 0.5.

the performance metric, e.g., 10-20% in the settings we are considering,
but not more. Moreover, the k-th percentile of EXTRA for n — oo seems to
converge geometrically. Indeed, in Figure 8.10, when considering 5 more
iterations in total, the k-th percentile improves by a factor between 2.2 and
3.2, depending on k.

Remark 8.4. Figures 8.9 and 8.10 show the performance of EXTRA for rather
well-connected averaging matrices (A = 0.5). Similar results and observa-
tions can be obtained for larger ranges of eigenvalues, i.e.,, A € (0.5,1), but
this would require more iterations to get small errors.

Performance under local functions heterogeneity

In many applications, the agents hold local functions sharing general prop-
erties, e.g., convexity or smoothness, but it is unlikely that all the local
functions have exactly the same characterization for these properties. For
example, the local functions can be y;-strongly convex and L;-smooth, but
with different parameters y; and L; for each i. In general, the performance
is then computed by considering that all the local functions have the worst
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parameters:
Y = min y; and L =maxL,.
1 1

In this experiment, we analyze the gain in the performance guarantee
when instead of considering f; € . for all i, we consider two equiva-
lence classes of agents V; and V; such that

fi€ Fy, forallieVy and f; € Fy,; forallie€ ).

These two classes of agents manipulate functions with two different con-
dition numbers x; = % and x, = % Figure 8.11 shows the situation
where L = 1, p; = 0.01 and yp = 0.1, for different sizes of classes V,
and V,. We observe that the guarantees for EXTRA only depend on the

relative composition of each class V; and V, but not on the total number
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Fig. 8.11 Evolution with the number of agents n of the worst-case av-
erage distance to optimum Py (t) (8.20) for 15 iterations of EXTRA with
two equivalence classes of agents V; and V, using each a different condi-
tion number for their function class. The agents in V; hold 1-smooth and
0.01-strongly convex local functions (x; = 100) and the agents in V), hold 1-
smooth and 0.1-strongly convex local functions (x; = 10). The guarantees
are independent of the total number of agents # and only depend on the
proportion of agents in each class. In this experiment, we set the step-size
to « = 0.21, which is optimal for the case where all the agents are in V;
(L=1,u=0.01),and weset A = 0.5.
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of agents n. This observation has been confirmed by solving the compact
PEPs for n tending to oo (see Section 6.3.2). In Figure 8.11, when 20% of the
agents pass from the class V; to the class V», the worst-case guarantee is
improved by a constant factor 0.9. This improving factor can be linked to
the worst-case guarantees obtained with a uniform value for x in the local
functions (x = 100 or ¥ = 10 for all the agents) and motivates conjecture
8.5 below. One hypothesis is that the important conditioning is the one
of the global function f(x) = 1y, fi(x). When 6n agents hold a local
function in 7, ; and (1 — 6)n agents hold one in F,, 1, the global function
f(x) isin Fy,, 4 (1-g)u, 1, by Definition 3.2 of F, | functions. Therefore, we
have tested our hypothesis by comparing the performance of EXTRA un-
der local functions heterogeneity and the performance when all the local
functions are in Fy,, , (1_g),,, .- We have observed that both situations pro-
vide the same worst-case performance, which confirms that the important
condition number is indeed that of the global function f(x).

Conjecture 8.5. Let Py'"2(t,0) be the performance guarantee on the iterates av-
erage error (8.20) after t iterations of EXTRA with On agents with local functions
in Fy,,L and (1 — 0)n agents with local functions in F, 1, for 0 € [0,1]. Let
Pyl (t), P2(t), and PX(t) be the worst-case errors of t iterations of the EXTRA
algorithm with uniform conditioning for all the local functions, respectively with
Ll, Logndx = 0 L Vi) By definition, we have

K=u 2=, O +(1-6

Py (t) = Py (4,1)  and P2 (t) = Py (t,0)

We conjecture that the performance Py (t,0) is related to the performance with
uniform conditioning Py (t), Py (t), and PX(t), as follows

P2 (t,0) = (Pfl(t))e(sz(t))lfa, forallt >0,x1,k >0and 6 € [0,1],

P2 (t,0) = PE(t), forallt >0, %1,k > 0and 6 € [0,1].

In addition to the values of «, k¥, and 6 shown in Figure 8.11, this con-
jecture has been verified for different other values of x1, ¥ and 6. It can
also be extended to any number of agent equivalence classes, associated
with different values of x. For example, we have verified it with 3 classes
of agents. This results in much tighter bounds in cases where only a few
agents in the system hold ill-conditioned local functions. As a future di-
rection, this also allows exploring situations where the agents hold totally
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different types of local functions, e.g., strongly convex (y > 0), convex
(4 = 0) and weakly convex (u < 0) functions, or smooth and non-smooth
functions. This conjecture would have been difficult to guess without the
PEP tool and the compact formulation developed in Chapter 6.

Comparison of algorithms

In this section, we compare different decentralized optimization algo-
rithms on a fair basis, to know which ones are the best to use in which
cases. We will see that a slight variant of an algorithm can lead to substan-
tial improvement in its worst-case performance (like the ATC variant of
DIGing). Moreover, we also show how the performance of the algorithms
adapts if the averaging matrices are time-varying.

In the literature, the convergence analysis of algorithms applies to dif-
ferent performance criteria or initial conditions, making it difficult to com-
pare them fairly. Moreover, the level of tightness can vary from one guar-
antee to the other, which can make the comparison meaningless. Our
framework enables easy comparison of algorithms based on their worst-
case performance PEP bounds. In this section, we propose to compare the
performance of different algorithms over t iterations, in the following set-
tings:

¢ Performance measure: the agent average of the last local iterate error,

1 & .
Pr(t) = — 3 [l = x7|. (824)
i=1

* Class of functions: 7,1, i.e., L-smooth and y-strongly convex func-
tions (Definition 3.2).

¢ Initial conditions: the initial iterates x(l), een, x% e R4 satisfy

=

1
SVl < D
i

1 o 1
;i:ZlHVﬁ(xf)—;

= &

V(D) < B

j=1
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* Class of averaging matrices: W _, ,) for A € [0,1), i.e., symmetric
averaging matrices with eigenvalues Ay, ..., A, € [—A, A], see (4.10).

These common settings satisfy conditions of Theorem 6.13, meaning that
the worst-case bounds for algorithms from .Ap, with coordinated” param-
eters, are independent of the number of agents. In that case, as explained
in Chapter 7, we use the spectral agent-dependent PEP formulation with
n = 2, and we obtain worst-case bounds that are valid for all # > 2. There-
fore, our comparisons are valid over the entire spectral class of networks
W(f A A) for all network sizes n > 2.
We compare the following decentralized optimization algorithms:

¢ DIGing [NOS16], see Algorithm 3, with the optimized step-size a* =
0.44(1 — A)? (8.14).

¢ ATC-DIGing [NOSU17], see equations (2.14)-(2.15), with an ad-hoc
optimized step-size «.

o EXTRA [SLWY14], see Algorithm 2, with W = %(W + I) and an ad-
hoc optimized step-size.

* Acc-DNGD-SC [QL19], which is a variant of Algorithm 4 with con-
stant parameters and is suited to smooth and strongly convex func-
tions. We used an ad-hoc optimized step-size «.

® Acc-GT [LL21], which is another variant of Algorithm 4 with con-
stant parameters, is suited to smooth and strongly convex functions
and has a better proven convergence rate than Acc-DNGD-SC (for
the functional error). We used an ad-hoc optimized step-size «.

In our experiments, weset D =1, E =1, y = 0.1, and L = 1, but results
for general values of D and L can be recovered by scaling.

Fig. 8.12 compares the algorithms in these settings, after t = 10 iter-
ations, for different ranges of eigenvalues A, and for both, time-invariant
and time-varying averaging matrices.

¢ Time-invariant averaging matrices. It means that the same matrix is
used for each consensus. As explained in Chapter 4, this is ensured
in PEP by imposing conditions from Corollary 4.8 to all consensus
steps at once.

5Equal for all agents.
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* Time-varying averaging matrices. It means that each consensus step
can potentially use a different matrix from the same spectral class
W(_4,1)- In particular, since A < 1, each averaging matrix is asso-
ciated with a connected graph (see Proposition 2.12) As explained in
Section 4.4, in that case, the conditions from Corollary 4.8 are applied
separately to each consensus steps in PEP.

In both cases, the step-sizes of the algorithms are optimized for each value
of A. We also compare the algorithm performances with the following sim-
ple lower bound, valid for any algorithm in Ap that uses at most three
consensus steps per iteration.

Proposition 8.6 (Lower complexity bound for Py). Let A € Ap be any de-
centralized optimization method with updates using at most 3 consensus steps
and information from past iterates only. There are local functions f; € JF,

(i =1,...,n) and an averaging matrix in W € W_, ,) such that the iterate

error Py(t) = % "ot —xx)?

be lower-bounded as

, after t iterations of algorithm A using W, can

Pr(t) > o' Pr(0), withp = max{ (\\/f;:)z, )\3}, (8.25)

where x = ?Ll is the condition number of the local functions.

Proof. The lower bound (8.25) is obtained by combining the lower bound of
centralized algorithms and the lower bound of a linear average consensus
protocol. In the same settings, a decentralized optimization algorithm can-
not converge faster than a centralized algorithm (in terms of number of it-
erations). For smooth and strongly convex functions, the centralized lower
complexity rate for a first-order optimization algorithm that linearly com-

bines information from past iterates is (%;})2 [Nes18, Theorem 2.1.13].
Moreover, a decentralized optimization algorithm needs to achieve con-
sensus between the agents. For communications, algorithm A € Ap can
only use linear average consensus steps (2.18) in its updates and can there-
fore not reach consensus faster than pure linear average consensus steps
(2.7), when it applies to local functions with sufficiently different optimal
solutions. The convergence rate of pure average consensus steps with av-
eraging matrices from W _, ) is A, see Corollary 2.10. Since each iteration
of algorithm A can perform at most 3 consensus steps, the best consensus
convergence rate that can be achieved during one iteration of Ais A3. O
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nl ——DIGing
Acc-GT
09F Acc-DNGD-SC
o8k —EXTRA
—— ATC-DIGing
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=077y ————— Lower bound
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Fig. 8.12 Comparison of the PEP worst-case iterate error Py (8.24) of dif-
ferent algorithms, after t = 10 iterations with time-invariant and time-
varying averaging matrices. Evolution is shown with the range of eigen-
values [—A, A]. Local functions f; € F, 1 foralli ( = 0.1, L = 1) and
optimized constant step-sizes.

Analysis of the results

Different analyses and observations can be made in Fig. 8.12.

Robustness to time-varying averaging matrices We see in Fig. 8.12 that,
unlike EXTRA, the DIGing, ATC-DIGing, Acc-GT, and Acc-DNGD-5C al-
gorithms have exactly the same worst-case performance for time-varying
or time-invariant matrices and are therefore robust to time-varying con-
nected networks. All these methods rely on the gradient tracking tech-
nique, which uses a dynamic average consensus protocol to allow agents
to estimate the value of the global gradient. This suggests that the gradient
tracking technique is effective for handling time-varying averaging ma-
trices. This was known for DIGing and Acc-GT but not for ATC-DIGing
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and Acc-DNGD-SC, for which we provide the first® worst-case analysis
with time-varying graphs. Moreover, the worst-case behavior of EXTRA
with time-varying matrices was also unknown since its theoretical analy-
ses, e.g., [SLWY14, LL20], only focus on time-invariant settings. As we can
see in Fig. 8.12, EXTRA is not robust to time-varying averaging matrices
since its performance (after ¢ = 10 iterations) with time-varying averaging
matrices is always larger than with time-invariant ones, except when A is
close to 0. When A increases, the EXTRA performance with time-varying
averaging matrices explodes. This observation is consistent with the fact
that the Lyapunov analysis from [SVSL20] (see Section 3.5) does not pro-
vide any convergence guarantee for EXTRA with similar settings when
A > 0.6. Indeed, this methodology evaluates the performance over one
iteration of the algorithm and can therefore only consider the case where
the averaging matrices are time-varying.

Accelerated algorithms While Acc-GT has a better proven convergence
rate (for the functional error) than Acc-DNGD-5C, Fig. 8.12 shows that
both algorithms perform similarly after + = 10 iterations for criterion Py
(8.24). Acc-DNGD-SC is even a bit better than Acc-GT for small A (up to
13%). Moreover, while the algorithms are accelerated and have (proven)
convergence rates with a better dependence on the function condition-
ing, they do not perform better than ATC-DIGing or EXTRA (with time-
invariant matrices) after t = 10 iterations. Similar observations hold for
t =20 and t = 30. We expect that the convergence rates of Acc-GT and
Acc-DNGD-SC have a large hidden constant and should become effective
after a larger number of iterations, or for functions with worse condition-
ing (i.e., smaller y).

Best performance after t = 10 iterations For time-varying averag-
ing matrices, ATC-DIGing provides the best worst-case performance af-
ter t = 10 iterations, among the tested algorithms (see Fig. 8.12). For
time-invariant averaging matrices, it still provides the best performance
for A < 0.45, but for larger A, it becomes EXTRA that has the best worst-
case performance after t = 10 iterations. In any case, the algorithms do not
reach the lower bound (8.25).

6Only numerical simulations, with specific given functions, have been performed over
time-varying graphs in [NOSU17, QL19].
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8.5.2  Adapt-then-Combine (ATC) variants

In Fig. 8.12, we observe that the adapt-then-combine (ATC) variant of DIGing
greatly improves its performance after ¢+ = 10 iterations. In Fig. 8.13 be-
low, we have also analyzed the convergence rate of both algorithms with
PEP, via the results of Proposition 8.2 which holds both for DIGing and
ATC-DIGing. The figure shows convergence rates valid for any step of the
algorithms and confirms the improved performance of ATC-DIGing over
DIGing, especially for small A values. In our settings (4 = 0.1 and L = 1),
the convergence rate of ATC-DIGing improves up to 26% over that of DIG-
ing. This means that every 8 iterations, the ATC-DIGing error improves by
a factor of 10 compared to that of DIGing. As for the rest of the section, the
performance is computed for n = 2 agents but is valid for any n > 2, by
Corollary 6.14.

The two algorithms are almost identical but differ in the order of their
actions. In DIGing, the agents communicate and combine their variables
xf-‘ and si-‘ (i = 1,...,n), then they use the result to adapt their variables
using their own local variables and functions. This is a combine-then-adapt
(CTA) scheme.

(CAT)-DIGing (fork=1,..., and i=1,...,n)

k+

n
Combine: yf = )" wfxf, then, Adapt: x/™! = yf — as,
=1

e K
Combine: z; = ) w
=

i s;-‘, then, Adapt: s5™1 =28 + V£,(xfH1) — V£ (ab).

In ATC-DIGing, the agents first adapt their variables using their own lo-
cal variables and functions, and then they communicate the result and
combine what they receive from their neighbors. The second adapt-then-
combine update depends on the result of the first one.

ATC-DIGing (fork=1,..., and i=1,...,n)

n
Adapt: y? = xi-‘ - “S?, then, Combine: xf“ =Y wf-‘]-yj»‘,
=i

i

n
Adapt: zF =K+ Vfi(xfﬂ) — Vfi(x),  then, Combine: s*! = Y wf‘]zi‘
=1

| 191



Comparison of algorithms | 8.5

While, in DIGing, both communications involve information from the
previous iterate (x¥ and s¥), ATC-DIGing includes information from the
newest iterate (xf“) in the second communication. Therefore, unlike DIG-
ing, both communicated variables cannot be shared at the same time.
However, the number of variables communicated is exactly the same.
ATC-DIGing uses the most updated information, which can explain its per-
formance improvement over DIGing.

The two algorithms have already been compared with coordinated con-
stant step-size in the appendix of [NOSU17]. Even if the analysis led to
similar conclusions, it relied on conservative convergence rate guarantees,
which could have led to a different analysis. The rates in [NOSU17] are
of the same nature as the guarantees for DIGing discussed in Section 8.2,
and in particular, they depend on the system size n. However, by Theo-
rem 6.13, we know that the worst-case performance of DIGing and ATC-
DIGing with settings described in this section (including coordinated step-
sizes) are independent of the number of agents #.

.l
Q
=
= 0.9 ]
g
g
?_40 0.8 d
g
g
Q
© o7 ——DIGing 1
— ATC-DIGing

06 Il Il Il Il Il Il Il
0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

A

Fig. 8.13 Comparison of the convergence rates of DIGing and ATC-
DIGing, as a function of the second-largest eigenvalue modulus A and with
time-varying averaging matrices. The rates are computed via PEP thanks
to Proposition 8.2 with coefficient y = . Computations are done for n = 2,
but by Corollary 6.14, the results are valid for any n > 2.
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Other algorithms with ATC variant The ATC scheme can be used in other
algorithms, for example in Acc-DNGD-SC and Acc-GT. First experiments
show that it makes Acc-DNGD-SC and Acc-GT less sensitive to the step-
size choice and improves their performance after f = 10 iterations, as it is
also the case for ATC-DIGing. Since the averaging matrices are columns
stochastic, i.e., 1TW = 17, the ATC-variant does not modify the agent av-
erage iterates. Hence, one could directly extend the agent average perfor-
mance analysis of Acc-DNGD-SC and Acc-GT to their ATC variant. We do
not know if ATC variants improve the asymptotic convergence rate of the
algorithms, but our preliminary experiments show that they at least im-
prove their hidden constant, leading to better worst-case performance in
practice. Therefore, we recommend adopting the ATC scheme for gradient
tracking based algorithms, in order to have efficient practical decentralized
optimization algorithms.
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In any domain,
Communication is key,
For things to succeed.

On the Optimal
Communication Weights

E SEEK to identify the best communication weights to use in de-

centralized optimization algorithms, by leveraging the Perfor-

mance Estimation Problem framework (PEP), that we adapted
to decentralized optimization in Part I of this thesis.

In general, the performance of a decentralized optimization method is
largely impacted by the choice of the mixing matrix W, see for example the
survey [NOR18]. While the zero elements are imposed by the topology of
the given graph G, the values of the non-zero elements can be freely chosen
and could be carefully determined to obtain efficient algorithms, as for any
other parameter of a method. We restrict our search to mixing matrices that
correspond to valid averaging matrices (see Definition 2.7).

Almost all theoretical performance guarantees from the literature of de-
centralized optimization algorithms with undirected graphs depend on
the Second-Largest Eigenvalue] Modulus (SLEM) of W (after one), de-
noted A (2.8), or some equivalent measure, because it is easy to use in the
proofs and characterizes well the matrix behavior in terms of consensus
(see Corollary 2.10).

IFor directed graphs, the performance guarantees generally rely on the second-largest sin-
gular value of W.
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We recall that the SLEM of an averaging matrix W is computed as

117
A=W = ==, = max{ [A2(W)], [Au(W)|},

where the real eigenvalues of W are labelled in descending order:
1= (W) > (W) = - > An(W).

We assume that A < 1, meaning the underlying graph is connected (see
Proposition 2.12), otherwise, the agents never converge to a common point,
see Corollary 2.10.

In general, theoretical worst-case performance guarantees improve as
A decreases. Therefore, the classical theoretical approach for selecting
the weights in distributed optimization is to choose those leading to the
smallest possible A for the given network topology, which results in the
smallest error guarantee. Moreover, choosing the weights minimizing A
is known to be optimal for pure linear consensus protocol, see Corollary
2.10 and [XB04]. However, this chapter shows that this prevalent strategy
of minimizing the SLEM of the averaging matrix for selecting communica-
tion weights is not optimal for distributed optimization algorithms.

Contributions In this chapter, we formulate an optimization problem that
computes the optimal communication weights for a given distributed opti-
mization algorithm, a given undirected network topology, and other given
settings. The formulation relies on the exact agent-dependent PEP formu-
lation, developed in Chapter 4, which allows numerically computing the
exact worst-case performance of an optimization algorithm with a given
averaging matrix. The resulting weight-tuning problem has no guaran-
tee to be smooth or convex, but we can obtain good estimates of the so-
lution via a zero-order method. We show that in many settings, the op-
timal weights are different from those minimizing A and allow, for ex-
ample, to decrease the convergence time by up to 4 for the DIGing algo-
rithm [NOS16]. It seems that all the eigenvalues, as well as their sign,
are important to determine the performance of a decentralized optimiza-
tion method. This indicates that the second-largest eigenvalue modulus
A (SLEM) is not the best determinant of weighted network performance
in distributed optimization methods. We also explore different weights
heuristics and compare them with the optimal ones, to find a better char-
acterization of network performance in distributed optimization methods.

This chapter is based on the following paper [CH24b].
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Weights Heuristics

We review possible heuristics to set the communication weights in dis-
tributed optimization, for which we will analyze the resulting performance
in Section 9.4.

Let B € R"*" be the oriented incidence matrix of the undirected graph
G(&,V), defined, for eachnodei=1,...,nand edgee =1,...,m, as

1 if edge e starts from node i,
B, =4 —1 ifedgeeendsatnodei,
0 otherwise.

Since the edges are undirected, any orientation can be chosen for each
edge. The matrix B allows defining a valid averaging matrix W, ie., a
matrix satisfying all the assumptions from Definition 2.7, for any choice of
the edge weights:

W = I — Bdiag(w)BT, 9.1)

where w € R™ is the vector of weights for the m edges in £ and diag(w) €
R™*™ is a diagonal matrix with w on the diagonal.

Conventional choices of weights from average consensus

Common choices for the averaging matrix W in decentralized optimization
are those developed for the pure linear averaging consensus protocol,

X = (W I;)xK, 9.2)
and are listed below.

Minimum-A weights. In [XB04], the authors have proved that the per-
step convergence factor for the averaging consensus (9.2) is given by
A = |W —117/n||5, and therefore, that the fastest averaging matrix for
the consensus, denoted W)+, is obtained by minimizing A,

W)« = I — Bdiag(w,+)BT, (9.3)

T
r 11

where w)» = argmin || — Bdiag(w)B" — THZ

welR™
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While computing W)« requires global knowledge of the network, some
papers have explored ways to compute it in a decentralized way, e.g.,
[BGPS06].

Uniform edge weights. When we choose all the weights to be equal to
g € R, then we have w = g1 and

W, =I—qBB".

According to [XB04], the value of ¢ minimizing the consensus convergence

factor A, is given by
2

= D) T A(L) (0-4)

where L = BB is the Laplacian matrix of the graph G and its eigenvalues
Ai(L) are labelled in ascending order. When the network G is connected,
the resulting averaging matrix guarantees the convergence of the averag-
ing consensus (9.2),i.e, A < 1.

Maximum-degree weights. Another uniform edge weight that always
yields asymptotic average consensus is

4a = 1/(dmax + 1), (9.5)

where dmax is the maximal degree in G, which can easily be computed in a
decentralized manner.

Metropolis weights. The Metropolis weights only use local-degree infor-
mation so that each node can set up its weights without knowing global
information on the network. They are defined, for each edge e = (i,j) € E,

as
1

We = max{d; d;} +1

where d; is the degree of node i, without counting the node itself. The aver-
aging matrix calculated from (9.1) with Metropolis weights is denoted W),
and guarantees the convergence of the averaging consensus (9.2). These
weights are derived from the Metropolis-Hastings algorithm, when em-
ployed for the simulation of a Markov chain with uniform equilibrium
distribution, see [BDX04].

| 197



9.1.2

Weights Heuristics | 9.1

Lazy Metropolis weights. A popular variation of Metropolis weights, in-
troduced by [Ols15,0ls17], is defined as

1
Wiazy-m = 5(1+ W)-

This averaging matrix is diagonally dominant and has thus non-negative
eigenvalues, which can be useful for proofs.

Other weight heuristics based on the full spectrum

In the pure consensus (9.2), the decrease of the consensus error ||xf —1®X||
is dominated by A because the influence of all the other smaller eigenval-
ues (in absolute value) vanishes more rapidly, and the influence of A1 =1
is zero because the error vector is orthogonal to the associated eigenvector
1. In decentralized optimization, the consensus is perturbed by local gra-
dient updates, which prevent the vanishing of smaller eigenvalues of the
averaging matrix. Therefore, all the eigenvalues may influence the con-
vergence speed of decentralized optimization algorithms. This motivates
us to consider weight heuristics based on all the eigenvalues of the aver-
aging matrices, and that we consider potentially relevant in decentralized
optimization.

Minimum-||W||z, weights. The nuclear norm of a symmetric matrix W is
defined as

n
IWlz = ) IAi(W)],
i=1
and the weighted nuclear norm? is given by

W]

n
vy = ) 7ilAi(W)],
i=1
where v = [y1,...,7n], with 9; > 0 a non-negative weight assigned to
A;. Both norms are used as convex surrogates for the matrix rank in prob-
lems involving rank minimization. The weights minimizing ||W||z, can
be relevant in distributed optimization because it generalizes the weights
minimizing A, by taking into account all the other eigenvalues, which may
play a role in the algorithm convergence. We denote the corresponding

2The weighted nuclear norm is not a true norm, as it does not always satisfy the triangle
inequality.
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averaging matrix as Wyg+ , and define it formally as

Ws:: ,, = I — Bdiag(ws: )BT,

where wy: , = argmin||I — Bdiag(w)BTHZﬁ,
weR™

which can be computed by solving an equivalent SDP, described in [Ali95].

Minimum-R;; weights. The total effective resistance of a weighted
graph, denoted Ry, can be defined based on the eigenvalues of the as-
sociated averaging matrix W:

n 1

Riot (W) = . 9.6
tot (W) n;l—?u(w) (9.6)

The initial interpretation and definition of Ry is related to the total electri-
cal resistance of a resistor network with conductances given by the edges.
[GBS08] provide many useful interpretations of the total effective resis-
tance. For example, Ry is related to the average commute time in the
Markov Chain derived from the weighted graph. Hence, the averaging
matrix Wg: minimizing the total effective resistance would consist in the
graph leading to the smallest average commute time:

Wg: = I — Bdiag(wg; )BT, 9.7)

where wg: = argflr{ﬁn Riot (I — Bdiag(w)BT)
welR™

st. ) w,<1—e foralli

e adjacent to i

where € € [0,1) is the smallest accepted value for the diagonal elements of
the averaging matrix. Using results from [GBS08], the solution to problem
(9.7) can be computed by solving an equivalent SDP.

Least mean-square deviation weights. In[XBKO07], the auhtors formulate
a convex problem to compute the symmetric averaging weights that min-
imize the mean-square deviation from the mean produced by the average
consensus with additive noise. This extension of the averaging iteration
(9.2) adds noise at each node and each step:

X = (W@ I)xF + vk, (9.8)
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where v = [o¥...oK]T, and 0¥ € RY are independent random variables,
identically distributed, with zero mean and unit variance. Due to the noise,
the agent values x; are not converging to the average, but the quality of
the consensus can be evaluated using the mean-square deviation from the

average X = % Y
n

F=EY (xf —x)
i=1
According to [XBK07], 6¥ converges to a steady state mean-square devia-
tion which depends on the eigenvalues of W as

n
1
— 1 k
(W) = lim &= ) =X e
=

The averaging matrix Wy minimizing the steady state mean-square devi-
ation is therefore given by

W;s« = I — Bdiag(w;+ )BT,

where wg« = argmin dss(I — Bdiag(w)BT) (9.9)
weR™

The authors of [XBK07] show that problem (9.9) is convex and details how
to evaluate the function Jss, as well as its gradient and hessian, such that it
can be minimized using standard optimization methods. Choosing W;- for
distributed optimization may be relevant since, distributed optimization
algorithms are similar to the noisy consensus (9.8), where additive noise is
replaced by a local update based on local gradients information, that may
not be i.i.d., of zero mean or unit variance.

Worst-case Performance evaluation

To evaluate the quality of an averaging matrix W for a given decentralized
algorithm, we compute the worst-case performance it provides, via the
Performance Estimation Problem framework (PEP). In particular, we rely
on the exact agent-dependent PEP formulation, tailored for decentralized
optimization and developed in Chapter 4.

As detailed in Chapter 4, to obtain a tight bound on the performance
of an algorithm A, the conceptual idea of PEP is to search for instances
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of local functions and starting points for all agents, allowed by the setting
considered, producing the largest error after a given number ¢ of iterations
of the algorithm. This idea can be formulated as a real optimization prob-
lem that maximizes the error measure P of the algorithm result, over all
possible functions and initial points allowed, see PEP Problem (4.1). The
worst-case performance w(S, ) computed by Problem (4.1) depends on the
performance evaluation settings Sy, (4.2). In this chapter, we define it as a
function of the step-size parameter of the algorithm « and the averaging
matrix W:

Es,(W,a) =w (S, = {n, A(«),t, P, F,Z,{W}}). (9.10)

The worst-case performance function Eg (W, «) is always specific to a
given setting Sy, but it will sometimes be ignored in the notation E(W, «).

The PEP framework (4.1) allows evaluating the worst-case performance
function E(W, «) for the different weight heuristics from Section 9.1 on dif-
ferent graphs and algorithms, and to compare their resulting worst-case
performance. Furthermore, it also allows for seeking the weights leading
to the best performance, by minimizing Eg, (W, «).

Weights minimizing the worst-case performance

To find the best averaging matrix to use for a setting S, and a graph G, we
can find the averaging W*, along with a step-size a*, minimizing the per-
formance function Eg, (W, a) of the algorithm, defined in (9.10) and com-
puted via PEP (4.1).

(W*,a*) = argmin E(W, ) (9.11)

WeR" "
a>0

st W=WT, Wi=1 WeT.
AW) = |W =111 /n|, < 1.

The three constraints on the first row correspond to the definition of a
(symmetric) averaging matrix, see Definition 2.7, with T corresponding
to the set of matrices matching the topology of the given graph G. The
constraint A(W) < 1 is necessary for the convergence of decentralized al-
gorithms (see Corollary 2.10). Matrices that do not satisfy it should, in
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principle, lead to larger values of E, when the number t of iterations is
large enough. To ensure the condition is met, even for small {, we interpret
E as oo when it does not hold. Therefore, Problem (9.11) can be written
without constraints, using (9.1),

(w*,a*) = argmin E(I — Bdiag(w)BT,a), (9.12)
i
with step-size « € IR and edge weights vector w € R" as variables, and
where we interpret E(W, a) as co whenever |W — 117 /|, > 1. This prob-
lem is a priori non-convex and non-smooth. While this is difficult to prove,
it could be smooth or convex for some settings. A simple way of solving
Problem (9.12) is using a zero-order method, that only relies on function
evaluations to identify a minimizer. In this work, we use the pattern search
method from Matlab (also known as direct search), which is described and
analyzed in [ADJ02]. Their analysis showed that even if the objective func-
tion is discontinuous or extended-valued, the method finds a limit point
with some minimizing properties. Moreover, if the function is strictly dif-
ferentiable at this limit point, then it corresponds to a local minimum. We
have, of course, no guarantee to converge to a global minimizer in the non-
convex case. There are other possible approaches to solve (9.12). For ex-
ample, one could try to solve Problem (9.12) using first-order methods,
which would allow converging to a local minimum. The generalized gra-
dient of function E(W, &) can be computed via an SDP sensitivity analysis,
see [BS13]. Indeed, the PEP problem (4.1) to solve for computing E(W, «)
can be reformulated as an SDP, as explained in Section 4.2.
For this analysis, we have decided to use the simple pattern search
zero-order method [AD]02], which already provides interesting results, as
shown in the following section.

Results

Using the pattern search method from Matlab, we solve problem (9.12) for
different performance settings S, and show the results in Fig. 9.1. The
figure compares the optimal weights with the heuristics weights presented
in Section 9.1. To obtain a fair comparison, we tune the step-size « of the
methods, for each heuristic. We analyze averaging matrices for the follow-
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ing algorithms, with a constant (optimized) step-size «,
¢ DIGing [NOS16], see Algorithm 3;
* ATC-DIGing [NOSU17], see equations (2.14)-(2.15);
e EXTRA [SLWY14], see Algorithm 2 with W= # ;

* Acc-DNGD-SC [QL19], which is a variant of Algorithm 4 with con-
stant parameters, and that is suited to smooth and strongly convex
functions.

We have decided to analyze these algorithms because of their significance
in the literature. As explained in Section 8.2.3, for DIGing and ATC-
DIGing, we can compute a bound on the linear convergence rate by an-
alyzing only t = 1 iteration of the algorithm, with a performance criterion
(8.10) identical to the initial condition. For the other algorithms (EXTRA
and Acc-DNGD), we compute the decrease after t = 5 steps. We assume
local functions to be L-smooth and y-strongly convex (see Definition 3.2),
so that all the above algorithms exhibit a linear convergence. We consider
4 usual network topologies for n nodes: complete, star, cycle, and grid.
Details of these topologies are given in the table header from Fig. 9.1. We
mainly focus on the situation with # = 9 nodes. This small number of
nodes gives us a better intuition of the results and also avoids excessive
computational load to solve the tuning problem (9.12). To further reduce
this computational load, we have decided to give equal weights to equiva-
lent edges (see Definition 9.1 below), so that the actual number of variables
in the problem is very low. This corresponds to a restriction on the search-
ing space of (9.12), which may lead to suboptimal solutions if the problem
is not convex in W.

Definition 9.1 (Equivalent edges, [GYA18]). Let G(V, &) be a graph and
e1,e2 € € two edges of the graph. If there is an automorphism mapping e;
to ey, then there is an equivalence relation between ¢; and e;. The equiva-
lence classes of edges of G are called the edge orbits.

For example, the complete graph only has one orbit with all the edges.
This is also the case for the star graph and the cycle graph. Therefore, we
only have one constant edge weight to optimize for these topologies. The
grid graph with 9 nodes, shown in Fig. 9.1, has 2 edge orbits: one with the
outer edges and the other with the inner edge. For larger grid graphs, each
of these orbits divides in two so that we have 4 edge orbits. We may expect
better optimal values for the tuning problem (9.12) when allowing all the
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weights to be different, however, we have observed on small networks
(n = 3,4,5), that this is not the case for the algorithms considered and that
we still obtain equal weights for equivalent edges, even when not imposed
in advanced. Moreover, all the weights heuristics presented in Section 9.1
satisfy this equivalent weight property.

Weights minimizing A (SLEM) are not optimal

As shown in Fig. 9.1, the averaging matrix W)« (9.3), minimizing A (SLEM)
for the given graph G, does not provide the best convergence guarantees
for the tested decentralized algorithms, even with a step-size « specifically
optimized for these weights. This observation is counter-intuitive because
small A values correspond to well-connected graphs and because W)~ is
optimal for pure consensus steps (9.2). All known theoretical performance
bounds in decentralized optimization depend on A, and improve when A
decreases, however, our results show that for a given topology, minimiz-
ing A does in general not optimize worst-case performance. This suggests
that A may not be the best characterization of the network performance in
distributed optimization methods. Even for the complete graph, where a
reasonable person would guess that Wy« = I}Z—T would be optimal, we can
obtain improvement on the performance by choosing W* with a different
unique eigenvalue.

In the settings of Fig. 9.1, choosing the optimal averaging matrix W*
(in green), instead of W)« (in red) improves the iterates convergence rate
p of DIGing and ATC-DIGing by up to 5% and their corresponding con-
vergence time T = 1/1og(1/p) is up to 4 times smaller. For EXTRA and
Acc-DNGD, their worst-case performance after 5 iterations is improved by
up to 18%. To have a fair comparison, for each choice of averaging matrix,
Fig. 9.1 shows its corresponding performance, for the best possible step-
size. We have observed that the optimal weights W* allow the algorithms
to work better with larger step-sizes a, which may partially explain their

improved performance.
We observe that the sign of the eigenvalues of the averaging matrix and

their distribution are related to the resulting performance. Indeed, in many
cases (DIGing, ATC-DIGing, Acc-DNGD), the optimal averaging matrices
have a smaller range of eigenvalues [A; — A, |, with the leftmost (negative)
eigenvalue A, significantly larger than that of W+, while the rightmost
(positive) eigenvalue A, is only slightly larger, which can barely be seen on
the plots from Fig. 9.1. Matrix W)+ always have A, = —A; but by taking
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advantage of non-symmetric range of eigenvalues, W* reach smaller [A; —
An|. For EXTRA, things are surprisingly different, the optimal averaging
matrix W* has a larger range of eigenvalues, the smallest of which is close
to -1. This should be investigated to see if the phenomenon persists for
larger numbers t of iterations.

Weights heuristics analysis

As shown in Fig. 9.1, none of the heuristics from Section 9.1 achieves opti-
mal performance. However, some of them come close in certain contexts,
while others never seem to perform well. For example, the lazy-Metropolis
weights Wi,y (in black) do not perform very well in the settings we
tested, because they give averaging matrices with too large positive eigen-
values. Its eigenvalues are concentrated in a smaller range but always have
the largest (positive) eigenvalue among all the tested matrices. The stan-
dard Metropolis weights W, present better results, while it can still be far
from the optimal weights in some cases. Surprisingly, Wy, often beats W),
especially for the grid topology.

For clarity, Fig. 9.1 omits the performance of the two heuristics for uni-
form edge weights (9.4) and (9.5). Their respective performance is always
worst or equal to those of Wy« and Wjy,.

We observe that the averaging matrices that perform similarly tend to
have the same eigenvalue distribution and have actually weights close to
each other, even if similar® matrices are not guaranteed to be equal. More-
over, when the performance of a heuristic weight approaches the optimal
performance, it also approaches the optimal weight values. This would be
consistent with the convexity of problem (9.11) and the uniqueness of its
optimal solution, which cannot be guaranteed theoretically at this stage.

No heuristic strictly outperforms the others in all situations. For DIG-
ing, ATC-DIGing, and Acc-DNGD, the best heuristic seems to be W+,
which performs very well, except for the star graph. By definition (9.9),
W;s+ minimizes the steady-state mean square deviation J,s of a consensus
with additive noise. In distributed optimization, noise is replaced by all
kinds of local updates, which take local gradients into account. In terms
of eigenvalues, W+ minimize dss = } /' 5 F)»SW’ which drives the matrix
to have small eigenvalues in absolute value and penalizes more the large

3Gimilar, in the sense that the matrices have the same spectrum.
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Fig. 9.1 These plots show the error criterion E(W, «) on the vertical axis,
for the optimal averaging matrix W* in comparison with different averag-
ing matrix heuristics from Section 9.1. The plots also show the eigenvalue
distribution of the matrices (except A; = 1) on the horizontal axis. Each
marker corresponds to a different eigenvalue, with a size proportional to
its multiplicity. The figure continues on the next page.
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Eigenvalues Distribution

Eigenvalues Distribution
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Fig. 9.1 (continued) To obtain a fair comparison between the averaging
matrices, we tune the step-size & of the methods for each of them. Each
plot corresponds to a different topology or a different algorithm. The local
functions are p-strongly convex and L smooth, with = 0.1and L = 1.
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eigenvalues due to the square. This explains why the eigenvalues of Wj:-
often lie in a smaller range around zero than other matrices.

For EXTRA, the best heuristic seems to be WR;‘M/ which selects the
weights leading to the smallest (negative) eigenvalues to minimize Ryot,
defined in (9.6). This strategy does not appear to be good for other algo-
rithms.

Optimal weights

Unlike the weights heuristics, the optimal weights can be different depend-
ing on the algorithm. In Fig. 9.1, we can see that EXTRA always has opti-
mal weights with very different eigenvalues distributions from other algo-
rithms. DIGing, ATC-DIGing, and Acc-DNGD have more similar eigen-
value distributions, but their optimal weights are not exactly the same.
This means that there is no weight heuristic or characterization that can
be optimal for all decentralized algorithms from class Ap.

Results for two random networks

To complete our analysis, we look at two random graphs, sampled from the
Erdos-Renyi G(n, p) model and shown in Fig. 9.2. The convergence rates
and times of DIGing on these graphs with optimal and heuristics weights
are shown in Table 9.1. Here too, we observe the improvement of W* over
W)+, leading to a convergence time more than 4 times shorter. The best
heuristic also seems to be the least-mean square deviation averaging ma-
trix W+, which achieves a performance close to the optimum.

Graph w* W Wm Wiazg-m Wi Wi Wrpe Ws Ws.
Fio 09a | P | 09871 09971 09932 09982 09882 10735 09932 09932 09924
18722 | 77 343 146 554 84 ™ 146 147 131
_ p | 09714 09874 09805 09942 09805 09930 09895 09835 0.9805
Fig. 9.2b | 34 80 51 171 51 142 95 60 51

Table 9.1 Convergence rates p and convergence times T = 1/ log(1/p)
of the DIGing algorithm with optimal and heuristic averaging matrices, for
both graphs from Fig. 9.2.
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Fig. 9.2 Two random graphs generated using Erdos-Renyi G(n,p)
model. For (a), the labels show the optimal weights W* for DIGing.

Summary and conclusion

We showed how our agent-dependent PEP formulation from Chapter 4
can be used to compute the optimal communication weights for a dis-
tributed optimization algorithm over an undirected network. Our anal-
ysis revealed that the weights minimizing the second-largest eigenvalue
modulus (SLEM) of the averaging matrix are suboptimal. While the SLEM
characterizes well the convergence rate of a pure consensus protocol, we
showed that this is not the best determinant for the performance of a
weight matrix in distributed optimization. Some other weight heuristics
give better results, but the best characterization of the network perfor-
mance for distributed optimization is still an open question and probably
involves all the eigenvalues of the averaging matrix.
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Journey meets its end,
Glance back, then ahead,
Where do we go now?

Research outcomes and
perspective

HIS THESIS developed and exploited tools for automatic and accu-

rate computation of worst-case performance of decentralized opti-

mization algorithms. Our tools rely on the Performance Estimation
Problem (PEP) and are particularly helpful in analyzing, understanding,
tuning, and comparing decentralized algorithms. Such tasks appear to be
complex to treat analytically. In fact, existing theoretical worst-case perfor-
mance and convergence analysis of decentralized optimization algorithms
often rely on specific settings and conservative conditions (especially for
the step-size), leading to analytic worst-case guarantees that may be too
loose or complex. For all these reasons, our new tools appear to be essen-
tial for better use and faster development of efficient decentralized opti-
mization algorithms.

To conclude the thesis, we summarize the main research outcomes re-
lated to the development and exploitation of these PEP tools. Then, we
overview some research perspectives and open questions.
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Research outcomes

Worst-case performance of a decentralized optimization method

We have developed several formulations of the Performance Estimation
Problem (PEP) for decentralized optimization, that have different charac-
teristics and are adapted to different settings. All our formulations can
be written as a semidefinite program (SDP) and hence can be solved effi-
ciently. Their development has also revealed some fundamental proper-
ties of worst-case performance of decentralized optimization algorithms.
We first describe these general results, before reviewing our different PEP
formulations.

General results We established conditions under which the worst-case
performance of a decentralized algorithm is independent of the number
of agents (see Theorem 6.13). In particular, it requires that all the agents
play an equivalent role in the algorithm and its performance evaluation.
These conditions are met for many algorithms and common performance
evaluation settings. Agent-independent performance guarantees enable
analyses, insights, and parameter tuning that are valid for any system size
(including n — o0). This result can greatly simplify the derivation of such
agent-independent guarantees since it allows analyzing the case with only
n = 2 agents to get performance guarantees that are valid for systems of
any sizen > 2.

Moreover, when all agents are equivalent, we also showed that the
worst-case local iterates are rotations (or reflections) of each other and the
worst-case local functions are identical up to a change of variables (see
Proposition 6.19).

The exact agent-dependent PEP formulation This is an optimization
problem that seeks to identify the local variables and local function of each
agent that result in the worst performance of a given decentralized algo-
rithm (see Chapter 4). The algorithm is assumed to use a given averaging
matrix, which also determines the communication network topology. The
resulting SDP PEP has a size growing with the number of agents and pro-
vides exact worst-case performance, which is specific to the given averag-
ing matrix.
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The spectral agent-dependent PEP formulation This formulation looks
for worst-case guarantees valid for an entire spectral class of symmetric
averaging matrices, characterized by their range of eigenvalues, to obtain
more general guarantees that are comparable with those obtained in the
literature (see Chapter 4). This PEP formulation is similar to the exact
agent-dependent PEP formulation, except for the representation of con-
sensus steps that are used in the decentralized algorithm. Indeed, the
effect of consensus steps cannot be described explicitly since the class of
allowed averaging matrices encompasses a multitude of network topolo-
gies and weight strategies. Therefore, we proposed necessary conditions,
which can be embedded in an SDP PEP, to describe the effect of a set of
consensus steps using the same averaging matrix. The conditions are not
sufficient, but we characterized the class of steps allowed by our proposed
relaxed description. We also proved that no sufficient conditions can be
incorporated into the SDP PEP. Hence, the resulting spectral PEP formula-
tion uses our new necessary conditions to represent consensus steps and
provides upper bounds on the worst-case performance of the decentralized
algorithm that are valid for any averaging matrix from the given spectral
class. The tightness of the result can be verified a posteriori by recovering a
valid worst-case averaging matrix, which has been done in all our experi-
ments. When the worst-case performance is known to be agent-dependent,
we recommend using this spectral agent-dependent PEP formulation with
n = 2, because it provides accurate bounds whose tightness can be checked
and is easy to implement, especially with the PESTO toolbox [THG17].

The agent-independent relaxed PEP formulation Unlike agent-
dependent formulations, this relaxed PEP formulation has a size indepen-
dent of the number of agents. It also considers a spectral class of averag-
ing matrices. However, it relaxes the separability of the global objective
function in the decentralized problem (see Chapter 5). Therefore, this PEP
formulation gives an upper bound on the worst-case performance of the
given decentralized algorithm. The tightness of its result can only be veri-
fied by comparing it to a known tight bound, such as those obtained with
the spectral agent-dependent formulation, which we recommend using in
practice. However, this relaxed formulation provides interesting research
directions for understanding the conditions that enable an algorithm to be
robust to heterogeneity in the conditioning of local functions.
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The compact PEP formulation This formulation exploits the symmetries
and equivalences that exist between the agents in the problem, to reformu-
late the spectral agent-dependent PEP formulation in a compact manner,
i.e.,, with size that depends on the number of agent equivalence classes
rather than the total number of agents (see Chapter 6). The use of this
compact formulation is especially beneficial in settings where we expect
the worst-case performance to depend on the number of agents, such as
the performance of the worst agent or when different groups of agents use
different (uncoordinated) step-sizes, function classes, or initial conditions.
Indeed, the compact formulation enables efficient analysis of such worst-
case performances over systems of any size n (including when n — o).

Analysis, tuning, and comparison of decentralized algorithms

By exploiting our new PEP formulations (mostly the spectral agent-
dependent one), we were able to analyze, tune, and compare several al-
gorithms (see Chapter 8). In particular, we obtained tight worst-case guar-
antees for DGD, DIGing, and Acc-DNGD, that largely improve on the lit-
erature bounds and provide much better step-size tuning. For these al-
gorithms, we also identified a general form for the worst-case averaging
matrix. Moreover, our PEP analysis shed light on conjectures from [QL19]
about the convergence of Acc-DNGD with smooth convex functions. Our
experiments showed that with an appropriate step-size, the algorithm can
indeed achieve a worst-case asymptotic convergence rate of O (%2)

Our PEP experiments confirmed that in many cases, worst-case perfor-
mance is independent of the number of agents n. This is not the case of
the performance of the worst agent, that we analyzed for the EXTRA algo-
rithm, which scales sublinearly with n and reaches a plateau when a part of
the worst agents are excluded from the performance criterion. Addition-
ally, our experiments indicated that the average performance of EXTRA
depends only on the conditioning of the global function, making it robust
to the conditioning heterogeneity of local functions. On the other hand, EX-
TRA is not robust to the use of time-varying averaging matrices, whereas
DIGing, ATC-DIGing, and Acc-DNGD are. Finally, the comparison of the
algorithms have demonstrated how a slight modification of a decentral-
ized algorithm can significantly improve its performance, namely, ATC-
DIGing outperforms DIGing. It appeared that the Adapt-Then-Combine
(ATC) scheme can also be applied successfully to other algorithms.
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Communication weights in decentralized optimization

We used the exact agent-dependent PEP formulation to compute optimal
communication weights for a distributed optimization algorithm over a
given undirected network (see Chapter 9). Our analysis revealed that
choosing the weights minimizing the second-largest eigenvalue modulus
of the averaging matrix, while optimal for existing theoretical performance
bounds, is generally not optimal regarding the exact worst-case perfor-
mance of the algorithms. Other heuristics yield better results but none of
them achieves optimality.

Perspectives and open questions

We first detail research perspectives regarding the development of the PEP
techniques for decentralized optimization. Next, we mention future re-
search directions that rely on our decentralized PEP techniques. Finally,
we give our opinion on the development directions of decentralized opti-
mization and explain how the contributions of this thesis can help progress
in these directions.

Further development of our PEP tools

Future development of PEP for decentralized optimization could focus on
other classes of averaging matrices, other types of methods, or a better
understanding of the agent-independent relaxed PEP formulation.

Other classes of averaging matrices and networks Our work focused on
communications over undirected and connected networks. Natural exten-
sions would be to consider other types of communication networks in our
PEP formulations, including, for example, directed graphs or B-connected
graph sequences. We can obtain practical PEP representation for consen-
sus steps over balanced directed graphs. Indeed, if we consider the class of
non-symmetric and generalized doubly stochastic mixing matrices, with a
given bound on the second-largest singular value o, then our PEP consen-
sus description (Corollary 4.8) extends naturally by replacing the range of
eigenvalues by [—0c,c]|. However, the class of column stochastic matrices,
which is the most common assumption with (unbalanced) directed com-
munication, would be more difficult as it is not directly related to spectral
properties of the matrices.
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Other types of methods Our work focused on decentralized optimiza-
tion methods that linearly combine variables, gradient samples, and con-
sensus steps. While this contains numerous methods, it excludes different
classes of methods, that would benefit from computer-aided analysis:

* Push-sum based methods, generally used to handle directed com-
munication.

* Adaptive decentralized methods, which use the current iterates, gra-
dients, or functions values to adjust their step-sizes.

* Stochastic decentralized methods, using a stochastic gradient oracle.

Push-sum based and adaptive methods generally involve products or quo-
tients of variables, that cannot be embedded in an SDP PEP formulation.
Ad-hoc modifications, changes of variables, or relaxations could allow our
decentralized PEP formulation to analyze such methods. Alternatively,
one could also consider formulating and solving non-convex PEP, as re-
cently done for PEP analysis of centralized adaptive methods [DGFST23]
or algorithm design [DGVPR24]. Adaptive and stochastic methods are
widely used in machine learning but their performance and convergence
properties are still not fully understood. With stochastic methods, the diffi-
culty lies in computing tight worst-case guarantees for the expected perfor-
mance. One can always obtain a loose upper bound by considering a PEP
that seeks the worst-case realization of the stochastic noise. Further work is
needed to efficiently and accurately analyze the performance of stochastic
methods with PEP, in both centralized and decentralized versions.

Role of function separability A promising future work is to study the
tightness of the agent-independent relaxed PEP formulation from Chapter
5 to understand when the separability of the global objective function plays
a role, or not, in the worst-case performance of decentralized optimization
methods. In particular, this could provide insights into what makes an
algorithm robust to heterogeneity in local function properties. This is an
interesting feature for a decentralized algorithm, as it broadens the scope
of its applications and guarantees.
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Further exploitation of our PEP tools

The versatility of our PEP tools opens up many other possibilities for appli-
cation in decentralized optimization. In particular, one can use it to analyze
the worst-case performance of other algorithms or settings and rapidly get
answers to many questions.

Tuning and testing variants It can help to tune the parameters of a
method and test ideas of algorithm variants and improvements, as we did
for the ATC scheme.

ATC vs CTA It would also be interesting to further analyze the ATC vari-
ants of existing methods, to better understand the improvement that can
be expected from using an ATC scheme instead of a CTA scheme, and why.

Performance determinant of averaging matrices Although the second-
largest eigenvalue modulus of the averaging matrix characterizes well the
convergence rate of a pure consensus protocol, we know from Chapter 9
that this is not the most appropriate determinant of the matrix performance
for distributed optimization. Therefore, an interesting open question is to
find a better matrix characterization to determine its performance in dis-
tributed optimization. As explained in Chapter 9, a good characterization
should probably take into account all the eigenvalues of the averaging ma-
trix. Moreover, a tight characterization of optimal weights can vary de-
pending on the type of algorithm used.

Design of decentralized algorithms As detailed in Section 3.4, PEP has
already been used to design optimal first-order centralized optimization
methods in different settings. These techniques search for the algorithms
minimizing the worst-case performance, which can be computed with PEP.
Using the same approach, and our new decentralized PEP formulation, it
could be possible to design optimal decentralized optimization methods.
The main difficulty of the approach is to obtain an analytical description of
the designed algorithms.

Analytical proofs Finally, efforts could also be made to derive analyti-

cal proofs of worst-case guarantees using the PEP techniques described in
Section 3.4 which rely on the use of dual variables of the PEP.

| 217



Perspectives and open questions | 10.2

About the development of decentralized optimization

I believe that the development of decentralized optimization should be fo-
cused on the elaboration of explainable, robust, and sufficiently efficient
methods. The PEP techniques that we have developed in this thesis can
facilitate progress in these directions.

Decentralization to democratize technologies The decentralization
paradigm in algorithms gives decision-making power to local entities en-
abling them to cooperate in solving complex problems without the need
for a large central entity. To ensure efficient cooperation among diverse
agents, which may possess varying computing or communication capabil-
ities and be owned by different individuals, it is important to have algo-
rithms that are efficient in terms of computing power and memory usage.
Additionally, these algorithms should be explainable to different individu-
als, so that they are willing to cooperate. Our new PEP tools can help with
this, as they provide a better understanding of decentralized algorithms
and their performance.

Rapidity versus robustness The rapidity of execution is far from being
the only important measure of performance for a decentralized algorithm.
Of course, fast algorithms generally expend fewer resources and enable a
wider range of applications. But I think it is worth losing a little efficiency
to gain in robustness. Indeed, in real world applications, it is often impor-
tant to have algorithms that work in a variety of settings (different types
of functions, communications, network topologies, etc.) and can adapt to
many situations, including unexpected ones: computation errors, commu-
nication errors, agent failures, malicious agents, etc. These advanced situ-
ations are challenging to analyze theoretically but many of them could be
analyzed using the PEP techniques we have developed in this thesis.

Beware of the rebound effect When an algorithm is made more effi-
cient or accessible, its use may spread or increase, leading to greater over-
all resource expenditure. This phenomenon, known as the rebound effect,
should be taken into account in the development of decentralized opti-
mization, as we need to limit our resource usage to what is necessary to
reduce our environmental impact. The risks of rebound effect in decentral-
ized optimization include, for example:
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¢ Intensification: when solving a problem becomes cheap, it may be
solved more frequently than necessary.

* Distributed cost: while the resources used by one agent remain lim-
ited, the system may scale to a very large number of agents, increas-
ing overall resource consumption.

* Reallocation: time and energy saved by algorithm execution might
be redirected to other computations.

¢ Creating needs: the accessibility of decentralized optimization might
create the need to embed electronic devices in many objects or sys-
tems.

Keeping such risks in mind when developing decentralized optimization is
important to mitigate them, especially when moving from theory to appli-
cations. While decentralized optimization has great potential, we should
pay attention to using it in applications where it matters and avoid deploy-
ing it at will.
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