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Introduction

consists in expressing an element-wise nonnegative matrix as the
product of two nonnegative matrices of appropriate dimensions.
More precisely, we can define it as following.

EXACT Nonnegative Matrix Factorization, or Exact NMF for short,

Definition 1.1 (Exact Nonnegative Matrix Factorization). Let M € R"*" be
an element-wise nonnegative matrix, and let » > 0 be a positive integer. An
exact nonnegative factorization of M of size r is a pair of matrices U € R’} "
and V € R'*" such that M = UV.

Equivalently, it consists in expressing the input matrix M as a sum of r
nonnegative rank-one factors,i.e., M =3 ;U ; Vj., where U, ; denotes the
i-th column of U and V;. denotes the j-th row of V.

Exact NMF is actually a variant of the well-known Nonnegative Matrix
Factorization problem, or NMF, which consists in approximating the input
matrix with a nonnegative factorization.

Definition 1.2 (Nonnegative Matrix Factorization). Let M € R"*" be an
element-wise nonnegative matrix, and let » > 0 be a positive integer. A
nonnegative factorization of M of size r is a pair of matrices U € R’/*" and
V € R*" such that || M — UV/|| is minimized.

Note that the Frobenius norm of the error is a usual choice of norm but
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other norms can also be used. In the case of Exact NMEF, we require the
factorization error || M — UV|| to be equal to zero.

NMEF is a data analysis tool which features a broad variety of applica-
tions; for example, NMF can be used to decompose images into combina-
tions of basis images [LS99], e.g., Lee and Seung showed that images of
faces can be decomposed into images of specific parts of the faces (mouth,
eyes, ...). NMF can also be used for text mining [LS99, PSBP04], where oc-
currences of words are counted in a set of documents, and the factorization
exhibits a set of topics and their weights in each document which allows
for a classification of these documents. Another application can be found in
hyperspectral unmixing [BBL07], where NMF can be used to distinguish
between materials in a hyperspectral image. NMF can also be used in audio
source separation where the goal is to identify the different sources from
one audio file, e.g., isolate the different instruments and voices from a music
piece [FBD09]. Many more applications can be found in the literature; NMF
can typically be used as a data analysis tool in any field where the data is
nonnegative by nature.

For many applications, having an exact factorization is not necessarily
required. This is the case, for example, when you have a noisy data matrix
that you want to factorize; having an exact factorization in this case would
not have much interest as noisy matrices often are full rank matrices. In
other cases, a size of factorization is often desired based on prior knowl-
edge regardless of the exactness of the factorization, thus people are only
interested in having the best factorization of this size. Therefore, for many
applications, approximate factorizations are usually enough, but there are
still some applications where exact factorizations are required/interesting.
For example, applications where we can have data matrices without any
noise.

When looking for an approximate factorization, the factorization size r
can be any positive integer and the error of factorization | M — UV||r will be
greater for smaller values of r. However, in the exact case, the factorization
size r cannot take any value anymore, indeed there is a minimum value of
r for which an exact factorization exists. We call this minimum size of an
exact NMF the nonnegative rank.

Definition 1.3 (Nonnegative rank). Let M € R'*" be an element-wise
nonnegative matrix. The nonnegative rank of M, denoted rank (M ), is the
smallest value of r such that there exists an exact factorization of M of size
r,ie, U € R and V € R such that M = UV.

2|



Description of some applications | 1.1

The nonnegative rank itself features interesting applications. Several
applications are listed in [CR93] : in quantum mechanics (joint probability
distribution of two random variables), in demography (the demography
of marriage), in statistics (analysis of contingency tables), in information
theory (communication complexity) and in combinatorial optimization
(extension of convex polytopes). Some of these applications are described
in the following section.

These applications justify the interest for computing or approximating
the nonnegative rank. However, in our work, we did not focus on applying
some approaches to real matrices from these applications but rather on
developing new techniques for lower bounding the nonnegative rank. The
main reason being that most of the lower bounding approaches can only
be applied to (very) small matrices due to either time or memory usage
considerations, while matrices from real-life applications are usually (much)
larger.

1.1 Description of some applications

In this section, we describe a few applications of the nonnegative rank. We
will focus on the joint probability distribution of two random variables, the
communication complexity and the extension complexity of convex poly-
topes. For description of other applications, we refer the reader to [CR93]
and the references within.

1.1.1 Nonnegative rank and joint probability distribution

This application was described in [CR93] and [SZ81].

Let X and Y be two correlated random variables that can respectively
take m and n distinct values. Let P € R"*" be a matrix which represents
their joint probability distribution, i.e., which collects the probabilities that
variables X and Y simultaneously take some values. Then, Prob(X =
iand Y = j) = P;;, Prob(X = i) = 7:1 P;j, Prob(Y = j) = /L, P; ;.

Let Z be a random variable which can take p values, Z is said to explain
the correlation between X and Y if X and Y are independent conditional on
Z,ie,if, Vx,y,z:

Prob(X =xand Y = y|Z = z) = Prob(X = x|Z = z) Prob(Y = y|Z = z).
If X and Y are independent conditional on Z, then their joint probability

I3



1 | Introduction
distribution matrix can be expressed as
ZProb k)Prob(X =iand Y =j|Z =k)

P
ZProb k) Prob(X = i|Z = k) Prob(Y = j|Z = k).

Let X(K) € R™ be the conditional probability vector of X when Z = k, i.e.,
Xl.(k) = Prob(X = i|Z = k) and let Y(X) € R” be the conditional probability
vector of Y when Z =k, i.e,, Y].(k) = Prob(Y = j|Z = k), then we can write

P
P =Y Prob(z = k)x®[y®]".
k=1

In this expression, we can see that the joint probability distribution
matrix is expressed as a sum of nonnegative rank-one factors. Thus, X and
Y are independent conditional on a random variable that takes p values if
and only if their joint probability distribution matrix can be expressed as a
sum of p nonnegative rank-one factors.

Thus, the nonnegative rank of a joint probability distribution matrix
is the smallest support of a hidden random variable which explains the
correlation between the pair of random variables represented by this matrix.

1.1.2  Nonnegative rank and communication complexity

In communication complexity [Yao79], two parties, traditionally called Al-
ice and Bob, must evaluate a function f: X X Y — Z for some inputs x, y
(typically X =Y = {0,1}" and Z = {0,1}). Alice and Bob both know the
description of function f, but only know one of the two variable values; Al-
ice only knows x and Bob only knows y. To achieve their goal of computing
the value f(x,y), they must exchange information by communicating a bit
at a time following some protocol decided in advance.

The communication complexity of f, denoted D(f), is defined as the
minimum number of bits of information that Alice and Bob need to ex-
change for the worst case input.

A communication matrix can be associated to the problem. Let m = |X]|
and n = |Y|, then the communication matrix A € R"™*" is defined such

that Al',]' = f(l, ])

4|



Description of some applications | 1.1

Yannakakis [Yan91] showed that the logarithm of the nonnegative rank
can be used as a lower bound on the communication complexity, i.e.,

logrank (A) < D(f).

Lovész [Lov89] showed that the nonnegative rank can also be used to
get an upper bound as

D(f) < logrank(A)logrank, (A).

Lovasz and Saks [LS88] also conjectured that the communication com-
plexity can be upper bounded by a polynomial expression of the logarithm
of the rank of the communication matrix.

Conjecture 1.4 ([LS88]). For any boolean function f,
D(f) < (logrank(A))°W.

1.1.3 Nonnegative rank and extensions of convex polytopes

Another interesting application can be found in combinatorial optimization.
Indeed, many combinatorial optimization problems can be formulated as
the optimization of a linear objective function over a polytope of feasible
points. However, for many applications, these polytopes often have large
numbers of facets possibly even growing exponentially with the dimension
of the problem. As a consequence, computing an optimal solution for these
linear problems can be time consuming, and even be already impractical for
small to medium size problems. Note that the number of vertices of these
polytopes also influences the computation time; if it grows moderately with
the dimension of the problem, one can simply solve by enumerating the
vertices.
Let us describe the concept of extension of a polytope.

Definition 1.5 (Extension). Let Q C IR" be a polytope, a (linear) extension
for Q is a polytope P C R™, with n’ > n, along with an affine map 7 such
that Q = n(P).

An example of an extension of the regular hexagon is given on Figure 1.1.
On this example, we can observe that the extension is a three-dimensional
polytope with 5 facets, one facet less than the hexagon itself.

One way to reduce the computation time for problems where the poly-
tope of feasible solutions has a large number of facets is to look for an

| 5



1 | Introduction

Fig. 1.1 Extension of the regular hexagon with 5 facets.

extension of this polytope which has few facets (for example, growing
polynomially with the dimension of the problem). Then, one can solve the
optimization problem over the extension efficiently, and project the optimal
solution back to the original polytope of feasible points. Therefore, we
would like to be able to determine the minimum number of facets of any ex-
tension of these polytopes from combinatorial optimization. This minimum
number of facets of any extension is called the extension complexity.

Definition 1.6 (Extension complexity). Let P C R" be a polytope, the
(linear) extension complexity of P, denoted xc(P), is the minimum number
of facets of any (linear) extension of P.

For the example from Figure 1.1, the extension complexity of the regular
hexagon is xc = 5, and the extension on the figure is thus an extension with
minimum number of facets.

For some of the polytopes from combinatorial optimization, it has been
proven that they have a polynomial extension complexity. For example, the
permutahedron, which is the n-dimensional polytope whose vertices are
permutations of the first n natural numbers and with edges that link two
vertices that can be obtained from one another with a single permutation,
has been proved to have O(nlogn) extension complexity [Goel5]. This
means that an optimization problem can be solved efficiently over this
polytope using its extension.

However, if the extension complexity grows exponentially with the
dimension of the problem, i.e., the dimension of the polytope, then the
polytope of feasible solutions does not admit any extension with a poly-

6 |



Description of some applications | 1.1

nomial number of facets, and the combinatorial problem cannot be solved
in polynomial time with an LP-based approach that requires a compact
formulation. For example, Rothvoss [Rot14] proved that the extension com-
plexity of the matching polytope is 2("), which also implies that the TSP
polytope has extension complexity at least 2("). Thus, for these polytopes,
it is impossible to find compact extensions. This means that for many fami-
lies of polytopes from combinatorial optimization problems, it will not be
possible to find an extension with polynomial number of facets. However,
the interest of estimating the extension complexity remains for some other
polytopes.

The problem of finding an extension for a polytope is closely related to
the problem of finding a nonnegative factorization. In fact, any polytope
can be represented by a nonnegative matrix called the slack matrix.

Definition 1.7 (Slack matrix). Let P C R? be a polytope with n vertices
denoted v1) € R?,1 < j < n and m facets expressed as linear inequalities
aiTx <b;,1<i<mwitha; € RY, b; € R. A slack matrix for Pisan m X n
matrix S whose entry at position (i,7),1 < i < m,1 < j < nis the slack
of vertex j with respect to facet 7, i.e., Sij = b, — a;rv(j) > 0. Thus, Sis an
element-wise nonnegative matrix.

Note that the slack matrix of a polytope is not unique. Indeed, the facets,
(aj, bj) can be scaled by multiplying them with any nonnegative scalar, then
the corresponding row in the slack matrix is also scaled by the same factor.
An interesting result is that the slack matrix of a polytope whose affine hull
is d-dimensional (including full dimensional polytopes in R?) has classical
rank d 4+ 1 [GGK™"13]. This means that, for such slack matrices, we have
ranky >d+1.

Finding an extension for a polytope amounts to finding a nonnegative
factorization for any slack matrix of the polytope, and Yannakakis [Yan91]
proved that the extension complexity equals the nonnegative rank of any
slack matrix (see also [FKPT13]), hence all slack matrices of a particular
polytope have the same nonnegative rank.

Theorem 1.8 (from [Yan91]). Let P C IR" be a polytope, and let S be a slack
matrix for P. Then,
xc(P) = rank (S).

A consequence of this theorem is that, for slack matrices of polytopes,
any bound on the nonnegative rank can be used to bound the extension
complexity, and conversely.



1 | Introduction

In later chapters, most of the numerical results presented are for slack
matrices of low-dimensional polytopes. The main reason is that theses
matrices have often been used in the literature as benchmark to compare
the results of different approaches. We also tested our approaches on ran-
domly generated matrices and on some small matrices from computational
complexity.

1.2 Complexity and algorithms

Computing the nonnegative rank and a corresponding factorization is not
an easy task. Indeed, Vavasis [Vav(09] proved that checking if the nonnega-
tive rank is equal to the usual rank is NP-hard in general. He proved that
this problem can be polynomially reduced to a polyhedral combinatorics
problem called Intermediate Simplex and vice versa. Intermediate Simplex
consists, when given a polyhedron P and a set C of points all contained in
P, in checking whether a k-simplex T exists such that C C T C P. He then
proved that Intermediate Simplex is NP-hard by proving that 3-SAT can be
polynomially reduced to this problem. Shitov [Shil6] later gave a shorter
proof of the NP-hardness of Exact NMF by giving a polynomial reduction
from the problem of checking if the chromatic number of a graph is smaller
than a given value, which is an NP-complete problem.

However, it is not known if Exact NMF is in NP. Indeed, Shitov [Shil8]
proved that Exact NMF is, in general, JIR-complete by proving it is polyno-
mially equivalent to the ETR problem, or Existential Theory of the Reals,
which consists in determining if a system of equalities and inequalities
with rational coefficients has a real solution. The complexity class JIR lies
between NP and PSPACE, i.e.,, NP C JR C PSPACE which means that
Exact NMF can be solved using a polynomial amount of space but not in
polynomial time. To prove this result, Shitov first made a connection be-
tween NMF and a variation of NMF where the matrix is allowed to contain
unknown entries, i.e., variables whose ranges are known intervals. The
nonnegative rank of such an incomplete matrix is the smallest value of the
nonnegative rank over all possible values of its unknown entries. Then, he
proved that you can encode a polynomial equation in such an incomplete
matrix, and that the problem of proving the existence of a real solution
to the polynomial equation is equivalent to the problem of proving the
existence of a nonnegative factorization of a certain rank for the incomplete
matrix. Thus Exact NMF is not in NP unless NP = JRR.

Nonetheless, when the nonnegative rank (or the target size of the fac-

8 |



Complexity and algorithms | 1.2

torization) is fixed, finding a nonnegative factorization or checking that no
factorization of this size exists can be done in polynomial time. Indeed,
Arora et al. [AGKM12] gave an algorithm that runs in time O((mn)r22r),
which is polynomial in the dimensions of the matrix. They also proved
that no algorithm for Exact NMF that runs in time (mn)° (") exists since
that would lead to a polynomial algorithm for 3-SAT, which is not possible
unless P = NP. Moitra [Moil3] later improved this results, reducing the
computation time to O((mn)" ) making it singly exponential in r, the target
size of the factorization.

Their methods rely on expressing the problem of determining if an exact
nonnegative factorization of size r exists as a problem of determining if
a system of polynomial inequalities has a solution. The best algorithms
(see for example the paper by Renegar [Ren92]) for deciding if such system
of polynomial inequalities has a solution run in time exponential with the
number of variables, but polynomial with the number of inequalities and
other parameters. Arora and al., and later Moitra thus described ways
to reduce the number of variables when expressing Exact NMF as such a
system from the mr + nr variables in the original description by Cohen and
Rothblum [CR93] to 2r22" then 2r2.

One way to find the nonnegative rank would be to test Moitra’s algo-
rithm with increasing size of factorization r until the algorithm outputs a
factorization. The first value of r for which a factorization is obtained is
the nonnegative rank, however without a good intuition, or a good lower
bound, many values may be tested before getting a factorization. This
means that this would not be an efficient way of computing the nonneg-
ative rank in general. Moreover, if the target size of factorization is large,
Moitra’s algorithm runs in polynomial time but with a high degree polyno-
mial, meaning that it would still require a certain amount of time to get a
solution. The main drawback of this method is that it relies on quantifier
elimination which cannot really be used in practice. For example, the au-
thors of [VGGT15] did not succeed in getting results even for very small
matrices, and it is not clear if this algorithm can be used on any meaningful
practical instance.

As computing the nonnegative rank is difficult in general, a lot of re-
search has been made to determine strong lower and upper bounds. Getting
strong bounds has several purposes; first, computing bounds should be
computationally more efficient, for example, the rank is a lower bound on
the nonnegative rank and there are polynomial algorithms to compute the

9



1 | Introduction

rank of a matrix. Next, a high value of a lower bound would reject the
existence of nonnegative factorization of small size, which are typically the
factorizations people are looking for to be able to interpret the results in
their applications. Finally, having a small interval in which the nonnegative
rank lies would reduce the number of values to test with Moitra’s algorithm
for example, reducing the time required to determine the true value of the
nonnegative rank.

1.2.1 Algorithms to get factorizations

Several algorithms have been developed in order to build nonnegative
factorizations. Most of the algorithms proposed are algorithm for the ap-
proximate case where we fix a dimension of factorization and we minimize
the factorization error. When looking for exact nonnegative factorization,
typically these approximate algorithms are applied with the hope that the
approximation error is below a small threshold. In this case, we consider
the factorization to be exact up to some numerical errors. Let us say a few
words about these methods.

For example, multiplicative update (MU) successively updates one of
the two factors while considering the other constant, which makes the
problem convex. Indeed, minimizing ||M — UV || is a convex optimization
problem if only U or V is a variable, but it is nonconvex if both matrices are
variables. In [LS00], the authors gave two update rules that guarantee that
the factorization error is non-increasing, however these update rules do not
necessarily guarantee that a stationary point has been reached when the
factorization error does not decrease anymore. Lin [Lin07] later introduced
some modifications of these updates rules such that the convergence to a
stationary point can be proven.

Alternating least squares (ALS) methods use the same principle; keeping
one factor constant while modifying the other. But in this case, rather than
simply applying the update rule, we solve a least squares optimization
problem to reduce the factorization error. ALS methods were first intro-
duced in [PT94], but many improvements have been proposed, for example
see [CZPA09].

Heuristic approaches to obtain exact nonnegative factorizations have
also been proposed in [VGGT15]. Some of these heuristics use multi-start
strategies and methods like MU and ALS to try to get an exact factorization
of a certain size, i.e., a factorization such that the approximation error is
below some threshold. They also introduce some other heuristics, namely a

10 |
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rank-by-rank heuristic which starts from a rank-one optimal factorization
and, at each step k, builds a rank k factorization from the optimal rank k — 1
factorization. This procedure stops when the approximation error is below
a certain threshold. Another heuristics is based on simulated annealing; it
consists in generating an initial factorization, then explore its neighborhood
randomly in the hope of finding a factorization with smaller approximation
error. Finally, a hybrid heuristic is proposed which uses a solution from
the rank-by-rank heuristic as starting point for the simulated annealing
heuristic in the hope of improving the performances.

These factorization algorithms and heuristics are interesting in the pur-
suit of the nonnegative rank. Indeed, any exact nonnegative factorization
provides an upper bound on the value of the nonnegative rank. Moreover,
failing to find a factorization of some size may give some insight on the
value of the nonnegative rank. It may also be a sign that the method to get
a factorization can sometimes fail to find factorizations that are feasible.

1.3 Upper bounds on the nonnegative rank

Some upper bounds that do not require to compute a factorization have
also been developed in the literature.

For example, Shitov [Shil4] proved that all polygons with at least n > 7
vertices have extension complexity at most (67”} This means, for exam-
ple, that no heptagon has an extension complexity of 7 and, it is a better
upper bound than the trivial upper bound given from the number of ver-
tices/facets. This bound was also proved independently by Padrol and
Pfeifle in [PP14].

Kwan, Sauermann and Zhao [KSZ20] proved that for polytopes that are
obtained as the convex hull of n random points on a sphere or in a ball the
extension complexity is @(n). They also proved that for cyclic polygons, i.e.,
with all their vertices on a circle, with n vertices, the extension complexity
is at most 24+/n. While this upper bound for polygons may not be really
interesting for small values of 7, it becomes better than the trivial upper
bound n when n > 576.

For regular polygons, the best known upper bound is given in Theo-
rem 1.9. It was first observed from the numerical results of the heuristics
introduced in [VGGT15], and was proved formally in [VGG17]. The numer-
ical results seem to indicate that this upper bound is tight at least for small
values of 1, but this has not been proven yet.
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Theorem 1.9 (from [VGG17]). Let S, be a slack matrix of the regular n-gon,
then

rank4 (S,) <

2[log,(n)]| —1=2k—1 for k-1 <n
2 [log,(n)] = 2k for 2kl 42k=2 <

261 4 2k2,

<
< 2k,

1.4 Survey of existing lower bounds for the nonnegative
rank

In this section, we present and briefly describe some of the approaches
which have been studied to bound the nonnegative rank from below. We
give just enough details to understand the different possible ways to get
lower bounds on the nonnegative rank. For more details, we invite the
reader to check the references.

1.4.1 Geometric bounds

In this section, we briefly introduce some geometric lower bounds, i.e.,
approaches which are based on a representation of the matrix as a poly-
tope or as a pair of polytopes, and which use geometric properties of this
representation to get a lower bound.

Note that most bounding approaches can be given a geometric inter-
pretation. Indeed, some non-geometric approaches have been proven to
be closely related to geometric approaches meaning they could also be
interpreted geometrically. By geometric bound, we mean approaches which
rely directly on geometric properties of some geometric representation of
the matrix and not some other property of the matrix.

Number of columns with a different sparsity pattern

This bound was first developed as a bound for the extension complexity of
polytopes. Goemans [Goel5] proved the following theorem.

Theorem 1.10 ([Goel5]). Let P be any polyhedron in R™ with fo(P) vertices.
Then, the number of facets f;_1(Q) of any d-dimensional extension Q of P satisfies

fa-1(Q) = log, (fo(P)).

This theorem implies that the extension complexity of a polytope is
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bounded below by the logarithm of its number of vertices, i.e.,
xc(P) > log, (# vertices of P).

And, since the extension complexity of a polytope is equal to the nonnega-
tive rank of its slack matrix S, and the number of vertices is also the number
of columns of S, this also means that

rank, (S) > log, (# columns of S).

We can generalize this result for any nonnegative matrix. If all columns
have a different sparsity pattern, then

rank (M) > log, (# columns of M).

Furthermore, the nonnegative rank of a matrix is equal to the nonnegative
rank of its transposel, which means that, if all the columns and rows of M
have a different sparsity pattern,

rank (M) > max{log, (# columns of M), log,(# rows of M)}.

Restricted nonnegative rank

The next bound [GG12] relies on a new quantity, the restricted nonnegative
rank which can be computed geometrically by representing the matrix as
two nested polytopes.

The authors introduced a new notion of rank for nonnegative matrices
which leads to some lower bound for the nonnegative rank. This rank itself
is an upper bound for the nonnegative rank and its geometric interpretation
leads to the lower bound on the nonnegative rank described below.

Definition 1.11 (Restricted nonnegative rank). Let M be an m X n nonneg-
ative matrix, the restricted nonnegative rank of M is the smallest positive
integer r such that there exists an m X ¥ nonnegative matrix U and anr x n
nonnegative matrix V such that M = UV and rank(U) = rank(M). This
rank is denoted rank’, (M).

One can see that this new rank is an upper bound for the nonnegative
rank (rank; (M) < rank’ (M)) since any pair (U, V) such that M = UV
and rank(U) = rank(M) is a nonnegative factorization.

Then, Gillis and Glineur proved the following theorem

Indeed, if M can be written as M = Y/, uiviT then we can write MT = YI_, v,'uiT.



1 | Introduction

Theorem 1.12 ([GG12]). Let M be a nonnegative matrix with r = rank(M) and
r4+ = rank4 (M). Then,

<.7-'(r+,ru —1ry—r) Flre,r—1,1y —2)>
rank’} (M) " ranki (M) ’

1 < max min
r<ry<ry

where F denotes McMullen’s upper bound theorem for polytopes [McM70].

The nonnegative rank of M is bounded from below by the smallest value
of r4 such that this inequality is satisfied.

If we know, or if we can compute, the restricted nonnegative rank of
a matrix and its transpose, we can then compute a lower bound for the
nonnegative rank.

More details about this lower bound will be given in Chapter 2, we will
see that this lower bound is closely related to the bound we introduce in
this chapter.

Bound on the extension complexity

In [FRT12], Fiorini and al. proved that for generic polygons with n vertices,
the extension complexity is at least v/2n. This lower bound was slightly im-
proved to 2v/2n — 2 — 1 by Padrol [Pad16]. More generally, Padrol proved
that a generic d-polytope with d + 1 + « vertices (or facets) has extension

complexity at least 2+/d(d +a) —d + 1.

1.4.2 Bounds based only on the sparsity pattern

We present here some other bounding approaches which rely only on the
sparsity pattern of the matrix, i.e., on the position of the nonzero elements
of the matrix. However, these bounds do not take the values of the nonzero
elements into consideration.

Fooling sets
This lower bound uses the notion of fooling set described in [AUY83].
Definition 1.13 (Fooling set). Let M be a nonnegative matrix and F a set of
indices. F is a fooling set for M if

1. Mi,]' > 0 for all (l,]) e F.

2. For all (il,jl), (iz,jz) € F distinct, either ]\/Iil,]'2 =0or MiZV]'l =0.

Then, the nonnegative rank is always bigger than the size of any fooling set.
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Lemma 1.14. Let M be a nonnegative matrix. If F is a fooling set for M of size k,
then
rank; (M) > k

Intuitively, it is understandable that no two elements of F can be in the
same rank-one matrix. Therefore, the number of rank-one factors required
to reconstruct the matrix is at least the number of elements of F.

Generalized fooling sets
The previous bound can be strengthened for boolean matrices using a

generalization of fooling sets.

Definition 1.15 (Generalized fooling set). Let B be a boolean matrix. Let
ke Nandd € {0,1}. A setof indices F = {(i1,/1), (i2,j2), .- -, (im,jm) } is @
o-fooling set of order k if

e B 25,V(i1,j1) € F,

i
¢ for any selection of k + 1 elements from F, the submatrix of B that is

spanned by F is not monochromatic, i.e., among the k 4 1 elements,
Jig, jp, ic, jg such that Bia,jb * Bic,jd'

Dietzfelbinger and al. [DHS96] proved the following lower bound for the
nonnegative rank.

Theorem 1.16 ([DHS96]). Let B be a boolean matrix, then
rank, (B) > Fool(B),
where
Fool(B) = max{Fool’(B), Fool'(B)},
Fool’ (B) = max M

keN k
Fool! (B) = max{card(A) : A is a 6-fooling of order k}.

7

If we consider only the case § = 1 and fooling sets of order k = 1
(Fool} (B)) then this bound is exactly the same as the previous one.

Rectangle covering bound

This bound has several names; boolean rank [GP83], biclique covering
number [Orl77] or rectangle covering number [FKPT13].

| 15
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Let M be a nonnegative matrix and let us denote by supp (M), its support,
i.e., the subset of indices where M has a nonzero entry. Let us define three
notions.

Definition 1.17 (Matrix rectangle). A rectangle for M is a set of the form
I x ] where I and | are subsets of the row and column indices of M.

110\ . 602
For example, (1 1 0) is a rectangle for (1 5 3).
000 023

Definition 1.18 (Rectangle covering). A rectangle covering of M is a set of
rectangles, all contained in supp (M), whose union equals supp(M).

101 000\ . . 602
For example, { ( 101 ) , (8 11 ) } is a rectangle covering for ((1) 2 g)
Definition 1.19 (Rectangle covering number). The rectangle covering num-
ber of M is the smallest cardinality of any rectangle covering of M, it’s
denoted rc(M).

For example, for matrix (g Ezs) é), rc = 2 since it is clear that it is not possible
to have only one rectangle in the covering due to the positions of the zeros
and we already gave an example of a rectangle covering of cardinality 2.

This rectangle covering number is a lower bound for the nonnegative
rank.

Theorem 1.20 ([FKPT13]). Let M be a nonnegative matrix, then
rank; (M) > rc(M).

This bound is interesting for matrices with zero entries (such as, for
example, slack matrices). For matrices with all entries strictly positive,
the bound will always be equal to one since a possible rectangle covering
consists in only one matrix with all entries equal to one. However, the
nonnegative rank of a nonzero matrix is always larger than one which means
that this bound does not bring relevant information for such matrices.

For matrices with some zero entries, this bound can be very strong but
is difficult to compute in practice since the number of possible rectangles
grows exponentially with the dimensions of the matrix. A more detailed
comment about the computation of the rectangle covering number will be
made in Chapter 4.

16 |



Survey of existing lower bounds for the nonnegative rank | 1.4

1.4.3 Bounds based on the sparsity pattern and additional information

We present here some other bounding approaches which rely on the sparsity
pattern of the matrix. However, these bounds also use information about
the values of the nonzero elements.

Hyperplane separation bound

The hyperplane separation bound was formally described in [Rot14], but as
stated by the author, this bound had been already known by experts before
this paper was published.

Lemma 1.21 (from [Rot14]). Let M € R™*" be a nonnegative matrix and let
W € R™*" be any matrix with the same dimensions. Then,

rank4 (M) > <W’ %>

a max{(W,R> : R e {0,1}"™" rank-one matrix},

where (, ) denotes the Frobenius inner product of matrices.

This bound thus aims to find a matrix that has small inner product with
all rank-one matrices and large inner product with the matrix of interest.
Note that the set of rank-one matrices can be reduced to the set of rectangles
that are contained in the support of M [Fok21].

We want the maximum value of the right-hand side to have a strong
lower bound, however getting this value may be difficult in practice since it
requires the knowledge of all rectangles in the support of the matrix.

Refined rectangle covering bound

Oelze and al. [OVW14] described a refinement of the rectangle covering
bound using a simple observation; when there is a two-by-two submatrix

of the form
21
1 1)’

only one rectangle is required to cover this submatrix while its nonnegative
rank is 2. Thus, they enforce that such submatrices are covered by two
rectangles and they define a refined covering.

Definition 1.22 (Refined rectangle covering). Let M be a nonnegative matrix,
a rectangle covering Ry, ..., Ry of matrix M is a refined covering if

{1 Rin{(i 1), (2, j2)} # @} = 2
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holds for all pairs (i1, j1), (i2, j2) with S;, ;;Si, j, > Si, j,Siy j,- The smallest
size of any refined covering of M is called the refined rectangle covering
number, denoted rrc(M).

Obviously, the refined rectangle covering number is an upper bound for
the rectangle covering number. It is also a lower bound for the nonnegative
rank.

Theorem 1.23 ([OVW14]). Let M be a nonnegative matrix, then
ranky (M) > rre(M) > rc(M).

To put it simply, this bound is the rectangle covering bound where we
use additional information about the true values of the entries of the matrix.

1.4.4 Bounds from conic programming

These bounds are obtained by solving conic relaxations of a complicated
convex optimization problems that are lower bounds on the nonnegative
rank. Unlike the bounds described above (fooling sets, rectangle covering,
etc.), these bounds do not explicitly rely on the sparsity pattern of the matrix
and are therefore more interesting for matrices with no zero entries.

The first lower bound was introduced by Fawzi and Parrilo [FP12], they
proved the following result.

Theorem 1.24. Let M € R'™" be a nonnegative matrix. Let v, (M) be the
optimal value of the following optimization program:

vy (M) = max {(M, W) : {_;\/T IW] is copositive}.

Then, we have

vy (M)\?
> (7342

where || M| is the Frobenius norm of M.
However, computing v (M) is NP-hard in general, but it can be lower

bounded as
vy (M) > v (M),keN,
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(K]

where v (M) is the optimal value of the following optimization problem:

I -W
A0 = g {0 [y eV

where Cl is the k’th order relaxation of the cone of copositive matrices
given by

n

k
n
cl=0aesm. (Z x12> (Z A,-,]-xlzx]z) is a sum-of-squares ; ,
i=1

i=1

where §” is the set of symmetric matrices.

Furthermore, the optimization problem which computes v[f] (M) can be
formulated as a semidefinite problem and thus be solved in polynomial
time. However, to get a strong lower bound, it may be required to go to
high values of k and still have big computation time.

Fawzi and Parrilo later introduced another bound [FP16]. In this paper,
they define a quantity that can be used to compute lower bounds for atomic
cone ranks. In the case of the nonnegative rank, they define the following
set

A4 (M) == {R € R"" :rank(R) <1and 0 < R < M},

as the set of atoms, i.e., the set of rank-one nonnegative matrices that can
be used in a decomposition of M as a sum of rank-one factors. Then, they
define the following quantity

7+ (M) := max L(M)s.t. L(R) <1,VR € A+ (M),

L linear

where L linear indicates that L must be a linear function. Then, they prove
that this quantity is a lower bound on the nonnegative rank, i.e.,

rank; (M) > 4 (M).

The problem defining T, is a convex optimization problem. However, it
cannot be solved efficiently because there is no description of the feasible set.
Therefore, Fawzi and Parrilo gave a semidefinite relaxation of this problem.

I 19
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They first define a relaxation of the set of atoms

=0

.
AP (M) = {R € R™":3X € $™ suchthat | 1 VeCHR) }

ect(R) X
and Xij,ij < Rl‘,]‘M,',]‘VZ' S [T}’l],] S [1’[]

and Xjj — Xy = 0V(1,1) < (i,/) < (k1) < (mf”)}/

such that
convhull(A4(M)) C A (M).

Then, they define
(M) =min{t > 0: M € tA¥*(M)},
that satisfies the following relation

9% (M) < 74 (M) < ranky (M).

1.5 Structure of the thesis and contributions

This document is separated into four chapters, and focuses on the descrip-
tion of new lower bounds on the nonnegative rank.

In Chapter 2, we introduce a lower bound on the extension complexity
of polytopes which is based solely on the f-vector. We first recall some
important notions and properties of polytopes, then we give a proof of the
monotonic decrease of the f-vector under projective transformations and
use this result to define a lower bound on the extension complexity. We
showcase some numerical results to compare our bound with other bounds
from the literature, and show that our bound is a stronger version of the
bound from [GG12] for slack matrices of polytopes. Finally, we generalize
our lower bound to matrices that are not slack matrices.

In Chapter 3, we recall how a nonnegative matrix can be represented as
a pair of nested polytopes, and we use geometric properties of this repre-
sentation to define a lower bound on the nonnegative rank. We show that
this lower bound requires a sampling of directions in the space containing
the polytopes which define constraints of an optimization problem and
a partition of the outer polytope which defines the variables of the same
optimization problem whose solution is a lower bound on the nonnegative
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rank. We then introduce several static approaches to determine sets of
directions and partitions of the outer polytope, and we compare the results
obtained with other bounds from the literature.

In Chapter 4, we show that the rectangle covering number described in
Subsection 1.4.2 can be interpreted geometrically using the nested polytopes
representation of the matrix. We show that using geometric constraints of
the nested polytopes, and considering the faces of the outer polytope as
the 0/1-patterns in the columns of the matrix allows us to define a linear
integer optimization problem which gives us the rectangle covering number.
We also discuss on the importance of the formulation of the optimization
problem on the computational performances when trying to determine the
rectangle covering number.

In Chapter 5, we introduce dynamic procedures to generate new direc-
tions and refine the partition in order to overcome the shortcomings of the
static approaches. The directions are generated using a cutting-plane like
procedure that rejects the previous optimal solution. We show that having a
full partition of the outer polytope is not an efficient way of representing it
for our purpose and, we replace the full partition with a finite set of single
points. We also give a cutting-plane like procedure to generate good sets
of points. Once again, we compare our results with other bounds from the
literature and show that our approach can outperform these other bounds.

We finish this document with some concluding remarks and some open
questions related to the different chapters which can become directions for
further research.

1.5.1 List of Publications

This thesis lead to the following publications:

¢ Julien Dewez, Nicolas Gillis, and Francois Glineur. A geometric lower
bound on the extension complexity of polytopes based on the f-vector.
Discrete Applied Mathematics, 303:22-38, 2021. URL: https://www.
sciencedirect.com/science/article/pii/S0166218X20304522

¢ Julien Dewez and Frangois Glineur. Lower bounds on the nonnegative
rank using a nested polytopes formulation. In ESANN 2020, 28th Euro-
pean Symposium on Artificial Neural Networks-Computational Intelligence
and Machine Learning, 2020. URL: http://hdl.handle.net/2078.1/
229853


https://www.sciencedirect.com/science/article/pii/S0166218X20304522
https://www.sciencedirect.com/science/article/pii/S0166218X20304522
http://hdl.handle.net/2078.1/229853
http://hdl.handle.net/2078.1/229853
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¢ Julien Dewez and Francois Glineur. Lower bounds on the nonnegative
rank using mixed integer programming based on a nested polytopes
formulation. preprint, 2021

The first publication is related to Chapter 2, the other two publications
are related to Chapters 3 and 5.



Geometric lower bound on
the extension complexity
based on the f-vector

In this chapter, we introduce a lower bound on the extension complexity
of a polytope based on the f-vector. More precisely, since an extension is a
polytope that projects on the original polytope, we study the behavior of
the f-vector under projections, and use a property of monotonic decrease to
define a lower bound on the extension complexity. We then generalize our
bound to any nonnegative matrix and present some strengthening of the
bound.

2.1 Polytopes, projections and polar transformation

In this section, we recall some important notions about polytopes, pro-
jections and the polar transformation of polytopes that will be useful to
describe and prove the results presented in the next sections.

2.1.1 About polytopes

First, let us recall the definition of the affine hull of a polytope.
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Definition 2.1 (Affine hull). Let P C R" be a polytope, the affine hull of P
denoted aff(P) is the set of all affine combinations of elements of P, i.e.,

k k
aff(P) = aixi:k>0,x, €Pa; €R,) a;=1
i=1 =1
i€l,...k
The affine hull of P is the smallest affine subset of R” which contains P.
For the rest of this chapter, we will consider the following definition for the
dimension of a polytope.

Definition 2.2 (Dimension of a polytope). Let P C IR" be a polytope, the di-
mension of P is the dimension of its affine hull, i.e., dim(P) = dim(aff(P)).

This allows us to work in an n-dimensional space with polytopes that
can have a dimension strictly smaller than n. Such polytopes have empty
interiors, therefore we will need the notion of relative interior.

Definition 2.3 (Relative interior). Let P C R" be a polytope, the relative
interior of P denoted ri(P) is the interior of P within its affine hull, i.e.,

ri(P) = {x € P: Je > 0, Be(x) Naff(P) C P},
where Be(x) denotes the ball of radius € centered at x.
Let us now define the k-faces of the polytope.

Definition 2.4 (Faces of a polytope). Let P C R” be a polytope, a linear
inequality ax < b is valid for P if all points of P satisfy it. A face of P is any
intersection of P with a set of the form {x € R" : ax = b}, where ax < b is
a valid inequality for P. A k-face of P is a face of P which has an affine hull
of dimension k.

Let us also recall the definition of supporting hyperplane.

Definition 2.5 (Supporting hyperplane). Let v € R" such that v # 0 and
h € R, the set
H:{xe]R”:vTx:h}

is a hyperplane in R"”. Let P C R" be a polytope, H is a supporting
hyperplane of P if HN P # @ and P lies entirely in one of the two closed
half-spaces bounded by the hyperplane.
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Note that the non-trivial faces of a polytope, i.e., excluding the polytope
itself and the empty set, can be expressed as the intersection of the polytope
with one of its supporting hyperplanes.

Let us recall the following proposition which states that faces of a poly-
tope are also polytopes. In this proposition, vertices(P) denotes the set of
all vertices of P.

Proposition 2.6 ([Zie95]p. 53). Let P C R" be a polytope, and V := vertices(P).
Let F be a face of P.

* The face F is a polytope, with vertices(F) = FN V.

* Every intersection of faces of P is a face of P.

o The faces of F are exactly the faces of P that are contained in F.
e F = Pnaff(F).

This proposition will be useful in the following section to prove the main
result which will allow us to define our bound. Let us end this subsection
with the definition of the f-vector, which consists of the collection of the
numbers of k-faces of a polytope.

Definition 2.7 (F-vector). Given a polytope P C R", the f-vector of P is the
vector collecting the numbers of k-faces of P for each value of k between 0
andn —1,

f= o fiforeos fuat),

where fj is the number of k-faces of P.

Note that some definition of the f-vector also include f_; = 1 and
fn =1, ie., the empty set and the polytope itself. But since these numbers
are always equal to one for any polytope, we decide to omit them here.

2.1.2  Projections and properties of linear maps

The projection of a polytope is the result we get when we apply a linear
map to the polytope.

Definition 2.8 (Projection). Let A € R**" and T4 : x — Ax, a linear map-
ping. Let P C R" be a polytope, the projection of P with respect to T4 is the
set

Q= Ta(P) = {Ta(x) : x € P}.
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Remark 2.9. An affine mapping x — Ax + b, can be considered as a suc-
cession of transformations; a linear map x — Ax followed by a translation
x — x + b. Since a translation does not modify the geometry of a polytope
(dimension, numbers of faces, angles, ...), we only consider linear mappings.

Note that each point has a single image by a linear map. However,
several points can have the same image by a linear map. This implies that
the dimension of a set can only decrease after a linear map is applied.

Property 2.10. Let A € R"" and T4: x — Ax, a linear mapping. Let
P C R" be a polytope and let Q = T4 (P), then dim(Q) < dim(P).

Projections have very interesting properties, one that will be useful to us
is that convexity is preserved under a linear transformation. More precisely,
linear transformations map a convex combination of some points onto a
convex combination of the image of those points with the same coefficients
of combination. This also means that if points are co-linear, their images
after a linear map are also co-linear. Another interesting consequence is
that if some points x(!) have the same image by a linear map, any point in
the convex hull of these x() also has the same image. Moreover, we also
know that the projection of a polytope is also a polytope [Zie95, p. 29]. Let
us now recall the definition of the preimage, with a small variation where
we restrict the preimage to some set.

Definition 2.11 (Preimage). Let T4: x — Ax be a linear map. The preimage
of a point y € R" with respect to T4, denoted Tgl (v), is the set

T (y) = {x € R": Tu(x) =y}

Similarly, the preimage of a set S C R” with respect to T4, denoted Tgl (S),
is the set
T,1(S) = {x € R": Ts(x) € S}.

Let P C R" be a polytope, the preimage of y € R" restricted to P denoted
Tgl (y)|p is the set

T, (y)lp = {x € P: Ta(x) = y}.

Note that the preimage of a point can be the empty set, a single point or
a set of points. However, the preimage is always an affine subspace.

Property 2.12. Let T4: x — Ax be a linear map. For any y € R", T, ' (y) is
an affine subspace of R".
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Proof. Let x;,1 <i < k be some points in the preimage of y, i.e., T4 (x;) =
y,1 <i<k Letx = Z?:l w;x; such that a; € R, Zile «; = 1 be an affine
combination of these points and let us prove that it is also in the preimage

of y.

k k
Ty(X) =Tx ( “ixi> =Y Ta(ax;)
i=1 i=1

1=

|
™~

k
0 Ta(xi) =) iy =v.
i—1

i=1

Thus, £ is in the preimage of y. Since, this reasoning is valid for any
affine combination of the points in the preimage of y, it must be an affine
subspace of R". O

Now that the preimage is defined, we can define slices as preimages of
polytopes with respect to linear maps.

Definition 2.13 (Slice). Let A € R"*" and T4: x — Ax, a linear mapping.
Let Q C IR" be a polytope, the slice of Q with respect to T4 is the set Tgl (Q).

Note that slices are not necessarily polytopes, as they can be unbounded
polyhedra.

Remark 2.14. If Q = T4(P), then T, '(Q)|p = P.

2.1.3  Polar transformation of polytopes
Let us now define the polar transformation of a polytope.

Definition 2.15 (Polar polytope). Let P C IR" be a polytope, the polar of P
denoted P is the set defined as

PP ={yecR":y'x <1Vx € P}.

Property 2.16. If P C R" is a polytope and 0 € int(P), then P? is a polytope.

Note that we can assume, without loss of generality, that every full-
dimensional polytope contains the origin in its interior. If it is not the case,
we translate the polytope such that the origin is in its interior which does
not modify the geometry of the polytope, i.e., the translated polytope has
the same properties as the original polytope such as the same dimension,
the same numbers of faces, the same distances between vertices, etc. Most
importantly, its extension complexity is preserved.
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Remark 2.17. The polar of a polytope which does not contain the origin in
its interior is an unbounded polyhedron.

This remark is important because if we have a polytope which is not
full-dimensional, it cannot contain the origin in its interior (even after a
translation). However, we can still compute the polar set {y € R" : y 'x <
1Vx € P} which is an unbounded polyhedron.

Figure 2.1 provides an example of two polytopes, one being the transla-
tion of the other, and their polars.

25 T T T
—+&— rectangle
2+ —6— polar of rectangle [
—O— - trapeze
15k —O— - polar of trapeze |
1t |
05F 77777777577/7)3*
-
or P |
-
-0.5 P J
-
1t 4
-1.5r 1
-2 i £] R
25 . . . . . . . .
-1.5 -1 -0.5 0 0.5 1 1.5 2 25 3

Fig. 2.1 Example of two polytopes and their polar. The shape of the polar
depends on the position with respect to the origin.

We observe that the shape of the polar depends on where the origin
is in the interior of the polytope. By translating the polytope (from the
polytope in plain lines to the one in dashed lines), the polar is no longer a
rectangle, it is a trapeze. However, the number of faces does not change (this
observation will be useful later). Let us recall the following well-known
result.

Lemma 2.18 ([Zie95]). Let P be a polytope containing the origin in its interior.

Then P is a polytope containing the origin in its interior. Moreover, (P°)? = P
and P has m facets if and only if P° has m vertices.
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This lemma states that vertices are converted into facets via polar trans-
formation and vice versa, and that if we apply the polar transformation
twice, we get the original polytope. A stronger result [Zie95, p. 64] states
that the f-vector is reversed by polarity, i.e., if the polytope P has the follow-
ing f-vector (fo, f1,- .., fu_1), its polar P? will have the following f-vector
(fu=1,---, 1, fo). For example, the cube, which has 8 vertices, 12 edges
and 6 facets, has the following f-vector: f = (8,12,6) if we consider a
3-dimensional space. Its polar has the following f-vector: f* = (6,12,8)
which is the f-vector of a (not necessarily regular) octahedron.

Let us show the following result which states that the polar of a projec-
tion of a polytope can be computed from the original polar: it is equal to its
slice with respect to the adjoint linear map.

Property 2.19. Let P C IR" be a polytope such that 0 € intPand let T : x —
Ax be alinear map, with A € R"*". Let T, +: y — Ay be the adjoint linear

map. Then,
[TA(P))® = T (PY).

Proof. The transformation of P with respect to T, is given by
T4(P)={Ax:x € P}.
The polar of T, (P) is given by
TP = {y:y"x <1vx e T,(P) }.

AllxinT A(P) can be written as x = Ax’ for some x’ € P. Therefore, the
polar of T, (P) can be written as

[T,(P)]° = {y Ly AY < 1vx € P} - {y (AT Y <1V € p},
={y: ATy e P} =T, 1(P").
O

The duality between projection and slice is illustrated on Figure 2.2.
This notion of duality between projections and slices has a very important
consequence: every property of the projection (resp. slice) of a polytope
implies a related property for the slice (resp. projection) of a polytope. This
means that any result that applies to projections also applies to slices.
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projection T’ A

p Ty(P)
polar polar
P° Ty (P%) = [T(P)]°

slice TX—%
Fig. 2.2 Duality between projection and slice.

Let us take a look at a small example in two dimensions to illustrate
this duality. Let P be the square with vertices (1,1), (1,—1), (—1,1) and
(-1,-1) (square with circle vertices on Figure 2.3). Its polar, PO is the
square with vertices (0,1), (1,0), (—1,0) and (0, —1) (square with square
vertices on Figure 2.3). Let A = ({ ). The projection T; of P with respect

to Ais
T(P) ={A(y): (y) e P} ={(3): () € P},

which is the line segment going from (—1, —1) to (1,1) (dot-dashed line
segment on Figure 2.3). Furthermore, the slice of P? with respect to A ' is

TP ={(5): A7) e P} = {(§): (") e P},

which implies that all the points (3 ) such that —1 < x +y < 1 belong to
the preimage of P? (which is the region between the two dashed lines on
Figure 2.3). One can check (via the definition of polar transformation) that,
in the two-dimensional space, the line segment obtained by projecting P
and the region obtained by computing the preimage of P? are polar to each
other.

2.2 Lower bound on the extension complexity

In this section, we introduce a new geometric lower bound for the exten-
sion complexity based on the behavior of the f-vector of a polytope when
projected on a lower dimensional subspace.

2.2.1 Monotonicity of the f-vector under linear maps

Our new lower bound on the extension complexity is based on the fact that
the f-vector of any polytope decreases monotonically after a linear map,
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Fig. 2.3 Example of duality between projection and slice.

i.e, for a polytope P and any projection T(P), we have fi(T(P)) < fx(P) Vk.
The reason we are interested in the behaviour of the f-vector under a linear
map is that any extension for a given polytope is a higher dimensional
polytope which projects on the original polytope. Therefore, for a polytope
Q and any of its extensions P, we must have f;(Q) < fi(P) Vk. The main
result on which our bound is based is the following.

Lemma 2.20. Let P be a polytope and let T: x — Ax be a linear map. Then,
fe(T(P)) < fi(P) Vk.

We will prove this lemma by identifying, for each k-face F of T(P), a
k-face F’ of P which projects on F but which does not project on any other
k-face of T(P), i.e., such that T(F') C F and T(F') ¢ F, for any other k-face
F # F of T(P). A k-face of P satisfies this condition if and only if one of its
point is mapped in the relative interior of F.

Property 2.21. Let P be a polytope, T: x — Ax be a linear map, F be a
k-face of T(P) and F’ be a k-face of P. If T(F') C F and 3x € F’ such that
T(x) € ri(F), then T(F') Z F, for any other k-face £ # F of T(P).

Proof. Let F be a k-face of T(P), let F/ be a k-face of P such that T(F') C F
and 3x € F’' such that T(x) € ri(F). From the second assertion in Proposi-
tion 2.6, we know that the intersection of faces of a polytope is also a face of
this polytope. This implies that the intersection of two different k-faces is
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either empty of one of their faces which means that no two different k-faces
have their relative interior in common. Thus, for any k-face F # F of T(P),
we have

A

T(x)€ri(F)=T(x) ¢ FNF=T(x)¢ F=T(F) ¢ F.
O

To prove the main result, we need the following Lemma which states
that the preimage of a face of the projection restricted to the polytope is a
face of the polytope.

Lemma 2.22. ([Zie95, p. 196]) Let P C R" be a polytope and let T: x — Ax be
a linear map. Then for every face F of T(P), the preimage T~'(F)|p is a face of P.

Furthermore, if F,G are faces of T(P), then F C G holds if and only if
T-Y(F) C T~Y(G).

Remark 2.23. From Property 2.10, if G is the face of P which is the preimage
of a face F of T(P), then dim G > dim F.

Let us prove a last intermediate result that will allow us to prove
Lemma 2.20.

Property 2.24. Let P C R" be a polytope. Let A be a d-dimensional affine
subspace of R” such that PN A # @. Then, I := P N A contains at least one
point that belongs to an (n — d)-face of P.

Proof. Let us prove this result by induction on d. We know that any inter-
section of a polytope with an affine subspace is a polytope [Zie95, p. 29].
Thus, I is a polytope of dimension < d.

1. Base case: d = 1. In this case, I is either a single point on the boundary
of P or I is a line segment in P with its extremities on the boundary of
P. Any point on the boundary of P belongs to at least one facet of P,
which is an (n — 1)-face of P.

2. Induction case: let us assume that if A is a d-dimensional affine sub-
space, I contains at least one point that belongs to an (n — d)-face of P.
And, let us prove that, if A is a (d + 1)-dimensional affine subspace,
then I contains at least one point that belongs to an (n — (d + 1) )-face
of P.

Let F be a facet of P such that FN A # @ and let H be the sup-
porting hyperplane such that F = PN H. Such a facet always exists,
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otherwise PN A = @. By Proposition 2.6, we know that Fis an (n — 1)-
dimensional polytope. Since A does not support P, we have A Z H.
Then, A = AN H is an affine subspace of dimension d of H. Since
we assumed that for a d-dimensional affine subspace, the intersection
contains at least one point in an (n — d)-face of the polytope, we have
that F N A contains at least a point that belongs to an ((n — 1) — d)-face
of F,i.e., an (n — (d +1))-face of P. Let x be this point, thus x € F N A.
Sincex € Aand A C A, x € A. Thus,x € = ANP,ie., I contains
at least a point that belongs to an (n — (d + 1))-face of P.

O

We can now prove the main result of monotonic decrease of the f-vector
under projections.

Proof of Lemma 2.20. Let F be a k-face of T(P) and let G = T~!(F)|p be the
preimage of F, G is a (k + A)-face of P, where A is a nonnegative integer.
Let y € ri(F) be a point in the relative interior of F. The preimage of
y, Ay = T~!(y) is an affine subspace of dimension A. Since y € F, by
definition of the preimage, 3x € G such that T(x) = y. Thus, GN A, # @
and, by Property 2.24, we know that G N A, contains at least one point
that belongs to a k-face of G, let us denote by F’ this k-face of G. Thus, by
Proposition 2.6, F’ is a k-face of P and F’ has one of its point mapped in
the relative interior of F. By Property 2.21, F’ is such that T(F’) C F and
T(F') ¢ F, for any other k-face F # F of T(P) and we can conclude that

fi(T(P)) < fi(P). O

Remark 2.25. This result is stated as an exercise without solution in [Grii03,
p- 37], however, we found no proof of it in the literature.

Using the duality between projections and slices defined before, we have
the following corollary for slices.

Corollary 2.26. Let P be an n-dimensional polytope and let T: x — ATx
be a linear map such that T~Y(P) is n'-dimensional. Then, f,(T~'(P)) <

fnfn’+k(P) k.
Proof. Let (fo, f1,. .., fn—1) be the f-vector of P. By polarity, the f-vector of
PYis

(g(), 21, /gn—l) such that g = f,_1_x Vk.
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According to Lemma 2.20, let T;: x — Ax be a linear map, the f-vector of
T>(P%) is
(80, ---,4_1) such that g < gi Vk.

According to Property 2.19, T~1(P) = [T,(P")]°, thus the f-vector of T~1(P)
is

(for---+ fiy_q) such that f{ = g}, Vk.
This implies that, Vk:

fk gn—l k< 81k = fac1—(w—1-k) = fu—nw'tks
hence that fi.(T~1(P)) < fp_w.x(P) Vk. O

We have now proved that, for P, the original polytope and X(P), an ex-
tension for P, we must have fi(X(P)) > fx(P) Vk, according to Lemma 2.20
meaning that any extension of a polytope must always have more k-faces
than the polytope itself.

Note that however, any polytope Q which satisfies fx(Q) > fx(P) Vk is
not necessarily an extension for P. For example, if Q is a pentagon with
f-vector (5,5) and P is the square with f-vector (4,4), the inequality is satisfied
but it is not possible to project a pentagon onto a square.

2.2.2 A new geometric lower bound

If P is n-dimensional and has f,,_ facets, its extension complexity is then
bounded below by the solution of

min Q) st filQ) 2 fulP)VK=0,...,n—1. 1)

n<i<fy_1(P) Q, d1m

This optimization problem can be interpreted as follows: in dimension
i, we look for all the polytopes Q which satisfy the projection Lemma and
we minimize the number of facets f; _1(Q) of such polytopes. Then, we
take the minimum number of facets among all dimensions n < i < f,_1(P)
between 7, the dimension of P and f,,_1(P), its number of facets. However,
solving this optimization problem is very hard because there are many
polytopes that satisfy the projection property and we cannot check them
all. To compute a solution, we relax the problem using McMullen’s upper
bound theorem [McM70].



Lower bound on the extension complexity | 2.2

Theorem 2.27 (Upper Bound Theorem, McMullen [1970]). Let P be an
n-dimensional convex polytope with m vertices. Then,

fr(P) < F(m,n,k)Vk=1,...,n—1,

where

F(m,nk—1)

2] 21 n n—i i m—n—1+1i

R (R (S ) G
and 6 denotes the Kronecker delta function, i.e., 6(x,y) = lifx = yand 6(x,y) =
Oifx #y.

This upper bound on the number of k-faces of any polytope is tight since
it is attained by cyclic polytopes.

Determining the impact of this relaxation is difficult in general since
we don’t know how many polytopes satisfy the projection Lemma, nor
their combinatorial structure. If we had a lower bound theorem, we could
potentially use it to determine the maximum impact that this relaxation has.
However, such a lower bound theorem only exists for simplicial polytopes,
i.e., polytopes for which each facet is a simplex [Bar73].

Remark 2.28. Note that, in the literature, McMullen’s Upper Bound Theorem
has several formulations [BB80, Sei95]; for example,

n=E ()t

P) < f (D)= a-sem ("] (")

These formulas give the same upper bound on the number of k-faces of the
polytope. An example is given in Table 2.1 for 6-dimensional polytopes
(n = 6) and for several numbers of facets ().

or

Furthermore, we know that vertices of any polytope give facets of its
polar and conversely. Therefore, we can also compute the upper bounds
knowing the number of facets rather than the number of vertices. More
precisely, we have the following corollary.
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m=7 f0§7 f1§21 f2§35 f3§35 f4§21 f5:7
m=3_8 f0§16 f1§48 f2§68 f3§56 f4§28 f5=8
m=9 || fo<30| f1 <90 |fo<117| f3<84 | f4 <36| f5=9
m=10|fo <50 |fi <150| f, <185 f3 <120| fs < 45| f5 =10

Table 2.1 McMullen’s upper bound for 6-dimensional polytopes.

Corollary 2.29. Let P be an n-dimensional convex polytope with m facets. Then,
fx(P) < Fmn,n—k—-1)Vk=1,...,n —1.

Thus, all i-dimensional polytopes with f; 1 facets will have their num-
bers of k-faces bounded above by fi < F(fj_1,i,i —k — 1) Vk. We can then
replace the constraints

fi(Q) > fi(P)Vk=0,...,n—1

by

F(fiir,i,i—k—=1)> fx(P)Vk=0,...,n—1
in the minimization problem (2.1). We have then a relaxation of the problem
which implies the following Lemma.

Lemma 2.30. Let P be an n-dimensional polytope and let fi(k = —1,...,n) be
the number of k-faces of P. The extension complexity of P can be bounded below as
follows:

xc(P) > b(P) = Krjr;ijp 1fmir>1ifi,1
n—1Ji-1

st. F(fii,ii—k—1)> fi(P)Vk=0,...,n—1.

This optimization problem can be solved easily as follows: for every
dimension i (n < i < f,_1), we fix the number of facets f; 1 =i+ 1. We
check the constraints F(f;_1,i,i —k—1) > fi(P)Vk = —1,...,n and if they
are not satisfied, we increment f;_; by 1. We stop incrementing as soon as
the constraints are all satisfied. This gives us a minimum value of f;_; for
each i. Then, we take the minimum value of f;_; among all dimensions i.

We can speed up this process by reducing the upper bound for the
dimension. Indeed, when we find a cyclic polytope with Fx facets which
satisfies the constraints, we know that it is useless to check for dimensions
> Fy since those polytopes can only have number of facets larger than F.
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Thus, whenever we find a cyclic polytope with fewer facets that satisfies
the constraints, we reduce the number of dimensions that need to be tested.

This enumeration process works well in practice for all the examples we
tested (examples with moderate numbers of facets). However, for larger
cases, this method could be very time consuming if there are many di-
mensions/numbers of facets to test, therefore we would like to solve the
problem directly to avoid this enumeration. Unfortunately, solving the
optimization problem directly with both the dimension and the number
of facets as variables seems complicated due to the expression of the con-
straints involving products of binomial coefficients that make the problem
non-conveX. If we fix the dimension and minimize only the number of
facets, then the constraints become polynomial expressions, but the prob-
lem remains non-convex. This non-convexity means that a solver could
bring us to a local minimum which would not be useful to us since we
can only interpret a global minimum as a lower bound on the extension
complexity. This would force us to use a global solver, and would not be
very efficient in practice.

As explained before in Theorem 1.8, this lower bound on the extension
complexity of the polytope is also a lower bound on the nonnegative rank
of its slack matrix. An important result for this bound is that our bound is
always greater than the classical rank of this slack matrix.

Theorem 2.31. Let P be an n-dimensional polytope and let b(P) be the lower
bound on the extension complexity of P described in Lemma 2.30. Then,

b(P) >n+1.

Proof. Since P is n-dimensional, the bound from Lemma 2.30 will look
for polytopes in dimensions greater or equal to n such that they satisfy
the projection property. Moreover, all polytopes in dimensions greater or
equal to n must have at least n + 1 facets, as explained before. Therefore,
the minimum number of facets among all these polytopes will always be
greater or equal to 1 + 1. This means that b(P) > n + 1. O

As explained previously, the extension complexity of a polytope P is
equal to the nonnegative rank of its slack matrix, thus b(P) is a lower bound
on the nonnegative rank of any slack matrix of P. Moreover, the classical
rank of the slack matrix of an n-dimensional polytope is always 7 + 1. This
means that our bound based on the f-vector is always at least as good as
the bound given by the classical rank of the matrix. It is an important result
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because many bounds from the literature fail to have such a result, see for
example the results for matrices of communication complexity given in
Chapter 5. And since the classical rank is a lower bound that is very easy to
compute in practice, ensuring that you can do at least as well is important.

This lower bound can be improved if we take into account the fact that
a polytope and its polar have the same extension complexity, meaning that
the size of the optimal solution found must be the same for the polytope
and its polar. Thus we can solve a second minimization problem with
constraints

f(ﬂ,l,i,l'—k—l) > fn—k—l(P)Vk =0,...,.n—1
and we have the following Lemma.

Lemma 2.32. Let P be an n-dimensional polytope and let fi(k =0,...,n —1) be
the number of k-faces of P. The extension complexity of P is bounded by

xc(P) > max{b(P),b(P%)},

b(P) = min min f; 4
n<i<fy_q1 fi_1>i

s.t. ]:(fl‘,l,i,i—k—l) > fk(P)VkZ 0,...,.n—1,

b(P’) = min min fi_;
n<i<fy_q1 fi_1>i

s.t. ]:(fi,l,i,i —k— 1) > fn—k—l(P) Vk=0,...,n—1.
Once again, if we use polarity, we can rewrite Lemma 2.32.

Lemma 2.33. Let P be an n-dimensional polytope and let fi(k = —1,...,n) be
the number of k-faces of P. The extension complexity of P is bounded by

b(P) = min minfy
Tl<1‘<fn,1 f0>i

s.t. ]:(fo,l',l'*n+k) an,k,l(P)VkI 0,...,n—1,

b(P°) = min minfp
n<i<fn,1 f0>i

st. F(foii—n+k) > f(P)Vk=0,...,n—1.
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This last Lemma can be interpreted as minimizing the number of vertices
of a polytope such that the original polytope can be obtained as a slice of
this polytope. This is equivalent to minimizing the number of facets such
that the polar of the original polytope can be obtained as a projection by
duality.

Note that this bound is monotone in the elements of the f-vector. Ac-
tually, if element f; of the f-vector increases, the corresponding constraint
will be strengthened in the optimization problems of Lemmas 2.32 and 2.33,
therefore the optimal value can only increase.

2.2.3 Potential strengthening our bound

Since our bound can be expressed either as finding a polytope which projects
onto the original polytope or as finding a polytope for which the original
polytope is a slice, any property of the projection or the slice of polytopes
could be used to improve the bound. For example, if we assumed that

Conjecture 2.34. A two-dimensional hyperplane can cut at most two thirds
of the edges of a three-dimensional convex polytope.

is true, we could replace the constraint

F(f0,3,1) = fo(P)

by 5
]:(fO/3/1) > EfO(P),

when trying to bound the extension complexity of a two-dimensional poly-
tope. However, for two-dimensional polytope, fo(P) = f1(P) and one
can also check that for any value of fy, we have F(fy,3,1) = % F(f0,3,2).
Therefore,

F(fo3.2) 2 filP) & 3 F(fo31) = fo(P)
< ]:(f0/311) > ;fo(P),

which means that the strengthened constraint was already satisfied and
the lower bound is not improved. However, if similar conjectures can be
generalized and proved for higher-dimensional polytopes and for all the
components of the f-vector, i.e., the k-faces, we could strengthen the lower
bound. More precisely, if we could find coefficients ¢(#, i, k) which indicates
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the maximal proportion of the k-faces of an n-dimensional polytope that
can be sliced by an i-dimensional affine subspace, we could replace the
constraints
f(fO/i/i* n +k) > fk(P)
by
1

. N
Flhoii-n+h) 2 g

fe(P).

Given a general expression for the coefficients ¢(#, i, k), we would be able
to strengthen our lower bound on the extension complexity. Note that, if
the conjecture is verified, ¢(3,2,1) = %

2.3 Comparison with the bound from [GG12]

In Subsection 1.4.1, we recalled the geometric lower bound on the nonneg-
ative rank introduced by Gillis and Glineur [Gil11, GG12]. In this section,
we make a link between this bound and ours.

As a reminder, the authors introduced a new notion of rank for nonneg-
ative matrices which leads to some bounds for the nonnegative rank called
the restricted nonnegative rank, see Definition 1.11.

The problem of finding this restricted nonnegative rank and a corre-
sponding factorization can be formulated as follows:

(RNR) Given a nonnegative matrix M € R’!*", find k = rank’, (M)
and compute U € R"** and V € R¥*" such that M = UV and
rank(U) = rank(M).

They claimed and partially proved that there is a polynomial time re-
duction from this problem to the nested polytopes problem. A complete
proof was later given in [CKM*16].

(NPP) Given a bounded polyhedron
P={xeR1:0<Cx+d},

with (C,d) € R™*" of rank r, and a set S of n points in P not
contained in any hyperplane (i.e., the convex hull of S is full-
dimensional), find the minimum number k of points in P whose
convex hull T contains S,ie., S C T C P.
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To represent the matrix as a NPP instance, they first need a factorization
of M, M = AB. Then, the columns of B define the inner polytope and the
rows of A define linear constraints which can be interpreted as facets of the
outer polytope.

This equivalence is a generalization of the result of Vavasis who showed
the equivalence between exact NMF and intermediate simplex [Vav09].
This means that any nonnegative matrix can be represented as two nested
polytopes (S C P) and that the restricted nonnegative rank of the matrix
would then be equal to the minimum number of vertices of any polytope
T such that S C T C P. More precisely, we have another definition for the
restricted nonnegative rank based on this equivalence.

Definition 2.35 (Restricted nonnegative rank - NPP version). Let M be a
nonnegative matrix and let S C P be the two polytopes of an NPP instance
corresponding to M. Then, the restricted nonnegative rank of M is the
minimum number of vertices of any polytope T such that S C T C P.

They proved Theorem 1.12 which defines a lower bound on the nonneg-
ative rank. They also proved that if M is a slack matrix for a polytope P
with v vertices and f facets then

rank’ (M) =v and rank’(M') = f.

Furthermore, if P is n-dimensional, then its slack matrix has rank n + 1.
Thus, for a slack matrix, the bound from [Gill1, GG12] is the smallest value
of 71 such that the following inequality holds

(]—"(m,i,i—n) ]:(r+,i,i—1)) ,

1< i )
= iy, #oertices(P) ~ #facets(P)

n<i<ry

This lower bound can be rewritten as
mil’l r4+ s.t. .7-"(r+,i,i—n) ZfQ(P),
n<i<ry
F(rs,i,i—1) > f,_1(P).

Remember that F(m,n, k) is the maximum number of k-faces of any n-
dimensional polytope with m vertices. Thus, this optimization problem
consists in the minimization of the number of vertices (r4) of an i-dimen-
sional polytope such that this polytope has more facets than the original
polytope (F(r4,i,i —1) > f,_1(P)) and more (i — n)-faces than the original
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polytope has vertices (F(r,i,i —n) > fo(P)). Actually, these constraints
must be satisfied by any higher-dimensional polytope for which the original
polytope can be obtained as a slice as stated in Corollary 2.26. Thus, the
geometric interpretation of this bound (for slack matrices) is that we look
for a higher-dimensional polytope with minimum number of vertices such
that the polytope represented by the slack matrix can be obtained as the
slice of this polytope. Therefore, our bound from Lemma 2.33, which has
exactly the same geometric interpretation, can be seen as a strengthening of
this bound since it uses the whole f-vector of the polytope and not just the
two components on the extremities of this f-vector.

2.4 Numerical results

We compute the lower bound from Lemma 2.32 for some low-dimensional
regular polytopes and compare it with other geometric lower bounds (in
Table 2.2) and non-geometric lower bounds (in Table 2.4). These tests
have been carried out on a computer with an Intel® Core™ i3-380M CPU,
with 4GB of RAM, using MATLAB® R2013 with the Windows® 7 OS. The
polytopes were chosen because they possess a lot of symmetry, therefore
we can safely assume that their extension complexity will be the smallest
among the polytopes with same f-vector. The bound will then be closer
to the actual extension complexity. Moreover, for these polytopes, we also
know some upper bounds on the extension complexity coming from the
number of facets of any known extension of the polytope.

The last column indicates the size (number of facets) of the best known
extension' of these polytopes. The four geometric lower bounds in Table 2.2
rely on some components of the f-vector of the polytope to bound the
extension complexity. The bound from [Goel5] uses only the number of
vertices of the polytope, the bound from [GG12] uses the number of vertices
and the dimension, and the bound from [Gil11] uses the numbers of vertices,
the number of facets and the dimension.

We observe that our bound, which uses all the components of the f-
vector, is always equal or better than the other three. As expected, for two-
dimensional polytopes (n-gons), our bound does not improve the bound
from [Gill1] since we do not add any information. However, the bound can
be better for higher-dimensional polytopes; for example, for the 24-cell.

For two- and three-dimensional polytopes, using the entire f-vector

IExtensions which can be computed numerically or analytically.
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Upper
Geometric Lower Bounds Bound
dimension | Bound | Bound | Bound Best
# vertices from from | from Our known
#facets |[Goel5]|[GG12] | [Gilll] | bound | extension
Square 2 4 4 2 4 4 4 4
Pentagon 2 5 5 3 4 5 5 5
Hexagon 2 6 6 3 4 5 5 5
Octagon 2 8 8 3 5 6 6 6
16-gon 2 16 16 4 6 8 8 8
32-gon 2 32 32 5 8 10 10 10
64-gon 2 64 64 6 9 11 11 12
210-gon 2 210 2101 19 14 17 17 20
Cube 3 8 6 3 5 6 6 6
Dodecahedron 3 20 12 5 6 8 8 9
Cuboctahedron |3 12 14 4 6 7 7 8
Icosidodecahedron (|3 30 32 5 7 10 10 ?
24-cell 4 24 24 5 7 9 10 12
600-cell 4 120 600 7 9 16 16 47
6-cube 6 64 12 6 9 11 11 12

Table 2.2 Lower bounds on the extension complexity of low-dimensional
regular polytopes.

cannot improve the bound. Indeed, for two-dimensional polytopes, no
information is added and, for three-dimensional polytopes, the element of
the f-vector added is completely determined by the other elements and the
Euler relation, and the bound can therefore not be improved. For higher-
dimensional polytopes, the bound can be improved because we have some
degrees of freedom in the additional values of the f-vector. However, the
values in the middle of the f-vector need to be large to improve the value of
the bound, because the structure of the f-vector is pyramidal by nature with
larger values in the middle and lower values on both ends.

In Table 2.3, we present the results of our bound for a family of convex
uniform polytopes called the k1 polytopes. Once again, we observe that
our bound improves the bound from [GG12] for the higher-dimensional
polytopes. Note that the three lower-dimensional polytopes in this family
are better known under other names; the —15; polytope is the triangular
prism, the 0y; polytope is the rectified 5-cell and the 1,; polytope is the
demipenteract.

This family of polytopes can also be used to show that the bound from
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Lower Bounds Upper

(Higher is better) Bound
dimension | Bound | Bound | Bound Best

# vertices from from | from Our known

# facets [Goel5] | [GG12] | [Gil11] | bound | extension
-1, (|3 6 5 3 5 5 5 ?
0,y ||4 10 10 4 6 7 7 ?
17 |5 16 26 4 7 9 10 ?
2,1 |6 27 99 5 8 12 13 ?
31 (|7 56 702 6 10 17 18 ?
451 ||8 240 19440 8 12 24 25 ?

Table 2.3 Lower bounds on the extension complexity of uniform kj;
polytopes.

Lemma 2.30 can be strictly lower than the bound from Lemma 2.32. Indeed,
for the 3,1 polytope, the bound from Lemma 2.30 is 16 and the bound from
Lemma 2.32 is 18. Similarly, for the 451 polytope, the bound from Lemma
2.30 is 22 and the bound from Lemma 2.32 is 25. The explanation is that
these polytopes have much fewer vertices (56 and 240 respectively) than
facets (702 and 19440 respectively). This assymetry causes the bound from
Lemma 2.30 to be weaker for the polytope than for its polar.

In this next set of results, the two lower bounds reported in Table 2.4
(rectangle covering number and conic programming bound) are not based
on a geometric interpretation. They compute a lower bound on the nonneg-
ative rank of the slack matrix, i.e., the extension complexity of the polytope
from the slack matrix.

Some entries of Table 2.4 are empty because the computational time is too
large. For example, computing the bound from [FP16] for the cuboctahedron
already takes around 1 hour and 45 minutes on our laptop with 2 cores (4
threads) and 4GB of RAM.

We also computed the value of our bound on the family of affinely
independent 4-dimensional 0/1-polytopes. These are the polytopes which
have all their vertices in {0, 1}4 (see, for example, [OVW14] for a description
of these polytopes). For all these polytopes, the extension complexity is
known exactly and satisfies 5 < xc < 10. Table 2.5 displays the results for
the different lower bounds presented before on this family of polytopes.
For each polytope (there are 202 polytopes), we compute the lower bound
then check the gap between its value and the actual extension complexity
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Upper

Lower Bounds Bound
dimension | Rectangle | Bound Best

# vertices | covering | from | Our | known

# facets number | [FP16] | bound | extension
Square 2 4 4 4 4 4 4
Pentagon 2 5 5 5 5 5 5
Hexagon 2 6 6 5 5 5 5
Octagon 2 8 8 6 6 6 6
16-gon 2 16 16 8 8
32-gon 2 32 32 10 10
64-gon 2 64 64 11 12
210-gon 2 210 210 17 20
Cube 3 8 6 6 6 6 6
Dodecahedron 3 20 12 9 8 9
Cuboctahedron (|3 12 14 8 8 7 8
Icosidodecahedron |3 30 32 10 ?
24-cell 4 24 24 10 12
600-cell 4 120 600 16 47
6-cube 6 64 12 11 12

Table 2.4 Lower bounds on the extension complexity of low-dimensional
regular polytopes.

of the polytope. In the table, we show the number of polytopes for which
the bound is tight, the average gap, the standard deviation and the largest
gap. Table 2.5 also displays the average computational time, the standard
deviation, the largest and smallest computational time (in seconds).

We observe that our bound is stronger than geometric bounds, while
staying very fast to compute. It is sometimes slightly lower than some
non-geometric bounds but is computationally much more efficient, hence
can be applied to polytopes with significantly more vertices and facets.

We also tested our bound for some cyclic polytopes since it is easy
to obtain f-vectors for these polytopes from McMullen’s Upper Bound
Theorem 2.27. For these cyclic polytopes, we obtain the same results as the
bound from [Gil11]. The results can be observed in Table 2.6.

This indicates that for cyclic polytopes using the entire f-vector does
not seem to be useful. This can be explained by the fact that these cyclic
polytopes either have a large number of vertices or a large number facets
that has the same order of magnitude as other elements of the f-vector. This
once again indicates that using the entire f-vector can only be useful when
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Gap between lower bound and xc
#0-gap | Mean | Std Max
Our bound 81 ]0.6931|0.6347 2
Bound from [Goel5] 0 4.3515|0.7792 6
Bound from [GG12] 12 |2.0446 | 0.9687 4
Bound from [Gil11] 77 10.8762 | 0.8402 3
Bound from [FP12] 37 |1.5149 | 1.0661 4
Bound from [FP16] 189 |0.0644 | 0.2460 1
Fooling set bound 139 |0.3762|0.6043 2
Rectangle covering number || 195 |0.0347 | 0.1834 1
Computational time for lower bound
Mean Std Max Min
Our bound 0.0012 | 6e-4 | 0.0041 <0.01
Bound from [Goel5] 8e-6 1.5e-5 2e-4 <0.01
Bound from [GG12] 2.5e-4 | 3e-4 0.0021 <0.01
Bound from [Gil11] 5.5e-4 | 2.7e-4 | 0.0022 <0.01
Bound from [FP12] 0.6417 | 0.1678 | 0.9980 0.3070
Bound from [FP16] 27.8910 | 33.8154 | 131.1148 | 0.1897
Fooling set bound 0.1729 | 0.0244 | 0.4566 | 0.1541
Rectangle covering number || 0.2816 | 0.1451 | 1.3233 | 0.1500

Table 2.5 Lower bounds on the extension complexity of 4-dimensional
0/1-polytopes.

the numbers of vertices and facets are small compared to the rest of the
f-vector.

Note that computing our bound for the cyclic polytope of dimension
10 with 50 vertices (or facets if we consider the polar polytope) can be
done in less than 10 seconds when the non-geometric approaches would
be more computationally demanding due to the size of the slack matrix
(50 x 1357510).

Nonetheless, our bound requires the knowledge of the f-vector, which
is not always directly available for every polytope. For some families of
polytopes, a general expression to determine the elements of the f-vector
may be available, for example, for cyclic polytopes, the expression is given
in Theorem 2.27. But if such an expression is not available, we can still
determine the f-vector using the algorithm introduced in [KP02]. This
algorithm computes the face lattice of a polytope, i.e., the elements of
the f-vector but also the number of inclusions of lower-dimensional faces
into higher-dimensional faces, which we will use in the next section to
strengthen our bound. This algorithm only requires the knowledge of the
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Number of facets || 10 | 20 | 30 | 40 | 50
Dimension=5 [[10|14 (17|18 |19
Dimension=6 |[|10|17 (2022 |24
Dimension=7 ||10|17 (21|23 |25
Dimension=8 |[|[10[19 (24|26 |29
Dimension=9 ||10|20 (24 (27|30
Dimension =10 || / [20|26|32|33

Table 2.6 Lower bound on the extension complexity based on the f-vector
for low-dimensional cyclic polytopes for different dimensions and numbers
of facets.

face-vertex incidence matrix, which has the same dimensions as the slack
matrix, and has ones (resp., zeros) in the positions where the slack matrix
has zeros (resp., non-zeros). This algorithm runs in O(min(n, m)a¢), where
n is the number of vertices, m is the number of facets, « is the number of
vertex-facets incidences (at most nm) and ¢ is the total number of faces.
This complexity is unfortunately not polynomial in n and m. For example,
for a simplex ¢ = 2" — 1.

2.5 Strengthening of our bound using flag numbers

In this section, we use a generalization of the f-vector to strengthen our
bound.

2.5.1 Flag-numbers and interesting results

Let us first give the definition of flag numbers.

Definition 2.36. Let P C IR" be a polytope, a chain of facesof P, F; C F, C
-+ C F C P, is called an S-flag, where S = {dimF; : 1 < i < k}. The
number of S-flags of P is denoted fs(P), and together these flag numbers
form the flag vector, (fs(P))scon,..n—1}-

The flag vector is a generalization of the f-vector in which not only the
faces are counted but also the number of inclusions of lower-dimensional
faces into higher-dimensional faces. For example, f(} is the number of
inclusions of vertices into edges.

If S = {k} for 0 < k < n—1, then fs(P) = f¢(P), the number of k-faces
of P.
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We can strengthen our bound by adding constraints on the flag numbers
of an extension of the polytope. Indeed, Lemma 2.20 can be generalized to
flag numbers.

Lemma 2.37. Let P C R" be a polytope and let T: x — Ax be a linear map.
Then, fs(T(P)) < fs(P)VS Cc {0,1,...,n}.

Proof. By Lemma 2.20, for any k-face of T(P), we can identify a k-face of P
that is mapped onto it, and, we know that inclusions are preserved after
projections. Thus, for each flag of T(P), we can also identify a flag of P. [

To add constraints on the flag numbers in our bound, we need an upper
bound on the flag numbers of a polytope which depends on the dimension
and the number of vertices. The following Lemma [BB83] is a generalization
of McMullen’s upper bound theorem.

Lemma 2.38 ([BB83]). Let P C IR”" be a polytope with v vertices. Then,
fs(P) < fs(C(n,v))VS € {0,1,...,n—1},
where C(n,v), denotes the n-dimensional cyclic polytope with v vertices.

Once again, using polarity, we have the following corollary.

Corollary 2.39. Let P C R" be a polytope with m facets. Then,
fs(P) < fs(C*(n,m))VS € {0,1,...,n—1},

where C*(n, m), denotes the n-dimensional cyclic polytope with m facets.

And, since cyclic polytopes are simplicial, we can compute their flag
numbers easily using the following property.

Property 2.40 ([BB83]). Let P C R" be a simplicial polytope and let S =
{i1,...,is} withi] <ip < --- <is < n. Then,

fs(P) = fi,(P) fo\ (i (T®),

where T* is the is-dimensional simplex and f;, (P) is the number of is-faces
of P.

2.5.2  Stronger bound using flag-numbers

We can then strengthen our bound by adding constraints on the flag num-
bers. The formulation is similar as before.
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Lemma 2.41. Let P be an n-dimensional polytope and let fs(S C {0,1,...,n —
1}) be the number of S-flags of P. The extension complexity of P is bounded by

xe(P) = max{B(P), B(P")},

B(P) = min min f; 4
1’l<l'<f,l,1 f,',l >i

st fs(C*(i, fi1)) > fs(P)VS C {0,1,...,n—1}),

B(PY) = min min fi_4
1’l<i<f,l_1 f,',l >i

st fs(C*(i, fii1)) > fs(PY) VS € {0,1,...,n —1}).

Let us call by (P) the bound from Lemma 2.32 and let us call b, (P) the
bound from Lemma 2.41. Since there are more constraints in the formulation,
we know that b (P) > b1 (P). However, we may wonder if there are cases
where by (P) > by (P) for some polytope P.

For any polytope, the flag numbers must satisfy a set of equalities and
inequalities. Firstly, for any n-dimensional polytope, the face numbers
(elements of the f-vector) must satisfy the Euler relation, i.e.,

Secondly, the flag numbers must satisfy the so-called generalized Dehn-
Sommerville equations (see [BB85] for details).

Theorem 2.42. Let P be an n-dimensional polytope, and S C {0,1,...,n —1}.
If{i,k} CSU{—1,n},i <k—1,and S contains no j such that i < j < k, then

k-1

Y (0 feyi(P) = fs(P) (1 — (-1 ).

j=it1

Lastly, for any dimension, a set of inequalities can be defined. For
example, in dimension 4, two inequalities that the flag numbers of any
polytope must satisfy are fo > 5 and f3 > 5. Then, we can generate all
vectors that satisfy this set of equalities and inequalities, and check if one
of these vectors is such that b, > b;. In dimension n < 3, we always have
by = by because all flag numbers that are not elements of the f-vector can
be expressed as linear combinations of the elements of the f-vector. In
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dimension n = 4, there is one flag number that cannot be expressed as
linear combinations of the elements of the f-vector. However, it can be
bounded above by linear combinations of the elements of the f-vector. Thus,
in dimension 4, we also have b, = by for any vector. A set of inequalities
that the flag numbers of any 4-dimensional polytope must satisfy is given
in [BL93]. In dimension n = 5, we could find several vectors that satisfy the
set of equalities and inequalities, and such that b, > b;. For example, the
following vector

(fo, f1 f2, f3, fu fronys fro2ys fro3y froay friey frasy fray frsy foa
fi3ay f1o12) f101,3) flo4) fio23) fro24) fro34y, f1123), fli24)0 fl134)0
fro34y fo123) fro1,24) fio34) fro234) f1234) fro1,234)) =
(10,25,38,32,11,50,172, 244,122,172, 366, 244, 546, 546, 64, 344,732,
488,732,732,488,732,732,732,1092, 1464, 1464, 1464, 1464,1464,2928)

satisfies the set of equalities and inequalities, and is such that b; = 8 and
by = 10. A set of inequalities that the flag numbers of any 5-dimensional
polytope must satisfy is given in [Kal90].

However, we do not know if this vector is the flag vector of an actual
polytope but this hints that using flag numbers could improve the value of
our bound for polytopes of dimension higher or equal to 5.

2.6 Generalization of the bound for any nonnegative matrix

We presented a stronger lower bound for slack matrices of polytopes that
relies on the f-vector of the polytope. Now we would like to generalize
this bound for nonnegative matrices which are not slack matrices. This
means that we should define a new vector for nonnegative matrices with
the constraint that this new vector must be equal to the f-vector in the
particular case of a slack matrix.

In [GG12], the authors defined a new rank which is equal to the number
of vertices of the polytope in the case of a slack matrix. We would like to gen-
eralize this rank for all the k-faces. From Definition 2.35, the generalization
is rather straightforward.

Definition 2.43. Let M be a nonnegative matrix and let S C P, be the
two polytopes of an NPP instance corresponding to M, the k-restricted
nonnegative rank of M is the minimum number of k-faces of any polytope T
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such that S C T C P. We denote it k-rank’, (M).

The restricted nonnegative rank defined in [GG12] is then equal to the 0-
restricted nonnegative rank, rank’, (M) = 0-rank’ (M). The restricted non-
negative rank of the transpose matrix is then equal to the (r — 2)-restricted
nonnegative rank, rank’, (M ") = (r — 2)-rank’, (M), where r is the classical
rank of M.

Note that, for slack matrices, the k-restricted nonnegative rank is equal
to the number of k-faces of the polytope it represents. This is a consequence
of the fact that, the NPP instance corresponding to a slack matrix is such
that S = P which is the polytope represented by the matrix. Thus, the only
polytope T such that S C T C P is the polytope itself.

Given these new ranks, we can generalize our bound for any nonnega-
tive matrix.

Lemma 2.44. Let M be a nonnegative matrix, the nonnegative rank of M is
bounded by

rank , (M) > min f,_y
i>n
st. F(fioq,i,i—k—1) > k-rank (M)Vk=—1,...,n.

However, computing the restricted nonnegative rank is NP-hard when
the classical rank is larger than 4 [GG12, DG97, DJ90]. So there is no reason
to believe that computing the k-restricted nonnegative ranks could be done
in polynomial time, unless P = NP. Nonetheless, if we could compute
good estimates of the value of these k-restricted nonnegative ranks (more
precisely, lower bounds), we would be able to compute a lower bound for
the nonnegative rank of any nonnegative matrix. To use our bound in the
general case, it is then required to define lower bounds on the k-restricted
nonnegative ranks of a nonnegative matrix.

2.7 Generalization to projective transformations

Many results presented for affine/linear mappings in this chapter can be
generalized to projective transformations.

Definition 2.45 (Projective transformations). Let A € R"*",b,c € R" and
d € R. A projective transformation is a mapping of the form

Ax+Db

T:R" - R": x — ———.
clx+d
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Furthermore, let P C R" be a polytope and let N(T) = {x e R" : ¢ 'x +d =
0} be the set of all points where the denominator of T is zero. A projective
transformation is said to be permissible for P if

PAN(T) = .

Remark 2.46. If a projective transformation is permissible for a polytope
P, either c'x+d > 0,Vx € Porc'x+d < 0,Vx € P. Actually, if there
were two points x(1), x(2) € P such that ¢ 'x(") +d > 0and ¢'x? +d <0,
then there is one point x(*) on the line segment between x(!) and x(?) such
that ¢ 'x()) 4-d = 0 and the transformation would not be permissible for P.
Therefore, without loss of generality, we can always consider that ¢ 'x +d >
0,Vx € P. If it is not the case, we just multiply A, b, c and d by —1.

A
If i
matrix (CT d

modify the shape of polytopes without modifying their combinatorial struc-
ture, e.g., the numbers of faces [Zie95].

) is non-singular, the projective transformation will

As stated above, many properties proved for affine/linear mappings
are still true for projective transformations. Indeed, the dimension of the
image under a projective transformation can not exceed the dimension of
the original polytope.

Ax+b

Property 2.47. Let P C R" be a polytope, T: x +— = —; be a projective

transformation permissible P and let Q = T(P), then dim(Q) < dim(P).

Like affine/linear mappings, projective transformations preserve con-
vexity although the coefficients of the convex combination are modified.

Property 2.48. Let x(),i = 0,...,m be m + 1 points in R", such that x(0) =
" Ax®, with A; > 0,Viand Y7, A; = 1. Let T: x +— 4%*8 be a projec-

clx+d
tive transformation such that ¢ 'x() +d > 0, Vi. Then,

T(x) =Y wT(x"),
i=1

with y; > 0,Viand Y p; = 1.
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Proof.

Ax©) 4+ p

cTx(0) + 4’

Az aD) + b, A
cT (X, /\‘x(i)) +dY A
YA ( )

- L Ai (cTx +d)”

YA (c Tx() 4+ 4 ( v )

cTx(0)

YA (eTx®) 4+ d
i Ax(® +p
N g#i (ch(i) +d)’
=Y wT("),
i=1

T(x0) =

4

Aj (c Tl >+d)

where Wi = —l A0 1)

then p; > 0,Vjand };2; p; = 1. O
This also means that if points are co-linear, their images by a projective
transformation are also co-linear. Another interesting consequence is that if

some points x() have the same image by a projective transformation, any
point in the affine hull of these x(!) also has the same image.

Corollary 2.49. Let xDi=0,...,mbem+1 points in R", such that x(0) =
Y D, with A; > 0, Vi and Z 1Ai=1 LetT: x — ATxiZ be a projective
transformation such that ¢ 'x\) +d > 0,Yi. If any m points x; are mapped on the
same point T(x) = vy by projective transformation, then the last point xU) is

also mapped on the same point T(x\)) = y.

This can easily be checked from the last equality of the proof of property
2.48. This means that the preimage of a point is an affine subspace.

. Ax+b g ;
Corollary 2.50. Let T: x — CT)JC(—: > be a projective transformation. Let x € R",

then T~1(x) = {y € R" : T(y) = x} is an affine subspace of R".

Another important property is that projective transformation preserve
inclusions.
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Property2.51. LetF C GandletT: x — % be a projective transformation
permissible for F and G. Then,

T(F) C T(G).

Another property that can be generalized is the property which states
the duality between projections and slices.

Property 2.52. Let P C RR" be a polytope such that 0 € intP and let

T,:x — C‘L‘T’;ﬁl be a projective transformation, with A € R"*" and b,c € R",

Ty—
permissible for P. Let T,: y — %erCd be a related projective transformation.
Then,

M(P)° =T (P)J{y € R":d—b'y =0and ATy —c =0}
Remark 2.53. Set {y € R" :d —b'y = 0and A’y — ¢ = 0} might be empty

(see the proof).

Proof. The transformation of P with respect to T is given by

Ax+Db
Tl(P):{CTerd :xeP}.

The polar of T, (P) is given by
[T, (P)]° = {y ylx <1,Vxe Tl(P)}.

Since 0 € P, we have

AO+b b
cl0+d d

€ T,(P).
This means that any y € [T, (P)]° must satisfy y ' (%) <1, thus we have

d—b'y>0,Yy € [T;(P))°.

Ax'+b

/
“Fyrq for some x” € P. Therefore,

All x in T, (P) can be written as x =
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the dual of T, (P) can be written as

AX' +0b
nEP = {y A <y er),

= {y cy(AX +b) < c'x' +d,vx' € P},

= {y: (Aly—c)'x' <d—b'y,Vx' € P}.

We have seen thatd — by > 0,Vy € [T, (P)]°, thus there are two cases
to consider: eitherd —b'y =0ord —b'y > 0.1fd — by = 0, we have

(Aly—c)'x’ <0,vx' € P.
Since 0 € int P, we can choose some £ in a small ball around 0 such that
£€Pand £ = a(A'y — c) for some a > 0, thus

(ATy - c)Tﬁ = zx||ATy — CH2 > (.

Therefore, the only way to satisfy (ATy —c) 'x’ < 0,Vx’ € Pis to have

Aly—c=o0.

This means that if we have d — b’y = 0, we must also have Ay —
c = 0. Let us call the set of all y satisfying these two conditions Yy =
{yeR"|d—b'y=0and ATy — c = 0}. To find the y € Yy, we can solve

the following system
AT N[y _ (0
bt d)\-1)  \o/)°

It is possible that this system has no solution and that Yy = @. For
example, a linear mapping is a projective transformation with b = 0, c = 0
and d = 1, and in this case, the system has no solution because the last row
becomes —1 = 0 which is impossible. Thus, when working with projections,
Yy = 0.
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Therefore, we can write

[T,(P)]° = {y (ATy—c) ¥ <d—bTy,¥¥ € Pandd—bTy > o} Yo

Aly—c !
= y(dey> ¥ <1,vx' eP UYO

Aly—c 0
= : P Y
{y “biy+d }U 0

=T, ' (P Yo.

O

Finally, Lemma 2.20, which is the main property on which our lower
bound is based, can also be generalized to projective transformations.

Lemma 2.54. Let P be a polytope and let T: x — 43‘“; be a projective transfor-

mation permissible for P. Then, fi(T(P)) < fk(P),C‘v’);c.

This result can be proven in a similar way as Lemma 2.20, i.e., identifying
a k-face of P that is mapped in the relative interior of each k-face of T(P).

2.8 Proof of Conjecture 2.34

Remember that the conjecture states that a two-dimensional plane cuts at
most two thirds of the edges of a three-dimensional polytope. As stated
before, this conjecture could not improve our bound but if we can generalize
it to higher dimensions, this could be a strengthening of our lower bound.

First, we must explain precisely what we mean by cutting an edge. There
are three possible cases where an edge and a plane have a non-empty
intersection, see Figure 2.4.

e Case 1: No extremity of the edge is contained in the plane, i.e., both
extremities are in different half-spaces. In this case, we consider that
the edge is cut by the plane.

* Case 2: One extremity of the edge is contained in the plane. It means
that a vertex of polytope is contained in the plane and that several
edges of the polytope have that same point as intersection with the
plane. For example, on Figure 2.4 (Case 2), that would be three edges.
In this case, we could consider that three edges are cut by the plane
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but since there is only one intersection we will count only one edge
cut.

¢ Case 3: The two extremities of the edge are contained in the plane,
i.e., the edge is fully contained in the plane. In this case, we consider
that the edge is not cut by the plane. Indeed, since the polytope is
3-dimensional, there must be some edges that have one extremity in
common with this edge that are not contained in the plane, i.e., (Case
2) edges. Since one of these edges is considered cut already, we do not
consider that the edge contained in the plane is cut.

- 5| \

/

Case 1 Case 2 Case 3

Fig. 2.4 Three possible cases of an edge having non-empty intersection
with a plane

This way of counting the edges that are cut or not may seem strange
but rather than saying number of edges cut, we should say the number of
distinct intersections of edges with the plane.

Now that the notion of cutting an edge is clear, let us get to the main
topic. A plane divides the three-dimensional space into two half-spaces.
For simplicity, we call them the left half-space and the right half-space.

When a three-dimensional polytope is sliced with a plane, some of its
vertices are in the left half-space, and some are in the right half-space. Let’s
say that the polytope has m vertices and k of them are in the left half-space
and the remaining m — k vertices are in the right half-space, such that no
vertex is in the plane.

Observation: There are at least k — 1 edges in the left half-space that are
not sliced by the plane.
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There should be at least k — 1 edges in the left half-space because the k
vertices must be linked together.

Proof. Let us prove this observation by induction.

e If there is only one vertex in the left half-space (k = 1), there is no
edge in this half-space (k — 1 = 0).

¢ If there are two vertices in the left half-space (k = 2), there is one edge
in the left half-space (k — 1 = 1). Let’s call the two vertices v; and
v,. Since the original polytope is convex, Av; + (1 — A)v; belongs to
the polytope for all A € [0, 1]. Therefore, the line segment between v;
and v, belongs to the polytope. This line segment cannot be inside a
higher-dimensional face of the polytope because it would require at
least a third vertex of the polytope to be in the left half-space. Thus,
there is an edge of the polytope between v; and v;.

e If for k — 1 vertices, there are at least k — 2 edges then for k vertices,
there are at least k — 1 edges.

First, we remove one of the k vertices (and all the edges it is linked
to), since we have k — 1 vertices in the left half-space, there are at least
k — 2 edges linking them together.

Then, we add back the kth vertex (vy). It cannot be inside the convex
hull of all the other vertices (m — 1) otherwise it wouldn’t be a vertex
of the polytope. Therefore, it is outside of the convex hull and it
should be linked with some of the other vertices because the polytope
is convex.

Obviously, since the polytope is convex, for any of the k — 1 vertices
in the left half-space v;, Avy + (1 — A)v; belongs to the polytope for all
A e [0,1].

O

Similarly, in the right half-space there are at least m — k — 1 edges that
are no cut by the plane. Therefore, there are atleast (k —1) + (m —k—1) =
m — 2 edges of the polytope which are not cut by the plane.

If the polytope has a total of e edges, the ratio of edges not cut is mT*Z
This ratio is minimum when e is maximum so we need an upper bound
on the number of edges of a three-dimensional polytope. Such an upper
bound exists, it is given by McMullen’s Upper Bound Theorem 2.27.
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This theorem yields the following result for three-dimensional poly-
topes.

Property 2.55. A three-dimensional convex polytope with m vertices has at
most 3m — 6 edges (1-faces).

This means that the minimum ratio of edges not cut by the plane

is 3";;26 = % This means that at least a third of the edges of a three-

dimensional convex polytope are not cut by a plane. And consequently, a
two-dimensional plane can cut at most two thirds of the edges of a three-dimensional

convex polytope.

Remark 2.56. If a vertex (or more) is contained in the plane, only one of the
edges for which this vertex is an extremity is considered cut. Furthermore,
for three-dimensional polytope, every vertex is linked to at least three edges.
This means that the ratio of edges linked to such vertices that are cut is
smaller than a third. Therefore, having vertices that are contained in the
plane can only decrease the ratio of edges cut. Thus, our conclusion is still
valid.

2.9 Conclusion

In this chapter, we introduced a lower bound on the extension complex-
ity of polytopes based on the monotonic decrease of the f-vector (or the
flag-vector) under projective transformations. We showed that this bound
improves upon other geometric bounds, and is easy and fast to compute
for polytopes. Finally, we showed that this bound can be generalized as
a bound on the nonnegative rank for any nonnegative matrix, but that it
is much harder to compute for matrices which are not slack matrices of
polytopes.






Lower bound based on a
nested polytopes
representation

In this chapter, we introduce new ways of computing lower bounds on
the nonnegative rank which are based on a geometric representation of the
matrix as a pair of nested polytopes.

3.1 Nonnegative rank and Nested Polytopes

In this section, we recall the Nested Polytopes Problem (NPP) and show
how it is related to the problem of finding the nonnegative rank of a matrix.
Let us first give the formal definition

Definition 3.1 (Nested Polytopes Problem). Let I € O C IR" be a pair of
polytopes, where the inner polytope I is given by its vertices and the outer
polytope O by its facets. Find the smallest integer k such that there exists a
polytope T with k verticesand I C T C O.

Note that we already presented another version of the NPP problem in
Chapter 2 as it was described in [GG12]. This definition from Chapter 2
enforces that both the inner and outer polytopes are full-dimensional. The
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definition we give here is more general, it does not enforce anything about
the dimensions of the two polytopes.

Note that having a vertex (resp., facet) representation for the inner (resp.,
outer) polytope is not crucial. But it is more straightforward to check that
I C O when we have the vertices of I and the facets of O. Indeed, we
then only have to check that a;—v]- +b; < 0 for all vertices v; of I and all

facets a/x + b; < 0 of O. This problem can be solved in polynomial time
when both polytopes are 2-dimensional, i.e., polygons [ABO™89]. However,
this problem was recently proven to belong to the 3R-complete complexity
class [DHM19]. This complexity class contains all the problems that can be
polynomially reduced to the problem of deciding if a system of polynomial
equalities and inequalities has a solution.

An example of an NPP instance is given on Figure 3.1. On this example,
the inner and outer polytopes are both polygons, i.e., 2-dimensional poly-
topes. However, the inner polytope can be lower-dimensional in general.

Fig. 3.1 Example of NPP instance (black) with solution (cyan)

Let us now describe how a nonnegative matrix can be represented as
an NPP instance. This geometric representation of the matrix was first
described in [CR93]. Let M € R"!*" be a nonnegative matrix and let us
assume, without loss of generality, then M is column-stochastic. Indeed,
any nonnegative matrix can be made column-stochastic by post-multiplying
it with a diagonal matrix having the inverse of the sum of each column
on the diagonal. Moreover, Cohen and Rothblum proved that a positive
diagonal scaling of a nonnegative matrix has the same nonnegative rank as
the original matrix [CR93].

Lemma 3.2 (from [CR93]). Let M € R'*" be a nonnegative matrix and let
A e R and B € R"*" be two diagonal matrices.
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Then, rank (M) = rank, (AMB).

Remark 3.3. Lemma 3.2 also means that we can make the matrix row-stocha-
stic or doubly-stochastic (when possible) without modifying its nonnegative
rank. A square nonnegative matrix can be made doubly-stochastic when it
contains at least one strictly positive diagonal [SK67].

Making the matrix column-stochastic is necessary to get an NPP instance;
we could also make it row-stochastic and use the transpose. Making the
matrix doubly-stochastic can have an impact on the performances as we will
explain later, because it implies a scaling of the inner polytope. A rectangle
matrix cannot be made doubly-stochastic, however the Sinkhorn [SK67]
algorithm still works well to scale the matrix.

We can then build a pair of nested polytopes as following. First, the
NPP instance is in R” and the outer polytope is the simplex define as
O={xeR":y ", x;=1and x; > 0,Vi}. The inner polytope I is defined
as the convex hull of the columns of M when they are seen as points in R
(one can check that we have I C O as expected). We can then prove the
following theorem.

Theorem 3.4. Let M be a column-stochastic matrix and let I C O be the pair of
nested polytopes corresponding to M. Let k be the solution of this NPP instance,
then ranky (M) = k.

Proof. Let M = [v; ...vy], hence I = convhull{vy,...,v,}. For any nested
polytope T with k vertices (py, ..., px), matrix U = [p; ... pg] is column-
stochastic since T C O. Inclusion I C T implies there exists a matrix V such
that M = UV, where each column of V contains the nonnegative coefficients
expressing a column of M as a convex combination of the columns of U.
This establishes k > ranky (M).

To see the reverse inequality, one uses that the factors of any factorization
M = UV can be scaled such that they are both column-stochastic. Indeed,
first scale U so that it becomes a column-stochastic U, observe that premul-
tiplying the new factorization M = UV by e}, (e, is an all-one vector) gives
el M = el UV = el = eIV, showing that V is also column-stochastic. Take
now the columns of U as vertices for a nested polytope T and use the fact
that each column of M is a convex combination of columns of U (since V is
column-stochastic) to show that I C T, establishing that k < rank (M). O

This means that computing the nonnegative rank is equivalent to solving
the NPP instance corresponding to the matrix.
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Note that this representation is different from the one described by Gillis
and Glineur in [GG12] and in Section 2.3. In this other representation, the
solution of the NPP instance is equivalent to the restricted nonnegative rank,
which is a nonnegative rank that additionally requires that the column-space
of the first factor and the column-space of the matrix to be factorized are the
same. The representation of Gillis and Glineur always has inner and outer
polytopes with the same affine hull dimension, this is not always true in the
NPP representation we describe here.

In the NPP representation described here, the dimension of the outer
polytope O is always m — 1, and the dimension of the inner polytope I
is always rank(M) — 1. Indeed, the inner polytope is the convex hull of
the columns of M which must live in an affine subspace of dimension
rank(M) — 1 since they can be expressed as linear combinations of rank(M)
columns, by definition of the rank. Thus, we see that it was necessary to give
a more general definition of the NPP problem than the one from Chapter 2
and [GG12], one which allows the two polytopes to have different affine
hull dimensions.

Let us prove the following interesting property of the NPP problem,

which reduces the set of points that are candidates to be vertices of a solution
polytope.
Property 3.5. Let I C O be the two polytopes of an NPP instance. Let k
be the optimal solution of this NPP instance. There is a polytope T with k
vertices such that I C T C O and with all its vertices on the boundary of O,
i.e., there is an optimal solution with all its vertices on the boundary of O,
the outer polytope.

Proof. Let T with k vertices be an optimal solution of the NPP instance, and
let us assume that one of its vertices is not on the boundary of O. Let us
prove that we can find T with k vertices such that T € T C O and such that
all the vertices of T are on the boundary of O. If we find such a polytope,
wehave I C T C T C O, thus T is also an optimal solution of the NPP
instance.

Let T; be the vertex of T which is not on the boundary of O (all other
vertices are assumed to be on the boundary of O). Let F; be the set of facets!
of T such that 1 'T; = ¢,V(h,c) € F;, i.e., the facets which contain T;. Let
R ={x€R":h'x>cV(hc) € F;} C R"be the set of all points in R”
that do not satisfy the constraints defined by the facets in F;. We obviously
have RNT = @.

I(h,c) € R" x Rsuchthath'x < ¢, Vx €T
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Since T; is not on the boundary of O, Je > 0 such that the open ball
Be(T;) C O, thus we have RN O # @. This means, 3T; € R which is on
the boundary of O. Let us call T = convhull(T; U T), the polytope obtained
by pulling T; to T; following the pulling process described in [EGK64].
Obviously, we have T C T and T has k vertices; the vertices of T except T;
and the new point T},

vertices(T) = {T;} U{T;,j=1,...,kj#i}.

We also have T C O because T C O and T; € O.

Thus, T has k vertices which are all on the boundary of O, T; by con-
struction and the T; by hypothesis.

Thus, T is an optimal solution of the NPP instance with all its vertices
on the boundary of O. O

Remark 3.6. If several vertices of the solution polytope T are not on the
boundary of O, we can apply the procedure described in the proof several
times to replace the vertices not on the boundary of O by vertices on the
boundary of O.

This property is interesting because it reduces the set of points that
can be vertices of a solution of the NPP. We now only have to look at the
points on the boundary of O, i.e., in our case, points with at least one zero
coordinate.

3.2 Geometric property of supporting corners

Solving the NPP instance is not a priori easier than computing the non-
negative rank directly, since NPP is 3R-complete. Note that since Exact
NMF and NPP are equivalent, checking if there exists a solution with k
vertices can be done in polynomial time using for example Moitra’s algo-
rithm [Moil3]. However, some geometric properties of the NPP instance
allow us to derive lower bounds on the solution of the NPP, which can then
be used to get lower bounds on the nonnegative rank.
Let us first recall the concept of support function.

Definition 3.7 (Support function). Let d be a direction in R™, i.e., a nonzero
unit vector, and let P C R™ be a polytope. Denote the usual inner product
by (.,.). The support function of P with respect to d is given by ¢(d, P) =
maxyep(d, x).
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Let us then introduce the notion of supporting corner of an NPP instance
illustrated on Figure 3.2.

Definition 3.8 (Supporting corner). Let I € O C R™ be a pair of nested

polytopes defining an NPP instance, and let d be a direction in R”'. We
define the supporting corner corresponding to d as

Cd)={xec0:{dx)>c(dI))

C(d)

Fig. 3.2 Example of NPP instance (black) with solution T (cyan) and
supporting corner C(d) (red). Instance shown is for m = 3, but depicted
after projection on (x1,x3),i.e., O = {(x1,x2) : x1,x2,x3 > 0,x1 + X + x3 =
1S x1,x02>20,x1+x < 1}.

Remark that the set defined as {x € R"|(d,x) = o(d, I)} is a supporting
hyperplane of I. This means that we could also define a supporting corner
using a supporting hyperplane, and the direction d is then the normal to
this hyperplane. These supporting corners satisfy an important property on
which our bounding approach is based.

Property 3.9. Let I C O C IR™ be a pair of nested polytopes and let T be
any polytope nested in between, i.e, such that I C T C O. Any supporting
corner must contain at least one vertex of T.

Proof. Let C(d) be the supporting corner defined by some direction d. Let
T be a polytope such that I € T C O and assume by contradiction that
C(d) does not contain any vertex of T. For any vertex p; of T we have both
pi € O and p; ¢ C(d), which implies (d, p;) < o(d, I). This also shows that
(d,x) < o(d, ) for any point x belonging to T since x = Y*_, A;p; with
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Ai > 0,YK  A; = 1implies

(d,x) = i/\i<d’ pi) < i)xia(d,l) =o0(d,1I).

i=1 i=1

But, by definition of ¢(d, I), there exists a point v € I such that (d,v) =
o(d, I), which impliesv ¢ T and I £ T, a contradiction. Hence C(d) must
contain a vertex of T. O

This property is illustrated on Figure 3.2, we can see the supporting
corner indeed contains a vertex of the solution polytope. Note that we
could combine Property 3.9 with Property 3.5, and reduce the supporting
corners to the points that lie on the boundary of the outer polytope.

3.2.1 Disjoint supporting corners

This property allows us to introduce several ways to get a lower bound
on the solution of the NPP, which can then be used as lower bounds on
the nonnegative rank. The first bounding approach consists in finding the
largest number of pairwise disjoint supporting corners. Indeed, since any
supporting corner must contain at least one vertex of a solution, having
supporting corners with no intersections will enforce some vertices.

Theorem 3.10. Let I C O C R™ be a pair of nested polytopes. Let dy,...,dy
be k directions such that the corresponding supporting corners C(d;) are pairwise
disjoint. Then, any polytope T such that I C T C O must have at least k vertices.

Proof. This comes from Property 3.9 and the fact that corners C(d;),i =
1, ...,k have no intersection. ]

This approach could give some interesting results in low-dimensional
cases. However, it has a drawback; it can be challenging to find a large
number of pairwise disjoint supporting corners when the inner polytope is
low-dimensional or small relative to the outer polytope, this would lead to
a weak bound. Indeed, on the example from Figure 3.3, we can see that we
can only find two disjoint supporting corners which gives a lower bound
of 2. On the other hand, it is clear that, to contain the 2-dimensional inner
polytope, we need a 2-dimensional solution polytope, i.e., a polytope with
at least 3 vertices.

To have stronger bounds, we have to allow supporting corners to have
nonempty intersections. In this case, points in the intersection between two
supporting corners satisfy Property 3.9 for both corners.
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"\

N
D\

Fig. 3.3 Example of NPP instance small inner polytope.

3.3 Infinite-dimensional reformulation of NPP

Let us then introduce a stronger bound. Let us first describe an equivalent
reformulation of NPP using the notion of supporting corner: the solution of
an NPP instance is equal to the minimum number of points that simultane-
ously satisfy Property 3.9 for all directions of IR".

Theorem 3.11. Let I C O C R™ be a pair of polytopes defining a NPP instance.
Let D be the set of all directions in R™. The minimum number of vertices of a
polytope T such that I C T C O is equal to the minimum number of points
P1,---, Pk € OsuchthatVd € D,3i € {1,...,k} such that p; € C(d).

Proof. Let py, ..., px be a set of points such that Vd € D,3Ji € {1,...,k}
such that p; € C(d). The following equivalence comes directly from the
definition of supporting corner

Vd e D,3p; € C(d) & Vd € D, 3p; : (d,pi) > o(d, ).

Let T = convhull{p;, ..., px}, which implies for its support that o(d, T) =
maxi<;<k(d, pi). We have then for any direction d € D that

dp;:(d,pi) >0(d,]) = o(dT)>c(dI).
which, combined with the following well-known equivalence

od,T)>0c(d 1)< I1CT
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(proven e.g. in [GK98]) establishes that I C T C O. O

This reformulation is infinite-dimensional; it has an infinite number
of variables, which are the points in O (or on the boundary of O), and an
infinite number of constraints, which come from the supporting corners
indexed by all the directions in D and thus cannot be solved exactly.

We thus propose a relaxation of this infinite-dimensional reformulation
that will allow us to compute lower bounds on its optimal value. We first
select a finite subset of directions D C D, i.e., a finite subset of supporting
corners, which translates to a finite number of constraints. We can then
partition the points of the outer polytope O into a finite number of equiva-
lent classes, denoted O. Each equivalent class will contain the points that
are equivalent according the reformulation of Theorem 3.11, i.e, points that
belong to the same subset of supporting corners. Finally, we introduce
binary variables x; (which will be used to select the points/equivalence
classes) and end up with the following (where M, ; is a binary indicator of
inclusion x; € C(d))

Lo1(0,D) = min Z x;j s.t. Z Mg xj >1,Vd € D. 3.1)
x;€{0,1},j€0 ;23 A

j€o jeo

This problem is now a finite integer linear optimization problem, and it
can be solved numerically to get a lower bound on the solution of the NPP.
We could also solve the continuous relaxation denoted Ly (O, D) where
we consider variables x; € R instead of x; € {0,1}. Thus, for any set of
directions D, we have L (O, D) < rank, (M).

It is also interesting to consider the dual of the continuous version of the
problem, given by

FR(O,@) = max Z Ya st Z Maya <1,Vj € 0, (3.2)
Ya204€D 5.1 deD

because the integer restriction of this problem, denoted I'g ; (O, @), has a
nice interpretation. Indeed, in this case, we are looking for the largest
number of directions such that each point or equivalence class is contained
in at most one of the corresponding supporting corners. This means that
we are looking for the largest number of disjoint supporting corners linking
back to the bound from Theorem 3.10.

In the end, all of these problems provide lower bounds on the nonnega-
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tive rank of the input matrix which satisfy the following relation

We thus have a canvas to compute lower bounds on NPP, and on the
nonnegative rank. However, we can see that this bound will depend on
the set of directions D and the set of points/equivalence classes O that we
choose. Therefore, it is important to provide good sets of directions and
points, to have a strong value of the lower bound and, in the next sections
and the following chapter, we will describe several methods that have been
tested in order to get strong bounds.

3.4 Description of sets of directions and regions to get
bounds

In this section, we describe several static approaches to get a set of directions
and a set of regions to build the optimization problem 3.1. We present some
results for these approaches and discuss their advantages and drawbacks.

3.4.1 Exact intersections of corners with given set of directions

A first idea to compute a value of the bound was to generate a fixed set of
directions then compute all the exact intersections between the supporting
corners defined by these directions, and use these regions as partition of the
outer polytope. This means computing the equivalence classes described in
the infinite-dimensional reformulation in the previous section.

The main question is how to generate the set of directions. Two main
approaches were considered; generate directions at random or in a deter-
ministic way that guarantees that the directions are spread over the whole
space.

When we generate directions at random, there are a few choices that can
be made. First, we can change the probability distribution that is used for
the generation. In our tests, we used the normal and uniform probability
distributions. We can also decide to generate directions in the affine hull of
the inner polytope since these directions seem more likely to create corners
that would be helpful to get a strong bound. Indeed, directions normal
to the affine hull of the inner polytope would create corners that contain
the entire inner polytope, which would not help much since these corners
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would coincide with one another.

Rather than taking k directions at random from the start, we can add
them one at a time using, at each step, selecting one direction in a small set
of randomly generated directions. The selection step is done according to
some criterion; for example, a direction that creates few intersections with
existing regions. Indeed, such directions are interesting for our purpose
because having few intersections is good for performance, and intuitively,
having corners that are close to being disjoint would give better results.,
and having no intersection would mean disjoint supporting corners which
would be the best case according to Theorem 3.10.

Since computing intersections can be costly in terms of computation
time, another way to select a direction is to look for one which has a small
inner product with all other directions already selected. If we consider
unit vectors for the directions, the inner product of two directions is in the
interval [—1, 1], and it is equal to 1 for two identical directions and to —1
for two opposite directions. Thus, if the inner product is close to 1, the
two supporting corners are more likely to have a nonempty intersection.
Therefore, we will select the direction such that the sum of its inner product
with all the already selected directions is minimum. More precisely, let D
be the set of already selected directions, we will select the direction d such

that } 5 p <d, dA> is minimum.

We can also choose to generate directions in a deterministic way; in this
case, we want to have directions that are sufficiently spread over the whole
space. Indeed, when generating directions at random, it is possible that the
directions are all gathered in a small fraction of the space. To avoid this
effect, we consider the set of directions given by

m
Dy = {de]Rm:Zd%_l,d?_I’\{]withke]N,k<N}.
i=1

For example, in dimension m = 3, the set D, contains the 18 directions
given below

(1,0,0); (—1,0,0); (0,1,0); (0, —1,0); (0,0,1); (0,0, —1);
(a,2,0); (&, —a,0); (—a, ,0); ( zx,O),
(,0,a); (2,0, —a); (—a,0, oc) (—a,0,—a);
(0,&,2); (0, &, —at); (0, —a, ); (0, —ax, —av),
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where & = 4 On Figure 3.4, we can see that these directions are indeed
spread over the space. The number of directions in this set grows with
parameter N, and the dimension m.

Fig. 3.4 Example of directions in D, in dimension 2

A few other ways to generate directions were considered; namely direc-
tions from the centroid of the inner polytope towards its vertices or towards
the vertices of the outer polytope. However, using these directions did
not produce any interesting result. More generally, using only directions
based on the geometry of the inner polytope does not seem to produce good
results.

When we have determined the set of directions, we can then compute
all intersections between the supporting corners defined by these direc-
tions. With small numbers of directions, this approach can work well, and
give good results on some examples. However, this approach has a main
drawback; when adding a new corner, it can potentially intersect all re-
gions already defined. This means that, in the worst case, the number of
intersections doubles whenever we add a corner and thus the number of re-
gions grows exponentially with the number of directions. This observation
has an important consequence; computing the intersections of the support-
ing corners can be very time consuming already for moderate numbers of
directions.
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3.4.2  Fixed partition of outer polytope with given set of directions

To avoid this exponential number of regions, we chose to use a fixed parti-
tion of the outer polytope instead, i.e., a partition which does not depend
on the set of directions. Since the outer polytope is a standard m-simplex,
one would want to partition it into smaller standard simplices. However,
the space cannot be paved using only regular simplices, unless the space is
2-dimensional. Thus, it would not be possible to partition the outer poly-
tope using only regular simplices. Rather than using nonregular simplices,
we decided to choose a partition into regular hypercubes. This partition is
defined as following

R ka1
OK:{C1><~~~><C,,Z:C1»:[kZ ki +

KK ],kiGN,kiSKl}ﬂO.
This amounts to partitioning the hypercube [0,1]" into K™ hypercubes
and consider the intersections between the outer polytope O and these
hypercubes as regions of our partition. Note that partitioning the hypercube
in such a way leads to exponential number of regions, however since we
keep only the regions that have a nonempty intersection with the outer
polytope, this number of regions is drastically reduced.

By considering such a partition of O, we now have some regions that are
not fully contained in supporting corners. We must thus adapt the binary
indicators My ; to be equal to one if supporting corner C(d) and regions j
of our partition Og have a nonempty intersection. This adaptation ensures
that the solution of L (OK, @N) is indeed a lower bound. See below a
pseudo-code of our procedure for computing a lower bound.

Data: Nonnegative matrix: M, parameters: N, K

Result: Lower bound on solution of NPP(I C O).

begin

Make M column-stochastic;
Create I C O the NPP instance corresponding to M;
Generate the set of directions Dy;;
Create the partition of the outer polytope Ox;
Solve L]R(OK/ @N>;
end
Algorithm 1: Lower bound for fixed set of directions and fixed partition

We can analyze the complexity of Algorithm 1. Making the matrix
column-stochastic costs O(mn) operations. Creating the NPP instance costs
O(mn) operations; since we have the vertices of the inner polytope in the
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column-stochastic matrix and the structure of the outer polytope is known
in advance, it is only a matter of formatting. Generating the set of directions
costs O(2" (m;\”jlj n 1Y) operations; there are (m;\”fj 1 1) possible choices for the
values of the d? and there are at most 2™ possible choices for the d;, since
we can choose, for each of them, the positive or the negative root. Creating
the partition costs O(mK™) operations; we create K intervals for each of
the m dimensions, then for each of the K™ selections of these intervals, we
check if the hypercube has a nonempty intersection with the outer polytope,
which can be done in O(m) operations. Solving the optimization problem
can be done in polynomial time, however we need to build the matrix of
constraints which depends on the numbers of regions and directions which
are not polynomial. Moreover, for each region and each supporting corner
defined by a direction, we must check if they have a nonempty intersection,
which is a feasibility problem to solve for each region-supporting corner
pair costing O(m2™) operations if the regions are described by their vertices.

Building the matrix is the costliest operation in practice; for the slack
matrix of the hexagon with N = 4 and K = 4, it took 0.02 second to do
all the preprocessing including normalizing the matrix and creating the
NPP instance. It took 0.09 second to generate the set of 912 directions, and
0.42 seconds to create the partition in 84 regions. Building the matrix of
constraints took 221.27 seconds and solving the optimization problem then
took 0.08 seconds.

Since this algorithm has exponential complexity, it can only be used
for small matrices and small values of the parameters. In Chapter 5, we
will introduce other ways to get directions and a partition to avoid these
exponential numbers of directions and regions.

3.5 Numerical results for static approaches

In this section, we present some numerical results of the static approaches
described in this chapter, and we compare them with other bounding ap-
proaches. We tested our bound on slack matrices of low-dimensional poly-
topes. These tests have been carried out on a computer with an Intel®
Core™ i7-8550U CPU, with 16GB of RAM, using MATLAB® R2020 with the
Windows® 10 OS.

3.5.1 Results with exact intersections of corners

Let us first showcase results about the approach from section 3.4.1.
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In Table 3.1, we present results for the slack matrices of 3-dimensional
0/1-polytopes, i.e., polytopes with vertices that only have 0 or 1 as coordi-
nates. The results presented in this Table are for the best approach among
all static approaches with exact intersections (random directions, random
with selection, etc.). We observe that for some small matrices, the approach
that computes exact intersections gives good results with few directions
in reasonable time. Indeed, for these 0/1-polytopes, only 30 directions are
required to close the gap for all these polytopes except one.

Note that the dimension presented in the table is the dimension of the
polytope itself, and not the dimension of the NPP instance corresponding to
its slack matrix. The dimension of the NPP instance is the number of rows
of the slack matrix, i.e., the number of facets of the polytope which can also
be found in the table.

dimension Bound Number Best

# vertices from of Time | known

# facets |Section 3.4.1 | directions| [s] |extension
Cube 38 6 6 30 129 6
/ 37 7 5 30 74.4 6
Prism 36 5 5 30 18.3 5
/ 36 7 5.5 30 60 6
Octahedron 36 8 6 25 142 6
2 Square pyramid [|3 5 5 5 5 50.7 5
Bipyramid 35 6 5 5 47 5
4 tetrahedra 34 4 4 5 73.7 4

Table 3.1 Lower bounds on the extension complexity of the 3-dimensional
0/1-polytopes with exact intersections. In bold, values that close the gap.

However, in Table 3.2, we can see that this approach can fail to give good
values of the bound with small number of directions. In the last row of this
table, we can also observe how the computation time grows, i.e., taking
several hours with only 50 directions for the heptagon while still being far
from closing the gap.

Let us now go into detail to see which approaches are better. Let us
first compare the generation of random directions without any selection
with the two selection methods proposed in section 3.4.1. On Figure 3.5a,
we can see that selecting directions such that the supporting corner has
few intersections with previously selected directions is the method which
gives the best results. We can also see that selecting directions that have
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Number of directions || 5 |10| 15 | 20 | 25 | 30 50 |XC
4-gon 4 (4| 4 4 4 4 4 4
5-gon 4 |41 4 4 4 4 4 5
6-gon 3 131333[/333| 3.5 4 4 5
7-gon (bound) 3131314 3 (325|326 34 6
7-gon (time [s]) 1519 | 21 |177 | 476 | 1100 |14735| 6

Table 3.2 Lower bounds on the extension complexity of regular polygons
with exact intersections. In bold, values that close the gap.

a small inner product with previously selected directions is barely better
than not selecting at all. On the other hand, selecting according with few
intersections is the method which requires the most computation effort as
we can see on Figure 3.5b. However, computing inner products is so fast
that in some cases, it can be faster to select using inner products than not
select at all.

On Figure 3.6a, we compare the results obtained when we generate di-
rections in the affine subspace of the inner polytope, with random directions
in the entire space and a half/half mix of the two generation methods. For
these tests, we chose to select the directions with few intersections among
some directions generated using the three methods described. We can see
that having a mix of directions in and out of the affine hull of the inner poly-
tope provides the best results. On the other hand, having only directions
in the affine hull is the worst method. This goes against our intuition since
it would have seemed that such directions would create good supporting
corners. On Figure 3.6b, we can see that generating in the affine hull of
the inner polytope is faster then generating random directions in the entire
space. Since the mixed approach uses both ways of generating directions, it
is between the other two approaches in terms of computation time.

On Figures 3.7a and 3.7b, we can see the comparison of results when
using uniform and normal distributions. On these figures, we present
results for random directions with the selection according to the number
of intersections. On Figure 3.7a, we observe that both distributions seem
to give similar results but that the normal distribution seems to be a bit
better. On the other hand, we can see on Figure 3.7b that using the normal
distribution seems to require a bit more computational effort. However, the
differences are not enough to allow us to conclude that one distribution is
better to use than the other. We can also observe the exponential increase of
computation time described in Section 3.4.1. One final observation is that
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the best result still does not close the gap with the best known upper bound.

3.5.2 Results with fixed partitions

Let us now take a look at the results for the approach which relies on fixed
partitions of the outer polytope. In Table 3.3, we observe that this approach
yields better results for regular polygons than the approach with exact
intersections of supporting corners. Indeed, it allows for more directions
to be used without impacting to computation time as much as for exact
intersections. We can see that the computation time remains reasonable
for these matrices. However, the numbers of directions and regions grow
a lot with the dimension of the matrix while the bound becomes worse.
This hints that for bigger slack matrices, a finer partition and a larger set of
directions would be needed to get a good value of the lower bound.

ID 4-gon 5-gon 6-gon 7-gon 8-gon
rank 4 5 5 6 6
|O7] / |Dg| | 88/608 | 236/1970 | 562/5336 | 1219/12642 | 2452/27008
Lr (05, Dg) 4 4.25 4.05 35 3.25
Time[s] 0.81 1.71 6.87 38.4 247
rc(M) 4 5 5 6 6
From [FP16] 4 5 4.69 5.03 5.15

Table 3.3 NPP bound for regular polygons. In bold, values that close the
gap with the true value of rank (possibly after rounding up)



3 | Lower bound based on a nested polytopes representation

Bound value

L
No selection
Few intersections selection
Small inner product selection
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I
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(a) Value of the bound (y-axis) vs number of directions (x-axis)

Time
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(b) Computation time (y-axis) vs number of directions (x-axis)

Fig. 3.5 Comparison of selection methods for the directions - Random
directions with no selection (blue), Selecting direction with small inner
product (green), Selecting direction with few intersections (red). Results for
the slack matrix of the 6-gon.
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Bound value
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(b) Computation time (y-axis) vs number of directions (x-axis)

Fig. 3.6 Comparison of generation methods for the directions - Random
directions (blue), Random directions in affine hull of inner polytope (red),
Mix of random directions in and out of the affine hull of inner polytope
(green). Results for the slack matrix of the 6-gon.
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Bound value
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(b) Computation time (y-axis) vs number of directions (x-axis)

Fig. 3.7 Comparison of random distributions for the directions - Uniform
distribution (blue), Normal distribution (red). Results for the slack matrix
of the 6-gon.
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3.6 Conclusion

In this chapter, we showed how a nonnegative matrix can be represented
by a pair of nested polytopes and how the nonnegative rank can be ob-
tained from this geometric representation. We proved a geometric property
of nested polytopes, and used it to describe a canvas to compute lower
bounds on the nonnegative rank which depends greatly on the sampling of
directions in the space and on the partition of the outer polytope. We also
introduced static approaches to generate the sample of directions and the
partition of the outer polytope. We showed that these static approaches can
give interesting lower bounds, but that large numbers of directions and fine
partitions are needed when going to bigger matrices.






Link between the
representation as nested
polytopes and the rectangle
covering number

In this chapter, we study the geometry of the NPP instance corresponding to
anonnegative matrix. In particular, we observe that we can give a geometric
interpretation to the rectangle covering number of the matrix. Indeed, we
will see that the faces of the outer polytope can be interpreted as 0/1 row-
patterns, and by setting some constraints based on Property 3.9 we get the
rectangle covering number when solving a MILP.

4.1 Observations on the NPP corresponding to the slack
matrix of the square

In this section, we describe some observations on the NPP instances corre-
sponding to the slack matrices of the square and the pentagon.
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A doubly-stochastic slack matrix for the square is

0 0 05 05
05 0 0 05
05 05 0 O

0 05 05 0

S:

The nested polytopes instance corresponding to this matrix lies in a
4-dimensional space. Its projection on the 3-dimensional space x4 = 0 is
given on Figure 4.1. On this Figure, the vertices of the inner polytope are the
columns of the matrix in order, i.e., I; = (0,0.5,0.5,0), ; = (0,0,0.5,0.5),
etc.

On this Figure, the triangles are intersections of some planes with
the outer simplex that define four disjoint supporting corners which means
that we have a lower bound of 4 for the nonnegative rank of this slack
matrix. Note that these corners are not unique, there are many sets of
corners that give this results. For example, if we slightly move the vertices

of the triangles, we still have four disjoint corners.
Now let us move the vertices of these triangles to make the supporting
corners as thin as possible. For example, for the top-most triangle, we

do not modify the vertex that is on I;, but we move the other two vertices
towards e3. At the limit, the supporting corner becomes the line segment
le3, I;] which is a half-face of the outer polytope. If we do the same for all
supporting corners, we get four disjoint half-faces of the outer simplex in
which there must be a vertex of any solution polytope.

Thus, a question emerges: would considering a partition of the outer
simplex as the union of its faces be of interest to get a good value of the
lower bound? However, since faces of lower dimension are contained in
faces of higher dimension, we have to consider that the regions is this
partition are only the relative interior of the faces, i.e., open regions. This is
different from the partitions described in Chapter 3 where we use closed
regions.

We will see in the next section that the relative interior of the faces of the
outer simplex correspond to 0/1-patterns in the columns of the matrix.

4.2 Row patterns in the NPP instance

Let us first show that the outer polytope is a standard simplex. This was
mentioned without proof in Chapter 3. Let us first give the formal definition
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€3

L I

I Iy

€1

Fig. 4.1 NPP for the square as seen projected on the 3-dimensional space
x4 = 0. The triangles define four disjoint supporting corners.

of a standard d-simplex.
Definition 4.1 (Standard d-simplex). The standard d-simplex A; with d + 1

vertices in R¥*1 is the set given by

d+1
Ay = {x e R, Y xi=1,x> O,Vz} = convhull{ey, ..., e41},
i—1

whereey, ..., e4,1 are the unit points in R?*1, i.e., the columns of the identity
matrix Iz, .

Then, it is clear that the outer polytope in the NPP instance created from
a nonnegative matrix is a standard simplex.
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Property 4.2. Let I C O C R™ be the two nested polytopes corresponding to
a nonnegative matrix. Then, the outer polytope O is the standard (m — 1)-
simplex Ay, _1.

Proof. By construction of the NPP instance described in Chapter 3, the outer
polytope is defined as O = {x e R" : }./" ; x; = 1,x; > 0, Vi}. O

An interesting property of simplices can be found in [Grii03]. This
property states that any subset of vertices of a simplex defines a face of the
simplex, and any face is also a simplex.

Property 4.3 ([Grti03]p. 53). Let A be a simplex. Any subset of k + 1 vertices
of A defines a k-face of A. Furthermore, any k-face of A is a k-simplex.

When we consider a k-face F of the outer polytope O, it is easy to
determine if a point is contained in F. Indeed, we just need to check that its
appropriate coordinates are set to zero.

Property 4.4. Let I C O C R™ be the two nested polytopes corresponding
to a nonnegative matrix. Let K C {1,...,m} be a subset of |K| = k indices,
and let F = convhull{e;,j € K} be a (k — 1)-face of O.

1. Letx € O be a point such that x; =0,V € {1,...,m} \ K, then x € F.

2. Letx € Obeapoint, and let! € {1,...,m} \ Kbe an index such that
x; #0,then x ¢ F.

3. Let x € O be a point such that x; = 0,Vl € {1,...,m} \ Kand x; #
0,VI € K, then x € ri(F).

Proof. 1. Let x € O be a point such that x; = 0,V] € {1,...,m}\ K.
Since x € O, we can write x as a convex combination of the vertices
of O, x = Y/" we; with Yy a; = 1,a; > 0,Vi, this means that
x; = a;, Vi € {1,...,m}. Since x; = 0,VI € {1,...,m} \ K, it means
thata; = 0,VI € {1,...,m} \ K, thus we can write x = };cx «;¢; with
Yicka; = 1,a; > 0,Vi € K. This means that x € convhull{e;, i € K},
ie., x € F.

2. Let x € O be a point, and let I € {1,...,m} \ K be an index such
that x; # 0. Let us assume that x € F. Then, x can be expressed
as a convex combination of the vertices of F,i.e., x = ) ;cx aje; with
Yiex®i = 1,a; > 0,Vi € K. This implies that x; = «;,Vi € K and
x; = 0,Vi ¢ K. Since | ¢ K, we have x; = 0 which is a contradiction.
Thus, x ¢ F.
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3. By Item 1, we know that x € F,ie, x = Y ;cxaje; with ) ;cpa; =

1,a; > 0,Vi € K and that x; = «;, Vi € K. Thus, x; # 0,Vi € K implies

«; # 0,Vi € K which implies x = Y ;cxaje; with Y jcpa; = 1,05 >
0,Vi € K which means that x € ri(F).

O

The final item of this property has an interesting consequence; the
relative interior of any k-face of the outer simplex corresponds to a row-
pattern in the associated matrix. Indeed, it collects all the points such that
x; = 0,Vl ¢ Kand x; # 0,V] € K, i.e., all the points in O which have
the same zero/nonzero pattern. Furthermore, if a column of the matrix
has some zeros, the corresponding vertex of the inner polytope I must
necessarily be contained in a face of O.

Property 4.5. Let I C O C R™ be the two nested polytopes corresponding to
nonnegative matrix M € R*". Let K C {1,...,m} be a subset of |K| = k
indices, and let M. ; be a column of M such that M;; =0, Vi € K. Then, If
the vertex of I corresponding to M. ; is contained in the relative interior of
F = convhull{e;, Vi € {1,...,m} \ K} which is an (m — k — 1)-face of O.

Proof. By construction, I; € O. Then, by Item 3 of Property 4.4, I; € ri(F)
which is an (m — k — 1)-face of O by Property 4.3. O

Finally, the property that will allow us to define constraints to get the
rectangle covering number is the following; it states that if a face G of the
inner polytope is contained in a face F of the outer simplex, then we have
another NPP, i.e.,, G C F in that face. More precisely, a solution of the global
NPP instance must have some vertices {v,...,v;} in F such that G is in
the convex hull of these vertices.

Property 4.6. Let I C O C R™ be the two nested polytopes. Let T be a
solution of the NPP instance with k vertices denoted Tj, i.e., T is such that
I C T C O. Let G be a face of I completely contained in F, a face of O,
i.e., G C F. Then, there is a subset of vertices of T, denoted T, such that
G C convhull(T) CF.

Proof. Let K C {1,...,m} be the subset of indices such that F = convhull
{e;,j € K}. Letx € G be a pointin G, i.e, x € I. We can write x =
Z?:l 2, T with Yi'ia; =1,a >0,Vi. Sincex € G C F, x; = 0,V] €
{1,...,m} \ K.
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Letv € {1,...,m} \ K be an index, and let T(*) be a vertex of T such that
TS¥) £ 0 (then TS > 0 because T®) € 0), i.e., T(®) ¢ F by Property 4.4.
Let us assume that a,, > 0, then

xv—zwa ) 4+ Z sz
i=1i#w

Since a; > 0 by definition, and Téi) > 0, Vi because T € O, it means that
21 Litw a;T, () > 0, and x, > 0. This is a contradiction with x € F, thus

ap =0,Yw:Jve{l,..., m}\K: ngw) #0Qoray, =0,YVw: T@) ¢ F.
Thus, we can write

X = Z vciT(i) with Z a; =1,a;, >0,Vi: T e F.
T eF iTOeF

Since, any x € G can be written as a convex combination of the T € F,
we have
G C convhull{T® : T0) ¢ F} C F.

O

This means that when we have a face of the inner polytope which is
contained is a face F of the outer polytope. This face F must contain some
vertex/vertices of a polytope solution of the NPP. For any NPP in a face of
the outer polytope, we can recursively look for face of the inner polytope
that are in a face of the outer polytope until we have single vertices in a face
of the outer polytope. To make it simple, when we have a NPP instance, we
can check if the vertices of the inner polytope are contained in faces of the
outer polytope, and if it is the case, we can define NPP constraints for these
vertices. More precisely, if vertex I of the inner polytope is contained in
face F of the outer polytope, either I is a vertex of the solution polytope T
or there are vertices of T in F such that I; is a convex combination of these
vertices.

4.3 Lower bound formulation, examples for the square and
pentagon

In this section, we give examples of how to interpret 0/1 row-patterns
geometrically for slack matrices of the square and the pentagon. Then, we
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give a general linear integer formulation that gives a lower bound for any
NPP instance that has vertices on the boundary of the outer polytope.

4.3.1 Lower bound formulation for the square

Let us take a look at the NPP instance corresponding to the square from
Figure 4.1, the faces of the outer polytope are vertices ¢y, e, 3, ¢4, edges
le1, ea], Jex, e3], le1, eal, Jea, €3], Jea, ea], Jes, es| and triangular faces Jeq, ez, €3],
le1, ez, e4], Je1, €3, e4], |z, €3, e4]. This notation for the triangular faces indi-
cates that we consider the open triangle, i.e., the relative interior of the
triangle. The relative interior of these faces correspond to the 0/1-patterns,
for example

ri(e;) «— ,ri(Jer, e3[) «— ,ri(ley, e3, e4]) «—

O = O =
[ =)

o O O =

Let us consider the example of vertex I; on Figure 4.1 which lies in the
edge |ey, e3] of the outer simplex, i.e., I; Clep, e3[ which is a NPP instance.
There are several ways of having a solution of the NPP in this face
Vertex I; (a vertex in |es, e3[),

Line segment with vertices e, and e3,
Line segment with vertex e, and a vertex in |, e3],

Line segment with vertex e and a vertex in |1, e;],

S e

Line segment with a vertex in |I;, e;[ and a vertex in | I, e3].

Note that item 1 is the optimal solution of the NPP in the face, but selecting
this solution in each face which contains a vertex of the inner polytope may
not be optimal. Indeed, if we did this for the hexagon, we would have an
inner polytope with 6 vertices but, we know that there is a solution with 5
vertices.

Let us consider the relative interior of the faces of the outer polytope as
the regions of a partition of the outer polytope, and let introduce a binary
variable for each face of the outer polytope, then we can write these feasible
solutions as constraints

L Beyey 2 1,
1 1
2. 1B, + 1B, >1,
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3' %BeZ + %B]EQ,%[ 2 1/
4. 1B, + %B]em[ >1

5 3Bjeses + 2Beresl = 1

€2,63

and we know that at least one of these constraints must be satisfied in order
to satisfy the NPP condition in the face. We can see that the three bottom
constraints are dominated by the first one, so we will only keep the top two
constraints. If we formulate such constraints for each vertex of the square,
we get the following linear integer optimization problem

min B; s.t.
Bic{01} 5 Z
>
By, €3 =1 one is satisfied
B€2 + B€3 Z 1

1 Be3

B]el 64 =

one is satisfied
BE] + B€4 2 1

B
Jes, “‘i = one is satisfied
B€4 -

B]El e [ = ; i fi
’ one is satisfied
%Bfl +3 Bez 2 1

This problem has optimal value 4 with two optimal solutions: either B,, =
Be, = Bey = Bey = 101 By, o)1 = Biey )| = Bley 5] = Beg ep = 1-

This formulation as well as the other formulations of this section do not
scale well with the dimension due to the exponential number of constraints.
This can be understood since these formulations compute the rectangle
covering number which is NP-complete.

4.3.2 Lower bound formulation for the pentagon

For the pentagon, the outer simplex is 4-dimensional (in a 5-dimensional
space) and the vertices of the inner polytope are not in edges anymore but
in triangular faces as shown on Figure 4.2.

For each vertex of the inner polytope, we can once again define some
constraints derived from the NPP condition using binary variables. For
example, for I;, we have the following constraints

L Bk’l/ezfﬁ‘s[ >1,
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€3

€2 €1

Fig. 4.2 Triangular face of the outer simplex from the NPP for the pen-
tagon which contains on vertex of the inner polytope.

1 1
2Ber + 3Bjey e = L
%BEZ + %B]€1/€3[ > 1,

3Bes + 3Bje ) > 1,

%B]ﬂ’lf@z[ + %3}31/63[ =1
%B]el,EZ[ + %3}32,33[ >1,
3Blesesl + 3Bleyes] = 1,

1 1 1
§B51 + EBEZ + §Bt’3 > 1

® N o A ok L D

Here, we already removed the constraints that are dominated by another
one. Once again, at least one of these constraints must be satisfied. We can
see that the number of constraints per vertex of the inner polytope increases
with the dimension of the face of the outer simplex which contains this
vertex.

To reduce the number of constraints per vertex of the inner polytope,
we can realize that if the three following constraints,

L Be, + B]é‘lr@z[ + B}Elfes[ + B]Elxﬁz,ea[ > 1,
2. Be, + B]elrfz[ + B}ﬁz,ea[ + B]€1/€2/€3[ > 1,
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3. Bey + Bje, o3  Bley,es[ T Bley s 5] = 1

€2,€3

are satisfied together, then one of the NPP constraints is necessarily satisfied,
and conversely, if one of the NPP constraint is satisfied, then the three
reformulated constraints are satisfied.

This reformulation has two advantages: first, the constraints must now
be satisfied together rather than at least one in the list, which means that
we do not need to introduce additional variables to activate/deactivate
constraints. But, more importantly, it allows us to reduce the number of
constraints per vertex to k + 1 if the vertex is in a k-face of the outer simplex.
For the pentagon, we go from 8 constraints for 5 vertices, i.e., 40 constraints
(not counting the additional constraints necessary to reformulate things in
a linear way) to 3 constraints per vertex, i.e., 15 constraints in total.

4.3.3 General lower bound formulation

We can thus give a general formulation based on our observations on the
square and the pentagon that will give a lower bound when the inner poly-
tope has some or all of its vertices on the boundary of the outer polytope.

Let I C O be a NPP instance, for each vertex I of I, we identify the
smallest subset of vertices of O such that their convex hull contains Ij;
let us call K C {1,...,m} the smallest subset of indices such that I; €
convhull{e;,j € K}. The set convhull{e;, j € K} is either a face of the outer
simplex or O itself.

For any K C K, F(K) = convhull{e;, j € K} is a face of convhull{e;,j €
K}. For these faces, we introduce binary variables By € {0,1}, VK C K, and
we define the constraints

Y, By>1lViek
KCK:e;eF(K)

Thus, we have the following linear integer optimization problem

min By s.t.
Bee{01} g‘ K

VI Y, By>LVieK:Ie convhull{e;, j € K}.
KCK:e;eF(K)

Thus, we minimize the number of faces of the outer simplex selected
such that the NPP condition is satisfied for all vertices of the outer simplex.
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These constraints can also be interpreted in terms of the 0/1-patterns. In-
deed, each constraint states that for any non-zero entry i of a vertex of the
inner polytope, there must be a face of the outer simplex selected such that
its pattern is contained in the pattern of the vertex and its entry at position i
is not zero.

4.4 Numerical results and implications

In this section, we present some results obtained using the ILP formulation
presented in the previous section. In Table 4.1, we can see the results for the
regular n-gons. We observe that the value we get corresponds exactly to
the rectangle covering number or the fractional rectangle covering number
if we relax to continuous variables. These tests have been carried out on a

computer with an Intel™ Core™" i7-8550U CPU, with 16GB of RAM, using
MATLAB™ R2020 with the Windows"" 10 OS.

Integer variables || Continuous variables

n || # vars | # cons | Time[s] | Bound || Time[s] Bound
5 15 15 0.03 5 0.005 5

6 27 24 0.03 5 0.004 4.5

70 49 35 0.05 6 0.008 4.6667
8 88 48 0.15 6 0.009 4.9231
9 || 156 63 0.40 6 0.022 5

10 || 275 80 3.32 7 0.075 5

11| 484 99 12.09 7 0.299 5.1
12| 851 120 64.67 7 1.03 5.1429
13 || 1495 | 143 | 387.86 7 3.74 5.2
14| 2625 | 168 | 1860.8 7 14.8 5.2148
15 || 4593 | 195 | 4800.6 7 64.26 5.2571
16 || 8088 | 224 | 24243 7 251.65 5.2894

Table 4.1 MILP from NPP - results correspond to the rectangle covering
number for the n-gons

This indicates that the rectangle covering number can be obtained geo-
metrically from the NPP instance corresponding to a nonnegative matrix.

Thus, we would like to use this partition of the outer simplex and the
information from this ILP together with our approaches from Chapter 3 or
the approaches we will describe in the following chapter in order to get a
bound which is better than the rectangle covering number. However, the
ILP formulation corresponding to the rectangle covering number is not
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very compatible with these approaches since we now consider open regions
instead of the closed regions we consider in Chapters 3 and 5.

We did some preliminary tests converting the closed regions into open
regions using numerical tolerances, i.e., x > 0 becomes x > € > 0. The
results were not very interesting as they did not improve the previous
results from our NPP approach or the rectangle covering number. The
problem may come from the representation of the regions; the tolerances
may introduce some numerical errors. Thus, another way of representing
the open regions may be needed. Some more research could also be made
in order to transform the information from the ILP constraints into actual
supporting corners which would make this information easier to introduce
in our approach.

4.5 Importance of the MIP formulation for the rectangle
covering number

In this section, we discuss about the MIP formulations to compute the
rectangle covering number. The definition of the rectangle covering number
is pretty simple (see Chapter 1, subsection 1.4.2); for matrix M, find the
smallest set of rectangles all contained in supp(M), whose union equals

supp(M).
This simple problem can be formulated in many different ways, and the
formulation has a big impact on the computational performances.

A first naive approach to compute rc(M) would be to enumerate all the
rectangles, keep those contained in the support of M, then find the smallest
subset whose union equals the support of M. This approach works for very
small matrices, however the number of rectangles grows exponentially with
the dimensions of the matrix. Indeed, for M € R"*", there are potentially
2™+ rectangles. Thus, this naive approach would not be computationally
efficient for moderate size matrices already.

One way to improve the performances is to consider only rectangles
of maximum size. More precisely, we enumerate the 0/1 row-patterns,
and for each row-pattern, we take only the rectangle formed using all the
columns that this pattern can cover, i.e., such that a 1 in the pattern always
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corresponds to a nonzero in the column. For example, for matrix

2 3 00 1
1 0 7 6 0
00 6 4l and for pattern ol
2 3 05 1

we only consider the rectangle

_ O O =
_ O O =
o O O O
o O O O

and not the rectangles with only one of the first two columns. Indeed, these
rectangles with only one column are contained in the rectangle here above,
and whenever a smaller rectangle is selected in an optimal covering, we
can replace it with the rectangle of maximum size and still have a covering.
Thus, it is never interesting to select one of these single-column rectangles.
This approach reduces the maximum number of rectangles to 2", however
it is still exponential and we have seen in Table 5.10, that for a 25-by-25
matrix, the memory of a computer with 16GB of RAM is not enough to deal
with this number of rectangles. See also the comment about inclusion-wise
maximal rectangles for the slack matrix of the CUT polytope in [Fok21].

The best way of doing things seem to be the following: fix the number
of rectangles in the covering a priori and check if a covering of this size
exists. The basic principle is similar to the approaches from Arora and
al. [AGKM12] and Moitra [Moil3] for the nonnegative rank, i.e., choose a
value for the quantity of interest and check if this value yields a solution
or not. In the case of Arora and al. [AGKM12] and Moitra [Moil3], they
fix the size of the nonnegative matrix factorization a priori, then compute
a factorization of this size or prove that a factorization of this size does
not exist. Here, we fix the number of rectangles a priori, then we compute
a covering of this size or prove that no covering of this size exists. If a
covering exists, we can check for a smaller value, if not we can check for a
larger value until we know the value of the rectangle covering number.

In this approach, there is no enumeration of rectangles anymore; we
fix the number of rectangles which become matrices of binary variables,
and we try to determine values of these variables which define a covering
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of the support of the matrix. This formulation is described here after. Let
M € R*" be a nonnegative matrix, and let S = supp (M) be the support of
M, ie., S;;=1if M;; > 0and S;; = 0if M;; = 0. Let us fix the number of
rectangles in the covering to K > 0, and let us introduce K matrices, one per
rectangle, of binary variables X(") € {0,1}"*", forr = 1,...,K. To check
if a rectangle covering with K rectangles exists for M, we must solve the
following feasibility problem.

min 0 s.t.
x{efo}

K
Z ]z&ﬂw<z<m1<]<n

—_

<><s Vi<i<ml1<j<ml<r<K

l]/

v 1<i,p<m:ip #ia z()zl X(r)zl
(5
i3,/

2
I<jup<ni AR T

There is no objective because we only care about the existence of a
covering with K rectangles. The first set of constraints ensures that the entire
support of the matrix is covered, the second set of constraints ensures that
the rectangles are contained in the support of M. The last set of constraints
ensures that the binary matrices X (") are rectangles, this is done by checking
that in any two-by-two submatrix, if the elements on a diagonal are both
equal to one, then the elements on the other diagonal are also equal to one.
This last set of constraints needs to be reformulated to be given to a solver,
this can be done linearly as following.

() (r) (r)
Xi(lr{l Z X1(1{ + Xl'(z/{l -1
. . . . r r r
v {1 S 11,12 S m:n 7é 2 Xil/]z 2 Xllr]l + XiZ/jZ - 1
L<jup<nip#p’ | x0 >x" +X§2’,}2 -1
(r) (r) (
Xlz g2 = X11 g2 + Xlz,h 1

One can check that, if two elements on a diagonal of the submatrix are
both equal to 1, then the right-hand side of the constraints becomes 1 for
the other two elements of the submatrix forcing their value to be 1 as well.
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On the other hand, if at least one element is equal to 0, then the right-hand
side of these constraints is < 0, and these constraints are inactive.

This problem has polynomial size. Indeed, both the number of variables
and the number of constraints in this formulation are polynomial. The
number of variables is mnr and, for the number of constraints, there are mn
constraints to ensure that the support is covered, mnr constraints to ensure
that the rectangles are contained in the support and 4m?n? constraints to
ensure that the matrices of variables are rectangles. Nonetheless, since we
use binary variables, the computation time is not polynomial.

Note that for the slack matrices of the regular polygons, the constraints
can be expressed in a specific way because these matrices are circulant
matrices. Thus, we can define specific constraints because we know the
positions of the zeros and nonzeros of the matrix, and this allows us to
reduce the number of constraints.

In Table 4.2, we can see the values of the rectangle covering number
compared with the refined rectangle covering number and our bound from
Chapter 2 based on the f-vector. We also compare the method where we
enumerate the rectangle of maximum size (Enum) and the method where
we check if a covering exists for a given size (Check). We can clearly see that
the approach which enumerates is outperformed by the methods which
checks if rc is below a given value. In column (Check) of the Table, when two
numbers are given, the number before the 4+ is the time to find a covering of
a certain size and the number after the + is the time to show that a covering
with one less rectangle does not exist. For the refined rectangle covering
number, for the 14-gon, the computation time required is already 19962[s]
which is why the computations have not been made for higher values of .

Note that other approaches can also be considered to compute the rectan-
gle covering number (or lower bounds for the rectangle covering number);
for example, Kovacs and al. [KGH21] use column generation to compute
binary matrix factorization. Fokkema [Fok21] considers lower bounds on
the rectangle covering number of submatrices to compute lower bounds for
the full matrix.
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Upper Enum | Check
n ||Bound| xc |rc|Time[s]| Time[s] | rrc | f-vector
5 5 5 15 <1 <1 5 5
6 5 5 1|5 <1 <1 5 5
7 6 6 |6 <1 <1 6 6
8 6 6 |6 <1 <1 6 6
9 7 7 |6 <1 <1 7 6
10 7 7 |7 <1 8 7 7
11 7 7 17 <1 36 7 7
12 7 7 17 <1 29 7 7
13 8 8 |7 2 36 8 7
14 8 8 |7 6 45 8 7
15 8 8 |7 24 48 8
16 8 8 |7 291 80 8
17 9 [891|7| 273 338 8
18 9 [89]| 7| >13444| 855 8
19 9 [891]| 7 63 +20 8
20 9 [89]| 7 776 8
21 9 9 |7 167 + 22 9
22 9 9 |8 +123000 9
23 9 9 9

Table 4.2 RCN - rectangle covering number for the n-gons, comparison
with the refined rectangle covering number and the bound using the f-vector.
Comparison of times for the method which enumerates the rectangles and
the one which checks if a covering of a certain size exists.



Conclusion | 4.6

4.6 Conclusion

In this chapter, we showed how the rectangle covering number can be
interpreted geometrically using the nested polytopes representation of the
matrix. We showed how considering the relative interior of the faces of
the outer polytope as regions of a partition and using NPP constraints for
each individual vertex allows us to write an optimization problem that
gives the rectangle covering number. We also discussed on the impact of
the formulation of the problem on the performances when computing the
rectangle covering number, and showcased results that show it is more
efficient to check if a covering of a certain size exists rather than look for a
covering of optimum size.






Dynamic approaches for the
bounds based on nested
polytopes

When moving to larger matrices, the static approaches described in Chap-
ter 3 require increasing numbers of directions and finer partitions to get
strong lower bounds, making it often impractical to compute the value of
the bound. In this chapter, we tackle this issue by introducing dynamic
approaches to build these sets of directions and regions to improve the per-
formances with the goal of competing against other bounding approaches.

5.1 Dynamic approach to add directions

The first dynamic procedure we introduced is one that successively adds
directions to the problem (instead of considering a fixed set Dy) in a cutting-
plane like procedure. New directions are chosen in a way that they reject
the previous optimal solution of LR(O, @), hoping to increase the value of
the bound; they are computed using a mixed-integer linear program (using
one binary variable per region in O). We stop when the (rounded) bound
is equal the true nonnegative rank, or when no new direction can be found.
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Let O be a partition of the outer polytope and D be a set of directions.
We compute x* the optimal solution of Lg(Og, D). Let r = |Ok| be the
number of regions in the partition and let Iy be a fixed vertex of the inner
polytope. We introduce the following variables; d € R" the new direction
we want to add to set D and a € {0,1}" the new row of M corresponding
tod.

The MIP we need to solve is the following

MIP) := t. 5.1

( aé?éﬁ‘}r; : &
deR™

[dl2 <1 (52)

Ild < 1%d,vk (5.3)

Pld—Ild <ajVj=1,...,r,Vi: ;€ (Ok); (54)
Let us explain the objective and the constraints.

(5.1) If the optimal valueis < 1, it ensures that when adding a* as a new row
of M, x* is no longer feasible for Lg (Og, D), i.e., this new constraint
rejects the previous optimal solution.

(5.2) Ensures that the norm of d is bounded.

(5.3) Ensures that Iy is the vertex of the inner polytope which maximizes
I kT d, this is needed to be able to write constraint (5.4) in a linear way:.

(5.4) P; denotes a partition point of Og and (Ok) j denote§ region j of the
partition, i.e., the P; are the vertices of the regions in Og. Ensures that
a; = 1if region j is (partially) contained in the corner defined by d.
We check all the vertices of region j and if at least one is contained in
the corner defined by d, it forces a; = 1.

Remark that, in this case, the regions of the partition are described by their
vertices. We made this choice because it is then easy to check if a region is
partially contained in a supporting corner. Indeed, we only need to check
if one of its vertices is contained in the supporting corner. We could also
describe regions by their facets, but then we would need to check for a
nonempty intersection with the supporting corner. Describing regions by
their vertices makes writing constraints (5.4) easier.

To make things simpler, i.e., to be able to make things linear and reduce
the number of variables, we decided beforehand which vertex of the inner
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polytope should support the corner that will be defined by the new direction
we are computing, Iz. This means that we do not solve the MIP on all
directions in R™ but only the subset of directions such that Iz supports
the corresponding corner. This does not cause any issue in practice; if
we solve MIP several times with different selected inner vertex, then all
possible directions will be considered. Note however that reducing the
set of directions from which we can choose would not be a problem when
determining a lower bound since it would introduce a relaxation of the
optimization problem. Several approaches are possible when selecting an
inner vertex; we could solve the MIP for each inner vertex at each iteration,
and select the direction for which the optimal value of the MIP is the
smallest. Or we can cycle through the inner vertices, solving only one MIP
at each step, and adding the direction if it cuts the previous solution. This
last approach is the one described here after.

We can transform the strict inequalities by introducing a small parameter
€ > 0. Furthermore, we need to reformulate constraint (3). We know
II.ll2 < [||l1, thus ||d||; < 1 ensures ||d|| < 1. Finally, we can reformulate
the L1-norm, by introducing variables ¢; such that |d;| < t;and }[" ; t; < 1.
We get the following MILP

MILP) := xja; st 5.5
< i Lo 69
deR™
m
Z t; <1 (5.6)
i=1
di<t,i=1,...,m (5.7)
—d; <t,i=1,...,m (5.8)
Itd < Ild,Vk (5.9)

Pld—TIld<aj—ej=1,...,r,Vi: P € (Ok); (5.10)

We showcase the pseudo-code of our dynamic approach in Algorithm 2.
If Counter = n, it means we did a full cycle through the vertices of the inner
polytope without finding any direction that rejects the current solution. This
means that no new direction can reject this solution which is optimal for the
partition considered O.

This means that when the dynamic approach terminates, the value of the
bound is the best possible for the fixed partition chosen beforehand. And,
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Data: Inner polytope: I, Outer polytope: O, Partition of O: O, Set
of directions: D
Result: Lower bound on solution of NPP(I C O).
begin
Solve Lg (Ok, D) and keep solution x* «— arg Lg (O, D);
Set initial values: K «— 0, Counter +— 0;
while Counter < n do
Cycle through vertices of inner polytope: K «— (K + 1) mod
n;
Solve MILP(x*,K);
if MILP found a solution and optimum < 1 then
d* «— arg MIP(x* K);
Add direction d* to D: D +— DU {d*};
Re-solve L (Ok, D);
Get new solution x* <— arg Lg (O, D);
Reset the counter: Counter +— 0;
else
\ Increment the counter: Counter «+— Counter + 1;
end
end
end
Algorithm 2: Dynamic approach for adding directions

if we are not satisfied with this value, we need to choose another partition
of the outer polytope and run the dynamic approach again or attempt to
refine our partition to improve the value of the bound.

Thus this approach has a very important advantage over the static
approaches described in Chapter 3; it can find the optimal value of the
lower bound on a given partition in finite time. For the static approaches,
we could generate ever larger sets of directions, and never reach this optimal
value.

Remark 5.1. We can reduce the number of binary variables in the MIP, and
thus reduce the computational effort to solve it. Indeed, we can see that
only the active regions, i.e., regions for which x]’f # 0, have an impact on the
objective value of the MIP. Therefore, only considering these active regions
in the MIP and not the set of all regions reduces the number of variables
and the number of constraints of type (5.13). This can have a significant
impact on the performances as the number of active regions is often one or
two orders of magnitude smaller than the total number of regions.
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5.2 Refining the partition/Splitting the regions

When the dynamic approach fails to add new directions, if we are not satis-
fied with the value of the bound, we can decide to generate a finer partition
and apply the dynamic approach again. The other way to keep improving
the value of the bound is to refine the current partition of the outer polytope.
To refine the partition, we will split the active regions, i.e., the regions with
x}‘ # 0 in the optimal solution of L (O, D). This operation cuts an optimal
solution, and hopefully, improves the value of the lower bound, possibly
after several splits. We tested two ways of splitting the active regions.

Splitting region j has an effect on matrix M, indeed it means that column
M. ; is removed and two new columns representing the sub-regions are

added. Similarly, x; is replaced by x](l) and x'?.
We also need to determine what we consider a "good" split. We consider

that a split is good if picking any nonnegative value for x}l) and x}z) such

that x4 x?) = x* implies that at least one constraint Lico Mgix; > 1is
violated. This means that the split rejects the previous optimal solution of
Lr(Ok, D).

5.2.1 Adaptation of the MIP that adds direction

In the previous section, we introduced a procedure to add directions dy-
namically by solving successive MILPs and, in this procedure, we use a
description of the regions using their vertices. When we want to split some
regions, we introduce a hyperplane that cuts the region into two sub-regions.
Thus, this hyperplane becomes a facet of the two sub-regions. This means
that having a facet representation of the regions would be better for the
splitting procedures because it would only consist in adding one linear
constraint.

Thus, having a vertex representation of the regions is better for the
procedure that adds directions, but a facet representation of the regions
would be better for the procedure that splits the active regions.

There are methods to go from one representation to the other, therefore
our first idea was to use the vertex representation to add directions, then
compute a facet representation to split the active regions, compute the new
vertex representation and add some more directions, and so on. However,
our tests were not very positive. Indeed, going back and forth between the
two representations introduces numerical errors. Indeed, when the regions
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are already small, the method that computes the other representation can
fail because the vertices/facets are too close.

Thus, we decided that having only one representation of the regions is
better to avoid these numerical errors. We decided to use a facet representa-
tion of the regions for several reasons. First, splitting regions using a vertex
representation seems to require the computation of the facet representation
anyways. Second, the outer polytope is described using a facet representa-
tion, so it seems better to use a facet representation to described the regions
of a partition.

This means that we need to rewrite our procedure which adds directions
dynamically to make it compatible with a facet representation. The MIP we
need to solve is the following

(MIP) :aen{‘lollil}r Z xiaj st (5.11)
deR™
Ild < Ifd,Vk (5.12)

aj=1<« Jdx e R™: (—d,erl,...,C

]‘/k)TX < (—dTIK,b]',l,... b'k)T,Vj

7Y,
(5.13)
Let us again explain the objective and the constraints.

(5.11) If optimal value is < 1, it ensures that when adding a* as a new row
of M, x* is no longer feasible for L]R(OK, ﬁ), i.e., this new constraint
rejects the previous optimal solution.

(5.12) Ensures that Iy is the vertex of the inner polytope which maximizes
ITd. This limits the feasible set of directions but allows to have linear
constraints in the final problem. To ensure that we consider all possible
directions, we cycle through the vertices of the inner polytope.

(5.13) C]T, e < bj; denotes facet i of (e K) region j of the partition. This
constraint ensures that a; =1 if region j has a nonempty intersection
with corner C(d).

This last constraint cannot be given to an optimization solver as it is written
above and has to be reformulated. If

ﬂ]':1 = Hx:(—d,lel,...,C

0 x < (=dTIg,bjg, . bix)T,

7Y,
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then
a; = 0= iﬂx : (—d, Cj,l/ ceey C]-,k)Tx < (—dTIK, b]',lr . ,b]',k)T.
Then, using a Farkas lemma argument, we have

(—d,Cjp,-..,Cix)A =0,

%’—0@3)\202{ T
(—d IKij,ll"'lbj,k)/\ < 0.

Using a scaling argument, i.e., assuming that A; = 1 and calling A the rest
of the scaled A, we have

~ Cit,...,Cir)A =d,
@zoﬁaAzm{(@ 2 )
—d IK + (b]‘,l, .. -/bj,k)}\ < 0.
Or after simplification,

(Ciare--s C]-,k))l =d,

cr b\ ]
aj=0=31>0 4 Sl
+| || A<o
T
_Cj,k bj,k

Finally, we can formulate this using only linear constraints as

A >0,
(C] 17 .,Cj/k);\ - d,
—Cr b\
il 1
T
_Cj,k bjx
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Thus, the MIP can be reformulated as the following MILP

MILP) := min X s.t. 5.14
( ae{0,1}" ; ( )
deIR”’
/\JGIR]
Ild < 1%d,vk (5.15)
(Cia,--- /Cj,k)}\ =d,Vj (5.16)
T
CjT,1 bi
ol k| A<aj—1,Y9] (5.17)
_Cka bjx

We can then use this MILP in Algorithm 2 instead of the MILP described
in Section 5.1.

Several tests were made to ensure that the results are the same using
both representations.

5.2.2  Splitting regions along the axes of the space

This first approach attempts to split an active region, let us call it R;, into
two subregions R;; and R;, along one of the m axes of the space. Since our
initial partition consists of the intersections of hypercubes with the outer
polytope, this approach preserves the geometry of the regions which are
hyper-rectangles. Then, to check if this split is interesting, we look for two
directions, d1,d, € D such that

C(d1) NRj1 # D
C(d2) NR;p, ;é %)
C(d1)NRjp =
C(d2) NRj1 =

An example of such a split can be seen on Figure 5.1. The split of the
region along the red line is a good split because the supporting corners
defined by the blue lines each intersect only one of the two sub-regions.

Indeed, if these conditions are satisfied, column j of matrix M is replaced
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[ LN

dq dy

Fig. 5.1 Example of a good split: the square region is split along the red
line because the blue supporting corners each intersect only one of the two
sub-regions.

by two columns in the following way

This transformation impacts the solution, indeed the value of variable x*

]
has to be split between the new variables xgl),x]@. This could cause a

violation of a constraint rejecting the solution.

This way of splitting has a main advantage; it keeps the description of
the regions simple with only facets of the form x; < c or x; > c. It is also
not too costly in terms of computation effort since it only requires to check
intersections. On the other hand, one important flaw of this approach is
that it can fail to identify a split even when a split is possible. We also need
to check several split for each active region, one per dimension of the space.
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5.2.3 Finding "good" directions for splitting

Another approach to split active regions is to try to generate a "good"
direction to split. Our procedure attempts to split the active regions in two
sub-regions using a hyperplane.

So we want to find a hyperplane (J,y) such that

Z Mg pexi + ./\/lgl%j)x](l) + Mg].)x](z) < 1, for some d (5.18)
ke
k#j
8Tz < 0%
Vd € D,Mf;]? =1«3z:{Clz<b (5.19)
—dTz < —max,(d"I,)
—6Tz < —y
Vd € D,Mffj) =1«3z:{Clz<b (5.20)

—dTz < —maxn(dTIn)

ey + x](?) B (5.21)
Let us reformulate constraint (5.19) (a similar reasoning can be made for
constraint (5.20)), this constraint enforces the binary indicator to be equal

to one if the new region has a nonempty intersection with the supporting
corner defined by direction d. Constraint (5.19) is equivalent to

0Tz <y
vdeD,M{) =0=$z: {CTz< b,

—dTz < —max,(dT1,)
Using a Farkas lemma argument,

A 1) [6,Cj, —dly =0
Vdie DM,/ =0=dy>0: T T
4 [7,bj , — maxy (d" 1) ]y < 0
Then, without loss of generality, we can consider yy; = 1 and we get

d+[Cj,—dl§=0

vdae DMWY =0=35>0:
@) P2+ 17, - max (@71,)]7 < 0
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Finally, we can formulate this linearly as

520
vd € D, (5+[C dlij =0

+ BT, — max, (d71))g < M) —1

We also need to reformulate (5.18). Our objective is

Mo+ MDD 4 (@@
n(suyn i};mkg d KXk dj dj%j

k#j

We minimize the smallest value of the constraints for all directions, indeed
if only one constraint is strictly less than one, the split rejects the previous
solution. We can reformulate it as

minz s.t (5.22)
22 Y Magxe+ M)xiV + M — Mo va e D (5.29)
keO
k#j
Y ovs=1|D]-1 (5.24)
deD
vy € {0,1},Vd € D (5.25)

where M is a big number. Finally, we can reformulate every product be-

)

tween a binary variable and a nonnegative variable M ; (1 x( ) by introducing

(1)

a new variable w, * which must satisfy the following set of constraints
(1) (1) *
s Mg
(1)
w;’ >0

o) <
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We can thus formulate this problem as a MILP

min z+ Z Md] M<2) s.t.
vg, MY M {01} deD
6,7,2€R

]7;1)’~L(iz),x]gl)/xjgz)’wb(i1>’wgz) >0

z > ZMdkxk—i—w() (>—Mvd,Vd€D

keO
K]

Y vs=|D|-1

deD
wi) < M)y, vie D ke {1,2)

wlh) < M VdeDke{lz}

Xj
w‘(jk) 2 X](k) (1- Mt(i,j))x}k’Vd €Dke {12}

5+1C,—dlgy) =0,vd e D
7+ [bf, — max(d"1)]gy) < MY —1,vd € D
—5+[Cj,—dlg\? =0,vd e D

~(2 2 A
—y+[b], - m;?x(den)]yg P<MP —1vieD

The sum } ;. p ./\/lglj) + /\/16(12].) is added in the objective to avoid that all
M( ) _ M(Z)

This second approach is always able to identify a split that is possible.
However, it is also more expensive computationally as it requires to solve a
MILP for every active region.

An example of a good split is given on Figure 5.2. We can see that a split
is found when two supporting corners have no intersection in the region.

5.3 Fully dynamic approach

Until now, we have considered full partitions of the outer polytope, i.e.,
sets of regions such that any point in O belongs to one of the regions. We
considered both exact intersections of the supporting corners and a partition
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I

dq

\

Fig. 5.2 Example of a good split: the square region is split along the red
line because the blue supporting corners have no intersection in the square.

using hypercubic regions.

While these full partitions can provide good values of the bound for
small matrices, they have some drawbacks that we discuss here. First, we
observe that finer and finer partitions are required when computing the
bound for larger matrices, leading to slow computation. Computing exact
intersections even leads to a number of regions growing exponentially with
the number of directions. Moreover, many regions are not useful for opti-
mization problem (3.1) because their impact on the constraints is strictly
dominated by a neighboring region, thus they are never selected and could
be ignored when enumerating regions. For partitions that are not based
on the supporting corners, some regions can be only partially contained in
some supporting corners. This leads to another relaxation of the problem,
which results in a weaker bound. Finally, full partitions introduce an asym-
metry in the description of supporting corners and regions. Indeed, only
one vector in required to describe the supporting corner, the direction in R™.
However, to describe a region, we need the list of its facets or vertices, i.e.,
several vectors. We would like to avoid this asymmetry since we want to
have a similar duality between points and corners as the one derived from
the polar transformation which changes facets of a polytope into vertices,
and vice versa.

To avoid these issues, we thus consider O to be a finite set of points.
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This also has the advantage of being closer to the infinite-dimensional
reformulation where regions are single points. However, we have to be
careful because since we do not consider all the points in the outer polytope
anymore, we may lose the guarantee that the solution of optimization
problem (3.1) is a lower bound.

5.3.1 Impact of adding directions/points

To analyze the impact of adding directions/points, we have to take a look at
optimization problems (3.1) and (3.2) and realize that each direction (resp.,
point) creates a constraint in optimization problem (3.1) (resp., (3.2)). This
means that adding a direction (resp., point) is a restriction of optimization
problem (3.1) (resp., (3.2)). More precisely,

Property 5.2. Let D and O be respectively a set of directions in R and a set
of points in O. Let d ¢ D be a direction in R” and let D, = {d} UD. Then,

Lr(0,D1) > Lg(O,D).

Indeed, Lgr(O, D) is equivalent to L (O, D) with the additional con-
straint Zp <o M dp*p > 1,i.e., itis a restriction of the minimization problem,
which means the optimal value can only increase.

Property 5.3. Let D and O be respectively a set of directions in R" and a set
of points in O. Let p ¢ O be a pointin O and let O = {fi} UO. Then,

Ir(O4,D) <Tr(O,D).

Similarly, Tr (O, D) is equivalent to T (O, D) with the additional con-
straint ), _p Md,;a]/d <1,i.e., itis arestriction of the maximization problem,
which means the optimal value can only decrease.

Therefore, to have a stronger lower bound, we have to add directions,
but we will have to add points as well to ensure that the result of optimiza-
tion problem (3.1) is indeed a lower bound.

For example, let us consider the example from Figure 5.3. If we consider
the two supporting corners defined by the full lines, the set of four points
shown on Figure 5.3 gives Lg (O, D) = 2, which is the expected value of
the lower bound since we have two disjoint supporting corners. However,
if we add the two supporting corners defined by dashed lines, we have
L]R(O, ZA?+) = 4, which is not a lower bound since, for example, O is a
solution of the NPP with three vertices. Thus, for this set of supporting cor-
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ners, some points need to be added to consider the solution of optimization
problem (3.1) as a lower bound.

Fig. 5.3 NPP instance (black) with |O] = 4

5.3.2 How to add points/directions?

Let us now discuss how to select points and directions to add to our sets O
and D. Since points and directions are constraints in optimization problems
(3.2) and (3.1) respectively, we decide to add points and directions dynami-
cally using a cutting-plane like procedure. More precisely, we want to add
points (resp., directions) such that the associated constraint in optimization
problem (3.2) (resp., (3.1)) restricts the feasible set. Let us describe in detail
how to add points.

Let D be a set of directions and O be a set of points. Let Yy} be the optimal
solution of optimization problem (3.2), i.e.,

Yy =arg max Z Vg s.t. Z Md,jyd <1Vje 0.
Ya=04€D 4o p deD

We aim to add a point p that rejects this solution, i.e., such that
Ygep Mapya > 1. Thus, we introduce one binary variable B; for each
direction in D and we solve the following MIP

1 A
max Byyj st By<l+-|d'p—o(d1)|,vieD, (526
eoZon 5 B st Bas1t 4Ty —o(d, 1) (526)
where p is the point we want to add, and the constraint enforces B; = 0
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when p ¢ C(d).

If the optimal value of this MIP is strictly greater than one, this means
that adding this constraint to optimization problem (3.2) implies that v} no
longer belongs to the feasible set. Thus, we add the optimal point, p*, to the
set of points, i.e., O; = OU {p*}. Then, we repeat this process as long as
the optimal value of MIP (5.26) is greater than one.

When the optimal value of MIP (5.26) is smaller than one it means that,
for the set of directions D, there is no point in O that would reduce the
optimal value of optimization problem (3.2) if it was added to the set of
points O. Thus, we know that this value is indeed a lower bound.

Adding directions is done is a similar way. Let x), be the optimal solution
of optimization problem (3.1), i.e.,

X, =arg min ) xjs.t. ) Mgjx; >1,¥d € D.
ij{O,l},]GO]-EO ]GO

We want to add a direction d that rejects this solution, i.e., such that
Zjeé M ,x; < 1. Thus, we introduce one binary variable B), for each point

in O and we solve the following MIP

Byx* st 2B, > |d'p—o(d, )| ,Vp €O, 5.27
deIR'”Bpe{Ol}dz pXp S p [P o )} p (5.27)

where d is the direction we want to add, and the constraint enforces B,=1
when p € C(d).

If the optimal value is strictly less than one, we add the optimal direction
d* to our set of directions, i.e., D = DU {d*} since the associated constraint
then cuts x,, from the feasible set.

When the optimal value of MIP (5.27) is larger than one it means that, for
the current set of points O, there is no direction in R” that would improve
the optimal value of optimization problem (3.1) if it was added to the set of
directions D.

As mentioned before, after adding some directions, we have to perform
the procedure to add points to ensure that Lg(O, D) is a lower bound.
Indeed, even if no new point is added, we cannot conclude anything before
at least trying to add some points.

The general procedure is described in Algorithm 3, we call it AItMIP for
alternating MIP.
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Data: Nonnegative matrix: M
Optional: Target value for the bound
Result: Lower bound on rank (M).
begin
Make M column-stochastic;
Create I C O the NPP instance corresponding to M;
Create initial set of directions D;
Create initial set of points O;
while Target is not reached do
while Optimal value of MIP (5.27) < 1 do
‘ Add optimal solution 4* of MIP (5.27) to D;
end
while Optimal value of MIP (5.26) > 1 do
‘ Add optimal solution p* of MIP (5.26) to O;
end
end
end

Algorithm 3: AItMIP - General procedure

The stopping criterion "Target is not reached" indicates that we keep
adding directions and points until the value of Lg (O, D) is above the target
value we give as input, after adding points. Indeed, we usually have an
idea of the value of the nonnegative rank based on some theoretical result
or on some factorization and if we reach that target, our lower bound closes
the gap with an upper bound, which means we have found the nonnegative
rank. If we do not have a target, we simply let the procedure run until
termination.

Whether we give a target or not, this procedure could, in theory, go on
indefinitely as there are infinite numbers of directions and points that can be
added. However, in practice, we observe that the procedure can stop after a
while because numerical tolerances prevent this kind of infinite behavior.
Indeed, points or directions that are very close can have an impact on the
bound in theory, but in practice, they will be considered to be the same
point or direction. This means that while we should, in theory, be able to
get the true value of the nonnegative rank if we let the procedure run for
as long as it should, we can have cases where the gap is never closed in
practice.

For example, the 4-dimensional 0/1-polytope denoted by the number
32766 has a 10 x 14 slack matrix which has nonnegative rank 10. For this
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matrix, AItMIP stops at the value 9 after a while, and cannot find a point or
a direction to cut the previous solution anymore.

We present here a possible explanation to this unwanted stop of the
method. Let us consider the following matrix

1+e 1-—¢

1—e 1+4+¢)’
for very small positive values of €, i.e.,, 0 < € < 1. Obviously, this matrix
has its nonnegative rank equal to 2, however as € goes to zero, it is close to

being rank-one. In such case, it would be difficult, or even not possible, for
AItMIP to get a tight lower bound because of numerical accuracy.

5.3.3  Improving performances

We can use the general procedure described in Algorithm 3, however there
are some tweaking that can improve the performances. When adding points,
we must add all the points as long as the optimal value of MIP (5.26) is
larger than one, but we have more freedom when adding directions. Indeed,
we can decide to add a fixed number of directions then add all the required
points, e.g., add 10 directions then add points.

When we have a target value, we can use another approach described in
Algorithm 4.

In this approach, when Lg (O, D) < Target, we add directions such that
the value increases and when Lg (O, D) > Target, we add points to ensure
that it is a lower bound. The procedure stops when Lg (O, D) > Target, and
no more point can be added, or when no direction or point can be added
regardless of the target.

In Table 5.1, we observe that indeed oscillating around the target is the
most time efficient approach for computing a lower bound, and thus in the
next section it is always the approach we will consider. We also see that
adding a fixed number of directions is more efficient than adding all feasible
directions.

Another important remark to improve the performances is that we do
not need to solve the MIP to optimality. Indeed, as soon as the value of
MIP (5.27) (resp., (5.26)) is smaller (resp., larger) than one, then adding the
direction (resp., point) reduces the feasible set of Lg (O, D) (resp., Tr (O, D)).

Finally, we observed that we get better performances when the matrix is
doubly-stochastic. This can be explained by the fact that this normalization
implies a better structure for the inner polytope. If the matrix is only column-
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Data: Nonnegative matrix: M, Target value for the bound
Result: Lower bound on rank; (M).
begin
Make M column-stochastic;
Create I C O the NPP instance corresponding to M;
Create initial set of directions D;
Create initial set of points O;
while Target is not reached do
while L (O, D) < Target do
‘ Add optimal solution d* of MIP (5.27) to D;
end
while L (O, D) > Target do
‘ Add optimal solution p* of MIP (5.26) to O;
end
end
end

Algorithm 4: AItMIP - Oscillating around Target

stochastic, few rows could have most of the weight and the elements of
other rows could be very small. When building the NPP instance, this
means that some vertices could be very close to one another leading to some
loss of information. Making the matrix doubly-stochastic gives the same
weight to all columns and rows, which leads to more spaced out vertices
for the inner polytope. Since making the matrix doubly-stochastic does not
modify the nonnegative rank, see Remark 3.3, we always normalize the
matrix before using our procedure.

5.4 Numerical results for the dynamic approaches

In this section, we present some numerical results for our dynamic ap-
proaches. For all the results presented in this section, unless stated oth-
erwise, we stop the dynamic approach as soon as the value of our lower
bound closes the gap with the best known upper bound (if we know an
upper bound). This means that we could have a higher value for the lower
bound if we let the algorithm run longer, but the interest seems limited.
Indeed, for example, having a lower bound of 5.1 already means that the
nonnegative rank is at least 6, so getting a lower bound of 5.5 does not
provide any additional information. If the dynamic approaches do not
manage to close the gap with the best known upper bound, we let it run
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Adding all directions
Bound | [O]/|D| | Time[sec]
7-gon || 5.27 | 537/285 436
8-gon|| 5.5 |[1287/676| 34402

Adding 10 directions
Bound | [O|/|D| | Time[sec]
7-gon || 5.002 | 698/149 212
8-gon || 5.06 |1159/178 2123

Oscillating around Target
Bound | [0]/|D| | Time[sec]
7-gon || 5.001 | 406/173 209
8-gon || 5.01 | 530/219 843

Table 5.1 AItMIP for the heptagon and octagon, comparison of ap-
proaches. In bold, values that close the gap.

until it cannot find any new direction/point. These tests have been carried
out on a computer with an Intel® Core™ i7-8550U CPU, with 16GB of RAM,
using MATLAB® R2020 with the Windows® 10 OS.

5.4.1 Dynamic approach with static partition

In Table 5.2, we observe that the dynamic approach manages to close the
gap for all the 3-dimensional 0/1-polytopes. The computation times varies
greatly depending on the value of the bound desired for the polytope.
Indeed, we observe that the computation time is larger for polytopes with
an upper bound of 6.

In Table 5.3, we compare the results obtained with Dg and with the
optimal set of directions generated by the dynamic approach D* for fixed
partition Oy of the outer polytope. We can see that the value of the bound
is always better for D* and that the number of directions required is much
smaller. Keep in mind that for the dynamic approach, we stop as soon as
the gap with the upper bound is closed. For example, for the 4-gon, we stop
when the value is 3.5 (first line in Table 5.3) because it closes the gap with
the upper bound of value 4 (since we know that the extension complexity is
integer). However, we could decide to let the dynamic approach run until
no more directions can be added and, in this case, we get a lower bound
of value 4 but with additional directions and an increase in computation
time (second line in Table 5.3). On the other hand, the computation time
increases since we are now solving a MILP every time we add a direction.
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dimension Number Best

# vertices of Time | known

#facets | Lr(O19, D*) | directions| [s] |extension
Cube 38 6 5.02 83 761 6
/ 37 7 5.006 90 2137 6
Prism 36 5 4.33 24 89.5 5
/ 36 7 5.04 80 1713 6
Octahedron 36 8 5.002 108 5630 6
2 Square pyramid [|3 5 5 4.33 25 107 5
Bipyramid 35 6 4.5 19 73.2 5
4 tetrahedra 34 4 4 8 9.9 4

Table 5.2 Lower bounds on the extension complexity of the 3-dimensional
0/1-polytopes with the dynamic approach for Oqg.

|07 | [Dsl| | Lr(O7, D) | Time [s] | Lr(O7, D) | [D*| | Time [s] | XC
4-gon || 88 608 4 6.99 3.5 17 6.92 4
4-gon || 88 608 4 6.99 4 29 10.37 4
5-gon || 236 | 1970 4.33 1.71 4.013 56 50.03 5
6-gon || 562 | 5336 4.05 6.87 4.026 99 194 5
7-gon || 1219 | 12642 3.5 38.4 3.5 109 410 6
8-gon || 2452 | 27008 3.25 247 4 531 3895 6

Table 5.3 Lower bounds on the extension complexity of regular polygons
computed with the dynamic approach and |O7| and comparison with Ds.
In bold, values that close the gap.

In Table 5.4, we compare the results of the dynamic approach for two
partitions of the outer polytope. We can see that a finer partition provides a
stronger bound, however the computational effort required to get the lower
bound increases.

In Table 5.5, we observe that the number of regions/the parameter
of the partition has a big impact on the computation time. This means
that as stated before for bigger matrices, finer partitions will be needed
to get a strong lower bound using this approach with a big impact on the
computation time.

5.4.2 Refining the partition

The test on the refining of the partition by splitting active regions were quite
underwhelming.
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Time Time
07| | L (07, D%) [[D*|| [s] | [010] | Lr(O10,D*) |ID*]| [s] |XC
4-gon || 88 3.5 17 | 6.92 | 505 3.333 19 | 1984 | 4
5-gon || 236 4.013 56 |50.03| 1750 4.032 60 (21457 5
6-gon || 562 4.026 99 194 | 4795 4.013 86 [900.68| 5
7-gon || 1715 3.5 109 | 410 |11320 4.667 447 | 11809 | 6
8-gon || 2452 4 531 | 3895 | 24265 4 451 | 21976 | 6

Table 5.4 Lower bounds on the extension complexity of regular polygons
computed with the dynamic approach, comparison between |O7| and |Oyg|.
In bold, values that close the gap.

O4 | Os | Og | O7 | Og | Og | Oy
Lr(O., D) || 3 | 35 | 35 | 35 |3.77| 389 | 467
|Z§* \ 32 181 | 193 | 109 | 180 | 346 | 447
10| 120 | 330 | 792 |1715 | 3424 | 6399 | 11320
Time [s] 12.95(214.9 |374.5| 410 | 1346|4603 | 11809

Table 5.5 Lower bounds on the extension complexity of the heptagon
computed with the dynamic approach. In bold, values that close the gap.

The main issue with the splitting of active regions, is that, when we
reach an integer value of the lower bound, there are many optimal solutions
with few active regions that give this integer value. Indeed, several sets
of regions can be selected as a solution, and if we split a set of regions,
the solver simply switches to another solution. By using an interior point
method to solve the LP, we can get a solution with many active regions, ans
thus split many regions at once. One could think that this improvement
would let us break the integer barrier, however the new regions created by
the split also often create new solutions with the same optimal value.

For example, we tested the splitting method that solves a MILP on the
8-gon starting from Oyg. We tested after each split of the all set of regions,
we applied the dynamic approaches to generate new directions, and we
alternated between these two approaches. After two days of running and
around 300 attempts at splitting the active regions, the value of the bound
was still 4, meaning that there was no improvement at all. We observed
that identifying a good split is difficult in this case because the regions are
already small so finding directions that define a split is difficult.

Moreover, splitting along the axes does not work well if the initial
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partition is too gross. Indeed, for low values of the partition parameter, the
regions are big and it can fail to identify a good split because the corners
are more likely to have a nonempty intersection inside the region.

5.4.3 Fully dynamic approach

Let us first present results for the slack matrices of low-dimensional regular
polygons in Table 5.6. In this table, we can see that our alternating MIP
approach manages to close the gap with the best upper bound in reasonable
computation time until the octagon. We can see that this approach with
a finite set of points is much more efficient than the approach with a full
partition described before, having smaller computation time and managing
to close the gap for larger slack matrices. We can see that our approach
is slower than the bound from [FP16] and the rectangle covering number
which can both also close the gap. However, we will see that our approach
performs better on some other matrices.

4-gon | 5-gon | 6-gon 7-gon 8-gon 9-gon
xc = rank 4 5 5 6 6 7
Target 4 5 5 6 6 6
|0]/|D] 9/16 | 73/55 | 112/75 | 417/194 | 842/237 | 1370/280
AIMIP(O, D) 4 4.17 5 5.004 5.02 5.01
Times [sec] 0.4 347 5.52 36.09 154.15 1623.4
|O10]/ | D] 505/16 | 1750/59 | 4795/90 | 11320/447 | 24265/380 Not
Lr (019, D*) 4 413 4.01 4.67 4 Computed
Times [sec] 17 176 752 11809 16180
rc(M) 4 5 5 6 6 6
Times [sec] 0.30 0.33 0.34 0.38 0.59 0.39
rrc(M) 4 5 5 6 6 7
Times [sec] 0.29 0.29 0.30 0.30 0.31 0.33
From [FP16] 4 5 4.69 5.03 5.15 5.32
Times [sec] 0.47 0.62 1.18 3.85 13.66 69.21
From [DGG21] 4 5 5 6 6 6
Times [sec] 0.01 0.01 0.01 0.01 0.01 0.01

Table 5.6 Lower bounds on the extension complexity of regular polygons.
In bold, values that close the gap.

Let us now take a look at how our approach performs on slack matrices
of non-regular hexagons. These hexagons were created by adding random
perturbations to the vertices of a regular hexagon. The resulting non-regular
hexagons all have xc = 6. The results can be found in Table 5.7.
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#1 | #2 | #3 | #4 | #5 | #6 | #7 | #8 | #9 | #10
xc = rank 6 6 6 6 6 6 6 6 6 6
AItMIP(O, D) || 5.01 | 5.06 | 5.04 | 5.01 | 5.03 | 5.04 | 5.01 | 5.06 | 5.03 | 5.07
Lr(O12, D*) 5 5 5 5 5 5 5 4 5 5
rc(M) 5 5 5 5 5 5 5 5 5 5
From [FP16] | 4.784.93|4.99|4.7914.99|4.96| 4.9 |5.01|4.91|4.96

Table 5.7 Lower bounds on the extension complexity of non-regular
hexagons. In bold, values that close the gap. Computation time for AItMIP
is less than 3 minutes.

We can see that our alternating MIP approach is the only one which
manages to close the gap with xc for all these hexagons. Once again the
computation time is reasonable, less than 3 minutes for all hexagons and
often less than 30 seconds. The only other bound which manages to close
the gap for one hexagon is the bound from [FP16]. It was expected that the
rectangle covering number would fail to close the gap for these non-regular
hexagons since the slack matrices of all hexagons have the same support,
thus the rectangle covering number is always the same. For the same reason,
all approaches relying only on the support of the matrix would fail to close
the gap for these non-regular hexagons. Similarly, all hexagons have the
same f-vector, which implies that the bounds based on the f-vector also fail
to close the gap for these slack matrices.

Results on matrices from communication complexity

Here, we present results for small matrices corresponding to a few typical ex-
amples in communication complexity. Once again, we compare our bound
AItMIP with the rectangle covering number and the bound from [FP16].
Let us first describe the functions that were considered; we considered four
functions of the form f: {0,1}" x {0,1}" — {0,1}, which take two strings
of n bits as input, and output a binary result. These functions are

e Equality: f(x,y) = 1if x = y which is known to require n + 1 bits of
communication.

e Parity: f(x,y) = 1if x and y have the same parity, i.e., if they both
have an odd (or even) number of ones which is known to require 2
bits of communication.

e Inner Product: f(x,y) = Y. ; x;y; mod 2 which is known to require
n + 1 bits of communication.
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* Majority: f(x,y) = 1 if x and y have together a majority of ones,
i.e., if the number of ones in x and the number of ones in y sum to a
number greater or equal to 7 which is known to require log(n) bits of
communication.

We considered small strings of bits, n = 3 and n = 4, and build the matrices
associated with these functions. The matrices associated with strings of
three (resp. four) bits are 8 x 8 (resp. 16 x 16). Let us give an example: for
n = 3, the matrix associated with the Majority function is

000 001 010 011
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The numerical results for these matrices are presented in Table 5.8. We
can see that all bounds find the same value, which are all tight for these
matrices. Our approach is faster than the approach from [FP16] on almost
all of these matrices, and it can be faster than computing the rectangle
covering number, e.g., for the Majority matrix with four bits.

Equality Parity Inner Product| Majority
n=3n=4\n=3n=4\n=3|n=4|n=3\n=4
rank = rank 8 16 2 2 7 15 4 5

ATtMIP 8 | 16 | 2 2 | 65 | 141 | 4 5
Times[sec] || 0.04 | 0.06 | 0.27 | 0.64 | 7.9 | 349 | 029 | 1.08
rc(A) 8 | 16 | 2 2 7 15 4 5

Times[sec] 0.21 1 021 | 075 | 0.15 | 0.64 | 0.18 | 15.65
From [FP16] 8 16 2 2 7 15 4 5
Times[sec] 017 | 043 | 1.22 | 1243 | 1.27 | 597 | 1.72 | 5383

Table 5.8 Lower bounds on the nonnegative rank for matrices from com-
munication complexity.

We also tested these lower bounds on a disjointness problem. Let n > 0
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be a positive integer and let S = {1, ..., n} be the set of positive integers
between 1 and n included. Alice gets a subset of k elementsof S, S4 C S,
and Bob gets another subset of k elements of S, Sp C S. They want to check
if their subsets contain a common element or not, i.e., they want to evaluate
the following function f(S4,Sg) =1if S, NS = Q.

For this disjointness problem, we did numerical tests for subsets of two
elements, i.e., k = 2 and for sets containing a total number of elements
equal to five and six, i.e., n = 5 and n = 6. For these sizes, the matrices are
respectively 10 x 10 and 15 x 15. The results are showcased in Table 5.9.
For n = 5, all three bounds manage to close the gap in reasonable time; our
approach being slower than the other two. For n = 6, none of the bounds
manage to close the gap; the rectangle covering bound is the fastest with
the smallest gap of only one. The bound from [FP16] cannot do better than
a lower bound of 10, and we can see that our approach gets the same value
is similar time. We can get a better value with our bound if we use a higher
target; however, AItMIP did not converge in more than ten hours for a
target of 14.

Disjointness with k = 2
n=>5 n==~6
rank = rank 10 15
rc(A) 10 14
Times|[sec] 0.15 0.99
From [FP16] 10 10
Times|[sec] 0.88 103.2
AItMIP 9.17 | 9.08 | 11.02 ?
Target 10 10 12 14
Times[sec] 15.2 |117.8 | 808.8 | >36000

Table 5.9 Lower bounds on the nonnegative rank for matrices from com-
munication complexity.

Rectangle covering seems to work better for these matrices. A reason
could be that theses matrices are binary; AItMIP exploits the values in the
matrix while the rectangle covering bound only exploits the zero/nonzero.
Thus it is easier for the rectangle covering bound here.

5.4.4 Impact of dimensions on computation time

For all the results presented above, our approach has a larger computation
time than the rectangle covering number and the bound from [FP16]. We
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would like to find matrices for which our approach has better performances.
We consider some randomly generated matrices; we generate two non-
negative random factors U of dimensions m x r and V of dimensions r x n.
Then, the m x n matrix M = UV has nonnegative rank r. Moreover, we
generate the factors such that the resulting matrix M has some sparsity such
that the rectangle covering number can still perform well. We can see the
results for these randomly generated matrices in Tables 5.10 and 5.11.

(m,n,r) (5,5,5)|(10,10,5) | (15,15,5) | (20,20,5) (25,25,5)
AIMIP(O, D) || 4.17 4.04 4.02 4.02 4.06
Time [sec] 7.01 149.28 11.59 45.04 13.91
rc(M) 3 4 5 5 Out of Memory
Time [sec] 0.14 0.16 0.52 16.88
From [FP16] 5 4.03 5 5 Not computed
Time [sec] 3.53 7229 | 1654.96 | > 1day

Table 5.10 Lower bounds on the nonnegative rank of randomly generated
matrices. Impact of the dimensions of the matrix. In bold, values that close
the gap.

In Table 5.10, we observe that for the rectangle covering number and the
bound from [FP16], the computation time grows with the dimensions of the
matrix m and n. This growth in computation time seems to be exponential.
On the other hand, for our approach, we observe there is an impact of
the dimensions on the performances, but this impact is not as important.
For the rectangle covering number, this can be easily understood from the
fact that the number of feasible rectangles grows exponentially with the
dimensions of the matrix. On the other hand, in Table 5.11, we can see that
the performances of our approach are more impacted by the nonnegative
rank of the matrix than the other bounds. We observe in this table that
the other bounds can fail to close the gap with the nonnegative rank. In
Table 5.11, for the matrix of rank 8, we observe that our approach gives a
lower bound > 6 in reasonable time, but still did not give a lower bound
> 7 after several hours of computation. Our approach does as good as the
other approaches, but if we want to do better, much more computational
effort is required. For these matrices, computing the rectangle covering
number is quite fast. Indeed, using Gurobi'”, the presolve operation gives
the solution with no other operation required.

This hints that our approach performs better for big matrices with small
nonnegative rank, while the rectangle covering number and the bound
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(m, n,r) (10,10,4) [ (10,10,6)|  (10,10,8)
Target 4 6 7 . 8
AIMIP(O, D) 4 501 | 6011 ?
Time [sec] 0.48 71.18 |76.09 ' >36000
rc(M) 4 5 6
Time [sec] 0.15 0.16 0.17
From [FP16] 4 5.60 6.38
Time [sec] 1217 | 54.65 49.20

Table 5.11 Lower bounds on the nonnegative rank of randomly generated
matrices. Impact of the nonnegative rank. In bold, values that close the gap.

from [FP16] perform better for small matrices with large nonnegative rank.

5.5 Conclusion

In this chapter, we introduced dynamic approaches to generate the direc-
tions and the partition needed to compute lower bounds on the nonnegative
rank based on the representation of the matrix as a pair of nested polytopes.
These approaches are cutting-plane like procedures which successively
cut the optimal solutions to improve the value of the bound. We showed
that these approaches can outperform other bounds from the literature for
some matrices, however getting a strong lower bound may require a lot of
computational effort.

In particular, AItMIP the fully dynamic approach, produces interest-
ing results. It can produce bounds stronger than other bounds from the
literature, and can be applied to larger matrices as long as the nonnegative
rank remains small. Indeed, other approaches are often more impacted by
the dimensions of the matrix than by the nonnegative rank itself. This is
not the case for AItMIP, which can perform well for larger matrices with
smaller nonnegative rank. Moreover, with AItMIP, there is more freedom
when computing a lower bound since we can provide different values of
the target to reach.
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6.1 Summary

In this thesis, we have introduced several computational ways of determin-
ing strong lower bounds for the nonnegative rank of a nonnegative matrix.
In Chapter 2, we introduced a lower bound on the extension complexity of
a polytope which is based on the monotonic decrease of its f-vector or flag-
vector under projective transformations. We have shown that this bound
improves upon other bounds using less information from the f-vector for
some polytopes, and we gave a generalization of the bound for nonnegative
matrices.

In Chapter 3, we used a representation of a nonnegative matrix as a pair
of nested polytopes (NPP) to give a framework to compute lower bounds
for the nonnegative rank. We introduced the concept of supporting corner
and used some geometric property of these supporting corners to get lower
bounds. We also described static approaches to compute lower bounds
by generating static sets of supporting corners and partition of the outer
polytope and, showed that these approaches already have limitations when
working with small to moderate size matrices.

In Chapter 4, we showed how the rectangle covering number can be
interpreted geometrically in our nested polytopes representation of the
matrix. We have shown that introducing additional NPP constraints in the
faces of the outer polytope allowed us to get the rectangle covering number

| 129



6 | Conclusion

from our NPP representation. We also discussed about the importance of
the problem formulation when computing the rectangle covering number
and determined that it is more efficient to check if the rectangle covering
number is smaller than a given value rather than computing it.

Finally, in Chapter 5, we introduced dynamic approaches to generate
better sets of supporting corners and to refine the partition. The corners
are introduced in a way that cuts the previous optimal solution. We have
shown that these dynamic approaches perform better than the static ap-
proaches, but adding a supporting corner requires more computational
effort. We have introduced a fully dynamic approach, which successively
adds supporting corners and points, and we have shown that this approach
can outperform other bounds from the literature for some matrices.

6.2 Open problems

There are many questions that are still open. In Chapter 2, we gave an
example of a potential flag-vector for which it makes a difference if we
use the flag-numbers or not, but it would be interesting to find an actual
polytope for which using the flag-numbers actually strengthen the bound.
We know that if such a polytope exists it is at least 5-dimensional, and we
could try to build a polytope which has our potential flag-vector as its actual
flag-vector. In this Chapter, we also proved that cutting a three-dimensional
polytope with a two-dimensional plane cuts at most two thirds of the edges,
but this results does not improve the value of our bound. It would be
interesting to check if this result can be generalized to higher dimensions,
and if this can strengthen our lower bound. We think that it should be the
case, however we wonder if we could find a general formula. We could start
by checking if we get similar results for other low-dimensional polytopes
and hyperplanes, then try to get a general formula. When we generalized
our bound based on the f-vector to any nonnegative matrix, we introduced
the k-restricted nonnegative ranks of the matrix but stated that these ranks
would be difficult to compute in practice. We would like to know if an
efficient way of estimating these ranks could be found. Since these ranks
are based on a NPP representation, we could maybe find a way to adapt
our bounds from Chapters 3 and 5 to get such estimates.

In Chapter 3, we introduced ways to generate supporting corners and
partition the outer polytope. An interesting question would be to wonder if
there are better ways. We have seen that our partitions have many regions
that are never used in the optimization problem. Maybe we could try
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to use asymmetric partitions which have many regions where they are
needed but few regions where they are not. Similarly, we could rely more
on the geometry of the inner polytope to generate the supporting corners.
Some naive approaches have been tested without much success, but a more
sophisticated approach might give interesting results. Another interesting
open problem would be to determine if we can find an upper bound on the
number of directions needed for the bound to be tight since we know that it
is the case for an infinite number of directions.

In Chapter 4, the main open question is to find a way to use the infor-
mation defined by the NPP constraints in the faces of the outer polytope
to get a starting point. Simply combining it with the constraints from the
supporting corners does not work since the definition of the regions is dif-
ferent. Thus, we would need to determine a way to represent open regions
properly to be able to use these constraints with our dynamic approach
from Chapter 5. Maybe it is a matter of determining the right numerical
tolerance, but we could need a new representation of the regions, maybe
going back to regions that are given by their vertices.

In Chapter 5, we described several ways of refining a partition but we
showed that they do not work as we intended. So, we would like to find a
good way of refining the partition. Maybe, we could try to remove regions
that are not used to keep the number of regions as low as possible, but
this needs to be done carefully. For our fully dynamic approach, we could
try to remove some directions/points after a while to keep their numbers
low to improve the performances. Another interesting question would be
to determine if we can always get a lower bound that is stronger than the
usual rank which is a lower bound that can be computed very efficiently.

6.3 Final comments on the thesis

Like other bounding approaches from the literature, the techniques intro-
duced in this thesis can be applied efficiently to small matrices. However,
computing these bounds on larger matrices coming from some real-life
applications of the nonnegative rank does not seem to be possible yet, as
the time (and sometimes the memory usage) required to obtain a value of
the bound can still be very large. The fully dynamic approach based on
nested polytopes introduced in Chapter 5, AItMIP, seems to allow us to use
slightly larger matrices and obtain a stronger bound than other approaches
in some cases. We can consider this procedure to be the most important
contribution of this work as it manages to close the gap for some matrices
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where other approaches fail.

We believe that the most important direction for future work would be to
aim to improve on this AItMIP procedure. As said before, the performances
of the method get worse when the numbers of directions and points added
become large. Thus, finding a way to remove unnecessary directions/points
could lead to a significant improvement in performances. We could imagine
to define a criterion that can be checked when we add a direction/a point
to determine if some other direction/point should be kept or could be
removed. The other most promising track would be to try to see if /how
information about the structure of the inner polytope or the interpretation
of the rectangle covering number in our NPP representation could be used
to improve performances. For example, defining a better starting point, or
adding some constraints to the optimization problems could lead to better
performances.
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